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Preface

Here it is standing: atoms with consciousness; matter with
curiosity. Stands at the sea, wondering: I. . . a universe of
atoms, an atom in the universe.
Richard Feynman

While teaching classes on digital transmission and mobile communications for
undergraduate and graduate students, I was wondering if it would be possible to
write a book capable of giving them some insight about the practical meaning of the
concepts, beyond the mathematics; the same insight that experience and repetitive
contact with the subject are capable to construct; the insight that is capable of building the bridge between the theory and how the theory manifests itself in practice.
I remember those days when I was a graduate student at State University of
Campinas (Unicamp), SP, Brazil, and those lectures given with competence by my
professors. At that time, for me and for most of the students, some topics were
nebulous, except by the fact that a few times we were able to follow the mathematics. Something that could translate mathematics into waveforms, block diagrams,
circuits and the like was missing from the student’s point of view.
Later, in 1999 I took contact with one of the first versions of VisSim/Comm,
a communication’s systems simulation software jointly developed by Visual Solutions, Inc. (http://www.vissol.com/) and Eritek, Inc. (http://www.eritek.com/). I
started using VisSim/Comm just to help me better understand the subjects I was
studying while preparing my lecture materials. Soon I realized that the software
could be used in a similar way to help students to understand the concepts that I
was teaching them. Then I began to use VisSim/Comm as a teaching tool, showing previously prepared simulations to the students just after the mathematical or
conceptual explanation about some topic.
The students gave me very positive feedback about the idea, but insisted to claim
that, unconditionally, “theory is different from practice” in what concerns communication systems. As a reply I always told them that this is an unfair judgment. Theory
would produce, and sometimes actually produces the same results as actual systems, as long as the mathematical model of the system under analysis is able to take
into account all or most of the relevant system variables. Theory is different from
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practice in cases where it is impossible or mathematically intractable to consider all
important system variables. We must live with this difference. Otherwise, we would
have nothing to do. Eventually I felt that we have reached to a balance. . .
This book is the result of such experience. Discussing with my students and
preparing class notes and simulations throughout these years have given to me the
opportunity to resolve my past wonderings.
This is not a conventional textbook on Digital Transmission, nor a book on Simulation of Communications Systems. The literature is rich, and it is not difficult to
find excellent books about these areas. Furthermore, it would be an act of arrogance
to aim at preparing a book to “compete” with those from where I have learned what
would be presented in such book.
This book addresses basic concepts on digital transmission, mainly pertaining to
the physical layer of a digital communication system. However, these basic concepts
are also intended to allow the reader to understand more advanced topics and the
associated technology. Each topic is addressed in two different and complementary ways: theoretically and by simulation. The theoretical approach encompasses
common subjects covering principles of digital transmission, like notions of probability and stochastic processes, signals and systems, baseband and passband signaling, signal-space representation, spread spectrum, multi-carrier and ultra wideband
transmissions, carrier and symbol-timing recovery, information theory and errorcorrecting codes. The simulation approach also covers these subjects, but with focus
on the capabilities of VisSim/Comm to help the reader fulfill the gap between the
theory and its practical meaning. The presentation of the theory is made easier with
the help of 357 illustrations. A total of 101 simulation files support the simulationoriented approach.
Although the computer experiments can be considered themselves as exercises
to test the reader’s knowledge, some additional problems are proposed inside the
simulation work plans and a few more are proposed at the end of each chapter.
Most of the proposed problems are simulation-oriented in the sense that the reader is
guided to create specific simulations for exploring the practical meaning of concepts
not explicitly covered before, for complementing those already covered, or simply
for revisiting a given concept with a different perspective. A significant part of the
remaining problems deals with the study of specific topics, aiming at complementing some theory.
All simulation files used throughout the book are supplied in the accompanying
CD and run with an evaluation version of VisSim/Comm, which is also available in
the CD. This evaluation version allows for users to run all examples included in the
CD and construct new diagrams, but not save their work. Nevertheless, if the reader
is able to afford a full version of VisSim/Comm, he can benefit from the opportunity
of enhancing his knowledge through a deeper interaction with the supplied files,
adding the possibility of saving changes and new diagrams.
It is not expected that the reader has previous knowledge about VisSim/Comm,
neither about simulation of communication systems. However, a previous contact
with the VisSim/Comm documentation may help the reader to achieve an easier
and faster interaction with the simulation files and, as a consequence, to speed-up
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his learning process. The only previous knowledge that is needed to follow this
book refers to notions of communication systems and a solid background in what
concerns the mathematics covered in typical Electrical Engineering courses.
Both theoretical and simulation parts of the book can be followed independently,
though some simulation results will require comparisons with theoretical ones. It
is left to the reader’s discretion to go through the entire book sequence or to skip
the simulation and go only through the theory and vice-versa. However, for a more
complete treatment of each topic, it is recommended that both are followed in the
original sequence.
The depth and scope of the book is adequate mainly for undergraduate level,
though first-level graduate students can also benefit from the simulation approach
adopted. The book can be used as a textbook for a two-semester undergraduate
course or for a one-semester graduate and introductory course on digital communications. An important consequence of the simulation appeal is that the computer
experiments can be explored as laboratory activities, expanding the course possibilities. Furthermore, the book can be used as a reference for VisSim/Comm users.
In what concern the bibliographical references, I have adopted the approach of
providing a huge number of references throughout the text, not only to acknowledge
those who have contributed to the field, but also to give the reader the opportunity
of complementing his studies or finding details not presented here.
Finally, one might be worried about the caducity of the accompanying software
version and of the book itself. However, since we are dealing with fundamentals
and well-established concepts, and since upgrades of VisSim/Comm will always be
backward-compatible, this work promises to be a life-long textbook that will help
the readers to improve their knowledge on digital transmission for a long time. At
least, this is what I expect.
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Structure of the Book

Chapter 1 aims at revisiting the mathematical basement on probability, random
variables and random processes, since these topics are extensively used throughout the book. In Chap. 2, signals typically encountered in communication systems
are studied, aiming the analysis of their deterministic and random characteristics.
While writing these first two chapters, I was wondering if I was being repetitive
and exaggeratedly concise, trying to condense a material vastly available in all good
books on Probability and Stochastic Processes and Signals and Systems. Eventually,
I have decided to run into the risk and give a condensed review of some of the main
concepts on these two areas. Some topics were in fact covered in a very simplistic
way and I did this motivated by my students. During the past few years, I detected
several “holes” in their basic knowledge, and this was the main reason for covering
such simple and basic topics in Chaps. 1 and 2. By doing this, the students are not
forced to resort to other references if some (not heavy) stone shows up in their way
when studying the main chapters of the book.
Chapter 3 covers the communication channels over which most of the communication systems convey information. The importance of this chapter and its location
resides in the fact that it is virtually impossible to design a communication system
without knowing the characteristics and behavior of the channel through which the
information will flow.
In Chap. 4 the study of digital communication systems starts with one of its
simplest forms: baseband transmission. The concepts drawn from the discussion
about baseband transmission are applied in the study of passband transmission (or
digital modulation), a topic covered in Chap. 6.
Chapter 5 can be viewed as an interface or preparation for Chap. 6. Some tools
are developed so that a smooth transition is made between baseband and passband
transmission. Additionally, most of the concepts discussed in Chap. 4 are generalized in Chap. 6 by applying the tools developed in Chap. 5.
Spread spectrum, multicarrier, and ultra wideband are covered in Chap. 7. This
chapter can be viewed as an application of fundamental concepts presented in previous chapters. However, several new concepts are presented in this chapter.
As a complementary and final part of the book, notions about information theory
and error-correcting codes are discussed in Chap. 8.
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Structure of the Book

The material presented in this book can be more adequately explored depending
on the content of the curriculum of the course where it is intended to be applied.
Chapters 1 and 2 can be skipped if there are courses on Probability and Stochastic
Processes and on Signals and Systems. Nevertheless, it can be of help to recommend to the students a review of such topics before entering into the specifics of
digital transmission. In this case the book can be covered in two 4-month terms in
an undergraduate course and in one 4-month term in a graduate course. We must
not forget that the computer experiments can be explored as laboratory activities to
complement the theoretical studies. The majority of details and deeper analysis are
concentrated in Chaps. 3, 4, 5, 6, and 7, since these chapters can be considered the
most relevant from the perspective of an introductory study about digital transmission. Information theory and error-correcting codes normally are part of graduate
courses in communication systems. If this is the case, Chap. 8 can also be skipped
and treated as a review.
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Notes on the Accompanying CD with Software
and Simulation Files

The accompanying CD contains three folders. The folder “VisSimComm” contains
the setup file for installing the simulation software VisSim/Comm 7.0 and the setup
file for installing the viewer-only version of the software. The folder “DAT” contains files that are necessary for some simulations to run. The folder “Simulations”
contains all the simulation files used throughout the book. It is further divided into
eight sub-folders, each of them associated to one chapter of the book. To use the
supplied files, follow the instructions below.
• The simulation software VisSim/Comm 7.0 can be installed by running the file
“setupVisSimCommWeb70.exe” inside the “VisSimComm” folder and following
the instructions during the installation process. After installation VisSim/Comm
will run in demo mode and will not let you save your work. However, you can
request license keys to enable a 60-day trial that will let you save your implementations. A trial license can be obtained via e-mail by running the “VisSim license
manager”, which is automatically installed when you install VisSim/Comm, and
clicking the “Email License Codes. . .” button. After receiving the reply with the
trial license keys, you must run the License Manager once more and insert the
trial license keys; your trial will run 60 days before requiring a permanent license.
To purchase a permanent license, send an e-mail to sales@vissol.com. For technical questions, use support@vissol.com.
• The simulation files supplied in the accompanying CD were implemented in a
way that you do not need a permanent license to run them. In fact, whether in
demo mode or running VisSim/Comm Viewer you will not miss any simulation
detail explored throughout the book.
• After any of the working options of VisSim/Comm is installed and enabled, create the folder “C:\DAT” in your hard drive “C”. Copy the content of the DAT
folder in the CD to the DAT folder you have just created. These DAT files are
necessary for some experiments to run and can not be created in another path
different from “C:\DAT”, unless you modify all the corresponding file paths in
the simulation files.
• Before you start running the simulations, it is strongly recommended that you
become familiar with the VisSim/Comm user interface. This can be easily
xxv
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accomplished through the VisSim/Comm documentation installed with the software in your computer.
Now you are ready to run the experiments located in the CD, in the folder “Simulations”, according to the work plans supplied throughout the book. These work
plans are identified by the word “Simulation” followed by its identification number
according to each chapter. As an example, Simulation 4.3 contains the guidelines
of the third simulation related to the fourth chapter. The header of each work plan
contains information on which simulation file will be used.
This work was prepared with due care, trying to avoid or at least minimize errors.
I apologize in advance for any mistake not detected during the reviewing process.
However, I count on the reader to report any error found, directly to me or to the
Publisher.
Good reading, good interaction with the simulation files and good learning.
Dayan Adionel Guimarães

Author Disclaimer

The author and the publisher believe that the content of this book is correct. However, all parties must rely upon their own judgment when making use of it. Neither
the author nor the publisher assumes any liability to anyone for any loss or damage
caused by any error or omission in this book. The computer simulations in this book
have been developed with the greatest of care to be useful to the readers in a broad
range of applications. However, they are provided without warranty that they and
the associated simulation software are free of errors.
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Chapter 1

A Review of Probability and Stochastic
Processes

The seminal studies about probability go back to the 17th century with Blaise
Pascal (1623–1662), Pierre de Fermat (1601–1665), Jacques Bernoulli (1654–1705)
and Abraham de Moivre (1667–1754). Today, probability and random processes (or
stochastic processes) are the basis for the study of many areas, including Electrical
Engineering and, particularly, communications theory. That is the reason for including disciplines on the subject in the regular curriculum of such courses. Moreover,
in communication systems, most of the signals are of random nature, demanding the
use of probabilistic tools for their characterization and for supporting system design
and assessment. In this chapter, mostly inspired in the book by Alberto Leon-Garcia
[9], we review basic concepts about probability and random processes. The chapter
is intended to allow for the reader to have prompt access to these concepts when
studying specific subjects on digital transmission. We start by reviewing some concepts and properties of the set theory, aiming at using them to define probability and
to help with the solutions of problems. In the sequel, basic combinatorial theory is
presented as an additional tool for probability calculations based on counting methods. An important rule of probabilities, known as the Bayes rule is then presented.
Random variables and averages of random variables are also discussed, followed
by the central limit theorem. Confidence interval analysis is then studied. Its use is
related to the analysis of the precision associated to averages obtained from sample
data. Random number generation is also discussed as a means for computer simulating random phenomena that frequently appear in digital transmission systems.
Random processes are defined and the analysis of averages and filtering of stochastic processes are presented. The chapter ends with the investigation of the thermal
noise, one of the main random processes encountered in communication systems.

1.1 Set Theory Basics
Before starting the specific topic of this section, let us have a look at some terms that
will appear frequently throughout the chapter. We do this by means of an example,
where the terms we are interested in are in italics: let the experiment of tossing a
coin and observing the event corresponding to the coin face shown. The possible

D.A. Guimarães, Digital Transmission, Signals and Communication Technology,
C Springer-Verlag Berlin Heidelberg 2009
DOI 10.1007/978-3-642-01359-1 1, 

1

2

1 A Review of Probability and Stochastic Processes

results will be the sample points head (H) and tail (T). These two possible results
compose the sample space. Now, using the same experiment let us define another
event corresponding to the occurrence of heads in the first two out of three consecutive tosses. The sample space is now composed by 23 = 8 results: HHH, HHT,
HTH, HTT, THH, THT, TTH, and TTT, from where we notice that the defined event
occurs two times, corresponding to the sample points HHH and HHT.
From this simple example we can conclude that a given experiment can produce
different results and have different sample spaces, depending on how the event we
are interested in is defined.
Other two common terms in the study of probability and stochastic processes
are deterministic event and random event. If the occurrence of an event is temporal, we say that it is deterministic if we have no doubt about its result in
any time. A deterministic event can be described by an expression. For example, if x(t) = A cos(2π f t) describes the time evolution of a voltage waveform,
the precise time when, for example, x(t) = A/2 can be determined. A random event, instead, can not be described by a closed expression, since always
there is some degree of uncertainty about its occurrence. For example, the amount
of rain in a given day of the year is a random event that can not be precisely
estimated.
Fortunately, random events show some sort of regularity that allows for some
degree of confidence about them. This is indeed the objective of the study of probabilistic models: to analyze the regularities or patterns of random events in order to
characterize them and infer about them.
Somebody once said: “probability is a toll that permits the greatest possible
degree of confidence about events that are inherently uncertain”.

1.1.1 The Venn Diagram and Basic Set Operations
Set theory deals with the pictorial representation, called Venn diagram, of experiments, events, sample spaces and results, and with the mathematical tools behind
this representation. The main objective is to model real problems in a way that they
can be easily solved.
We start by reviewing the above-mentioned pictorial representation and some
basic set operations. Let the sample space of a given experiment be represented
by the letter S, which corresponds to the certain event. Let the events A and B
defined as the appearance of some specific set of results in S. In Fig. 1.1 we have
the corresponding Venn diagram for S, A, B and for other events defined form
operations involving S, A and B. The complement of A, or A, is the set composed
by all elements in S, except the elements in A, that is A = S − A. The complement
A represents the event that A did not occur. The union of the events A and B is the
set A ∪ B or A + B and it is formed by the elements in A plus the elements in B.
It represents the event that either A or B or both occurred. The intersection of the
events A and B is the set A ∩ B or A · B, or simply AB and it is formed by the
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elements that belongs to both A and B. It represents the event that both A and B
occurred. In the rightmost diagram in Fig. 1.1 we have mutually exclusive events for
which A ∩ B = Ø, where Ø represents the empty set or the impossible event.

Fig. 1.1 Set representation and basic set operations

1.1.2 Other Set Operations and Properties
We list below the main operations involving sets. Most of them have specific names
and proofs or basic explanatory statements. We omit this information, aiming only
to review such operations. For a more applied and complete treatment on the subject,
see [9–15].
1. A ∪ B = B ∪ A and A ∩ B = B ∩ A
2. A ∪ (B ∪ C) = (A ∪ B) ∪ C and A ∩ (B ∩ C) = (A ∩ B) ∩ C
3. A ∪ (B ∩ C) = (A ∪ B) ∩ (A ∪ C) and A ∩ (B ∪ C) = (A ∩ B) ∪ (A ∩ C)




4.
Ai =
Ai and
Ai =
Ai
i

i

i

i

5. If A ∩ (B ∪ C) = (A ∩ B) ∪ (A ∩ C), A ∪ (B ∩ C) = (A ∪ B) ∩ (A ∪ C)
(1.1)
6. A − B = A ∩ B
7. If A ⊂ B, then A ⊃ B or B ⊂ A
8. A ∪ Ø = A and A ∩ Ø = Ø
9. A ∪ S = S and A ∩ S = A
10. A = (A ∩ B) ∪ (A ∩ B),
where A ⊂ B means that B contains A and B ⊃ A means that A contains B.

1.2 Definitions and Axioms of Probability
Generally speaking, probability is a number P[A] associated to the information on
how likely an event A can occur, where 0 ≤ P[A] ≤ 1. Three formal definitions of
probability are the relative frequency, the axiomatic and the classic.
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In the relative frequency approach, the probability of occurrence of an event A is
given in the limit by
P[A] = lim

N →∞

nA
,
N

(1.2)

where n A is the number of occurrences of event A and N is the number of trials or,
equivalently, is the number of times that the experiment is repeated. It turns out that
the greater the value of N , the more the result will approach the true probability of
occurrence of A.
The axiomatic definition is based on the axioms: 0 ≤ P[A]; P[S] = 1; if A ∩
B ∩ C ∩ · · · = Ø, then P[A ∪ B ∪ C ∪ · · · ] = P[A] + P[B] + P[C] + · · · . From
these axioms are derived some important properties, as shown by:
1. P[A] = 1 − P[A]
2. P[A] ≤ 1
3. P[Ø] = 0

(1.3)

4. If A ⊂ B, then P[A] ≤ P[B]
 n

n
n



5. P
Ak =
P[A j ] −
P[A j ∩ Ak ] + · · · (−1)n+1 P[A1 ∩ · · · ∩ An ].
k=1

j<k

j=1

The last property in (1.3) gives rise to an important axiom called union bound. If
we do not know a priori if the events are or are not mutually exclusive, we can state
that the probability of occurrence of the union of events will be less than or equal to
the sum of the probabilities of occurrence of the individual events:

P

n



Ak ≤

k=1

n


P[Ak ].

(1.4)

k=1

In its classic definition, the probability of occurrence of an event A is determined
without experimentation and is given by
P[A] =

nA
,
N

(1.5)

where n A is the number of favorable occurrences of the event A and N is the total
number of possible results.
Example 1.1 – A cell in a cellular communication system has 5 channels that can
be free or busy. The sample space is composed by 25 = 32 combinations of the
possible status for the 5 channels. Representing a free channel by a “0” and a busy
channel by a “1”, we shall have the following sample space, where each five-element
column is associated to one sample point:
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Assume that the sample points are equally likely, that is, they have the same probability. Assume also that a conference call needs three free channels to be completed.
Let us calculate the probability of a conference call be blocked due to busy channels.
From the sample space we obtain that there are 16 favorable occurrences of three or
more busy channels. Then, according to the classic definition, the probability of a
conference call be blocked is given by 16/32 = 0.5.

1.3 Counting Methods for Determining Probabilities
In many situations the sample space has a finite number of sample points and the
probability of occurrence of a given event is determined according to the classic
definition, i.e., by counting the number of favorable outcomes and dividing the result
by the total number of possible outcomes in the sample space. In what follows some
counting methods or combinatorial formulas are summarized. We consider equally
likely outcomes in which the probability of a given sample point is 1/n, where n is
the total number of sample points in the sample space.

1.3.1 Distinct Ordered k-Tuples
The number of distinct ordered k-tuples with elements (x1 , x2 , . . ., xk ) obtained from
sets having n i distinct elements is given by
No = n 1 n 2 · · · n k .

(1.6)

The term “ordered” means that different orderings for the k-tuples form different
and valid outcomes.

6

1 A Review of Probability and Stochastic Processes

In other words, suppose that a number of choices are to be made and that there
are n 1 possibilities for the first choice, n 2 for the second, . . ., and n k for the k-th
choice. If these choices can be combined without restriction, the total number of
possibilities for the whole set of choices will be n 1 n 2 · · · n k . The following counting
rules are based on (1.6).

1.3.2 Sampling with Replacement and with Ordering
If we choose k distinct objects from a set containing n distinct objects and repeat this
procedure replacing the objects previously selected, the number of distinct ordered
k-tuples is given by (1.6) with n 1 = n 2 = . . . = n k = n, that is,
NRO = n k .

(1.7)

1.3.3 Sampling Without Replacement and with Ordering
If we choose k distinct objects from a set containing n distinct objects and repeat this
procedure without replacing the objects previously selected, the number of distinct
ordered k-tuples is given by
NRO = n(n − 1) · · · (n − k + 1).

(1.8)

1.3.4 Permutation of Distinct Objects
If we select all k = n distinct objects from a set containing n objects, the number of
ways the n objects are selected, which is known as the number of permutations, is
determined by (1.8) with k = n, yielding
NP = n(n − 1) · · · (2)(1) = n!.

(1.9)

When n is large, the Stirling’s formula can be used as an approximation for n!:
n! ∼
=

√

2π n n+ 2 e−n .
1

(1.10)

1.3.5 Sampling Without Replacement and Without Ordering
If we choose k distinct objects from a set containing n distinct objects and repeat
this procedure without replacing the objects previously selected, the number of distinct k-tuples without considering the order, which is also known as the number of
combinations, is given by
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n
k

7

 
n
n!
=
,
k!(n − k)!
k

(1.11)

is the binomial coefficient1 .

1.3.6 Sampling with Replacement and Without Ordering
The number of different ways of choosing k distinct objects from a set with n distinct
objects with replacement and without ordering is given by

NRO =

n−1+k
k




=

n−1+k
n−1


.

(1.12)

1.4 Conditional Probability and Bayes Rule
Let a combination of two experiments in which the probability of a joint event is
given by P[A, B]. According to (1.6), the combined experiment produces a sample
space that is formed by all distinct k-tuples from the n i possible results from each
experiment. Then, the joint probability P[A, B] refers to the occurrence of one or
more sample points out of n 1 n 2 , depending on the event under interest. As an example, if two dies are thrown, the possible outcomes are formed by 36 distinct ordered
pairs combining the numbers 1, 2, 3, 4, 5 and 6. Let A and B denote the events of
throwing two dies and observing the number of points in each of them. The joint
probability P[A = 2, B odd] corresponds to the occurrence of three sample points:
(2, 1), (2, 3) and (2, 5). Then P[A = 2, B odd] = 3/36 = 1/12.
Now suppose that the event B has occurred and, given this additional data, we
are interested in knowing the probability of the event A. We call this probability a
conditional probability and denote it as P[A|B]. It is shortly read as the probability
of A, given B. The joint and the conditional probabilities are related through
P[A|B] =

P[A, B]
.
P[B]

(1.13)

Since P[A, B] = P[B, A], using (1.13) we can write P[B, A] = P[B|A]P[A] =
P[A, B]. With this result in (1.13) we have
P[A|B] =

P[B|A]P[A]
.
P[B]

(1.14)

1 An experiment for computing the binomial coefficient using VisSim/Comm is given in the simulation file “CD drive:\Simulations\Probability\Bin Coefficient.vsm”. A block for computing the
factorial operation is also provided in this experiment.
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This important relation is a simplified form of the Bayes rule. Now, let the mutually exclusive events Ai , i = 1, 2, . . . , n. The general Bayes rule is given by
P[Ai |B] =

P[Ai , B]
=
P[B]

P[B|Ai ]P[Ai ]

,

(1.15)

P[B|A j ]P[A j ]

(1.16)

n

P[B|A j ]P[A j ]
j=1

where
P[B] =

n

j=1

P[B, A j ] =

n

j=1

is the marginal probability of B, obtained from the joint probability P[B, A j ]. Equation (1.16) is referred to as the theorem of total probability.
In (1.14) we notice that if the knowledge of B does not modify the probability of
A, we can say that A and B are independent events. In this case we have
P[A|B] = P[A] and P[A, B] = P[A]P[B].

(1.17)

Generally speaking, the joint probability of independent events is determined by
the product of the probabilities of the isolated events. As an example, if we throw
two fair coins, it is obvious that the result observed in one coin does not alter the
result observed in the other one. This is a typical example of independent events. For
example, the joint probability of heads in the two coins is P[A = H, B = H ] =
P[H, H ] = P[A = H ]P[B = H ] = P[H ]P[H ] = 0.5 × 0.5 = 0.25. In fact,
the sample space is composed by four sample points: (H , H ), (H , T ), (T , H ) and
(T , T ) and there is only one favorable event to heads in both tosses. Then, from the
classical definition of probability, P[H, H ] = 1/4 = 0.25.
Example 1.2 – In a digital communication system, the transmitter sends a bit
“0” (event A0 ) with probability P[A0 ] = p0 = 0.6 or a bit “1” (event A1 ) with
probability P[A1 ] = p1 = (1 − p0 ). The communication channel occasionally
causes an error in a way that a transmitted “0” is converted into a received “1” and
a transmitted “1” is converted into a received “0”. This channel is named binary
symmetric channel (BSC) and it is represented by the diagram shown in Fig. 1.2.

Fig. 1.2 Model for a binary symmetric channel (BSC)
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Assume that the error probability is ε = 0.1, independent of the transmitted
bit. Let the events B0 and B1 correspond to a received “0” and a received “1”,
respectively. Let us compute the probabilities P[B0 ], P[B1 ], P[B1 |A0 ], P[A0 |B0 ],
P[A0 |B1 ], P[A1 |B0 ] and P[A1 |B1 ]:
1. From Fig. 1.2 we readily see that P[B0 ] = p0 (1 − ε) + p1 ε = 0.6(1 − 0.1) +
0.4×0.1 = 0.58. This result also comes from the total probability theorem given
in (1.16): P[B0 ] = P[B0 |A0 ]P[A0 ] + P[B0 |A1 ]P[A1 ] = (1 − ε) p0 + ε(1 − p0 ).
2. In a similar way, P[B1 ] = p0 ε + p1 (1 − ε) = 0.6 × 0.1 + 0.4(1 − 0.1) = 0.42.
3. The probability P[B1 |A0 ] = P[B0 |A1 ] is simply the probability of error. Then,
P[B1 |A0 ] = ε = 0.1.
4. The probability P[A0 |B0 ] can be determined by applying Bayes rule: P[A0 |B0 ] =
P[B0 |A0 ]P[A0 ]/P[B0 ] = (1 − ε) p0 /0.58 = (1 − 0.1)0.6/0.58 ∼
= 0.931.
5. Similarly, the probability P[A0 |B1 ] can be determined by applying Bayes rule:
P[A0 |B1 ] = P[B1 |A0 ]P[A0 ]/P[B1 ] = εp0 /0.42 = 0.1 × 0.6/0.42 ∼
= 0.143.
6. The probability P[A1 |B0 ] can also be determined by applying Bayes rule:
P[A1 |B0 ] = P[B0 |A1 ]P[A1 ]/P[B0 ] = εp1 /0.58 = 0.1(1 − 0.6)/0.58 ∼
= 0.069.
7. The last probability is given by P[A1 |B1 ] = P[B1 |A1 ]P[A1 ]/P[B1 ] = (1 − ε)
p1 /0.42 = (1 − 0.1)(1 − 0.6)/0.42 ∼
= 0.857.

Simulation 1.1 – Conditional Probability
File – CD drive:\Simulations\Probability\Conditional.vsm
Default simulation settings: Frequency = 1 Hz; End = 2,000,000
seconds. Probability of a bit “0” in the random bits source: p0 = 0.6.
BSC error probability ε = 0.1.
This experiment complements Example 1.2, with emphasis on exploring the concepts of the conditional probability and the Bayes rule. It also aims at exploring the
definition of probability by relative frequency.
A binary source generates random bits with prescribed probabilities of zeroes
and ones. Specifically, the probability of a bit “0”, p0 = 1 − p1 , can be configured.
These random bits go through a binary symmetric channel (BSC) with configurable
error probability ε. The input (A) and the output (B) of the BSC channel are analyzed and estimates of probabilities are made from them. These estimates use the
concept of relative frequency, that is, the probability of occurrence of an event is
computed by dividing the number of occurrences of the event by the total number of
observations.
As an exercise, have a look inside the probability estimation blocks and try to
understand how they were implemented. Pay special attention to the conditional
probability estimation blocks, where the total number of observations reflects the
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condition under which the probability is being estimated. In other words, note that
the probability P[B1 |A0 ] is estimated by dividing the number of occurrences of a
bit “1” at the BSC output B given that the input A was “0” by the total number of
times that the input A was “0”.
Run the experiment and confirm the results obtained via Example 1.2. Change
the configuration of the probabilities of ones and zeroes and the channel error probability. Repeat the computations of the probabilities considered in Example 1.2 and
check your results by means of the simulation. An interesting configuration to be
analyzed corresponds to equiprobable bits, i.e. p0 = p1 = 1/2.
As another exercise, reduce the simulation time and observe that the estimates
deviate from the theoretical ones. The lower the simulation time, the more inaccurate
the probability estimates are. Recall the concept of probability by relative frequency
and justify this behavior.

1.5 Random Variables
Random variables are numbers that represent the results of an experiment. As an
example, let the event A denote the number of heads in three tosses of a fair coin.
We can create a random variable X (A), or simply X , to represent the possible results
of the experiment. In this example, X can assume the values 0, 1, 2 or 3.
The mapping of an event into a number is such that the probability of occurrence
of an event is equal to the probability of occurrence of the corresponding value of
the random variable. For example, the probability of two heads in the experiment
above corresponds to the probability of occurrence of the number 2 for the random
variable X .

1.5.1 The Cumulative Distribution Function
By definition, the cumulative distribution function (CDF) of a random variable X is
given by
FX (x)  P[X ≤ x], −∞ ≤ x ≤ ∞,

(1.18)

which means that FX (x) gives the probability that the random variable X assume a
value in the interval (−∞, x]. Figure 1.3 depicts the exemplifying CDF
⎧
0, x < −1
⎪
⎪
⎨ x+1
, −1 ≤ x < 2
10
.
FX (x) =
x
,
⎪ 5 3≤x <4
⎪
⎩
1, x ≥ 4

(1.19)
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The main properties of the CDF are:
1. 0 ≤ FX (x) ≤ 1
2. lim FX (x) = 1
x→∞

3. lim FX (x) = 0
x→−∞

(1.20)

4. If a ≤ b ⇒ FX (a) ≤ FX (b)
5. P[a ≤ X ≤ b] = FX (b) − FX (a − ).
In the last property given in (1.20), FX (a − ) is the value of FX (x) for x → a
from the left. This property leads to the following additional property: if the CDF is
continuous in x = b, then the probability of X = b is zero, as shown by:
P[X = b] = FX (b) − FX (b− ) = 0.

(1.21)

Moreover, if FX (x) is continuous in x = a and x = b, then
P[a < X < b] = P[a ≤ X < b] = P[a < X ≤ b] = P[a ≤ X ≤ b].

(1.22)

Fig. 1.3 Illustration of a cumulative distribution function

Example 1.3 – By using the CDF shown in Fig. 1.3, let us determine the probabilities P[X < 2], P[X = 2] and P[X ≥ 3].
1. P[X < 2] = FX (2− ) = 0.3.
2. P[X = 2] = FX (2) − FX (2− ) = 0.4 − 0.3 = 0.1.
3. P[X ≥ 3] = 1 − P[X < 3] = 1 − FX (3− ) = 1 − 0.6 = 0.4.
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1.5.2 Types of Random Variables
In this section we address the types of random variables and the corresponding
mathematical functions that characterize them.
1.5.2.1 Discrete Random Variables
A discrete random variable is the one that assumes discrete countable values. These
values can be in a finite or in an infinite range.
Discrete random variables are usually represented in terms of its probability mass
function (PMF), defined by
p X (x)  P[X = x], x real.

(1.23)

The cumulative distribution function of a discrete random variable is the sum of
unit-step functions u(x) located at each value of X , and weighted by each of the
corresponding PMF values:
FX (x) =



p X (xk )u(x − xk ).

(1.24)

k

The magnitude of the “jumps” in the CDF at x = xk is the value of P[X = xk ].
1.5.2.2 Continuous Random Variables
A continuous random variable has a continuous cumulative distribution function
for all of its values. In other words, a continuous random variable is the one that
assumes continuous values in a finite or in an infinite range. According to (1.21),
the probability of occurrence of a particular value for a continuous random variable
is zero, that is, P[X = x] = 0, for any value of x.
Continuous random variables are usually characterized by a probability density
function (PDF), defined as the first derivative of the CDF, as shown by:
f X (x) 

d FX (x)
.
dx

(1.25)

The PDF is called a probability density in the sense that it represents the probability of X be in a small interval in the neighborhood of x. More details about the
PDF will be given later.
1.5.2.3 Mixed Random Variables
As the name suggests, mixed random variables are those represented by cumulative
distribution functions having continuous and discontinuous portions. An example of
such CDF was given in Fig. 1.3.
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For mixed random variables the CDF can be written in terms of discrete and
continuous parts, as shown below for one discrete component and one continuous
component, that is,
FX (x) = p FX 1 (x) + (1 − p)FX 2 (x),

(1.26)

where p is the probability of occurrence of the discrete event, FX 1 (x) is the CDF of
the discrete component random variable and FX 2 (x) is the CDF of the continuous
component random variable.
1.5.2.4 Probability Density Function of a Discrete Random Variable
The cumulative distribution function of a discrete random variable can be written in
terms of the Dirac delta function δ(z) as [9, p. 151]

FX (x) =

x



−∞

k

p X (xk )δ(z − xk )dz,

(1.27)

which suggests that the probability density function of a discrete random variable is
given by
f X (x) =

d FX (x) 
=
p X (xk )δ(x − xk ).
dx
k

(1.28)

We can notice the slight difference between this probability density function and
the probability mass function defined in (1.23). Graphically, the representation of
the PDF can be used for representing a PMF. However, the PDF is mathematically
more adequate from the point of view of its relation with the CDF.
1.5.2.5 Properties of the Probability Density Function
The probability density function has the following main properties:
1. f X (x) ≥ 0

 b
f X (x)d x
2. P[a ≤ X ≤ b] =
a
 x
3. FX (x) =
f X (t)dt
−∞
 +∞
f X (t)dt = 1.
4.

(1.29)

−∞

The second, third and fourth properties in (1.29), when applied to a discrete random variable, will lead to equivalent results produced by the following operations
involving the probability mass function:
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1. P[B] =



p X (x)

x∈B

2. FX (x) =
3.





p X (xk )u(x − xk )

(1.30)

k

p X (x) = 1.

x∈S

1.5.2.6 The Normalized Histogram as an Approximation for the PDF
From [4, p. 348], a histogram is “a graph of vertical bars representing a frequency
distribution in which the groups or classes of items are marked on the x-axis, and
the number of items in each class is indicated by a horizontal line segment drawn
above the x-axis at a height equal to the number of items in the class”.
Example 1.4 – This example aims at clarifying the above definition. Suppose you
have collected the height of 100 graduate students, obtaining the following values
in meters:
1.62 1.74 1.54 1.93 1.71 1.70 1.71 1.61 1.53 1.63
1.65 1.74 1.64 1.76 1.69 1.63 1.76 1.66 1.60 1.77
1.70 1.71 1.77 1.63 1.73 1.70 1.61 1.58 1.60 1.72
1.62 1.72 1.67 1.73 1.64 1.59 1.77 1.68 1.74 1.78
1.51 1.78 1.71 1.49 1.73 1.77 1.68 1.76 1.75 1.81
1.77 1.74 1.68 1.67 1.63 1.73 1.80 1.82 1.82 1.87
1.56 1.80 1.75 1.61 1.74 1.73 1.51 1.69 1.77 1.73
1.86 1.81 1.80 1.67 1.73 1.78 1.92 1.81 1.77 1.64
1.55 1.80 1.64 1.50 1.63 1.55 1.60 1.68 1.96 1.73
1.73 1.61 1.88 1.72 1.62 1.82 1.67 1.54 1.65 1.56
Following the definition above, you will obtain the histogram shown in Fig. 1.4.
In this histogram, the range of heights was divided into 11 classes or bins. In the vertical axis are shown the number of students having their height in the corresponding
class in the horizontal axis. For example, there are 6 students with heights between
1.50 and 1.55 m.
The information that there are 6 students with heights between 1.50 and 1.55 m
can not be converted into an estimate of probability, unless, in the light of the relative
frequency definition for probability, we have an infinite number of samples. However, if this number is high enough, a good probability estimate can be obtained. For
example, if we had 10,000 samples in Example 1.4, the division of the number of
students having heights between 1.50 and 1.55 m by the total area of the histogram
would result in a good approximation of the probability of the student height be in
this range.
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The total area of the histogram can be easily calculated through
A=

C


n c Δ,

(1.31)

c=1

where C is the number of classes, n c is the number of occurrences of the random
variable in class c and Δ is the class width.
If we decrease the width of the classes in a histogram to a very small value and
perform the normalization of the frequency axis in order to show the estimate of
the probability corresponding to each class, the resultant graph will have the top of
the thin bars very close to the probability density function of the random variable
under analysis. Figure 1.5 illustrates the normalized histogram considering 10,000
samples and a class width of 0.005 m. Note that the histogram has a shape very
similar to the real PDF of the corresponding random variable.

Fig. 1.4 Histogram for the Example 1.4, considering 100 samples

Fig. 1.5 Normalized histogram for the Example 1.4, considering 10,000 samples
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In summary, the histogram is a very useful tool for estimating the shape of the
probability density function of a random variable. The greater the sample size, the
better the approximation between the normalized histogram and the PDF will be.
The smaller the class width, the greater the histogram ability of recording short-term
undulations in the estimated PDF will be. This is particularly useful in the case of
multimodal PDFs, i.e. PDFs that exhibit two or more “peaks”.

1.6 Conditional Probability Densities and Mass Functions
In (1.13) we presented the definition of the conditional probability and, from this
definition, in (1.14) and (1.16) we derived the Bayes rule and the total probability
theorem, respectively. Now we are able to extend those concepts to conditional densities and mass functions. The concepts we are about to present in this section are
of great relevance, since in practice we commonly encounter random variables that
are not independent from each other.
We start by defining the conditional probability mass function for discrete random variables X and Y . The conditional PMF of X , given Y = y is given by
p X (x|y) = P[X = x|Y = y] =

p X,Y (x, y)
P[X = x, Y = y]
=
.
P[Y = y]
pY (y)

(1.32)

If X and Y are continuous random variables we have the following conditional
PDF of X , given Y = y:
f X (x|y) =

f Y (y|x) f X (x)
f X,Y (x, y)
=
.
f Y (y)
f Y (y)

(1.33)

1.6.1 The Bayes Rule Revisited
Suppose that we are interested in knowing the a posteriori probability of an event
B, given X = x has occurred, P[B|X = x], from the knowledge of the conditional
probability density function of x given B, f X (x|B), from the a priori probability of
B, P[B], and from the total probability density f X (x). The Bayes rule for probability density functions states that [15, p. 84]
P[B|X = x] =

f X (x|B)P[B]
, f X (x) = 0.
f X (x)

(1.34)

This is an important result, largely used in parameter estimation based on the
maximum a posteriori (MAP) probability criterion. In Chaps. 4 and 5 we apply this
version of Bayes rule for developing two important decision rules used in digital
communication systems: the MAP itself and the maximum likelihood (ML).

1.7

Statistical Averages of Random Variables

17

1.6.2 The Total Probability Theorem Revisited
Multiplying both sides of (1.34) by f X (x) and integrating the result we obtain

P[B] =

∞

−∞

P[B|X = x] f X (x)d x.

(1.35)

This is also an important result and represents the continuous version of the total
probability theorem given in (1.16). It states that if we know the probability of
occurrence of an event, given the value of another random variable, the “average”
probability of the event is obtained by averaging the conditional probability over all
possible values of the random variable to which the probability is conditioned.
Although the definition of the total probability theorem given in (1.16) applies
directly to discrete random variables, it is worth rewriting it in terms of the PMF of
the condition discrete random variable, as follows:

P[B|X = xk ] p X (xk ).
(1.36)
P[B] =
k

1.7 Statistical Averages of Random Variables
As pointed out at the beginning of this chapter, though random phenomena can not
be precisely predicted, they exhibit regularities that permit some sort of inference
and a given confidence on such inference. These regularities are given by statistical
averages in a more formal and more generic sense that the intuitive concept about
averages that we might have in mind.
An statistical average of a random variable or random process is usually denoted
by the expectation or expected value operator E[·].

1.7.1 Mean of Random Variables
One of the most important statistical averages is the mean. For a discrete random
variable X , the mean is given by
E[X ] = μ X =



xk p X (xk ),

(1.37)

k

where {xk } are the possible values assumed by the random variable and p X (xk ) is
the value of the probability mass function for X = xk . The shorthand notation μ X
is sometimes preferred for the sake of notational simplicity.
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For a continuous random variable X , the mean is given by

E[X ] = μ X =

∞
−∞

x f X (x)d x,

(1.38)

where f X (x) is the probability density function of X .
If a random variable is defined in terms of another random variable, say, Y =
g(X ), then the mean value of Y is given by
E[Y ] =



g(xk ) p X (xk ),

(1.39)

k

if the random variables are discrete, and

E[Y ] =

∞

−∞


y f Y (y)dy =

∞
−∞

g(x) f X (x)d x,

(1.40)

if the random variables are continuous.
The concept of mean can be extended to the case in which a random variable Y
is written in terms of multiple random variables, that is, Y = g(X 1 , X 2 , . . . , X n ).
For example, for multiple continuous random variables we have:

E[Y ] =

∞

−∞


···

∞

−∞

g(x1 , x2 , . . . , xn ) f X 1 ...X n (x1 , x2 , . . . , xn )d x1 d x2 . . . d xn .

(1.41)
The mean of the sum of random variables is the sum of the individual means:
 n

n


E
Xi =
E[X i ]
(1.42)
i=1

i=1

In Sect. 1.4 we discussed the concept of a joint event end the concept of independent events. We have seen that the joint probability of occurrence of independent
events is the product of the probabilities of the individual events. This concept
is analogous to the case of probability functions of random variables, that is, two
discrete random variables are said to be independent random variables if the joint
probability mass function is the product of the individual (marginal) probability
mass functions of the discrete random variables:
p X,Y (x j , yk ) = p X (x j ) pY (yk ),

(1.43)

for all j and k. Equivalently, two continuous random variables are said to be independent if the joint probability density function is the product of the marginal probability density functions of the continuous random variables:
f X,Y (x, y) = f X (x) f Y (y).

(1.44)
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The mean of the product between independent random variables is the product
of the individual means, that is,
E[X Y ] = E[X ]E[Y ].

(1.45)

1.7.2 Moments of Random Variables
The n-th moment of a random variable X is defined as the expected value of the
n-th power of X , as shown below for a continuous random variable:

E[X ] =

∞

n

−∞

x n f X (x)d x,

(1.46)

from where we can notice that the first moment of a random variable corresponds to
its mean.
The second moment E[X 2 ] of a random variable X is of great importance and is
usually referred to as the mean-square value of the random variable. We shall see at
the end of this chapter that the second moment of a random process corresponding
to a voltage waveform is the total average power of the waveform.
We also have the definition of the n-th central moment as the expected value of
the centralized random variable, where centralized indicates that the mean is taken
out of the computation of the moment, as shown by:

E[(X − μ X )n ] =

∞

−∞

(x − μ X )n f X (x)d x.

(1.47)

Similarly, for discrete random variables we have
E[(X − μ X )n ] =


(xk − μ X )n p X (xk ).

(1.48)

k

Also of great importance is the second central moment, usually referred to as
the variance of the random variable. We shall see at the end of this chapter that the
second central moment of a random process corresponding to a voltage waveform is
the total AC power2 of the waveform. The shorthand notations for the variance of a
random variable X are usually var[X ] or σ2X , where σ X is called standard deviation
or root-mean-square (rms) value of X .
If a is a constant, then we have the following main properties of the variance:

2

AC stands for alternating current. DC stands for direct current.
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1. If X = a, then var[X ] = 0
2. If Y = X + a, then var[Y ] = var[X ]

(1.49)

3. If Y = a X, then var[Y ] = a var[X ].
2

From (1.38) and (1.47) we can write the important relation:
σ X2 = E[X 2 ] − μ2X .

(1.50)

Again, we shall see at the end of this chapter that for a random process corresponding to a voltage waveform, (1.50) states that the average AC power σ X2 is
equal to the total average power E[X 2 ] minus the average DC power E 2 [X ], which
is an intuitively satisfying interpretation.
The relation among the central moment, the non-centralized moment and the first
moment of a random variable can be generalized as follows [15, p. 193]:
n  

n

E[(X − μ X ) ] =
n

k

k=0

(−1)k μkX E[X n−k ],

(1.51)

where the binomial coefficient was defined in (1.11).

1.7.3 Joint Moments of Random Variables
The joint moment of two continuous random variables X and Y is defined by

E[X Y ] =
i



∞

n

−∞

∞

−∞

x i y n f X,Y (x, y) d xd y.

(1.52)

For discrete random variables we have
E[X i Y n ] =


j

x ij xkn p X,Y (x j , yk ),

(1.53)

k

where the order of the joint moment is given by i + n.
Similarly, the joint central moment of two random variables X and Y is E[(X −
μX )i (Y − μY )n ]. For continuous random variables it is given by

E[(X − μ X )i (Y − μY )n ] =

∞

−∞



∞

−∞

(x − μ X )i (y − μY )n f X,Y (x, y) d xd y. (1.54)
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1.7.3.1 Correlation Between Random Variables
The second-order joint moment between two random variables is called correlation
and it is obtained with i = 1 and n = 1 in (1.52), resulting in the second-order
moment E[X Y ].
Two random variables X and Y are said orthogonal if their correlation is zero.
If two orthogonal random variables are also independent, from (1.45) E[X Y ] =
E[X ]E[Y ] = 0, which means that E[X ], E[Y ], or both are zero.
1.7.3.2 Covariance Between Random Variables
The second-order joint central moment between two random variables is called
covariance and it is obtained with i = 1 and n = 1 in (1.54), yielding
cov[X, Y ] = E[(X − μ X )(Y − μY )]
= E[X Y ] − E[X ]E[Y ].

(1.55)

Two random variables X and Y are said to be uncorrelated if their covariance
is zero. The degree of correlation is usually measured by a normalized covariance
ranging from −1 to 1 and called correlation coefficient, which is defined by
cov[X, Y ]
ρ 
.
σ X2 σY2

(1.56)

Note that, with the condition (1.45) in (1.55), if two random variables are statistically independent, they are also uncorrelated. However, although two uncorrelated
random variables satisfy E[X Y ] = E[X ]E[Y ], they are also independent if and
only if their joint probability density or mass function is the product of the marginal
probability density or mass functions, according to (1.43) and (1.44).
Note also that if two random variables are orthogonal, then E[X Y ] = 0. With
this condition in (1.55), these variables will be uncorrelated if and only if one of
their expected values, or both, are zero.

1.7.4 The Characteristic and the Moment-Generating Functions
The characteristic functions (CF) of continuous and discrete random variables are
defined by the statistical averages:
∞
ψ X ( jω)  E[e

jωX

]=

−∞

e jωx f X (x)d x if X is continuous.
e jωxk p X (xk ) if X is discrete.

(1.57)

k

Note that the characteristic function is similar to the Fourier transform (see
Chap. 2), except by the sign of the exponential. Then, the probability density
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function can be obtained from the characteristic function by means of the “inverse
Fourier transformation”, leading to
f X (x) =

1
2π



∞

−∞

e− jωx ψ X ( jω)dω.

(1.58)

One of the major applications of the characteristic function is in the determination of the moments of a random variable. This is accomplished through the moment
theorem, which is given by
E[X n ] = (− j)n


d n ψ X ( jω) 
.
dωn ω=0

(1.59)

Another application of the characteristic function is the estimation of the probability density function of a random variable from experimental measurements of the
moments [15].
The probability generating function [9, p. 187] or moment-generating function
(MGF) [10, p. 114; 15, p. 211; 18, p. 248] of a random variable is defined analogously to the characteristic function and has essentially the same applications.
However, the characteristic function always exists, which is not the case of the
moment-generating function [1, pp. 194, 350].
The moment-generating functions of continuous and discrete random variables
are defined by
∞
φ X (s)  E[e ] =
sX

−∞

esx f X (x)d x if X is continuous.
esxk p X (xk ) if X is discrete.

(1.60)

k

The MGF of a continuous random variable is similar to the Laplace transformation (see Chap. 2), the difference being that the MGF is defined for all s real. Then,
the MGF and PMF or PDF form a transform pair.
The moment theorem also applies in the case of the MGF and is given by

d n φ X (s) 
.
E[X ] =
ds n s=0
n

(1.61)

Other important properties of the moment-generating function are:
1. φ X (s)|s=0 = 1
2. If Y = a X + b, then φ X (s) = esb φ X (as).

(1.62)

In Sect. 1.10 we shall discuss other properties of the characteristic function that
are also applicable to the moment-generating function, in the context of the sum of
random variables. The summarized concepts considered up to this point suffice for
the continuity of the presentation.
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1.7.5 Conditional Expected Value
The conditional expected value E[X |y] is the expected value of the random variable
X , given a value of another random variable Y be equal to y. Mathematically, if X
and Y are both continuous random variables,

E[X |y] = E[X |Y = y] =

∞
−∞

x f X (x|y)d x.

(1.63)

If X and Y are both discrete random variables, the conditional expectation is
E[X |y j ] = E[X |Y = y j ] =



xk p X (xk |y j ).

(1.64)

k

From the total expectation law, E[E[X |Y ]] = E[X ]. As a consequence, we have
the following unconditional expectations:
⎧ ∞
⎨ −∞ E[X |y] f Y (y)dy, if X and Y are continuous.
E[X ] =
⎩ E[X |y j ] pY (y j ), if X and Y are discrete.

(1.65)

j

1.8 Some Discrete Random Variables
In what follows we present some discrete random variables, examples of their use,
their probability mass functions, main statistical averages and moment-generating
functions. We omit further details for the sake of brevity. For more information, the
interested reader is encouraged to consult the references listed at the end of the chapter. A great number of details about several distributions can also be found online
at the Wikipedia encyclopedia [16] or at the Wolfram MathWorld [17]. Some of the
simulations considered in this chapter will also help clarifying and exemplifying the
concepts about these random variables.

1.8.1 Bernoulli Random Variable
This discrete random variable is largely used to model random phenomena that can
be characterized by two states. For example: on/off, head/tail, bit “0” / bit “1”. These
states are commonly associated to the terms success or failure. The attribution of
these terms to a given state is somewhat arbitrary and depends on what we want for
the meaning of the states in relation to the actual observed phenomenon.
A Bernoulli random variable can also be used to model any random phenomena
for which an indicator function I A is used to signalize the occurrence of an event
A. The indicator function will be a Bernoulli random variable that assumes the state
“1” (success) if the event under observation occurs and “0” (failure) otherwise. If

24

1 A Review of Probability and Stochastic Processes

p is the probability of success and q = (1 − p) is the probability of failure in this
Bernoulli trial, then p = P[A].
The probability mass function, mean, variance and moment-generating function
of a Bernoulli random variable X with parameter p are, respectively:
⎧
⎪
⎨ p, x = 1
1. p X (x) = 1 − p, x = 0
⎪
⎩
0, otherwise
2. E[X ] = p
3. var[X ] = p(1 − p)

(1.66)

4. φ X (s) = 1 − p + pes .

1.8.2 Binomial Random Variable
A binomial random variable X counts the number of successes in n Bernoulli trials
or, equivalently, X is the sum of n Bernoulli random variables. Its applications arise,
for example, in the analysis of the number of ones (or zeros) in a block of n bits at
the output of a binary source. If we assign the probability of success p of a Bernoulli
trial to the probability of bit errors in a digital communication system, the number
of bits in error in a block of n bits is a binomial random variable.
The probability mass function, mean, variance and moment-generating function
of a binomial random variable X with parameters n and p are, respectively:
 
n
1. p X (x) =
p x (1 − p)n−x
x
2. E[X ] = np
3. var[X ] = np(1 − p)

(1.67)

4. φ X (s) = (1 − p + pes )n .

1.8.3 Geometric Random Variable
The geometric random variable characterizes the number of failures before a success
or between successes in a sequence of Bernoulli trials. Alternatively, a geometric
random variable can characterize the number of Bernoulli trials needed to produce
one success, no matter if a success has or has not occurred before. In what follows
we consider the first case, for which the results are 0, 1, 2, . . ., etc.
As an example, if we assign the probability of success p of a Bernoulli trial to the
probability of bit errors in a digital communication system, the number of correct
bits before a bit error occurs is a geometric random variable.
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The probability mass function, mean, variance and moment-generating function
of a geometric random variable X with parameter p are, respectively:


p(1 − p)x , x = 0, 1, 2, . . .
0,
otherwise
1− p
2. E[X ] =
p
1− p
3. var[X ] =
p2
p
4. φ X (s) =
.
1 − (1 − p)es

1. p X (x) =

(1.68)

The geometric random variable is the only discrete memoryless random variable.
This means that if you are about to repeat a Bernoulli trial, given that the first success has not yet occurred, the number of additional trials until a success shows up
does not depend on how many failures have been observed till that moment. As an
example, the die or the coin you throw in a given instant is not influenced by the
failures or successes up to that instant.

1.8.4 Poisson Random Variable
A Poisson random variable is used to characterize the number of occurrences of a
random, normally rare event in a given observation interval or space. Here the term
“rare” is determined according to the observation interval or space. In other words,
the event will occur a few times, on average, in the observed time or space.
If we define α as the average number of occurrences of the event in a specific
observation interval or space, λ = 1/α can be regarded as the average rate of occurrence of the Poisson event.
The probability mass function, mean, variance and moment-generating function
of a Poisson random variable X with parameter α are, respectively:
1. p X (x) =

 α x e−α
x!

, α > 0, x = 0, 1, 2, . . .
0,
otherwise

2. E[X ] = α

(1.69)

3. var[X ] = α
4. φ X (s) = eα(e −1) .
s

A binomial distribution with large n and small p can be approximated by a Poisson distribution with parameter α = np, according to
p X (x) =

 
np x −np
n
e .
p x (1 − p)n−x ∼
=
x
x!

(1.70)
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Simulation 1.2 – Discrete Random Variables
File – CD drive:\Simulations\Probability\Discrete RV.vsm
Default simulation settings: Frequency = 1 Hz; End = 10,000
seconds. Probability of success for the configurable Bernoulli sources:
p = 0.5.
This experiment aims at helping the reader to understand some concepts related to
discrete random variables. All discrete random variables considered in this section
are generated: Bernoulli, binomial, Poisson and geometric. The variance and mean
are estimated for each random variable. VisSim/Comm has a specific block to do
these estimates, but in fact these blocks use sample averages, a topic covered later
on in this chapter.
In what follows we shall analyze each of the above random variables. The
Bernoulli source generates a random sequence of zeros and ones during the simulation interval. The probability of success of the Bernoulli trial is represented here
by the probability of generating a binary “1”. Using the default simulation settings,
run the experiment and observe the values of the mean and variance of the Bernoulli
random variable. According to (1.66), these values should be E[X ] = p = 0.5
and var[X ] = p(1 − p) = 0.25. Look inside the block “histograms” and rerun
the simulation. Observe that, for p = 0.5, in fact the frequencies of occurrence of
ones and zeroes are roughly the same. Change the value of p and compare again
the variance and mean of the Bernoulli random variable with the theoretical results.
Analyze the histogram and observe the dependence of its shape on the value of p.
Still considering the first part of the experiment, now let us shift our attention to
the binomial random variable. Observe that, according to the theoretical definition, it
has been generated as the sum of n = 10 Bernoulli random variables. The simulation
does this by summing-up 10 consecutive Bernoulli results. The updating of the sum
is made by entering a new Bernoulli value to be added and discarding the tenth
one. Run the simulation and observe the mean and variance of the binomial random
variable. According to (1.67), E[X ] = np = 5 and var[X ] = np(1 − p) = 2.5.
Observe the histogram and, with the help of (1.67), determine the PMF and compare
its shape with the shape of the histogram. Change the value of p as you wish and
repeat the calculations.
The second part of the experiment generates a geometric random variable and
repeats in a different way the generation of a binomial random variable: now, the
number of successes in each 10 Bernoulli trials is being counted, generating a binomial random variable.
According to the theory, the number of failures before each success of a Bernoulli
trial has a geometric distribution. The number of failures before the first success is
also a geometric random variable. Note that the number of failures before each success is updated several times during the simulation and that the number of failures
before the first success is updated only in a simulation run basis.
Using the default settings, run the simulation and observe the mean and the variance of the geometric random variable. Compare the results with those obtained via
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(1.68). Observe also the shape of the histogram, which corresponds to the shape of
the probability mass function of the geometric distribution.
The third and last part of the experiment generates a Poisson random variable.
Since a Poisson event occurs rarely, the corresponding random variable was generated by a binomial source with p = 0.002 and n = 1,000. According to the
theory, a binomial random variable with such a small p and large n approximates a
Poisson random variable. Using the default simulation settings, run the simulation
and observe the “event display”. Note that, in fact, a Poisson event is relatively
rare. You should observe something varying around 10np = 20 Poisson events at
the output of the “accumulated successes” block, where the multiplier 10 is the
number of observation intervals of 1,000 seconds during the overall simulation time
of 10,000 seconds.
Since the Poisson event is relatively rare, to have a better estimate of the random
variable statistics, we must increase the simulation time to, say, 1,000,000 seconds.
Run the simulation and observe the “accumulated successes”. Divide this number
by the observation time of 1,000 seconds. You will find a value very close to 2, the
actual mean of the Poisson random variable. Compare this value of mean and the
variance with the expected theoretical results given by (1.69), where α = np =
1, 000 × 0.002 = 2 is the expected number of events in 1,000 seconds, which by
its turn is the mean and the variance of the Poisson random variable. Observe also
the shape of the histogram, which corresponds to the shape of the probability mass
function of the Poisson distribution.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

1.9 Some Continuous Random Variables
In this section we present some continuous random variables, examples of their use,
their probability density functions, main statistical averages and moment-generating
functions. Since this is a review chapter, we omit further information for the sake
of brevity. Details about several continuous distributions can also be found online
at the Wikipedia encyclopedia homepage [16] or in the Wolfram MathWorld homepage [17]. Some of the simulations addressed throughout this chapter will also help
clarifying and exemplifying the concepts about the continuous random variables
considered here.

1.9.1 Uniform Random Variable
As the name suggests, a uniform random variable has its probability density function uniformly distributed in a given range. The probability density function, mean,
variance and moment-generating function of a uniform random variable X with
parameters a and b are, respectively:
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1. f X (x) =

1
,
b−a

0,

a≤x ≤b
otherwise

a+b
2
(b − a)2
3. var[X ] =
12
ebs − eas
.
4. φ X (s) =
s(b − a)
2. E[X ] =

(1.71)

Many physical phenomena are characterized by a uniform distribution. For example, the uniform quantization used as part of the digitalizing process of a signal
generates an error that is uniformly distributed around zero. Moreover, when dealing with random number generation, a uniform random variable is the basis for the
generation of random variables having other distributions. This last application will
become clearer later on in this chapter, where the generation of random numbers is
covered.

1.9.2 Exponential Random Variable
The probability density function, mean, variance and moment-generating function
of an exponential random variable X with parameter λ are, respectively:

λe−λx , x ≥ 0
1. f X (x) =
0, otherwise
2. E[X ] =

1
λ

3. var[X ] =
4. φ X (s) =

1
λ2

(1.72)

λ
.
λ−s

The parameter λ is usually referred to as the rate parameter. The exponential
distribution can be seen as the continuous counterpart of the geometric distribution
and, as such, is the only continuous memoryless random variable. In terms of the
conditional probability, this means that
P[X > x1 + x2 |X > x1 ] = P[X > x2 ], x1 and x2 ≥ 0.

(1.73)

The exponential random variable has many applications and, among them we can
mention: the time until the occurrence of the first event and between the events in
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a Poisson random variable is exponentially-distributed. In this case, if the Poisson
has α as the average number of occurrences of the events in a specific observation
interval To , λ = α/To is the average rate of occurrence of the Poisson events. The
exponential distribution can also be used to characterize the time between beeps in
a Geiger counter, the time between telephone calls or how long it takes for a teller
to serve a client.

1.9.3 Gaussian Random Variable
The probability density function, mean, variance and moment-generating function
of a Gaussian random variable X with mean μ and standard deviation σ are, respectively:
1
2
2
√ e−(x−μ) /2σ
σ 2π
2. E[X ] = μ

1. f X (x) =

(1.74)

3. var[X ] = σ 2
4. φ X (s) = esμ+s

2

σ 2 /2

.

The Gaussian random variable has a major importance for the study of several
areas, particularly for the study of digital transmission. It is used, for example, to
model thermal noise generated by the random motion of electrons in a conductor.
This noise is the omnipresent impairment whose influence must be considered in
the design of any communication system. Moreover, a Gaussian distribution is used
to characterize the sum of independent random variables having any distribution.
The central limit theorem, a subject treated later on in this chapter, states that under
a variety of conditions the PDF of the sum of n independent random variables converges to a Gaussian PDF for a sufficient large n.
Due to its importance for the study of communication systems, in what follows
we shall devote a little bit more attention to the Gaussian random variable.
One of the problems that often arise in practice is related to the computation of
the area under a Gaussian PDF. This computation is usually related to the estimate
of probabilities of rare events, which are normally associated to the area of the tails
of a Gaussian distribution. To elaborate more on this matter, consider the problem
depicted in Fig. 1.6. Suppose that we want to calculate the probability of the underlying random variable be greater than a threshold γ . According to the second line in
(1.29), this probability can be computed by

P[X > γ ] =

∞
γ

f X (x)d x =

1
√
σ 2π



∞

e−(x−μ)

2

/2σ 2

d x.

(1.75)

γ

Suppose that we also want to calculate the probability of the random variable X
be in the interval (μ − 3σ , μ + 3σ ). This can be done by computing
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P[(μ − 3σ ) < X < (μ + 3σ )] = 1 −

2
√
σ 2π



∞

e−(x−μ)

2

/2σ 2

d x.

(1.76)

μ+3σ

When computing probabilities like in (1.75) and (1.76), it is usual to operate
alternatively with the so-called normalized Gaussian random variable, which has
μ = 0 and σ = 1. This random variable is often referred to as a N (0, 1) or normal
random variable. The reason is that we become able to compute probabilities from
Gaussian random variables with any mean and any standard deviation from a single
normal density. Moreover, areas under the N (0, 1) density function are tabulated in
several references, facilitating even more our work. As an example, the probability
in (1.75) can be computed from the normal Gaussian PDF according to
1
P[X > γ ] = √
2π



∞
γ −μ
σ

e−x

2

/2

d x.

(1.77)

Fig. 1.6 Normalized Gaussian PDF and some probabilities obtained from it

The probability in (1.76) can be computed analogously.
Unfortunately, none of the preceding three integrals has a closed-form analytical solution and we must resort to numerical integration to solve them. The usual
numerical solution makes use of the complementary error function or some of its
variants (see Appendix A.2). The complementary error function is defined by
2
erfc(u)  √
π



∞



exp −z 2 dz.

(1.78)

u

It is apparent from (1.78) that erfc(u) computes two times the area on the right
of u, under a Gaussian PDF of zero mean and variance 1/2. It is then useful for the
purpose of determining areas under a Gaussian PDF.
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Applying (1.78) to the probability in (1.75) we have a very useful expression:
P[X > γ ] =



γ −μ
1
erfc
,
√
2
σ 2

(1.79)

from where it follows that the probability in (1.76) can be determined by


3
P[(μ − 3σ ) < X < (μ + 3σ )] = 1 − erfc √
2



∼
= 0.9973.

(1.80)

This interesting result shows that 99.73% of the area under a Gaussian PDF is
within the range (μ − 3σ , μ + 3σ ). For many practical purposes, these limits are
considered the limits of excursion of the underlying Gaussian random variable.
The computation of the complementary error function is a feature of many mathematics software tools like Mathcad, Matlab and Mathematica,3 of spreadsheet software tools like Excel, or even in modern scientific calculators. The error function
or the complementary error function is also often tabulated in books on probability,
statistics and random processes and digital communications. Appendix A.2 provides
such a table.

1.9.4 Rayleigh Random Variable
The probability density function, mean, variance, mean square value and momentgenerating function of a Rayleigh random variable X with parameter Ω = 2σ 2 are,
respectively:


2

2x −xΩ
e
Ω

, x ≥0
0, otherwise

π
2. E[X ] = σ
2
4−π 2
σ
3. var[X ] =
2
4. E[X 2 ] = 2σ 2 = Ω
  


σs
σ 2 s 2 /2 π
erf √
+1 .
5. φ X (s) = 1 + σ se
2
2
1. f X (x) =

(1.81)

The Rayleigh random variable arises, for example, in complex Gaussian random
variables whose real and imaginary parts are independent and identically distributed
(i.i.d.) Gaussian random variables. In these cases the modulus of the complex Gaussian random variable is Rayleigh-distributed.
3 Mathcad, Matlab, Mathematica and Excel are trademarks of Mathsoft, Inc., Mathworks, Inc.,
Wolfram Research, Inc. and Microsoft Corporation, respectively.
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As we shall see in Chap. 3, the Rayleigh distribution is often used to characterize
the multipath fading phenomena in mobile communication channels.

Simulation 1.3 – Continuous Random Variables
File – CD drive:\Simulations\Probability\Continuous RV.vsm
Default simulation settings: Frequency = 100 Hz; End = 100 seconds.
Mean = 0 and standard deviation = 1 for the thermal (Gaussian) noise
source.
Complementary to the previous simulation, this experiment aims at helping the
reader to understand some concepts related to the continuous random variables:
uniform, Laplace, exponential, Gaussian and Rayleigh.
The first part of the experiment generates a uniform random variable from the
quantization error of a voice signal. The quantization process approximates the possibly infinite number of values of the input to a finite number of quantized levels. In
this experiment we are simulating a 10-bit uniform quantizer which represents the
input waveform by 210 = 1, 204 levels with a step-size q = 0.0156 volts, resulting
in a total dynamic range of approximately 16 volts.
The quantization error, defined as the subtraction of the quantized signal from
the un-quantized signal, has a uniform distribution with parameters, a = −q/2 =
−0.0078 V and b = +q/2 = +0.0078 V. Run the simulation and observe the values of the mean and the variance of the uniform quantization error. Compare them
with the theoretical values obtained from (1.71). Observe also the corresponding
histogram and its similarity with the brick-wall shape of the theoretical PDF.
The voice signal excerpt used in this experiment has an approximate Laplace
distribution, which has probability density function, mean, variance and momentgenerating function given respectively by:
1 −|x−μ|/r
e
,
2r
2. E[X ] = μ
1. f X (x) =

3. var[X ] = 2r 2
eμs
4. φ X (s) =
,
1 − r 2s2

r >0

|s| <

(1.82)
1
.
r

In this simulation, the scale parameter r ∼
= 1.43 and the mean μ = 0. The
variance of X is then var[X ] ∼
4.09.
Compare
these results with those obtained in
=
the simulation. Observe also the histogram of the voice signal and compare to the
shape of the Laplace PDF obtained from (1.82).
Now go to the diagram in the second part of the experiment, which aims at analyzing the exponential random variable. You probably may have noticed the similarity between this diagram and the one used for analyzing the Poisson random variable
in Simulation 1.2. In fact this is not a coincidence, since the time interval between
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Poisson events or the time till the first Poisson event is an exponentially-distributed
random variable. The Poisson source was implemented in the same way as in Simulation 1.2, that is, from a binomial source with p = 0.002 and n = 1, 000. Note,
however, that the observation interval now is To = 10 s and that the binomial source
was derived from 100 Bernoulli trials per second, totalizing 1,000 trials in 10 s.
Again, the mean and the variance of the Poisson random variable are α = np = 2
and you will observe something varying around 10α = 20 Poisson events in the
“accumulated successes”, where 10 is the number of observation intervals of 10
seconds during the overall simulation time of 100 seconds.
The rate parameter of the exponential random variable is λ = α/To = 2/10 =
0.2. Then, the mean of this random variable is 1/λ = 5 and its variance is 1/λ2 =
25.
Increase the simulation “end time” to 10,000 seconds and run the simulation.
Compare the estimated mean and variance with the values just calculated. Now,
while rerunning the simulation, look inside the block “histograms”. Compare the
shape of the histograms with the theoretical Poisson PMF, determined via (1.69),
and the exponential PDF, determined via (1.72). Finally, divide the “accumulated
successes” by the total simulation time. You will find something around 0.2, which
is indeed the rate parameter λ.
Let us move to the third part of the experiment, where a Gaussian random variable is generated and analyzed. The Gaussian source is simulating the thermal noise
commonly present in the analysis of communication systems. For the sake of completeness, both mean and standard deviation of the Gaussian random variable can be
configured. Using the default simulation settings, run the simulation and observe the
estimated values of the mean and variance. Compare them with those determined by
the Gaussian source configuration. While looking inside the block “histogram”, run
the simulation and observe the similarity between the shape of the histogram and
the bell-shaped Gaussian probability density function.
Note also that a block named “P[X > u]” has a default value of 2 as its u input.
According to (1.79), P[X > 2] = 0.023, a value that is estimated approximately in
the simulation by using the relative frequency definition for the probability (analyze
the construction of the block “P[X > u]”). Just to stress this concept, change the
mean and the standard deviation of the Gaussian source to 1 and 2, respectively.
Now, according to (1.79), P[X > 2] = 0.309. Compare this result with the one
obtained via simulation. Use a larger simulation “end time” if more accurate estimates are desired.
Finally, the last part of the experiment generates and analyzes a Rayleigh random
variable. We shall see later on in this chapter that it is possible to determine the
probability density function of a random variable defined as a function of one or
more random variables. In this simulation, a Rayleigh random variable is generated
as follows: let X and Y be two independent Gaussian random variables with zero
mean and standard deviation σ . Define a new random variable R such that
R=



X 2 + Y 2.

(1.83)
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This new random variable R is Rayleigh distributed. Moreover, let us define
another random variable Θ such that
 
Y
.
(1.84)
Θ = arctan
X
The random variable Θ is uniformly-distributed between −π and +π .
The Gaussian
√sources in this part of the experiment have zero mean and standard
deviation σ = 2/2. Then, according to (1.81), the Rayleigh random variable will
have E[R] ∼
= 0.886, var[R] ∼
= 0.215 and E[R 2 ] = Ω = 2σ 2 = 1. The uniform
random variable will have zero mean and variance q 2 /12 = (2π )2 /12 ∼
= 3.29.
Compare these results with those produced by the simulation. Additionally, have a
look at the histograms of the random variables generated and compare them to the
probability density functions obtained from (1.71), for the uniform random variable,
and from (1.81) for the Rayleigh random variable.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

1.9.5 Multivariate Gaussian Random Variables
Among the many multivariate distributions, the multivariate Gaussian distribution
arises in several practical situations. This is the reason for presenting a brief discussion on this distribution in what follows.
Let X 1 , X 2 , . . ., X i , . . ., X n be a set of Gaussian random variables with means
μi , variances σi2 and covariances K i j = cov[X i , X j ], i = 1, 2, . . ., n and j = 1, 2,
. . ., n. The joint PDF of the Gaussian random variables {X i } is given by


exp − 12 (x − μ X )T M−1 (x − μ X )
f X 1 ,X 2 ...X n (x1 , x2 , . . . , xn ) =
,
(2π )n/2 (det M)1/2

(1.85)

where M is the n × n covariance matrix with elements K i j , X is the n × 1 vector of
random variables, μ X is the n × 1 vector of means, T denotes a matrix transposition,
M−1 is the inverse of the matrix M and det(M) is the determinant of M.
For the special case of a bivariate or two-dimensional Gaussian random variable
we have the following joint probability density function:
f X 1 ,X 2 (x1 , x2 ) =


σ12 (x2 − μ2 )2 + σ22 (x1 − μ1 )2 − 2ρσ1 σ2 (x1 − μ1 )(x2 − μ2 )
exp −
2σ12 σ22 (1 − ρ 2 )

,
2π σ1 σ2 1 − ρ 2
where ρ is the correlation coefficient between X 1 and X 2 , given by

(1.86)
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(1.87)

Note from (1.86) that if two Gaussian random variables are uncorrelated, their
correlation coefficient is zero and, as a consequence, their joint probability density
function will be given by the product of the individual densities. Then, these two
variables are also statistically independent. In fact, this condition applies to any
set of Gaussian random variables, i.e. if Gaussian random variables are pair-wise
uncorrelated, they are also independent and their joint probability density function
is the product of the densities of the individual random variables in the set.

1.10 Sum of Random Variables and the Central Limit Theorem
Many problems encountered in the study of digital transmission are related to the
combination of random phenomena, which commonly appear as the sum of random
variables and random processes. In this section we review some of the main concepts
related to the sum of random variables, leaving for later the analysis of random processes. Also in this section we present the central limit theorem, also in the context
of the sum of random variables. This important theorem has applications in several
areas and appears frequently in problems related to communication systems.

1.10.1 Mean and Variance for the Sum of Random Variables
Initially, let us define the random variable Y corresponding to the sum of n random
variables:
Y =

n


Xi .

(1.88)

i=1

The expected value of this sum is the sum of the expected values, that is,
E[Y ] =

n


E[X i ].

(1.89)

i=1

The variance of the sum is given by
var[Y ] =

n

i=1

var[X i ] + 2

n
n−1 


cov[X i , X j ].

(1.90)

i=1 j=i+1

If the random variables are independent, from (1.55) cov[X i , X j ] = 0 for i = j.
Then, the variance of the sum is the sum of the variances:
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var[Y ] =

n


var[X i ].

(1.91)

i=1

1.10.2 Moments of the Sum of Random Variables
The characteristic function and the moment-generating function were defined in
Sect. 1.7.4. The moment theorem defined in that point is also useful in the case of
the sum of random variables, as we shall see below.
If the random variables {X i } are independent, the characteristic function of the
sum defined in (1.88) is given by
ψY ( jω) =



ψ X i ( jω).

(1.92)

i

Moreover, if the random variables have the same distribution we say that they are
i.i.d. (independent and identically distributed). In this case we have
ψY ( jω) = [ψ X ( jω)]n .

(1.93)

Then, by applying the moment theorem given by (1.59), the n-th moment of the
sum of random variables can be determined.

1.10.3 PDF of the Sum of Random Variables
Let the random variable Y = X 1 + X 2 . Its probability density function is given by

f Y (y) =

∞

−∞


f X 1 X 2 (x1 , y − x1 )d x1 =

∞
−∞

f X 1 X 2 (y − x2 , x2 )d x2 .

(1.94)

f X 1 (x1 ) f X 2 (y − x1 )d x1 ,

(1.95)

If X 1 and X 2 are independent, the PDF of Y is

f Y (y) =

∞

−∞


f X 1 (y − x2 ) f X 2 (x2 )d x2 =

∞
−∞

which means that the PDF of the sum of random variables is the convolution of the
individual PDFs. In general, the probability density function of the sum of independent random variables is the convolution among the individual densities. However,
the computation of the resultant PDF can represent a hard and sometimes intractable
mathematical task. This problem can be overcome by applying (1.92) or (1.93) and
then the inverse transformation of the characteristic function according to (1.58).
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1.10.4 The Central Limit Theorem
The central limit theorem assumes several definitions and can be proved in several
different ways. One of its forms can be stated as follows: let X 1 , X 2 , . . ., X i , . . .,
X n be a set of independent random variables, each of them having any probability
distribution, mean μi and variance σi2 . The normalized random variable
Z=

n
i=1

Xi −


n
i=1

n
i=1

μi

(1.96)

σi2

has, in the limit of n → ∞, a Normal N (0, 1) cumulative distribution function. If
the random variables {X i } have the same mean μ X and the same variance σ X2 , the
random variable
Z=

1 n
Xi
i=1
n

(1.97)

will be Gaussian in the limit, with mean μ Z = μ X and variance σ Z2 = σ X2 /n.
In other words, if we sum-up n random variables, no matter their individual distributions, the resultant random variable approximates a Gaussian random variable
as n is increased.
One of the most widely uses of the central limit theorem is referred to as the
Gaussian approximation for the binomial distribution. We know from previous sections that a binomial random variable with parameters p and n is the sum of n
Bernoulli random variables having probability of success p. The resultant probability mass function, mean and variance are, respectively:
1. p X (x) =

 
n
p x (1 − p)n−x
x

2. E[X ] = np

(1.98)

3. var[X ] = np(1 − p)
From the central limit theorem, for a large n the PMF above approximates a
Gaussian density with mean np and variance np(1 − p):
p X (x) ∼
=√



1
(x − np)2
.
exp −
2np(1 − p)
2π np(1 − p)

(1.99)

Figure 1.7 illustrates the Gaussian approximation for the binomial distribution,
considering n = 1, 000 and p = 0.8. Note that the asymmetry observed in the
binomial distribution for p = 0.5 tend to become practically invisible for a large n.
The central limit theorem has several applications in the design and analysis of
digital transmission systems. One of these applications will be illustrated with the
help of an example at the end of the next section.
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Fig. 1.7 Gaussian approximation for the binomial distribution (n = 1,000 and p = 0.8)

1.11 Transformations of Random Variables
A problem that frequently arises in practice is to find the probability density function
of a random variable Y = g(X ), knowing the PDF of X and the mapping rule from
one variable into another. Assuming that one value of X produces just one value of
Y , the PDF of Y is given by

f X (x) 
f Y (y) = 
,
|g (x)| x=g−1 (y)

(1.100)

where the inverse function g −1 (y) is simply the value of x written in terms of y.
For the cases where the mapping function g(X ) is such that one value of X
produces more than one value of Y , firstly g(X ) must be divided into a number
I of intervals, each of them having a one-to-one correspondence between X and Y .
Then (1.100) is applied to each interval according to [10, p. 93]
f Y (y) =

f X (x2 )
f X (x I )
f X (x1 )
+
+ ··· + 
.
|g  (x1 )| |g  (x2 )|
|g (x I )|

(1.101)

Generally, suppose we have n random variables arranged in a vector X =
[X 1 , X 2 , . . . , X n ]. Consider the mapping functions gi (X), i = 1, 2, . . . , n so that
we form the vector of random variables Y = [Y1 , Y2 , . . . , Yn ] through the transformations:
Y1 = g1 (X), Y2 = g2 (X), . . . , Yn = gn (X).

(1.102)

The joint (or multivariate) probability density function of the random variables
in Y is given by
f Y1 Y2 ...Yn (y1 , y2 , . . . , yn ) =

f X 1 X 2 ...X n (x1 , x2 , . . . , xn )
,
|J (x1 , x2 , . . . , xn )|

(1.103)
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where J (·) is referred to as the Jacobian of the transformation and is given by the
determinant
⎡ ∂g
∂g1 ⎤
1
···
⎢ ∂ x1
∂ xn ⎥
⎢ .
.. ⎥
⎢
⎥
.
(1.104)
J (x1 , x2 , . . . , xn ) = det ⎢ .
. ⎥.
⎣ ∂g
∂gn ⎦
n
···
∂ x1
∂ xn
Example 1.5 – This long example aims at applying several of the concepts presented so far. At the same time, it is intended to illustrate how a typical problem
encountered during the analysis of a communication system can be handled with
the tools present in this chapter.
Figure 1.8 shows the digital communication system model used for the present
analysis. Data bits enter the transmitter, which is responsible for adapting the information to the communication channel. In this example the transmitted signal is a
radio-frequency signal and the channel is the so-called multipath-fading channel.
The behavior of this channel will be discussed in detail in Chap. 3, but for now it
suffices to know that the multipath-fading channel causes the received signal to vary
its magnitude with time. These variations are normally called fading.
To combat the effect of fading, the receiver can be equipped with a technique
called spatial diversity. In this technique, if the S receiving antennas are sufficiently
spaced apart, the signals at their outputs will be uncorrelated and statistically independent. Then, the probability of a deep fading in the S signals will be the product
of the probability of a deep fading in one of the signals. As a consequence, by combining the signals at the output of the antennas a signal processing at the receiver
will be able to make more reliable decisions about the transmitted data bits. One
of the commonly used combining techniques is the MRC (maximal ratio combining), whose some details are presented throughout this example. Our aim here is to
analyze some statistical properties of the signal at the output of the MRC combiner.

Fig. 1.8 System model for the Example 1.5
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The multipath-fading channel behavior can be represented by a multiplicative
effect, which means that the signal received by each antenna can be written as
Z i (t) = G i (t)U (t), i = 1, 2, . . . , S,

(1.105)

where G i (t) represents the multiplicative effect of the fading from the transmit
antenna to the i-th receive antenna and U (t) is the transmitted signal. Generally
speaking, Z i (t), G i (t) and U (t) can be complex and in fact are random processes,
a subject treated in the second half part of this chapter. However, without loss of
generality we will assume that these signals can be treated as random variables.
Furthermore, since we are interested in analyzing the effect of the channel and of
the receiver combiner, we shall assume that |U (t)| = 1 and arg[U (t)] = 0. Then we
can rewrite (1.105) in terms of random variables, yielding
Zi = Gi .

(1.106)

In a multipath-fading channel, the received signal comes from an infinite set of
propagation paths, which justify the term “multipath”. An example of this behavior happens when you are using your cell-phone in a dense urban area, where its
antenna receives signals coming from virtually all directions due to the echoes of
the transmitted signal in buildings, trees, etc.
Assuming that the transmitted signal is represented by a complex function, from
the central limit theorem we can state that the real and the imaginary parts of the
received signal are approximately Gaussian-distributed. Then we conclude that G i
is a complex Gaussian random variable, which is given by
G i = Wi + j Z i ,

(1.107)

where Wi and Z i are zero-mean, independent Gaussian random variables with the
same variance σ 2 . Omitting the subscript i for notational simplicity, the joint probability density function of Wi and Z i is then
f W Z (w, z) = f w (w) f Z (z)





1
w2
z2
exp − 2 × √
exp − 2
=√
2σ
2σ
2π σ
2π σ


1
w2 + z 2
=
,
exp −
2π σ 2
2σ 2
1

(1.108)

which is a special case of (1.86), with X 1 = W , X 2 = Z , σ1 = σ2 = σ , μ1 =
μ2 = μ and correlation coefficient ρ = 0. A bivariate PDF like this is depicted in
Fig. 1.9, just for illustration purposes.
Now let us determine the probability density function of the magnitude (modulus) and the phase (argument) of the received signal in each antenna. In terms of the
components of the complex Gaussian random variable we have
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Wi2 + Z i2 , Ri ≥ 0 and
 
Zi
arg(G i ) = Θi = arctan
, −π ≤ Θi ≤ π,
Wi

(1.109)

from where we can additionally write the relations:
1. Wi = Ri cos Θi ⇒ wi = ri cos θi
2. Z i = Ri sin Θi ⇒ z i = ri sin θi
3.

Ri2

=

Wi2

+

Z i2

⇒

ri2

=

wi2

+

(1.110)

z i2

Fig. 1.9 Bivariate Gaussian probability density function

Dropping again the subscript i for notational simplicity, from (1.103) we obtain
the transformation rule
f W Z (w, z) =

f RΘ (r, θ )
⇒ f RΘ (r, θ ) = f W Z (w, z)|J (r, θ )|,
|J (r, θ )|

(1.111)

where the Jacobian of the transformation, defined in (1.104), is
 ∂(r cos θ)

J (r, θ ) =  ∂(r ∂r
sin θ)
∂r
2

∂(r cos θ)
∂θ
∂(r sin θ)
∂θ
2


 
  cos θ −r sin θ 

=
  sin θ r cos θ 

(1.112)

= r cos θ + r sin θ = r.
Applying (1.108) and (1.112) in (1.111), also using the last relation given in
(1.110), we obtain the probability density function of the random variable representing the magnitude of the received signal, which in this case corresponds to the
magnitude of the channel fading affecting the signal received by each antenna:


r
r2
exp − 2 , r ≥ 0, |θ | ≤ π.
f RΘ (r, θ ) =
2π σ 2
2σ

(1.113)

The marginal PDF f R (r ) is obtained by integrating f RΘ (r, θ ) in θ , yielding
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f R (r ) =

π

−π



r
r2
f RΘ (r, θ )dθ = 2 exp − 2 ,
σ
2σ

(1.114)

from where we conclude that R and Θ are also independent, since we have
f RΘ (r, θ ) = f R (r ) f Θ (θ ) =



1
r
r2
×
.
exp
−
σ2
2σ 2
2π

(1.115)

Then, the fading magnitude affecting the signal received by each antenna is
Rayleigh-distributed and the phase is uniformly-distributed
in (−π , π ]. These den√
sities are plotted in Fig. 1.10, considering σ = 2/2. Since E[Ri2 ] = Ω = 2σ 2 ,
the mean square value of the Rayleigh random variable is Ω = 1. This is usually
adopted to simplify communication systems analysis, since E[Ri2 ] = 1 means that
the fading only affect the instantaneous received power, not affecting its average.

Fig. 1.10 Rayleigh magnitude and uniform phase of a typical multipath-fading

Before added-up to form the random variable Y from which the receiver signal processing will extract the estimated data bits, the signal at the output of each
receiving antenna is multiplied by the complex-conjugate of the fading affecting
the corresponding signal. This intrinsic characteristic of the MRC combiner will
cancel the phase rotation introduced by the channel, attenuate the weak signals and
reinforce the stronger ones. Note that this process of amplifying (or not attenuating)
strong signals and making the weak signals even weaker seems to be contrary to our
intuition.
After the complex multiplication, at the input of the summing process we shall
have the random variables X i = Ri2 , i = 1, 2, . . . , S, from where we have
d xi /dri = 2ri . Then, the probability density function of these new random variables
X i can be determined through the transformation in (1.100), as follows:


√
f R (r ) 
f R (r ) 
f R ( x)
=
=
√
|g  (r )| x=g−1 (y)
|d x/dr | x=g−1 (y)
|2 x|
#
$
$
#
1
x
1
x
=
, x ≥ 0,
exp − 2 = exp −
2σ 2
2σ
Ω
Ω

f X (x) =

(1.116)
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where, again, we have dropped the subscripts for simplicity. The PDF in (1.116) is
a Chi-square (χ 2 ) PDF with two degrees of freedom [13, p. 41], which corresponds
to an exponential PDF with rate parameter 1/Ω.
The mean square value of the random variable X can be obtained from the second
derivative of its moment-generating function φ X (s), according to (1.61). Applying
this operation to the φ X (s) given in (1.72) we obtain




1/Ω
d 2 φ X (s) 
d2

E[X ] =
=
= 2Ω2 .

2
2
ds
ds
1/Ω − s s=0
s=0
2

(1.117)

The random variable at the output of the MRC combiner will be
Y =

S


Xi .

(1.118)

i=1

At the beginning of this example we have assumed that the receiving antennas
are sufficiently apart from each other to guarantee that the signals at their outputs
are independent and, as a consequence, uncorrelated. Then, the PDF of Y can be
determined by the convolution among the PDFs of X i . Since this represents a hard
mathematical problem, we resort to the property given in (1.92), which states that
the characteristic function of a sum of independent random variables is the product
of the corresponding characteristic functions. Moreover, if the random variables are
also identically-distributed, according to (1.93) the characteristic function of the
sum of S random variables is the S-th power of the characteristic function of one of
the random variables considered in the sum:
ψY ( jω) = [ψ X ( jω)] S .

(1.119)

According to (1.58), the probability density function of the random variable at
the output of the MRC combiner can be determined through the inverse transform
f Y (y) =

1
2π



∞
−∞

e− jωy [ψ X ( jω)] S dω,

(1.120)

where

ψ X ( jω) =



∞

e
−∞

jωx

∞

f X (x)d x =
0

% x&
1
exp −
e jωx d x.
Ω
Ω

(1.121)

From Chap. 2, Table 2.4, we have the Fourier transform pair
exp(−αt)u(t), α > 0 

1
.
α + j2π f

(1.122)
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By analogy to (1.122) and recalling the fact that (1.121) has the opposite signal
of the true Fourier transform, we obtain
1
ψ X ( jω) =
Ω



∞

−∞

e−x/Ω u(x)e jωx d x =

1
1/Ω
=
.
1/Ω − jω
1 − jωΩ

(1.123)

Then, applying (1.119),
ψY ( jω) = [ψ X ( jω)] S =

1
.
(1 − jωΩ) S

(1.124)

With this result in (1.120) we have
1
f Y (y) =
2π



∞
−∞

e− jωy (1 − jωΩ)−S dω.

(1.125)

From [9, p. 170] and [10, p. 116], the probability density function and the characteristic function of a gamma random variable are respectively given by
λ(λy)α−1 e−λy
, y ≥ 0, and
Γ(α)
λα
ψY ( jω) =
.
(λ − jω)α
f Y (y) =

(1.126)

Comparing the characteristic function in (1.126) with (1.124) we can find that
λ = 1/Ω and α = S in the gamma distribution. Then, with these results in (1.126),
the PDF of the random variable at the output of the MRC is finally obtained:
f Y (y) =

y S−1 e−y/Ω
, y ≥ 0,
Ω S (S − 1)!

(1.127)

where we have used the relation Γ(S) = (S − 1)!, valid for S > 0 and integer.
The PDF in (1.127) is a special form of the gamma PDF and is very similar to a
Chi-square (χ 2 ) distribution with 2S degrees of freedom.
As a complementary analysis, let us determine the mean and the mean square
value of the random variable Y . They are given respectively by:


 ∞
1
y f Y (y)dy = S
y S e−y/Ω dy and
E[Y ] =
Ω (S − 1)! 0
−∞
 ∞
 ∞
1
2
2
y f Y (y)dy = S
y S+1 e−y/Ω dy.
E[Y ] =
Ω (S − 1)! 0
−∞
∞

From Appendix A.4 we have the definite integral

(1.128)
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∞

y n e−ay dy =

0
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n!
, a > 0, n = 0, 1, 2, . . . .
a n+1

(1.129)

Applying this result in (1.128) we obtain, after some simplifications,
E[Y ] = SΩ and

(1.130)

E[Y 2 ] = S(S + 1)Ω2 .

As a final analysis, let us determine the ratio between the average signal power
and the average noise power at the MRC combiner output. We start this analysis by
defining the magnitude of a new random variable at each combiner input as a Ri ,
where a is the random variable corresponding to the magnitude of the transmitted
signal. We also denote the normalized (over a 1 ohm load) instantaneous signal
power at the combiner’s output as P and the normalized average noise power in
each combiner input as η. Then, the instantaneous power is
P=

 S


2
(a Ri )Ri

= a2

' S


i=1

(2
Ri2

.

(1.131)

i=1

The normalized instantaneous noise power at the combiner’s output will be
N=

S


η Ri2 = η

S


i=1

Ri2 .

(1.132)

i=1

The average signal-to-noise ratio (SNR) is then


P
SNR = E
N
=

S

i=1



⎡
= E ⎣a

2

' S


(2 )
Ri2

i=1

E[(a Ri ) /η] =
2

S


η

S

i=1

⎤
Ri2 ⎦


=E a

2

S


)
Ri2

η

i=1

SNRi ,

i=1

(1.133)
where E[(a Ri )2 /η] is the average signal-to-noise ratio in each of the combiner’s
input. Then, with the result given in (1.133) we conclude that the average SNR
at the MRC combiner’s output is the sum of the signal-to-noise ratios in the
combiner’s inputs. We now are able to understand why the use of a combiner
can bring lower probabilities of decision errors by the receiver’s signal processing
block. We accomplish this with the help of the next computer simulation.
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Simulation 1.4 – A Communication System Analysis
File – CD drive:\Simulations\Probability\MRC.vsm
Default simulation settings: Frequency = 100 Hz; End = 1,000
seconds. Second moment of the Rayleigh random variables
E[R 2 ] = 1.5.
This experiment aims at simulating the scenario described in Example 1.5. The
system shown in Fig. 1.8 is partially implemented using VisSim/Comm. The transmitted signals were simulated by constants ai = a = 1, permitting that the variations observed in the received signal are attributed to the channel fading Ri . Three
received signals are being generated to simulate the use of S = 3 receiving antennas.
Each of these signals is affected by a multiplicative Rayleigh fading with configurable mean square value E[R 2 ] = Ω = 2σ 2 . The phase rotation component of the
fading did not need to be considered, since we are assuming that the MRC combiner
would cancel it off anyway. The received signals enter the MRC combiner to form
the random variable Y at the combiner’s output.
Histograms and moments estimates are generated for one of the Rayleigh fading
random variables (Ri ), for one of the summing inputs inside the MRC combiner
(X i ) and for the MRC output random variable (Y ).
Average signal-to-noise ratio (SNR) estimates are also computed and that is the
reason for the repeated implementation of the combiner in the lower part of the simulation worksheet, where we have only Gaussian noise sources as the MRC input.
In other words, we need two systems to analyze signal and noise separately.
The upper SNR measurement corresponds to the output of the combiner and the
average SNR is estimated according to
⎤
⎡ '
(2 ) S
S


Ri2
Ri2 ⎦ ,
(1.134)
η
SNR = E ⎣a 2
i=1

i=1

where η = 1 is the average noise power in each of the MRC inputs. Observe the
simulation diagram and note that the MRC output corresponds exactly to the squareroot of the numerator in (1.134). Note also that, since a = 1, the value at the MRC
output times the average noise power in one of its inputs gives the instantaneous
noise power at the combiner’s output. Have a look inside the corresponding SNR
estimation block and try to associate the operations with (1.134).
The expected value estimation blocks in this simulation are applying two concepts not yet discussed in this chapter. For now it suffices to know that in some
cases statistical averages can be realized through time averages. We shall present
this concept in more detail in the study of ergodic random processes. Moreover,
these time averages are being estimated here through sample averages, a concept
also treated in more detail later on in this chapter.
Continuing the analysis of the simulation diagram, the intermediate SNR measurement is estimating the average signal-to-noise ratio at one of the combiners’
inputs. It is performing the operation
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SNRi  = E (a Ri )2 /η .
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(1.135)

Analyze the operations inside this block and confirm the realization of (1.135).
The SNR estimation at the bottom of the worksheet is a wrong SNR measurement. It is dividing the average signal power by the average noise power. Although
this measurement seems to be intuitively satisfying, we must not forget that a given
instantaneous fading magnitude affects simultaneously the signal and the noise components. Separate averages do not take this fact into account and, as a consequence,
produce incorrect SNR estimates.
Run the simulation using the default settings. After it is finished, observe the
estimated SNR at one of the combiner’s inputs and compare the result with the SNR
at the combiner’s output. Note that the output SNR is approximately three times the
input SNR, since S = 3. Compare this result with the theoretical expected value
given in (1.133). Observe also that the wrong SNR estimation has indeed produced
an incorrect result.
Still using the default settings open the “histogram and moments” block. Run the
simulation and observe the shapes of the histograms: the upper one resembles the
Rayleigh PDF of Ri given in (1.114). The intermediate one resembles the exponential PDF of X given in (1.116), and the histogram at the bottom shows the shape of
the PDF given in (1.127), which corresponds to the gamma random variable Y at
the output of the combiner. The mean and second moment for each of these random
variables are expected to be:



1. E[Ri ] = σ π/2 = Ωπ/4 = 1.5π/4 ∼
= 1.085
2. E[Ri2 ] = 2σ 2 = Ω = 1.5
3. E[X i ] = 1/λ = Ω = 1.5
4. E[X i2 ] = 2Ω2 = 2 × 1.52 = 4.5

(1.136)

5. E[Yi ] = SΩ = 3 × 1.5 = 4.5
6. E[Yi2 ] = S(S + 1)Ω2 = 3(3 + 1)1.52 = 27.
Compare the above theoretical results with those estimated in the simulation.
Explore inside the individual blocks. Try to understand how they were implemented.
Create and investigate for yourself new situations and configurations of the simulation parameters and try to reach your own conclusions.

1.12 Parameter Estimation via Sample Mean
When dealing with random data, it is common to have no a priori information about
the statistical properties of the samples we have. The analysis of such data would
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be impossible if the samples did not show some average behavior when more and
more data are analyzed.
In this section we present the concept of sample mean. It is a tool that permits the
average behavior of the data to be unveiled, allowing for the estimation of some statistical properties about the samples. Additionally, this estimation is always attached
to some degree of uncertainty that can be controlled through the analysis of confidence intervals, a topic also covered in this section.

1.12.1 The Sample Mean
Let the random variable Y correspond to the sum of n independent and identically
distributed random variables X 1 , X 2 , . . ., X i , . . ., X n . The sample mean is another
random variable defined according to
Mn (X ) =

n
1
Xi .
n i=1

(1.137)

The mean and the variance of the sample mean are given respectively by
E[Mn (X )] = E[X ] and
var[X ]
.
var[Mn (X )] =
n

(1.138)

From the mean in (1.138) we conclude that the sample mean is an unbiased4
estimator for E[X ]. From the variance in (1.138) we conclude that the value of the
sample mean converges to E[X ] as n goes to infinity.
Note that there is a connection between the sample mean and the central limit
theorem: as n increases, Mn (X ) approaches a Gaussian random variable with mean
E[X ] and variance going towards zero.
The sample mean is useful not only for estimating the first moment of a random
variable. For this reason it is sometimes called sample average. For example, if we
compute the sample average Mn (X 2 ) = (X 12 + X 22 + . . . + X i2 + . . . + X n )/n we are
estimating the second moment of the random variable X . This gives to the sample
mean a broader use in practical applications, as we shall see below with the help of
an example.
Example 1.6 – By observing the quotation of the coffee bag from the stock
exchange in different periods of 100 days we shall obtain values that can be associated to the random variables X 1 , X 2 , . . ., X i , . . ., X 100 . Similarly, by observing the
4 An estimate R̂ of the parameter r is said to be unbiased if E[ R̂] = r . If E[ R̂] = r the estimator
is said to be biased [18, p. 280].
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negotiated volume of points in the New York Stock Exchange we shall obtain values
that can be associated to the random variables Y1 , Y2 , . . ., Yi , . . ., Y100 . Suppose
you were given 100 values for the quotation of the coffee bag, in US Dollars, and
100 values of the negotiated volume in the New York Stock Exchange, in points.
These values are shown in the tables below, so the reader can reproduce the results
of this example if desired. Note that these are hypothetical values, not necessarily
corresponding to actual data.
Values for X
103
98
97
102
98
107
88
88
100
99

100
85
104
95
98
96
125
105
112
91

102
104
115
114
101
85
102
93
108
119

108
85
96
89
88
118
92
111
90
105

99
108
120
97
103
104
96
88
100
99

99
83
109
95
90
112
89
106
101
92

119
86
109
118
107
96
98
106
104
102

98
98
90
98
93
82
105
92
116
99

94
88
109
92
101
92
107
90
95
103

92
88
94
105
90
101
115
102
101
104

Values for Y
64080
44796
46069
51098
44355
44727
43682
52418
57259
51945

50460
53025
45692
46240
57226
41056
50468
48200
45158
50495

51858
66087
49684
52957
48398
50876
48305
50848
49284
45480

39682
50035
45753
41834
46604
48261
46321
45794
50983
43774

48308
51642
50100
50989
52469
52639
51802
43510
49550
59169

52654
45370
51099
50382
55984
50935
44650
52829
49833
55923

52846
51301
53043
50692
52124
60812
45323
48762
53183
55935

57635
51892
45920
55374
65964
51555
55115
54778
45777
45682

53347
47067
46629
56924
48246
49420
46890
40825
52950
48602

51904
42859
57238
42253
49163
54409
51920
47765
46808
50394

In what follows we give some statistical averages estimated via sample mean.
Mean: μ X =

1
n

Variance: σ X2 =
2.543 × 107

n

Xi ∼
= 99.85,

μY =

i=1

1
n

n

Yi ∼
= 50,204

i=1

n
1
(X i −μ X )2 ∼
= 85.907,
n − 1 i=1

Second moment: E[X 2 ] =
2.546 × 109
Correlation: E[X Y ] =

1
n

1
n

n
i=1

n
i=1

σY2 =

X i2 ∼
= 1.006 × 104 ,

X i Yi ∼
= 5.013 × 106

n
1
(Yi −μY )2 ∼
=
n − 1 i=1

E[Y 2 ] =

1
n

n
i=1

Yi2 ∼
=
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n
1
(X i − μ X )(Yi − μY ) ∼
= 44.086
n − 1 i=1
cov[X, Y ] ∼
Correlation coefficient: ρ =  
= 9.53 × 10−4
2
2
σ X σY

Covariance: cov[X, Y ] =

Comments on the Above Results:
• Note that we have made the division by n − 1 instead of n in the estimation of
the variance and of the covariance, since the division by n would produce biased
estimators [18, p. 284]. However, for large n the difference between the biased
and the unbiased estimators is small and the use of n − 1 or n is indifferent.
Moreover, if we know the true values of mean inside the variance and covariance
computations, the division by n produces unbiased estimators.
• We are not able to precisely estimate the shapes of the probability density functions of the random variables X and Y through histograms, since the sample size
is small (see Example 1.4 for more details on this subject).
• Suppose that we want to use the New York Stock Exchange data as a reference for
predicting the variations in the price of a coffee bag. From the averages obtained
we notice that, despite of the high correlation and apparently high covariance, the
correlation coefficient is approximately zero, indicating that X and Y are uncorrelated. We would have inferred erroneously if we have said that an increase in
the New York Stock Exchange quotation would probably have been accompanied
by an increase in the prince of the coffee bag.

1.12.2 The Confidence Interval on the Sample Mean
In this subsection we shall quantify the precision of the parameter estimation made
via sample mean. This quantification will be made through the confidence interval
and the confidence coefficient.
The analysis of confidence interval is not restricted to those cases mentioned in
this section. The reader is encouraged to consult the book edited by H. Pham [12]
for a broader treatment on this and many other related subjects.
The Chebyshev inequality [9, p. 181] states that, given a random variable X with
expected value E[X ] and variance var[X ], for any positive number c,
P[|X − E[X ]| ≥ c] ≤

var[X ]
.
c2

(1.139)

Applying this inequality to the definition of the sample mean we obtain
P[|Mn (X ) − E[X ]| ≥ c] ≤

var[Mn (X )]
var[X ]
=
= α.
c2
nc2

(1.140)
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This inequality states that the probability that the sample mean is distant from
the true mean more than a value c is less then or equal to α. In other words, at least
100 × (1 − α)% of the values of the sample mean will be in the range (E[X ] − c,
E[X ] + c). Yet another interpretation, the value of the sample mean will be in the
range (E[X ] − c, E[X ] + c) with probability (1 − α).
The length 2c is called confidence interval and the value (1 − α) is called confidence coefficient. Then, the size of the confidence interval gives the precision we
want on the sample mean and the confidence coefficient gives us an idea about how
many values of the sample mean will be in the confidence interval. The sample size,
n, governs the overall desired precision.
The confidence interval obtained via the Chebyshev inequality is somewhat loose
or pessimistic in many cases. This means that, for most of the applications, more
than 100 × (1 − α)% of the values of the sample mean will be within the confidence
interval 2c. However, the Chebyshev inequality approach is useful when we do not
know a priori the distribution of the data.
Fortunately, most of the cases related to communication systems can resort to
the central limit theorem and consider that the sample mean is Gaussian-distributed.
This is often the case in Monte Carlo simulations, where a large number or random
values are computer-generated according to the random phenomena of interest and
the desired parameter is estimated via sample mean. The following example aims at
clarifying these statements.
Example 1.7 – In this example we shall analyze the confidence interval on the
estimate of the bit error probability Pb in a digital communication system. We start
by recalling that Pb can be computed through the relative frequency interpretation
of probability, that is,
Pb = lim

n→∞

nE
,
n

(1.141)

where n E is the number of bits in error and n is the total number of transmitted bits.
The estimate of Pb is made in practice through a finite sample size and, in this case,
Pb is usually referred to as the bit error rate (BER), which is given by
BER =

nE
.
n

(1.142)

A well-known rule-of-thumb states that we shall have a “good” estimate of the
BER if we wait for the occurrence of 100 bit errors. The aim of this example is
to obtain a better judgment on how good is the BER estimation, in the light of the
confidence interval analysis.
A usual measurement of the precision of an estimate made via sample mean is
known as the normalized standard error standard error, which can be defined by
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Sμ =

σe2
,
μ

(1.143)

where the numerator corresponds to the square root of the estimator error variance,
and is called the standard error of this estimator. For the present context, the normalized standard error can be written as
√
var[Mn (X )]
σX
=√
.
(1.144)
Sμ X =
μX
nμ X
We know that the number of errors in a block of n bits has a binomial distribution
with parameters n and p = Pb . Then, the sample mean Mn (X ) corresponds to the
desired BER estimate. In this case we can rewrite the normalized standard error,
yielding
√
Sp =

p(1 − p)/n
=
p

*

1− p
.
np

(1.145)

Since the probability of error is a small quantity (compared to 1) in real communication systems, we can approximate (1.145) according to
1
Sp ∼
=√ .
np

(1.146)

If we expect 100 errors in a block of n bits and the probability of error is p, then
the mean of the corresponding binomial random variable is np = 100. With this
value in (1.146) we have S p = 0.1. In light of (1.144), S p = 0.1 means that the
standard deviation of the sample mean is 0.1 p.
Considering a confidence coefficient of 0.9, in what follows we determine the
confidence interval, assuming that, if np = 100 and p is small, n will be sufficiently
large, allowing us to approximate the binomial sample mean to a Gaussian random
variable. First we recall the calculation of the area under a Gaussian tail given in
(1.79), repeated here for convenience:
P[X ≥ γ ] =



γ −μ
1
erfc
.
√
2
σ 2

(1.147)

Additionally we observe that
P[|Mn (X ) − E[X ]| ≥ c] = α = 2P[Mn (X ) ≥ (E[X ] + c)].

(1.148)

Applying this relation in (1.147) we obtain

α = erfc √

c



√ .
var[Mn (X )] 2

(1.149)
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Using the confidence coefficient (1 − α) = 0.9 and the standard deviation of the
sample mean of 0.1 p we have

c
.
0.1 = erfc
0.141 p


(1.150)

From the computation of the complementary error function we obtain
c
∼
= 1.16309 ⇒ c = 0.164 p.
0.141 p

(1.151)

From the above result we conclude that, since the confidence coefficient is
0.9, around 90% of the values of the estimated BER will be in the range (Pb −
0.164Pb , Pb + 0.164Pb ). Since normally we do not know the value of Pb , by
waiting for 100 bit errors we expect that around 90% of the estimated BER values will be distant from the true value of Pb in a maximum of ±16.4%. This
is indeed a quite good estimate, as subjectively stated at the beginning of this
example.

Simulation 1.5 – Confidence Interval on BER Estimations
File – CD drive:\Simulations\Probability\Confidence BER.vsm
Default simulation settings: Frequency = 1 Hz; End = 500,000
seconds. Number of bit errors: 100. Theoretical probability of error:
0.02. Confidence coefficient: 0.9.
In this experiment we consider the bit error rate (BER) estimation problem given in
Example 1.7, and investigate the convergence of the estimation using a confidence
interval analysis. Open the simulation file indicated in the header and follow the
description given below.
Data bits are randomly generated at 1 bit per second. These bits are transmitted through a binary symmetric channel whose behavior was already described in
Example 1.2. The crossover probability of the BSC channel can be configured to
simulate different values for the bit error probability Pb . At the output of the BSC,
the received bits are compared with the transmitted ones and an estimate of the BER
is made according to (1.142), where the number of expected bits in error per blocks,
n E , can be configured and n is the number of transmitted bits, calculated according
to n = n E /Pb .
A histogram of the estimated BER is computed and a time plot registers the
confidence interval limits and the estimated BER values. These limits are computed
according to (1.149), given the configurable confidence coefficient (1 − α).
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Using the default settings, open the “time plot and BER histogram” block and
run the simulation. The points in blue in the time plot represent the values of the
estimated BER in each block of n = n E /Pb transmitted bits. The straight lines in
black crosses correspond to the limits of the confidence interval. Observe that most
of the BER estimates are in-between these limits.
Above the time plot you can see the estimated probability of points inside the
limits of the confidence interval, which corresponds to the confidence coefficient.
Below the time plot you can see a histogram of the BER estimates. In order to see
more precise results, increase the simulation end time to 5,000,000 seconds and
run the simulation. After the simulation ends, compare the estimated confidence
coefficient with the configured one. Observe the shape of the histogram and note
that it resembles a Gaussian distribution.
Now, reset the simulation to its default configuration and then reduce the number
of expected bits in error per block from 100 to 10. Open the “time plot and BER
histogram” plot and run the simulation. Note that the histogram now resembles a
discrete probability mass function. This is consistent with the fact that the adoption
of 10 expected bits in error has reduced the number of transmitted bits per block
to n = n E /Pb = 10/0.02 = 500, causing the non convergence of the binomial
distribution of the errors to a Gaussian density. Note also that the confidence interval
has been increased to accommodate 100 × (1 − α)% = 90% of the BER estimates.
In other words, we now have a lower precision, since the variance of the estimates
has been increased.
Analyze the block “computation of the confidence interval” and compare its
implementation with the theoretical expressions. Compare also the computed values
of ( p − c) and ( p + c) with the theoretical ones.
Recall that we have fixed the number of transmitted bits per block, n, according
to an expected number of bit errors per block, n E . It is worth mentioning that if the
simulation were implemented in a way that n will vary to guarantee a fixed n E , the
distribution of the estimated BER would not be Gaussian anymore. The investigation
about this behavior and its consequences on the confidence interval analysis is left
to an exercise for the reader. If you have a full version of VisSim/Comm, modify
the experiment so that n E is fixed and n is varied accordingly. Hint: modify the
components of the “BER estimation” block.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

1.12.3 The Law of Large Numbers
The law of large numbers is put into focus whenever we want to give the notion that
even rare events can show up if a sufficiently large number of chances are given.
In statistical terms, with a large sample size it is more likely that the statistical
characteristics of the population are unveiled, and with greater precision.
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The weak law of large numbers is mathematically stated as:
1. lim P[|Mn (X ) − μ X | ≥ c] = 0
n→∞

2. lim P[|Mn (X ) − μ X | < c] = 1.

(1.152)

n→∞

The first expression in (1.152) states that Mn (X ) − μ X tend to be small with
high probability as n is increased. It does no state that Mn (X ) = μ X with high
probability. It also does not state that P[|Mn (X ) − μ X | ≥ c] = 0. Both a non-zero
value for c and for the probability are necessary here, despite of the fact that by
increasing n it is possible to make both as small as we want. The second expression
in (1.152) states that Mn (X ) converges to μ X when n is increased. This is know as
probabilistic or stochastic convergence.
The strong law of large numbers can be written as
$
#
P lim Mn (X ) = μ X = 1.
n→∞

(1.153)

It means that Mn (X ) converges to μ X with probability 1. It also means that the
sample mean does not converge to any another value different from μ X .

1.13 Generation of Random Numbers
Currently, research and development activities in engineering, especially in communication systems engineering, make extensive use of computer simulations. Moreover, since most of the systems created or analyzed through engineering tools are
affected by some random phenomena, it is of major importance that the computer
simulation of such systems is able to reproduce these random phenomena with accuracy and, preferably, in a short time frame.
Usually, simulations are based on Monte Carlo methods in which random (actually pseudo-random) numbers generation is the most crucial part [2]. In essence, in
Monte Carlo methods a large amount of these numbers is generated to simulate the
random variables within the system and to permit the estimation of system parameters through sample averages.
In this section we present some algorithms for generating random numbers.
These algorithms will be studied without a detailed analysis about the goodnessof-fit of the results. For a deeper treatment on the subject, the interested reader is
referred to the book by J. E. Gentle [3], where special attention is given to the
assessment of the quality of random numbers generators. This assessment can be
made necessary since, for example, if the shape of a histogram resembles the probability distribution of a desired random variable, it is not guaranteed that all statistical
properties of the random variable are being reproduced by the generated random
numbers.
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1.13.1 Congruential Methods
In a congruential method, each generated number is determined by its predecessor
by means of a function (not necessarily linear) followed by a modular operation.
For example, in the multiplicative congruential method we have
Z k = α Z k−1 mod M, Z k = 1, 2, . . . , M − 1,

(1.154)

where α is called the multiplier, M is the modulus and Z 0 = 0 is the seed of the
generator. The congruence function (x mod y) returns the remainder on dividing x
by y.
The congruential method is able to generate a uniformly-distributed sequence of
pseudo-random numbers between 1 and M − 1. We say that the sequence will be
pseudo-random since it will repeat itself after its period. This period depends on the
choice of α and M and its maximum value is M − 1.
If M is very large and we divide the resultant numbers by M − 1, we will have
the generation of a uniform random variable in the interval (0, 1]. The greater the
value of M, the closer to zero the smallest number will be.
A commonly used modulus is the Mersenne prime 231 − 1, and a commonly used
multiplier is 75 [3, p. 13]. The resultant sequence will have a period of 2,147,483,646
numbers, a value that is sufficiently large for most applications. In other words, the
sequence will not repeat itself during most of the simulations of practical interest.
With such a large value of M, if we divide the generated numbers by M − 1, the
smallest resultant number will be indeed very close to 0.
The importance of generating random numbers with uniform distribution is that
random numbers having other distributions are usually generated from uniformlydistributed numbers, as we shall see in the sequel.

1.13.2 Inverse CDF Method
The inverse cumulative distribution function (CDF) method is one of the simplest manners for generating continuous or discrete random variables. It is better
explained through an illustration, as shown in Fig. 1.11. Uniformly-distributed random numbers U in the range (0, 1] are generated and the random numbers X with
the desired distribution are obtained from the inverse of its cumulative distribution
function for a given value of U .
For discrete random variables, the method is even more straightforward. The
probabilities of the values of X determine comparison thresholds and a given
value of X is generated if U is within a specific range of values. For example,
the value 3 for the random variable X in Fig. 1.11(b) is generated whenever a
value of U is generated in the range [0.4, 0.7). Note that a value of U in this
range will happen with probability 0.3, which will correspond to the probability
P[X = 3].
Other continuous distributions with CDF FY (y) can be used instead of the uniform, though uniform random numbers are used in the majority of cases.
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Fig. 1.11 The inverse CDF method for continuous (a), and discrete (b) random variables

We can generalize the inverse CDF method and write that
X = FX−1 [FY (Y )].

(1.155)

The inverse CDF method is simple in all cases where it is simple to find the
inverse CDF of the desired random variable. The method is summarized below:
1. Generate a random variable U having a uniform distribution in (0, 1).
2. Make X = FX−1 (U ), where FX−1 (U ) is the value of x when FX (x) = U .

1.13.3 Acceptance/Rejection Methods
An acceptance/rejection method generates a random variable X with probability
density f X (x) based on the realizations of another random variable Y with PDF
f Y (y), preferably similar to f X (x).
The following algorithm corresponds to one of the acceptance/rejection methods,
which is used to operate from uniformly-distributed random numbers (Fig. 1.12
illustrates examples of the PDFs involved):
1. Choose a scaled PDF c f Y (y) in a way that the total area of the desired PDF f X (x)
lies inside the area of c f Y (y).
2. Generate a random number Y with density f Y (y).
3. Generate a uniformly-distributed random number U in the interval (0, c f Y (Y )].
4. If U ≤ f X (Y ), accept Y as a valid realization of X , that is X ← Y .
5. If U > f X (Y ), reject Y and go to step 2.
The idea behind an acceptance/rejection method is that sub-samples properly
selected from samples having a given distribution are stochastically equivalent to
samples from a different distribution.
To reduce the number of computations in the acceptance/rejection method, one
must ensure that the proportion of acceptances is high, which means that the area
in-between the desired and the scaled PDFs must be minimized.
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Fig. 1.12 Illustration of the acceptance/rejection method to convert a uniform random number

The acceptance/rejection method is very versatile and, unlike the inverse CDF
method, it also applies to multivariate random variables.

1.13.4 Box-Muller Method
The Box-Muller method is used to generate Gaussian random variables X and
Y from two independent and uniformly-distributed random numbers U1 and U2 ,
through the following relations:

1. X = cos(2πU1 ) −2σ X2 ln(U2 ) + μ X

2. Y = sin(2πU1 ) −2σY2 ln(U2 ) + μY ,

(1.156)

where U1 and U2 are in the interval (0, 1], σ X2 and σY2 are the variances of the desired
Gaussian random variables and μ X and μY are their expected values.

Simulation 1.6 – Random Numbers Generation
File – CD drive:\Simulations\Probability\Random numbers.vsm
Default simulation settings: Frequency = 100 Hz; End = 1,000
seconds. Seed value in the uniform random variable (RV) generator:
5. Variance in the exponential RV generator: 2. Probability of success
of the Bernoulli trials in the binomial RV generator: 0.5. Variance and
mean in the Gaussian RV generator: 2 and 1, respectively.
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This experiment is intended to show examples of random numbers generation using
the methods described in this section.
A total of 100,000 numbers are generated for each random variable, using the
default simulation “end” time. The histograms and estimates of the variance and
mean are shown for each generated random variable.
In the sequel we present brief descriptions of the generators. Follow these
descriptions while analyzing inside each generator through a double click over it.
Generator A implements the multiplicative congruential method to produce
uniformly-distributed random variables in the interval (0, 1]. Specifically, it implements the expression
Z k = (231 − 2)−1 (75 )Z k−1 mod(231 − 1),

(1.157)

where the initial seed Z k−1 is configurable and k = 1, 2, . . . , 100,000.
Generator B implements the inverse CDF method to generate an exponential
random variable with configurable variance 1/λ2 . For this distribution we know that
the CDF is FX (x) = 1 − e−λx . Applying the inverse CDF method we have:
u = 1 − e−λx ⇒ ln(1 − u) = −λx
1
1
⇒ X = − ln(1 − U ) ≡ − ln(U )
λ
λ

(1.158)

where U is a uniformly-distributed random variable in the interval (0, 1].
Generator C also implements the inverse CDF method, but this time it produces
a binomial random variable with parameters n = 5 and configurable p. The block
diagram of this generator is shown in Fig. 1.13, where the uniform random number generation is realized by a built-in block of VisSim/Comm and the comparison
thresholds were computed according to a binomial CDF, as follows:
Tx =

4  

5
k=0

x

p x (1 − p)5−x , x = 0, 1, 2, 3, 4.

(1.159)

Generator D implements the acceptance/rejection method to produce random
numbers with the “custom” desired distribution f X (x) illustrated in Fig. 1.12. This
PDF and the scaled PDF c f Y (y), which is also shown in Fig. 1.12, are given by

(4 − x)2 /3, 2 < x < 5
f X (x) =
and
0, otherwise

cλe−λ(y−2) , y ≥ 2, c = 3, λ = 0.45
c f Y (y) =
0, otherwise.

(1.160)

The algorithm for realizing the acceptance/rejection method was implemented
via Mathcad and the numbers generated were exported to VisSim/Comm via a “.dat”
file. In this algorithm, the uniform random variable U was generated by a built-in
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Fig. 1.13 Binomial random number generator: n = 5 and configurable p

function of Mathcad and the exponential random variable was generated via inverse
CDF method, by applying the mapping equation:
1
X = − ln(1 − U ) + 2.
λ

(1.161)

Finally, Generator E is implementing the Box-Muller method described by the
equations in (1.156) to generate a Gaussian random variable with configurable variance σ X2 and mean μ X . The uniform random variables U1 and U2 are generated by a
built-in block of VisSim/Comm.
Now, run the simulation and compare the mean and the variance of each random
variable with the theoretical results presented in Sects. 1.8 and 1.9. It is left as
an exercise for the reader to show that the mean and the variance for the random
variable X with “custom” distribution f X (x) are 2.75 and 0.638, respectively.
Open the histogram of each random variable and run the simulation. Observe the
resultant shape of the histogram and compare it with the shape of the theoretical
probability density or mass function.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

1.14 Random Processes
When random variables manifest in time or space we say that we have a random
process. In other words, when the realizations of the random phenomenon of interest
can be represented through waveforms with the x-axis being time or space, we say
that we have a random process.
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Let us now develop a more formal definition of a random process by observing
the illustration in Fig. 1.14. The random process is denoted by X (t). It is composed
by a set (not necessarily finite) of sample-functions X (t, ξi ), i = 1, 2, . . . etc. These
sample-functions can be thought as realizations of the random process X (t) during
some observation interval. This definition is analogous to the definition of a samplepoint, which represents a realization of a random variable. As an example, think
of X (t, ξi ) as the waveforms associated to the amount of rainfall measured by a
standard rain gauge during Decembers of consecutive years.
If we collect samples of a random process at some instants, say, t1 and t2 , we
shall obtain values that can be associated to the random variables X (t1 ) and X (t2 ),
which are simply denoted by X 1 and X 2 . Notice that X 1 and X 2 are obtained across
the random process, that is, across the sample-functions.
An important concept associated to a random process is that its statistics are
obtained from the random variables derived from the sample-functions in the way
just described. However, the precise estimation of a statistical parameter of a random
process demands the observation of an infinite number of sample-functions, if this
number is unlimited.
Depending on its nature, a random process can be classified in: (1) continuous in time and continuous in its values (or simply continuous-time, continuousvalued random process), (2) discrete-time, continuous-valued, (3) continuous-time,
discrete-valued or (4) discrete-time, discrete-valued. Additionally, the sample space
can be limited, if the number of sample-functions is finite, and unlimited, if the
number of sample-functions is infinite.

Fig. 1.14 The concept of a continuous-time, continuous-valued random process X (t)

A random process can also be classified as real or complex. Unless otherwise
mentioned, in this chapter we consider only real random processes. For an applied
and condensed treatment of complex random processes, see [13, p. 66].
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Simulation 1.7 – The Concept of Random Process
File – CD drive:\Simulations\Probability\Random process.vsm
Default simulation settings: Frequency = 100 Hz; End = 3
seconds. Auto Restart and Retain State enabled. Number of sample
functions: 10. Export to file blocks disabled. Upper (continuous-time,
continuous-valued) process selected.
This experiment aims at helping the reader to understand the concept of random processes. It also permits that samples of the analyzed random processes are exported to
specific files. It can also be used to export data from other random processes created
by the user in substitution of the ones already provided. This feature allows the
reader to implement his own statistical data analysis from the files exported, using
the concepts presented in this chapter and well-known mathematics or spreadsheet
software tools.
Open the file indicated in the header and note that two continuous-time random
processes are being generated. The upper one is also a continuous-valued process
corresponding to a filtered noise signal. The lower process is a discrete-valued random sequence of equally-likely rectangular pulses of amplitude ±1 and duration 1
second. The user can select the process to be analyzed by means of the “selector”
block.
Although the total number of sample-functions generated for each process can be
configured, a time plot shows the first 10 sample-functions of the selected random
process. Each sample-function lasts for 3 seconds and the complete set is generated
by an automatic restart of the simulation.
Each sample-function of the selected random process is sampled at the instants
1 and 1.4 seconds and the sample values are exported to the files “c:\X1.dat” and
“c:\X2.dat”. When the exporting option is enabled in the corresponding block, each
time you run the simulation n samples are augmented to the samples previously
stored in the file, where n is the number of sample-functions generated. If the
exporting options are not enabled, the files “c:\X1.dat” and “c:\X2.dat” are created
anyway, but no data are stored on them.
Note that the sampling process described above is being realized across the random process, according to the theoretical concepts. These samples can be used to
estimate the statistics of a random process through ensemble averages.
A third sampling process is being realized, but along one of the sample-functions.
The resultant samples can also be used to estimate the statistics of the random
processes, but now by means of time averages. In this case, samples are taken in
0.1 second intervals during 3 seconds and the resultant values are exported to the
file “c:\X3.dat”. Whenever you run the simulation, a new set of 30n values are
augmented to the previously stored ones. By using the default settings you will have
300 samples per run.
Shortcuts are also given in the workplace to speed-up the access to the exported
files, so that you can browse, copy, delete or modify the stored data as desired.
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Using the default simulation settings, open the time plot of the sample-functions
and run the simulation. Observe the similarity of the sample-functions displayed
with those shown in Fig. 1.14. Rerun the simulation and observe that you will be
presented a new set of sample-functions, as expected from the definition of a random
process. If you prefer, clear the overplot to view a new set without superimposing the
previous ones. Select the other process and repeat the instructions in this paragraph.
When finished, reset the simulation parameters to the default configuration (if you
prefer, close the file without saving and reopen it).
Now enable the file exporting process in each export block and run the simulation. Through the shortcuts given, open each of the files just to get familiar with the
data displacement. Run the simulation again and notice that the number of samples
has been doubled.
This simulation will be addressed again later on in this chapter, so you can implement statistical analysis of the random processes on your own.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

1.14.1 Stationarity Classes for Random Processes
Random processes can be classified as strict-sense stationary, wide-sense stationary or ergodic. A random process is said to be strict-sense stationary if the joint
distribution of any set of samples does not depend on the time origin, that is,
f X (t1 ),X (t2 )···X (tn ) (x1 , x2 , . . . , xn ) = f X (t1 +τ ),X (t2 +τ )···X (tn +τ ) (x1 , x2 , . . . , xn ). (1.162)
In other words, all the statistical parameters of a strict-sense stationary random
process do not vary with any shift on the time axis.
A wide-sense random process has a constant mean and an autocovariance (or
autocorrelation) that is dependent only on the time difference t2 − t1 , not on the
absolute values of t1 and t2 . In mathematical terms,
μ X (t) = μ X , for all t, and
cov[X (t1 ), X (t2 )] = cov[X (t2 − t1 )] = K X (τ ), for all t1 and t2 .

(1.163)

Note that strict-sense stationarity is more restrictive than wide-sense. In what follows, unless otherwise mentioned, we shall refer to a wide-sense stationary random
process simply as a stationary process. This class of processes is of major importance for the study of communication systems theory, since most of the processes
encountered in these systems can be regarded as stationary, at least for a sufficient
long period of time. Unless otherwise mentioned, we shall consider only stationary
random processes for the rest of the presentation of this chapter.
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Another important classifications correspond to the mean-ergodic and the autocovariance-ergodic random processes, which correspond to sub-classes of widesense random processes. For these random processes, time averages can substitute
ensemble averages, since a single realization of an ergodic process is statistically
representative of the whole process. Putting in a different way, the mean and the
correlation (or covariance) function of an ergodic random process can be obtained
from the temporal analysis of a single sample-function, instead of the analysis across
the sample-functions. Specifically,
1
μ̂ X =
2T



T

x(t)dt

and

−T

1
K̂ X (τ ) =
2T



T

−T

(1.164)
[x(t + τ ) − μ X ][x(t) − μ X ]dt

converge, in a mean square sense, to the mean μ X and to the autocovariance K X (τ )
as T → ∞, respectively. Here x(t) is a realization or sample-function of X (t).
Many random processes encountered in communications systems analysis can be
considered ergodic, which facilitates enormously the estimation of the mean and of
the correlation or covariance functions, as we shall see in several instances throughout the rest of this chapter.
One last classification refers to cyclostationary or periodically stationary random processes [9, p. 525; 10, p. 373; 13, p. 75; 15, p. 458]. These are processes
in which statistical averages are periodic. These processes also arise in many situations related to communications systems analysis, for example when dealing with
linear-modulated signals.

1.14.2 Averages of Stationary Random Processes
Similar to the definition of moments of random variables, the n-th moment of a
random process X (t) is defined by

E[X (t)] =
n

∞
−∞

x n f X (t) (x)d x.

(1.165)

In this section we study the main moments and other statistical averages of stationary random processes, with emphasis on those averages that involves one or
two processes. The analysis for multiple random processes follows by analogy to
multiple random variables and will not be presented here.
1.14.2.1 Mean and Variance
The mean and the variance of a stationary random process X (t) sampled at any
instant t are given respectively by
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μ X = E[X (t)] =

∞

x f X (t) (x)d x and
 ∞


(x − μ X )2 f X (t) (x)d x.
σ X2 = E (X (t) − μ X )2 =
−∞

(1.166)

−∞

From the law of large numbers, if we collect samples from a sufficiently large
number of sample-functions, the mean and the variance can be estimated through
the ensemble sample averages
n
1
μ̂ X =
X (t, ξ j ) and
n j=1

2
1 
X (t, ξ j ) − μ̂ X .
=
n − 1 j=1
n

σ̂ X2

(1.167)

If the process is ergodic, the first expression in (1.164) can be applied to the
computation of the mean. Moreover, if the process is band-limited [13, p. 72] such
that it has no or almost zero frequency content for | f | > W , the following discretetime averages can be applied:
μ̂ X =

n
1
x(t j ) and
n j=1

2
1 
x(t j ) − μ̂ X ,
=
n − 1 j=1
n

σ X2

(1.168)

where the values of x(t j ) are obtained by sampling a single sample-function of the
random process X (t) at a minimum rate of 2W samples per second.
1.14.2.2 Autocovariance and Autocorrelation Functions
The autocovariance and the autocorrelation functions of a random process are
defined respectively by


cov[X 1 , X 2 ] = E (X 1 − μ X 1 )(X 2 − μ X 2 )
 ∞ ∞
=
(x1 − μ X 1 )(x2 − μ X 2 ) f X 1 ,X 2 (x1 , x2 )d x1 d x2 and
−∞

−∞

R X (t1 , t2 ) = E[X 1 X 2 ]
 ∞ ∞
=
x1 x2 f X 1 ,X 2 (x1 , x2 )d x1 d x2 ,
−∞

−∞

where we have used the shorthand notation X 1 = X (t1 ) and X 2 = X (t2 ).

(1.169)
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Now we consider only the autocorrelation function for stationary random processes, since the autocovariance can be easily obtained by considering the adequate
subtraction of the mean of the random process, according to (1.169).
The autocorrelation of a stationary random process can be estimated through the
ensemble sample average
R̂ X (t1 , t2 ) = R̂ X (t2 − t1 ) = R̂ X (τ ) =

n
1
X (t, ξ j )X (t + τ, ξ j ).
n j=1

(1.170)

x(t + τ )x(t)dt.

(1.171)

If the process is ergodic, we have
1
R̂ X (τ ) =
2T



T

−T

If the process is ergodic and band-limited, the following discrete-time average
can be applied:
R̂ X (τ ) =

n
1
x(t j )x(t j + τ ).
n j=1

(1.172)

The autocorrelation function has some important properties, as shown by:
1. R X (τ ) = R X (−τ )
2. |R X (τ )| ≤ R X (0)

(1.173)

3. E[X (t)] = R X (0).
2

The autocovariance and the autocorrelation functions of a stationary random process follow the relation
cov[X (t), X (t + τ )] = R X (τ ) − μ2X .

(1.174)

If cov[X (t), X (t + τ )] = 0, the random variables obtained by sampling the random process at instants t and t + τ are said to be uncorrelated. If R X (τ ) = 0, the
random variables obtained by sampling the random process at instants t and t + τ
are said to be orthogonal.
Example 1.8 – In Fig. 1.15 it is plotted a bipolar binary random waveform corresponding to a sample-function x(t) of a stationary stochastic process X (t). The
pulses of duration T are assumed to be equally-likely and the initial instant of an
entire pulse can start after td seconds, where td is a uniformly-distributed random
variable in (0, T ]. The objective of this example is to find R X (τ ), the autocorrelation
function of the random process X (t).
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Fig. 1.15 Sample-function of a bipolar binary random wave

Since the pulses are equally-likely, E[X (t)] = 0. Moreover, the polarity of a
given pulse is independent of the polarity of the previous one.
In Fig. 1.15 two sampling instants are indicated, ti and tk . First let |tk − ti | ≥ T .
In this case X (tk ) and X (ti ) occur in different pulses, so that
E[X (tk )X (ti )] = E[X (tk )]E[X (ti )] = 0,

|tk − ti | ≥ T.

(1.175)

For |tk − ti | < T , with ti < tk , X (tk ) and X (ti ) will occur in the same pulse if
td < (T − |tk − ti |). In this case the correlation between X (tk ) and X (ti ) will be
conditioned to the value of td . Then we have

E[X (tk )X (ti )|td ] =

A2 , td < T − |tk − ti |
0,
otherwise.

(1.176)

To eliminate the conditioning in (1.176) we resort to the total expectance law:
E[E[X |Y ]] = E[X ].

(1.177)

Then, applying (1.177) in (1.176) we obtain

E[X (tk )X (ti )] =

T −|tk −ti |

0


=

T −|tk −ti |

0

A2 f Td (td )dtd


|tk − ti |
A2
dtd = A2 1 −
.
T
T

(1.178)

Letting τ = tk − ti in (1.178), we finally obtain the autocorrelation function of
the bipolar random binary sequence:

R X (τ ) =

%
A2 1 −

|τ |
T

&

, |τ | < T

0, otherwise.

(1.179)
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This autocorrelation function is plotted in Fig. 1.16.

Fig. 1.16 Autocorrelation function of a bipolar binary random wave

1.14.2.3 Power Spectral Density (PSD)
One of the most important properties of the autocorrelation function states that
S X ( f ), the power spectral density (PSD) of the random process X (t), is determined
by the Fourier transform of the autocorrelation function R X (τ ). This transform and
the corresponding inverse are given respectively by

SX ( f ) =
R X (τ ) =

∞

−∞
 ∞
−∞

R X (τ )e− j2π f τ dτ and
(1.180)
S X ( f )e

j2π f τ

d f.

The relations in (1.180) are known as the Wiener-Khintchine relations.
From the point of view of the study of communications systems, the power spectral density (PSD) is an important characteristic of a voltage or current random
process, since it reveals the frequency content of the process. In other words, it
measures the distribution of the power of a random signal in the frequency domain
and for this reason it is measured in watts/hertz.
A fast-varying random process has an autocorrelation function more concentrated around τ = 0, yielding a wide PSD. A slowly-varying random process has an
R X (τ ) decaying slowly with τ and, as a consequence, it has a narrowband PSD.
The PSD has some important properties:


∞

1.
−∞

S X ( f )d f = R X (0) = E[X 2 (t)]

(1.181)

2. S X ( f ) = S X (− f ).
That is, the total average power of a voltage or current random process developed
over a 1Ω resistance, which corresponds to the second moment of the process, can
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be calculated as the area under the curve of the PSD. Moreover, from (1.173), the
PSD is an even function of the frequency.
There are many other concepts associated to the power spectral density. By now
it suffices to understand those presented above. Further analysis on the PSD will
be presented in this chapter in the context of the transmission of random processes
through linear systems. The power spectral density will also be considered with
more details in Chap. 2, Sect. 2.6.
Example 1.9 – Now let us find the power spectral density of the stationary binary
random wave considered in Example 1.8. From Chap. 2, Table 2.4, the Fourier transform of a triangular function is



1−
0,

|t|
,
T

|t| < T
|t| ≥ T


=T

sin2 (π f T )
.
(π f T )2

(1.182)

Then, the power spectral density of the binary random wave will be given by
S X ( f ) = [R X (τ )] = A2 T

sin2 (π f T )
= A2 T sinc2 ( f T ).
(π f T )2

(1.183)

This PSD is plotted in Fig. 1.17 for A = 1 and T = 0.1, using two different
scales: (a) conventional linear scale, in W/Hz, and (b) logarithmic scale, in dBm/Hz.
The PSD in dBm/Hz is obtained by means of

S X ( f )dBm/Hz = 10 log

S X ( f )W/Hz
0.001


.

(1.184)

The use of the scale in dBm/Hz was motivated by the fact that this is a very
common scale encountered in communication systems analysis. Moreover, it is typically used in a real spectrum analyzer. When expressed in this way, lower values of
the PSD are emphasized to permit measurements. In a linear scale, low-level lobes
would not be even noticed, as can be readily verified in Fig. 1.17(a).

Fig. 1.17 Power spectral density of a bipolar binary random wave in two different scales
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From (1.173), E[X 2 (t)] = R X (0). Since E[X (t)] = 0, the second moment of the
process also corresponds to its average AC power. Observing Fig. 1.16 we see that
R X (0) = A2 . Since A = 1 in this example, E[X 2 (t)] = 1 watt.
From the PSD in Fig. 1.17(a), it is apparent that most of the signal power is
concentrated in the main lobe of the frequency spectrum. Making a coarse approximation of this lobe as a triangle, its area would be (2/T ) × (A2 T )/2 = A2 = 1.
This result shows us that, in fact, the average power of a random process can be
determined by the area under its power spectral density.

1.14.2.4 Cross-Covariance and Cross-Correlation Functions
The cross-covariance and the cross-correlation functions follow the same reasoning
adopted for the autocovariance and the autocorrelation functions, the only difference
being the fact that, now, we are dealing with two different random processes X (t)
and Y (t), instead of one. The expressions must then reflect this.
The cross-covariance and the cross-correlation functions of two stationary random processes follow the relation
cov[X (t), Y (t + τ )] = R X Y (τ ) − μ2X μ2Y .

(1.185)

If cov[X (t), Y (t + τ )] = 0, the random processes are said uncorrelated. If the
cross-correlation R X Y (τ ) = 0, the random processes are said orthogonal. Note that
if two random processes are orthogonal, they will be uncorrelated if and only if one
of their means or both are zero.
The cross-correlation function for ergodic processes can be estimated by
1
R̂ X Y (τ ) =
2T



T

−T

x(t + τ )y(t)dt.

(1.186)

If the processes are band-limited such that they have no or almost zero frequency
content for | f | > W , the following discrete-time average can be applied:
R̂ X Y (τ ) =

n
1
x(ti )y(ti + τ ),
n i=1

(1.187)

where x(t j ) and y(t j + τ ) are obtained by sampling a single sample-function of the
random processes X (t) and Y (t + τ ) at a rate 2W samples per second or greater.
It is worth mentioning that if the random processes are cyclostationary, all the
statistics presented above can be computed by considering a time interval of just
one period of the processes.
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Simulation 1.8 – Estimating Averages of Random Processes
File – CD drive:\Simulations\Probability\Random process.vsm
Default simulation settings: Frequency = 100 Hz; End = 3 seconds.
Auto Restart and Retain State enabled. Number of sample
functions: 10. Export to file blocks disabled. Upper (continuous-time,
continuous-valued) process selected.
In this experiment we revisit the diagram considered in Simulation 1.7, now with
the aim of obtaining some statistical averages of the simulated random processes.
Open the simulation file indicated in the header and set the number of samplefunctions to 9,000. Enable the export blocks for “X1.dat” and “X2.dat” and run
the simulation. Wait for a while until the end of the simulation. Disable the export
blocks for “X1.dat” and “X2.dat” and enable the export block for “X3.dat”. Change
the number of sample-functions to 300 and run the simulation. Now you have three
files, each having 9,000 samples: “X1.dat” has samples taken across the process
X (t) when sampled at t = 1 s, “X2.dat” has samples taken across the process X (t)
sampled at t = 1.4 s and “X3.dat” has samples taken along one sample function of
the process X (t).
As an exercise, load the above samples into a mathematical software toll, like
Mathcad, Matlab and Mathematica or into a spread-sheet like Excel. Implement the
sample averages that follow and try to obtain similar results.
(a) Ensemble mean of X (t):

μ̂ X =

n
1
X (t, ξ j )
n j=1

=

n
9000
1 
1
X (1, ξ j ) =
X1 j ∼
= 0.0103
n j=1
9000 j=1

=

n
9000
1
1 
X (1.4, ξ j ) =
X2 j ∼
= 0.01.
n j=1
9000 j=1

(1.188)

Note that the estimated means are essentially the same, which is a consequence
of the stationarity of the random process. Additionally, they are close to zero, the
actual mean value of the continuous-time, continuous-valued process.
(b) Time average mean of X (t):
μ̂ X =

n
1
x(t j )
n j=1

(1.189)
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1 
X3 j ∼
= −0.004.
9000 j=1
9000

=

Note that the mean obtained from the samples of a single sample-function of X (t)
is also close to the actual value, indicating that such random process is ergodic.
(c) Autocorrelation of X (t) for τ = 0.4 s:
n
1
R̂ X (τ ) =
X (t, ξ j )X (t + τ, ξ j )
n j=1

=

1 
X (1, ξ j )X (1 + 0.4, ξ j )
9000 j=1

=

1 
X1 j X2 j ∼
= −6.6 × 10−3 .
9000 j=1

9000

(1.190)

9000

This value indicates that the random variables X (t1 ) = X 1 and X (t2 ) = X 2 have
a low correlation for the value of τ = t2 − t1 = 0.4 seconds. For τ = t2 − t1 = 0
we shall find:
(d) Autocorrelation of X (t) for τ = 0:
1 
X (1, ξ j )X (1, ξ j )
9000 j=1
9000

R̂ X (0) =
=

1 
X (1.4, ξ j )X (1.4, ξ j )
9000 j=1

=

1  2∼ 1  2∼
X1 j =
X2 j = 1.09.
9000 j=1
9000 j=1

9000

9000

(1.191)

9000

This is indeed the approximate total average power of the continuous-time,
continuous-valued random process.
(e) Time average variance of X (t):
2
1 
x(t j ) − μ̂ X
=
n − 1 j=1
n

σ̂ X2
=

9000
2
1 
X3 j + 0.004 ∼
= 1.04.
8999 j=1

(1.192)
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Note the this value makes sense, since for a zero-mean voltage random waveform, the DC power is zero and the total average power is equal to the AC power.
Finally, let us illustrate how a time average autocorrelation could be performed
from “X3.dat”. We need to multiply, sample-by-sample, x(t j ) and x(t j + τ ), sum-up
the result and divide per n, according to (1.172). To do this for τ = 0.4 seconds we
must calculate:
(f) Time average autocorrelation of X (t):
n
1
R̂ X (τ ) =
x(t j )x(t j + τ )
n j=1

(1.193)

1 
X3 j X3( j+τ/0.1)mod9000 ∼
= −3.3 × 10−3 .
9000 j=1
9000

=

where ( j + τ/0.1)mod(9000) produces a circular-shift of τ/0.1 = 0.4/0.1 = 4
samples in the sequence of samples. Since the sample space is 0.1 seconds, 4 samples correspond to 0.4 seconds, which is the value desired for τ . In fact, this is
an adequate method for estimating time averages for cyclostationary random processes. However, since the process under consideration is stationary, cutting-out the
desired number of samples and putting them at the beginning of the sequence will
produce the desired time-shift effect without producing significant estimation errors
for τ << n.
For the sake of brevity we shall stop the calculations here. As an exercise, change
the value of one of the sampling instants, simulating another value for τ , and repeat
the estimations above. Make other estimations from the files you have.
Recall that the theoretical autocorrelation function of a random process corresponding to a random sequence of bipolar pulses is a triangular function of τ . Try
to produce small changes in the separation between the sampling instants in the
simulation and estimate the autocorrelation. Likewise the theoretical result, you will
observe a decay in the correlation with an increase of |τ |, starting from τ = 0.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

1.14.3 Random Processes Through Linear Systems
While studying communication signals and systems, it is very common to find
examples where random signals suffer some sort of filtering effect when going
through linear systems. Typical exemplifying situations in which this occurs are the
filtering of a modulated signal before transmission and the filtering of the received
signal before it is further processed by the receiver.
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In this section we analyze the behavior of random processes through linear systems, based on the model depicted in Fig. 1.18. A random process X (t) is applied
to the input of a linear system having impulse response h(t) and frequency response
H ( f ). The output of the system is the random process Y (t). In Fig. 1.18, samplefunctions of X (t) and Y (t), corresponding to the waveforms x(t) and y(t), are shown
for illustration purposes. Note that y(t) was smoothed by the effect of filtering as
compared to x(t). In other words, the output process typically will have slower variations than the input process. This means that the autocorrelation function of the
output process is wider relative to the autocorrelation function of the input process.
As a consequence, the frequency content of Y (t) will occupy a lower bandwidth than
the frequency content of X (t). These comments were inserted here only to illustrate
a typical filtering effect, since there are also filters designed to produce other results
different from a bandwidth reduction. For example, a filter can be used to change
the phase of the signal, keeping the bandwidth approximately unchanged.

Fig. 1.18 A random process through a linear system

We are now able to start the discussion on the statistics of the random processes
that are influenced by a linear system. Again we shall consider only real and stationary random processes, unless otherwise mentioned.
1.14.3.1 Mean
The relation between the mean of the output random process, μY , and the mean of
the input random process, μ X , is given by

μY = μ X

∞

−∞


h(t)dt = μ X

∞

h(t)e
−∞

− j2π f t



dt 

f =0

= μ X H (0).

(1.194)

1.14.3.2 Autocorrelation
The autocorrelation of the output random process, RY (τ ), can be determined by
knowing the system’s impulse response h(t) and the autocorrelation of the input
random process, R X (τ ):

RY (τ ) =

∞
−∞



∞
−∞

h(u)h(v)R X (τ − v + u) dudv.

(1.195)
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1.14.3.3 Power Spectral Density (PSD)
We know from (1.180) that the power spectral density S X ( f ) and the autocorrelation
function R X (τ ) of a random process X (t) are related through a Fourier transform
pair. Additionally, we have seen that the PSD exhibit some important properties, as
given by (1.181). Another very important result relates the PSD at the input and the
output of a linear system, as shown by:
SY ( f ) = S X ( f )|H ( f )|2 ,

(1.196)

where |H ( f )|2 = H ( f )H ∗ ( f ) is the magnitude squared of the frequency response
H ( f ).
1.14.3.4 Cross-Spectral Density
The cross-spectral density of two random processes is defined as the Fourier transform or their cross-correlation function, that is,

SX Y ( f ) =

∞

−∞

R X Y (τ )e− j2π f τ dτ.

(1.197)

Differently from the power spectral density, the cross-spectral density seems do
not exhibit a clear physical meaning. However, an interpretation can be made with
the help of the following example.
Example 1.10 – Suppose that the processes X (t) and Y (t) have zero mean and are
jointly stationary. Let us find the PSD of Z (t) = X (t) + Y (t), as given below:
R Z (τ ) = E[Z (t)Z (t + τ )]
= E{[X (t) + Y (t)][X (t + τ ) + Y (t + τ )]}
= E[X (t)X (t + τ )] + E[X (t)Y (t + τ )]

(1.198)

+ E[Y (t)X (t + τ )] + E[Y (t)Y (t + τ )]
= R X (τ ) + R X Y (τ ) + RY X (τ ) + RY (τ ).
Taking the Fourier transform of both sides of (1.198) we obtain
S Z ( f ) = S X ( f ) + S X Y ( f ) + SY X ( f ) + SY ( f ).

(1.199)

In (1.199) we observe that if the processes X (t) and Y (t) are orthogonal to each
other, their cross-correlation will vanish, so that
S Z ( f ) = S X ( f ) + SY ( f ).

(1.200)
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From (1.199) and (1.200) we can conclude that the cross-spectral densities
S X Y ( f ) and SY X ( f ) are components of S Z ( f ) created to account for the nonorthogonality between X (t) and Y (t).
We can generalize the above concept and state the following important result: the
power spectral density of the sum of orthogonal random processes is equal to the
sum of the individual power spectral densities.

The cross-spectral density has also applications in linear estimation, as discussed
in, for example, [9, p. 614] and [18, p. 426]. Some of its important properties are
summarized below:
1. S X Y ( f ) = SY∗ X ( f ) ⇒ R X Y (τ ) = RY X (−τ )
2. S X Y ( f ) = H ∗ ( f )S X ( f ) ⇒ R X Y (τ ) = h ∗ (−τ ) ∗ R X (τ )
3. SY X ( f ) = H ( f )S X ( f ) ⇒ RY X (τ ) = h(τ ) ∗ R X (τ )

(1.201)

4. SY ( f ) = H ∗ ( f )SY X ( f ) ⇒ RY (τ ) = h ∗ (−τ ) ∗ RY X (τ )
As we have already mentioned, the concepts related to the power spectral density of random processes are of major importance for the study of communication
systems. For this reason we shall return to this topic in a more specific context
in Chap. 2, where we shall consider the estimation of the PSD of random signals
typically encountered in the analysis of those systems.

1.14.4 The Gaussian Random Process
Likewise the Gaussian random variable, the Gaussian random process often arises
in the study of digital transmission systems.
A Gaussian random process has many definitions, some of them general, others
more specific and applied to particular situations. In a first and simplified definition,
a stationary random process is said to be Gaussian if the probability density function
of the random variable derived from samples of the process is Gaussian. It is worth
mentioning that if the process is also ergodic, these samples can be collected from a
single sample-function, which represents an easy way of verifying if a given process
is Gaussian from the point of view of the first definition.
In a more formal definition, let Y be a random variable defined by the following
functional5 relation with a random process X (t):

Y =

T

g(t)X (t)dt,

(1.202)

0

5

Simply stating, a functional is a function that takes a function as its argument and returns a scalar
16.
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where g(t) is an arbitrary function and T is an arbitrary observation interval. We say
that X (t) is a Gaussian random process if Y is a Gaussian random variable.
The functional approach is of special interest for the present context. Recall from
theory that the signal at the output of a linear system is determined by the convolution between the input signal and the impulse response of the system. In terms of
random processes we can write

Y (t) = X (t) ∗ h(t) =

∞

−∞

X (u)h(t − u)du.

(1.203)

If, for simplicity purposes, we observe the value of Y (t) at t = 0, we shall have
a random variable Y . Then we can write

Y (0) = Y =

∞

X (u)h(u)du.

(1.204)

−∞

But (1.204) has the form of (1.202). Then, if Y is Gaussian-distributed, X (t) is
a Gaussian random process. However, since samples of a Gaussian random process
are Gaussian-distributed, we conclude that if the input of a linear system is a Gaussian random process, the output random process is also Gaussian-distributed. In
other words, if a Gaussian random process is filtered, it produces another Gaussian
random process as the result. This is an important concept that is frequently applied
to the analysis of communication systems.

Simulation 1.9 – Filtered Complex Gaussian Process
File – CD drive:\Simulations\Probability\Gaussian cplx.vsm
Default simulation settings: Frequency = 100 Hz; End = 200 seconds.
Cutoff frequency of the low-pass filters: 10 Hz (max).

This simulation implements the diagram shown in Fig. 1.19. Comparing this diagram with the Rayleigh random variable generator given in Simulation 1.3 (see file
“Continuous RV.vsm” if necessary), one can notice that they are very similar, except
by the insertion of two low-pass filters (LPF) at the output of the Gaussian sources.
Moreover, since here we are dealing with random processes, the nomenclature has
changed: now we have a complex Gaussian random process R(t) exp[ jΘ(t)] having
its real and imaginary parts composed by independent and identically distributed
Gaussian random processes X  (t) and Y  (t), so that
R(t) =


[X  (t)]2 + [Y  (t)]2 and

Θ(t) = arctan[Y  (t)/ X  (t)].

(1.205)

78

1 A Review of Probability and Stochastic Processes

Fig. 1.19 Generation of a filtered, complex Gaussian process

Here, X  (t) and Y  (t) are the low-pass filtered versions of the input Gaussian
processes X (t) and Y (t).
Making use of the results obtained in Simulation 1.3, here R(t) is a Rayleighdistributed random process and Θ(t) is a uniformly-distributed random process in
(−π , π ). However, these processes can manifest themselves as slowly-varying or
as fast-varying random processes according to the cutoff frequency used by the
low-pass filters. Since a Gaussian input to a linear system will produce a Gaussian
output, this is an approach often used to generate random processes having different degrees of correlation between successive samples. Obviously, this will work if
such processes can be generated from Gaussian processes, because filtered Gaussian
processes are also Gaussian.
Using the default simulation settings, open the upper “Time plot and histogram”
block and run the simulation. You can verify that the magnitude of the complex
Gaussian random process is indeed Rayleigh-distributed. In addition, you can see
the time evolution of a sample-function of the Rayleigh random process and conclude that it refers to a fast-varying process.
Now, reduce the cutoff frequency of the LPF filters to the minimum (0.1 Hz).
While looking at the time plot, run the simulation and verify that we have a
slowly-varying Rayleigh random process. Note, however, that the histogram does
not resemble a Rayleigh PDF anymore. This was expected, since in the observed
interval the process does not exhibit enough realizations to be statistically characterized with accuracy. Increase the simulation time to 2,000 seconds and rerun the
simulation while observing the histogram of the Rayleigh process. Note that the
resemblance with the Rayleigh PDF has been restored.
Using the default simulation settings, now open the lower “Time plot and histogram” block and run the simulation. You can verify that the phase of the complex
Gaussian random process is in fact uniformly-distributed. In addition, you can see
the time evolution of a sample-function of the uniform random process and conclude
that it is also a fast-varying process. Reduce the cutoff frequency of the LPF filters
to the minimum value and repeat the procedure described in the last paragraph,
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just to confirm that the uniformly-distributed random process also keeps its original
distribution, no matter how fast it is.
In Chap. 3 we shall revisit the complex Gaussian random process as representative of the typical behavior of one of the most important channels used by modern
communication systems: the wireless channel.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters, especially for the filter’s cutoff frequencies, and try to reach
your own conclusions.

1.14.5 Thermal Noise Process
In the context of communications systems, the term noise can be associated to any
impairment, normally random, that affects system performance.
Among the different types of noise, thermal noise and impulse (or impulsive)
noise deserve especial attention. Thermal noise, often called Gaussian noise or
Johnson-Nyquist noise, is a random process generated by the agitation of the electrons inside an electrical conductor due to thermal influence. Impulsive noise is a
normally high amplitude pulse noise caused by disturbances having abrupt changes
and short durations. For example, switching processes in a circuit may cause impulsive noise. The ignition system of vehicles can also induce impulsive noise in an
electronic circuit.
Thermal noise is present in all communication systems and, for this reason, we
shall give some details about it in what follows. Additionally, since thermal noise
is a Gaussian random process, from the central limit theorem and under certain
circumstances the sum of noises coming from many different sources, no matter
their individual distributions, can be approximated to a Gaussian noise.
It can be shown that the mean square value of the noise voltage VT N across the
terminals of the equivalent Thévenin circuit in Fig. 1.20 is given by [7, pp. 220–224;
5, p. 60]


E VT2N = 4kTBR volts2 ,

(1.206)

where k = 1.38047 × 10−27 joule/Kelvin (J/K) is the Boltzmann constant, T is the
absolute temperature in Kelvin, B is the measuring bandwidth in hertz (Hz) and R
is the resistance in ohms (Ω).
In the condition of maximum power transfer, the load connected to the terminals
of the circuit in Fig. 1.20 must have R ohms. In this case, the average noise power
delivered to this load will be

N=

% 
 &2
E VT2N /2
R

=

%√
&2
4kTBR/2
R

= kTB watts.

(1.207)
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Fig. 1.20 Thévenin equivalent circuit for thermal noise generation

Since the number of electrons in a conductor is very large and their motions are
random and independent, the central limit theorem leads us to the conclusion that
the thermal noise voltage is a zero-mean Gaussian random process.
1.14.5.1 Additive White Gaussian Noise (AWGN)
In communication systems, thermal noise acts by addition to the signal of interest.
In this sense we say that the noise is additive. Moreover, due to the variety of the
electrons motion speeds, ranging from very slow to very high values, the frequency
content of the thermal noise will be very high. This fact has led to the flat theoretical
model for the power spectral density of this noise, that is,
SW ( f ) =

N0
W/Hz, −∞ ≤ f ≤ ∞,
2

(1.208)

where N0 = kTe is the noise power spectral density produced at the input of a
communication receiver circuit for which the equivalent noise temperature is Te .
The equivalent noise temperature is a circuit-dependent parameter defined as the
temperature that a resistor must be submitted in order to produce the power density
N0 when connected to a noiseless version of the circuit.
Due to the flat model for the power spectral density of the thermal noise we say
that it is a white noise. This is an allusion to the white color, since its spectrum
contains the spectrum of all colors. Then, putting together all terms we usually call
the thermal noise an additive white Gaussian noise (AWGN).
Since the autocorrelation function and the power spectral density form a Fourier
transform pair, we have
RW (τ ) = −1 {SW ( f )} =

N0
δ(τ ),
2

(1.209)

where −1 {·} is the inverse Fourier transform and δ(τ ) is the Dirac delta function.
The power spectral density (1.208) and the autocorrelation function (1.209) of
the AWG noise are plotted in Fig. 1.21.
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Fig. 1.21 Power spectral density (a) and autocorrelation function (b) of the AWGN

Note that the AWGN is the ultimate process in terms of randomness, since its
samples collected Δ seconds apart will produce completely uncorrelated random
variables for any value of Δ > 0. Furthermore, note that the total average power of
the AWGN is infinite, since it corresponds to the area under SW ( f ). This means that
this model is unrealizable in practice. However, for most applications it suffices to
consider that the thermal noise is white in the overall bandwidth of the system under
consideration and zero outside. As a result, the total average noise power becomes
finite.
1.14.5.2 Equivalent Noise Bandwidth
The flat noise bandwidth does not apply to all band-limited systems. In other words,
even if we consider the noise flat within the system bandwidth, the system’s response
might not be flat in this range. To solve this problem it is usual to work with an equivalent noise bandwidth, defined as the bandwidth of an ideal filter that produces the
same noise power produced by the filter that represents the actual system’s response.
The responses of these filters are illustrated in Fig. 1.22.

Fig. 1.22 Illustrating the concept of the equivalent noise bandwidth

Considering a white noise applied to the actual filter, the average noise power at
the output of this filter will be
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N1 =

∞
−∞

N0
|H ( f )|2 d f = N0
2



∞

|H ( f )|2 d f.

(1.210)

0

With the same white noise applied to the ideal filter of bandwidth B, the average
noise power in its output will be
N0 2
H (0)2B.
2

N2 =

(1.211)

Equating N1 and N2 given in (1.210) and (1.211), the system’s equivalent noise
bandwidth is finally given by
∞
B=

0

|H ( f )|2 d f
.
H 2 (0)

(1.212)

1.15 Summary and Further Reading
In this chapter we studied some concepts about probability and random processes,
with focus on those topics which are more directly applicable to the study of digital
communication systems.
We dedicated about 75% of the chapter to random variables and about 25% to
stochastic processes, since most of the concepts related to random variables are
applicable with minor adequacies to random processes. In other words, if one has a
good understanding about random variables, the concepts can be easily applied to
random processes. For example, the statistics of a random process is in fact obtained
from the statistics of the random variables derived from the process.
Many references were already cited throughout the chapter, according to each
specific topic covered. In what follows we give a short overview about some of the
references listed at the end of the chapter, aiming at helping the reader to find some
complementary subject when needed.
The book by A. Papoulis [10] is one of the most complete references in what concerns the formal treatment of probability and random processes, without focusing
in a specific application or area.
In the book by L. B. Koralov and Y. G. Sinai [6], basic material found in essentially all good books on probability and stochastic processes are addressed, but we
think that the main contribution of the authors is to provide a complementary material not usually covered in detail in most of the similar books.
For a condensed overview of the main topics on probability and random processes applied to the design and analysis of communication systems we recommend
Chaps. 10 and 11 of the book by B. P. Lathi [8], Chaps. 1 to 4 of the book by M. B.
Pursley [14], Chap. of the book by J. G. Proakis [13] and Chap. 1 and Appendix 1
from the book by S. Haykin [5].
A fundamental analysis of random processes with applications in communications theory is given by B. P. Lathi in [7]. The book by P. Z. Peebles [11], though
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applicable to engineering in general, focuses on some typical applications in communication systems analysis.
For a deep treatment of probability and stochastic processes applied to Electrical
and Computer Engineering we recommend the books by A. Leon-Garcia [9], H.
Stark and J. W. Woods [15] and R. D. Yates and D. J. Goodman [18].

1.16 Additional Problems
Several simulation-oriented problems were already proposed in the body of the simulation work plans throughout the chapter. Most of the following additional propositions are also based on simulation or are research-oriented, requiring some sort of
additional reading. A number of exercises involving conventional calculations can
be found in the references cited throughout the chapter.
1. Suppose that you want to create your own lottery, in which K integer numbers
are drawn at random from a total of N integer numbers ranging from 1 to N .
A player can make a bet with J numbers. In a first version of the lottery you
have determined that N = 6, K = 2 and J = 2 or 3. Solve the following
propositions: (a) Compute C, the number of combinations of 2 numbers in your
lottery. List the possible combinations. (b) Determine P2 , the probability of a
player win by making a bet with 2 numbers. (c) Determine P3 , the probability
of a player win by making a bet with 3 numbers. (d) From the results obtained
in “a” and “b”, determine an expression for PJ , the probability of a player win
by making a bet with J numbers. (e) Now assume that an official lottery has 60
numbers and that draws of 6 numbers are made. Compute P7 , the probability of
a player win by making a bet with 7 numbers.
2. Implement a VisSim/Comm diagram to simulate a discrete memoryless source
emitting symbols from the alphabet {s0 , s1 , s2 , s3 , s4 , s5 , s6 , s7 }, with a priori
probabilities { p0 , p1 , p2 , p3 , p4 , p5 , p6 , p7 } = {0.2, 0.28, 0.1, 0.09, 0.01, 0.02,
0.16, 0.14}, respectively. Hint: use the inverse CDF method for random number
generation.
3. Let {X i }, i = 1, 2, . . . , n, be a set of independent and identically distributed
random variables with mean μ X and variance σ X2 . Determine the variance of
the random variable Z defined by:
Z=

1
nσ X2

' n


(
X i − nμ X

i=1

4. Suppose that, for reliability improvement purposes, a given machine has n
on-board computers operating in parallel and on an independent fashion. The
machine will continue to operate if at least one of its computers is operating
properly. Considering that a computer fails with probability p, determine the
probability that the machine will fail.
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5. An electronic equipment has 326 components, each of them with a probability
of failure of 0.001. Determine the probability of five or more components in
failure, assuming that failures occur independently.
6. A die is thrown two times. Determine the probability of 3 dots in the second
throw, given that 2 dots were presented in the first throw.
7. Using VisSim/Comm, implement an experiment capable of simulating the
throwing of two dices and the computation of some unconditional and conditional probabilities via the relative frequency definition of probability.
8. Using the moment theorem, compute the mean, the mean square value and variance of the random variable whose PDF is given by:

f X (x) =

2e−2x
0

,x ≥ 0
,x < 0

9. The random variables X and Y have the joint PDF f X Y (x, y) given below. a)
determine the marginal PDFs of X and of Y . b) Based on the result in “a”,
can we state that the random variables X and Y are independent? Justify your
answer.

λμe−(λx+μy) , x ≥ 0, y ≥ 0
f X Y (x, y) =
0, otherwise
10. Do some research and make a dissertation about two goodness-of-fit tests of
your choice.
11. Let a white noise process W (t) with power spectral density N0 /2 W/Hz be
applied to an ideal low-pass filter with bandwidth B Hz and unitary magnitude response. (a) Determine and sketch S N ( f ), the PSD of the noise N (t) at
the output of the filter. (b) Determine and sketch R N (τ ), the autocorrelation
function of N (t). (c) Compute N , the average power of the noise at the output
of the filter.
12. A stationary Gaussian random process X (t) with mean 10 volts is applied to the
input of a linear time-invariant system whose impulse response h(t) is given
below. The output process Y (t) has variance ψ. (a) Determine E[Y (t)]. (b)
Write the PDF of Y (t).

h(t) =

et/0.2 , 0 ≤ t ≤ 0.1 s
0, otherwise

13. The magnitude of the frequency response of an RC low-pass filter is:
|H ( f )| = 

1
1 + (2π f RC)2

, with R = 500 Ω and C = 10 μF.
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To the input of this filter is applied a random process Z (t) generated by filtering
a white Gaussian noise W (t) by an ideal low-pass filter of bandwidth 50 Hz and
unitary gain. The power spectral density of W (t) is 0.001 W/Hz. (a) Determine
the equivalent noise bandwidth of the RC filter. (b) Compute the average power
of the process at the output of the filter. (c) Sketch |U ( f )|, the magnitude of the
frequency response of an ideal low-pass filter capable of providing the same
average power computed in “b”, when excited by W (t).
14. Using VisSim/Comm, implement a simulation capable of demonstrating that
when a Gaussian random process is filtered, another Gaussian random process
is produced at the output of the filter.
15. Using VisSim/Comm, implement a simulation capable of demonstrating the
concept of equivalent noise bandwidth.
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Chapter 2

Signals and Systems

The concepts covered in this chapter form the basis for modeling and analyzing
communication systems. We start by defining some common signals and studying
their properties. In the sequel we address the time and the frequency representation of such signals through the Fourier analysis. The sampling theory is briefly
discussed, and linear systems are then put into focus, with emphasis in linear, timeinvariant (LTI) systems. The complex representation of signals and systems is also
covered and the chapter ends with an analysis of the power spectral density and
bandwidth of signals, complementing the study started in Chap. 1.

2.1 Signals
In communications systems, a signal is usually a function of time. In other words,
the evolution of a communication signal manifests in the time-domain. Moreover,
a communication signal is usually a current or, more frequently, a voltage signal.
Signals derived from these two can also arise, though less frequently.
In this section we review the signal classification and present some signals typically encountered in the study of communication systems.

2.1.1 Classification of Signals
There are several ways of classifying a signal. In what follows we present a brief
overview of the classifications most frequently used in the study of communication
systems.
2.1.1.1 Continuous and Discrete Signals
In a continuous-time signal, the independent variable, time, is continuous and the
signal is defined continuously in time. Discrete-time signals are defined only at
specific time instants. In other words, the independent variable of a discrete-time
signal assumes only discrete integer values.

D.A. Guimarães, Digital Transmission, Signals and Communication Technology,
C Springer-Verlag Berlin Heidelberg 2009
DOI 10.1007/978-3-642-01359-1 2, 

87

88

2 Signals and Systems

Signals can also be continuous or discrete in their values, leading to the combined
classifications: continuous-times, continuous-valued; discrete-time, continuousvalued; discrete-time, discrete-valued or continuous-time, discrete-valued. These
classifications are illustrated in Fig. 2.1.

Fig. 2.1 Signal classification: continuous-time, continuous-valued a(t); discrete-time, continuousvalued b[n]; discrete-time, discrete-valued c[n] and continuous-time, discrete-valued d(t)

Note that, for a discrete-time signal, there is no need to have an explicit association between a value of the discrete time n and a value of the continuous real time t.
In practice, this association is made when a discrete-time signal is generated from
samples of a continuous-time signal. This association also arises when the result of
some signal processing task is used in a real-time application.
Note also that the signal d(t) in Fig. 2.1 is indeed a continuous-time signal, no
matter how steep is the transition between the amplitude levels, since in a given
instant t there will be a one-to-one correspondence with an amplitude level. This
statement comes from the fact that neither a voltage nor a current signal can exhibit
a zero transition time, which would correspond to an infinite slew-rate.

2.1.1.2 Periodic and Non-periodic Signals
A continuous-time periodic signal exhibits the same value at integer multiples of
T , where T is called the period of the signal. Analogously, a discrete-time periodic
signal does not change its value for any discrete-time shift N . Mathematically, for
any t and N we have, respectively,
x(t) = x(t + T ) and
x[n] = x[n + N ].

(2.1)

When (2.1) is not satisfied for a continuous-time and a discrete-time signal,
respectively, we say that the signal is non-periodic (or aperiodic).
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2.1.1.3 Even and Odd Signals
A continuous-time signal and a discrete-time signal are said to be even if they satisfy,
respectively,
x(−t) = x(t) and
x[−n] = x[n].

(2.2)

Analogously, a continuous-time signal and a discrete-time signal are said to be
odd if they satisfy, respectively,
x(−t) = −x(t)

and

x[−n] = −x[n].

(2.3)

The classification of even and odd functions can be extended to any domain. We
shall also find such classification, for example, when dealing with the frequency
content of a communication signal.
2.1.1.4 Deterministic and Random Signals
In a deterministic signal a future value can be precisely predicted. Normally a
deterministic signal is described in terms of a deterministic expression, like x(t) =
A cos(2πft), in which for any value of t it is possible to know the value of x(t).
Random signals can not be predicted precisely. A future value or range of values
can be predicted only in probabilistic terms, as we have seen in Chap. 1.
When dealing with random communication signals, we normally refer to x(t) as
a sample-function of the random process X (t).
2.1.1.5 Baseband and Passband Signals
According to [8, p.60], a baseband signal is “a signal that is not modulated onto a
carrier”. As we shall see later on in this chapter, a baseband signal has its frequency
content located around f = 0, but not necessarily having a non-zero DC component.
A passband signal is a signal whose frequency content is located around a sinusoidal carrier with frequency f c . Passband signals are commonly associated to the
process of modulation in which the information, usually a baseband signal, changes
some characteristics of the carrier prior to transmission.
The transmission of information through baseband signals will be discussed in
Chap. 4, and in Chap. 6 a number of passband signals generated by means of digital
modulations will be studied.
2.1.1.6 Energy and Power Signals
The time-average power of a continuous-time signal is defined by
1
T →∞ 2T

P = lim



T

−T

|x(t)|2 dt.

(2.4)
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For a discrete-time signal we have an analogous definition:
N

1
|x[n]|2 .
N →∞ 2N + 1
n=−N

P = lim

(2.5)

In (2.4) and (2.5) the modulus operation takes into account that x(t) or x[n]
can be complex signals. Note that if x(t) or x[n] are voltage or current signals, the
average power obtained from (2.4) and (2.5) will be measured in watts, normalized
to a 1 ohm load resistance.
For periodic signals, (2.4) and (2.5) need to be evaluated only in the interval or
number of samples corresponding to the period of the signal.
An energy signal has a finite total energy and, as a consequence, has a zero
average power. All signals confined in some time interval can be considered energy
signals. From (2.4) and (2.5), the energy of a continuous-time and a discrete-time
signal confined in [−T , T ] or [−N , N ] can be determined respectively by

E=
E=

T

−T
N


|x(t)|2 dt

and
(2.6)

|x[n]| .
2

n=−N

As an example, a pulse with amplitude A and duration T is an energy signal with
zero power and energy E = A2 T .
A power signal is a signal that has finite average power and, as a consequence,
its energy is infinite. For example, the signal x(t) = A cos(2πft), −∞ < t < +∞
has average power P = A2 /2 and infinite energy.
There are signals that have both P and E infinite, although they are not commonly found in communication systems. As an example we have x(t) = t.

2.1.2 Typical Deterministic Signals
In this subsection we present the definitions of some deterministic signals commonly encountered in the study of communication systems.
2.1.2.1 Unit-Step Function
When defined in the time-domain, the continuous-time and discrete-time unit-step
functions are given respectively by

1,
u(t) =
0,

1,
u[n] =
0,

t >0
t <0
n≥0
.
n<0

and
(2.7)
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The unit-step function is also know as heaviside step function. It is defined by
some authors also for t = 0.
2.1.2.2 Dirac Delta and Kronecker Delta Functions
The first derivative of the continuous-time unit-step function gives rise to the Dirac
delta function, as shown by:
δ(t) =

d
u(t).
dt

(2.8)

The Dirac delta is a mathematical abstraction consisting of an impulse of infinite amplitude and zero width, and having an area of unity. This abstraction occurs
because u(t) is in fact not differentiable, since it is not continuous at t = 0. Then we
must think of (2.8) as the derivative of a step function with progressive smaller rise
time Δ. As Δ decreases, the derivative δΔ (t) becomes higher in amplitude, smaller
in duration and always with unit area. For Δ → 0, δΔ (t) → δ(t).
The first difference1 of the discrete-time unit-step function gives rise to the
Kronecker delta function, that is,

1, n = 0
δ[n] = u[n] − u[n − 1] =
.
(2.9)
0, n = 0
Without loss of their particularities, the Dirac and the Kronecker delta functions
are usually referred to as unit impulses.
The sifting property applied to the unit impulses yields, respectively,

x(t) =
x[n] =

∞
−∞
∞


x(τ )δ(τ − t)dτ

and
(2.10)

x[k]δ[k − n].

k=−∞

The term sifting comes from the fact that, in the discrete-time case, the sum in
(2.10) goes through the sequence {x[k]}, retaining or sifting the values where k = n
as if we had a special sieve for these values when k = n. The interpretation for the
continuous-time case is analogous and follows immediately.
The sifting property can be interpreted alternatively as follows: the integral of
a continuous-time function multiplied by a unit impulse results in the value of the
function where the impulse exists. An alternative form of the integral in (2.10) illustrates this interpretation:

1 The difference operation on a discrete-time signal is equivalent to the derivative operation on
a continuous-time signal. Analogously, a difference equation in the discrete-time domain corresponds to a differential equation in the continuous-time domain.
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∞

−∞

x(t)δ(t − t0 )dt = x(t0 ).

(2.11)

A similar interpretation follows immediately for the discrete-time case.
The unit impulses play a major role in the characterization of linear systems, as
we shall see later on in this chapter. Unit impulses are also important in the study of
the sampling theory, a subject also treated later on in this chapter.
Below we have other properties of the unit impulse function. For the sake of
brevity, only the continuous-time Dirac delta function is considered. Similar properties hold for the discrete-time impulse.


∞



∞

1
δ(x)
du
=
⇒ δ(αx) =
|α|
|α|
|α|
−∞
−∞
 δ(x − xi )
δ[g(x)]
⇒ δ[αg(x)] =
2. Generalized scaling : δ[g(x)] =

|g (xi )|
|α|
i
(2.12)
 ∞
 f (xi )
f (x)δ[g(x)]d x =
3. Integral/scaling :
|g  (xi )|
−∞
i
1. Scaling :

δ(αx)d x =

δ(u)

4. Convolution : f (t) ∗ δ(t − T ) = f (t − T ).
Due to the abstraction in the definition of the Dirac delta function, its mathematical treatment becomes difficult. To overcome this difficulty, the delta function
is sometimes represented as approximations of other functions. For example, if we
take a Gaussian probability density function f X (x) and make the standard deviation
σ progressively small, in the limit as σ → 0, f X (x) → δ(t). There are several other
functions that, in the limit of a given parameter, tend to the unit impulse. See for
example [39].
2.1.2.3 Rectangular Function
The rectangular continuous-time and discrete-time functions can be defined respectively by
 



 
t
T
T
1, |t| ≤ T /2
rect
=u t+
−u t −
=
T
2
2
0, |t| > T /2



 
#n$
N
N
1, |n| ≤ N /2
rect
=u n+
−u n−
=
N
2
2
0, |n| > N /2

and
(2.13)
.

Although the continuous-time version of the rect function can be defined differently from the first equation in (2.13), the definition above is commonly encountered
in references on communication systems. On the other hand, it is not so common
the association of the term rect with the discrete-time version of the rectangular
function. In this case it is simply defined by
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1, |n| ≤ N
x[n] =
0, |n| > N

.

(2.14)

x=
 0
.
x =0

(2.15)

2.1.2.4 Sinc Function
The sinc function is defined according to

sinc(x) = Sa(x) =

sin(π x)
,
πx

1,

The name sinc comes from the function full name: sine cardinal. The less usual
name Sa comes from the word sample, as a resemblance of the use of the sinc
function as an optimum interpolation function to restore an analog signal from its
samples. This topic will be treated in the section on sampling theory.
Some authors do not explicitly define the value of sinc(x) at x = 0, since from
the L’Hôpital’s rule,
sin(π x)
π cos(π x)
= lim
= 1.
x→0
x→0
πx
π

(2.16)

lim

Some mathematical software tools like Mathcad need the definition of the sinc
function according to (2.15). For these software tools, sinc(x) at x = 0 is zero.
VisSim/Comm assumes that sinc(x) at x = 0 is undefined, since it is interpreted as
a division by zero.
Some properties and relations involving the sinc function are given below:

1. Infinite product : sinc(x) = lim

m→∞

2. Gamma function : sinc(x) =

m 

n=1

x2
1− 2
n



1
Γ(1 + x)Γ(1 − x)

(2.17)

%x &
1
sinc
= δ(x).
a→0 a
a

3. Dirac delta : lim

Note in the last line of (2.17) that the sinc function is also an approximation or
alternative definition for the Dirac delta function.
As mentioned above, the sinc function has applications in the sampling theory.
It is also one of the most frequently used functions in the study of communication
systems, both in the time and in the frequency domains.
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2.2 Fourier Analysis of Signals
Jean Baptiste Joseph Fourier was a French mathematician and physicist. He was
born on March 21, 1768 and died on May 16, 1830. He is known mainly for the
application of the so-called Fourier series in the analysis of heat flow.
In fact, the contributions by Joseph Fourier entered into scene in a very controversial discussion around trigonometric sums, that is, the sums of harmonically related
sines and cosines and its applications. This subject has gained attention almost a
century before Fourier was born, and most of Fourier’s discoveries were put into
practice only after his lifetime [24].
Today, the broader field of Fourier analysis goes beyond the Fourier series and
encounters many applications, ranging from physics and signal processing to probability, statistics, random processes and telecommunications, only to mention a few
examples.
In this section we review some of the main concepts related to the Fourier analysis of signals, with focus on its applications in digital transmission systems. This
review was based on the books by S. Haykin and B. V. Veen [11], H. P. Hsu [13],
B. P. Lathi [15–17], and A. V. Oppenheim, A. V. Willsky and S. H. Nawab [24].
Complementary to the analysis of signals, the Fourier analysis of systems will be
addressed in Sect. 2.4, where linear systems are put into focus.

2.2.1 Fourier Series
The Fourier series is the representation of a periodic signal by a linear combination
of sines and cosines or complex exponentials. When sines and cosines are combined
we have the trigonometric Fourier series. When complex exponentials are combined
we have the complex exponential Fourier series.
Both of these complex exponentials or sines and cosines are harmonically related,
which means that their frequencies are integer multiples of the fundamental angular frequency. For a continuous-time signal, the fundamental angular frequency (in
radians per second) is ω0 = 2π f 0 = 2π/T , where T is the period of the signal. For a discrete-time signal, the fundamental angular frequency (in radians) is
Ω0 = 2π f 0 = 2π/N , where N is the period of the signal.
In what follows we consider only the complex exponential form of the Fourier
series representation.
2.2.1.1 Fourier Series for Continuous-Time Periodic Signals
For a continuous-time periodic signal, the Fourier series is given by
x(t) =

∞


ak e jk(2π/T )t ,

(2.18)

k=−∞

where T is the period of x(t) and the Fourier series coefficients are determined by
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ak = |ak |e jφk =

1
T



x(t)e− jk(2π/T )t dt.

(2.19)

T

The set of (possibly complex) coefficients {ak } measure the value of each of the
frequency components of x(t). The special value of a0 is the DC component of x(t),
that is, the frequency portion of x(t) at f = 0.
As we shall see later on in this section, the frequency spectra given by the Fourier
series coefficients is plotted as lines or bars in a single graph if {ak } is real or in two
graphs if {ak } is complex.
2.2.1.2 Convergence of the Fourier Series for Continuous-Time Periodic
Signals
A periodic signal x(t) has a Fourier series representation if it satisfies the Dirichlet
conditions:

• It is absolute integrable in one period, that is T |x(t)|dt < ∞.
• It has a finite number of maxima and minima and a finite number of finite discontinuities within a period.
Fortunately, a very few signals do not satisfy the Dirichlet conditions, so that the
convergence of the Fourier series usually will not be of main concern.
The Fourier series can be truncated so as to consider 2N + 1 terms:
N


x N (t) =

ak e jk(2π/T )t .

(2.20)

k=−N

In this case, if we define an error signal as
e N (t) = x(t) −

N


ak e jk(2π/T )t ,

(2.21)

k=−N

the convergence of the Fourier series means that as N → ∞ the energy in the error
signal tends to zero, that is,

|e N (t)|2 dt = 0.

lim

N →∞

(2.22)

T

Special attention must be directed to the convergence of the Fourier series for
discontinuous signals. The example below aims at clarifying this matter.
Example 2.1 – Consider the square wave x(t) depicted in Fig. 2.2. First let us find
the Fourier series coefficients and then analyze the convergence of the Fourier series
for a finite number of terms, as determined by (2.20).
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From (2.19), the DC level of x(t) is
a0 =

1
T



T /2
−T /2

x(t)dt =

1
T



Th /2
−Th /2

1dt =

Th
.
T

(2.23)

By definition, the duty-cycle of a square wave is the ratio between the high level
pulse (or mark) duration and the period. Then, the DC value of a square wave signal
can be determined by the multiplication of the duty-cycle by the amplitude of the
signal, which is a quite obvious result.
The remaining coefficients for k = 0 can be computed as follows:
ak =

1
T



T /2
−T /2

x(t)e− jk(2π/T )t dt =

1
T



Th /2

e− jk(2π/T )t dt

−Th /2

Th /2
1
1
[e− jk(2π/T )t ]−T
[e− jkπ(Th /T ) − e jkπ(Th /T ) ]
=−
h /2
jk2π
jk2π




1
1 e jkπ(Th /T ) − e− jkπ(Th /T )
Th
=
.
=
sin kπ
kπ
2j
kπ
T
=−

(2.24)

Observe that the set of Fourier series coefficients are real in this case and they
will be real in all cases where x(t) is an even function of t. In these cases we need
just one graph to depict {ak }, as illustrated in Fig. 2.3 for a duty-cycle of 30%.

Fig. 2.2 A square wave with duty-cycle Th /T %

By using a set with 2N + 1 coefficients in (2.20) we have the so-called truncated Fourier series approximation. The synthesis of x N (t) for some values of N

Fig. 2.3 Fourier series coefficients for a square wave with 30% duty-cycle and unit amplitude
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are shown in Fig. 2.4. Observe that as N becomes larger, the resultant waveform
approaches the original signal x(t). Nevertheless, no matter how large we make N ,
there will always be the overshoot and undershoot spikes nearby the signal transitions. For a square wave, these peaks have a maximum overshoot and undershoot
of about 9% of the signal excursion [17, p. 204; 19, p. 800] and this value does not
decrease as N increases. This is known as the Gibbs phenomenon, and it will appear
whenever the original signal has discontinuous transitions.
The Gibbs phenomenon seems to contradict the convergence properties of the
Fourier series, but in fact it does not. As N becomes larger, the overshoots and
undershoots remain unchanged in amplitude, but they are shortened in duration.
Then, for N → ∞ the energy of the error signal e N (t) given in (2.21) tends to zero
as it should.

Fig. 2.4 Synthesis of x N (t) using 2N + 1 Fourier series coefficients

The reasons for the appearance of the Gibbs phenomenon are briefly discussed
in [17, p. 204]. A deeper mathematical treatment on the convergence of the Fourier
series and on the Gibbs phenomenon is given in [9].

Simulation 2.1 – Gibbs Phenomenon
File – CD drive:\Simulations\Signals\Gibbs.vsm.
Default simulation settings: Frequency = 10,000 Hz; End = 1 second.
Number of coefficients in the synthesis of x(t) by its truncated Fourier
series: 2N + 1 = 33 ⇒ N = 16.
In this experiment we complement the concepts presented above on the Fourier
series for continuous-time periodic signals, mainly in what concerns the Gibbs
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phenomenon. Three reference signals x(t) are generated, along with their approximate synthesis by the truncated Fourier series x N (t). These signals are: 1) a single
period of a 30% duty-cycle square wave, 2) two periods of a saw-tooth wave and 3)
two periods of a triangular wave. All signals have unitary peak-to-peak value.
The energy of the error signal e N (t), as defined by (2.22), is calculated for each
reference and synthesized signals. Additionally, a meter is used to measure the
overshoots and undershoots, if any, in order to permit a quantification of the Gibbs
phenomenon. Furthermore, the value of N in (2.20) can be adjusted from 1 to 512 in
integer powers of 2. The visual similarities between the original and the synthesized
signals can be visualized through plots A, B and C.
For each of the signals x(t), vary the value of N and observe the waveforms of
x(t) and x N (t). Note that as the value of N is increased, these waveforms become
progressively more similar to one another. Note also that the energy of the error
signal reduces progressively as N increases.
Now, while visualizing x(t) and x N (t) for several values of N , note that the Gibbs
phenomenon appears only for the square and the saw-tooth waveforms, a result that
is in agreement to what was stated before: the Gibbs phenomenon only happens if
the waveform has discontinuities in it.
Pay attention to the overshoot measurements for the square and the saw-tooth
waves for several values of N . Note that as soon as the Gibbs phenomenon can be
clearly identified, which happens for N > 8, the overshoot of x N (t) referenced to
x(t) remains approximately constant in about 9%, confirming the theoretical explanation given before.
The energy of the error signal for the triangular wave, as happens to the other
two waveforms, also diminishes as N increases. Since the Gibbs phenomenon does
not happens, this energy reduces faster as compared to the error signals produced
by the synthesis of the square and the saw-tooth waveforms.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of
the simulation parameters and try to reach your own conclusions. Specifically,
magnify the waveforms near the transitions or peaks for a better view of details.
As an exercise, try to explain the operation of the “overshoot meters” used in the
simulation.

2.2.1.3 Power of a Continuous-Time Periodic Voltage or Current Signal
The Parseval’s theorem applied to the Fourier series allows for the computation of
the average power of a voltage or current waveform x(t) according to
1
P=
T


|x(t)|2 dt =
T

∞


|ak |2 .

(2.25)

k=−∞

The average power in each harmonic component of x(t) can be determined by
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Pk =

1
T


|ak |2 dt = |ak |2 .

(2.26)

T

The above average powers are said to be normalized, in the sense that their computation implicitly assumes that the load resistance is 1 Ω.

2.2.1.4 Properties of Fourier Series for Continuous-Time Periodic Signals
The most important properties of the Fourier series for continuous-time periodic
signals are listed in Table 2.1. For proofs and further details, please refer to [24].

Property

Table 2.1 Properties of the continuous-time Fourier series
Periodic signal
Coefficients

Linearity
Time shifting
Frequency shift
Conjugation
Time reversal
Time scaling
Periodic convolution

Ax(t) + By(t)
x(t − τ )
x(t) exp[ j M(2π/T )t]
x ∗ (t)
x(−t)
x(αt), α > 0
T x(τ )y(t − τ )dτ

Multiplication

x(t)y(t)

Differentiation
Integration

d
dtt x(t)
−∞ x(t)dt

Symmetry

If x(t) is real, then:

Real and even signals
Real and odd signals
Decomposition of real signals
in even and odd parts.

If x(t) is real and even, then:
If x(t) is real and odd, then:
xe (t) is the even part of x(t):
xo (t) is the odd part of x(t):

Aak + Bbk
ak exp[− jk(2π/T )τ ]
ak−M
∗
a−k
a−k
ak
T ak bk
∞

a j bk− j
j=−∞

jk(2π/T )ak
[ jk(2π/T )]−1 ak
⎧
∗
ak = a−k
⎪
⎪
⎪
⎨ Re{ak } = Re{a−k }
Im{ak } = −Im{a−k }
⎪
⎪
|ak | = |a−k |
⎪
⎩
arg{ak } = −arg{a−k }
ak is real and even
ak is imaginary and odd
Re{ak }
jIm{Ak }

2.2.1.5 Fourier Series for Discrete-Time Periodic Signals
For a discrete-time periodic signal, the Fourier series is determined by
x[n] =

i+N
−1

ak e jk(2π/N )n , ∀i,

(2.27)

k=i

where N is the period of x[n] and the summation in k from i to (i + N − 1), ∀i
means that k starts in any value and varies successively in the range of N samples.
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The corresponding Fourier series coefficients are computed from
ak = |ak |e jφk =

i+N −1
1 
x[n]e− jk(2π/N )n , ∀i.
N n=i

(2.28)

Similarly to the continuous-time Fourier series, the set of (possibly complex)
coefficients {ak } measure the value of each of the harmonically-related frequency
components of x[n]. The frequency spectra given by the Fourier series coefficients
is plotted as lines or bars in one graph if {ak } is real or in two graphs if {ak } is
complex.
An important difference between the Fourier series coefficients for discrete-time
aperiodic sequences and for discrete-time periodic sequences is that the former are
aperiodic and the later are periodic with period N , that is,
ak = ak+N .

(2.29)

2.2.1.6 Convergence of the Fourier Series for Discrete-Time Periodic Signals
In contrast to the continuous-time case, convergence aspects of the discrete-time
Fourier series are not of concern, since the periodic signal x[n] is precisely synthesized by the linear combination in (2.27), using N harmonically-related complex
exponentials and N coefficients determined via (2.28).
2.2.1.7 Power of a Discrete-Time Periodic Voltage or Current Signal
The Parseval’s theorem also applies to the calculation of the normalized average
power of a voltage or current discrete-time signal x[n] according to
P=

i+N −1
i+N
−1
1 
|x[n]|2 =
|ak |2 .
N n=i
k=i

(2.30)

From (2.30), the average power in the k-th harmonic component of x[n] is |ak |2 .
2.2.1.8 Properties of Fourier Series for Discrete-Time Periodic Signals
The properties of the discrete-time Fourier series are similar to those corresponding
to the continuous-time case. Some of these properties are listed in Table 2.2. Again,
the reader is referred to [24] for further details and proofs.

2.2.2 Continuous-Time Fourier Transform
In terms of concept, we can interpret the Fourier transform of an aperiodic
continuous-time signal x(t) as the limit of its Fourier series for its period tending to
infinite. For a better understanding of this concept, revisit Fig. 2.3 in Example 2.1,
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Table 2.2 Properties of the discrete-time Fourier series
Periodic signal
Coefficients

Linearity
Time shifting
Frequency shift
Conjugation
Time reversal
Time scaling

Ax[n] + By[n]
x[n − n 0 ]
x[n] exp[ j M(2π/N )n]
x ∗ [n]
x[−n]
x[n/m], n multiple of m.
i+N −1

Periodic convolution
r =i

Multiplication
First difference

x[r ]y[n − r ], ∀i

Aak + Bbk
ak exp[− jk(2π/N )n 0 ]
ak−M
∗
a−k
a−k
(1/m)ak
N ak bk
i+N −1

x[n]y[n]
x[n] − x[n − 1]
n

Running sum

x[k]
k=−∞

Symmetry

If x[n] is real, then:

Real and even signals
Real and odd signals
Decomposition of real signals
in even and odd parts.

If x[n] is real and even, then:
If x[n] is real and odd, then:
xe [n] is the even part of x[n]:
xo [n] is the odd part of x[n]:

r =i

ar bk−r , ∀i

{1 − exp[− jk(2π/N )]}ak
{1 − exp[− jk(2π/N )]}−1 ak
⎧
∗
ak = a−k
⎪
⎪
⎪ Re{ak } = Re{a−k }
⎨
Im{ak } = −Im{a−k }
⎪
⎪
|ak | = |a−k |
⎪
⎩
arg{ak } = −arg{a−k }
ak is real and even
ak is imaginary and odd
Re{ak }
jIm{ak }

recalling also that the frequency spacing between any pair of spectral lines is equal
to the fundamental ordinary frequency f 0 = 1/T hertz.
Let us rewrite expression (2.24) for these Fourier series coefficients:




Th
Th sin[kπ (Th /T )]
Th
Th
1
sin kπ
=
= sinc k
.
ak =
kπ
T
T kπ (Th /T )
T
T

(2.31)

Note that the first null coefficient, if any, will happen for
kπ

Th
T
=π ⇒k= .
T
Th

(2.32)

This value of k corresponds to the frequency
fk = k

T 1
1
1
=
= ,
T
Th T
Th

(2.33)

which is independent of T . A continuous function of f that has the same shape of
the envelope of (2.31) is the sinc function
X ( f ) = Th sinc( f Th ).

(2.34)
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This function is plotted in Fig. 2.5, along with the Fourier series coefficients
of Example 2.1, multiplied by T . This multiplication is made to guarantee that the
continuous envelope is kept attached to the values of the coefficients for different
values of T . Note in this figure that the horizontal axis was modified to permit the
matching between the index of a coefficient and its ordinary frequency.

Fig. 2.5 Fourier series coefficients and its envelope for a square wave

If we let T increase in Fig. 2.2, keeping Th unchanged, the spectral lines in
Fig. 2.5 becomes closer. In the limit of T → ∞, the square wave x(t) will tend to a
single rectangular pulse of duration Th and the modified Fourier series coefficients
T ak will tend to the function X ( f ). As we shall see later, (2.34) is indeed the Fourier
transform of a unit amplitude rectangular pulse of duration Th and centered about
the origin (see Table 2.4 a littler further ahead).
This is the reasoning behind the Fourier transform: we create an aperiodic signal
by letting the period of a periodic signal tend to infinity. Then we apply a modified
version of the Fourier series, as we shall see in the sequel.
The continuous-time Fourier transform plays a major role in the study of communication systems and, for this reason, a special attention is devoted to it here.

2.2.2.1 Definition of the Continuous-Time Fourier Transform
Let us apply the reasoning constructed above to the expressions of the Fourier series
for periodic signals. We shall use x p (t) to identify the periodic signal and x(t) to
identify the aperiodic signal constructed from x p (t) by letting T → ∞. From (2.19),
the value of T ak is given by


x p (t)e− jk(2π/T )t dt.

T ak =

(2.35)

T

When T → ∞, T ak will tend to the function X ( f ), x p (t) becomes x(t) and
k(2π/T ) becomes 2π f . With these results in (2.35) we obtain
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X( f ) =

∞

x(t)e− j2π f t dt.

(2.36)

−∞

From (2.18), with ak = X ( f )/T and f 0 = 1/T we have
∞


x p (t) =

X ( f )e jk(2π/T )t f 0 .

(2.37)

k=−∞

When T → ∞, x p (t) becomes x(t), f 0 will tend to zero, k(2π/T ) becomes 2π f
and the summation in (2.37) becomes an integral. As a result we obtain

x(t) =

∞

X ( f )e j2π f t d f.

(2.38)

−∞

Equations (2.36) and (2.38) form the Fourier transform pair of a continuous-time
aperiodic signal. The frequency content of x(t) is obtained via (2.36), which is called
simply the Fourier transform of x(t). The time function x(t) is recovered from its
Fourier transform by applying the inverse Fourier transform (2.38). We shall denote
the Fourier transform of x(t) as {x(t)}.
Note that if x(t) is a voltage signal, then the Fourier transform will give the
voltage of the frequency components of x(t) through a continuum function of the
ordinary frequency f .
2.2.2.2 Convergence of the Continuous-Time Fourier Transform
The sufficient conditions for the convergence of the Fourier transform of a continuoustime aperiodic signal x(t) are similar to those presented for the Fourier series. They
are also called Dirichlet conditions:
∞
• x(t) must be absolute integrable, that is, −∞ |x(t)|dt < ∞.
• It must have a finite number of maxima and minima and a finite number of finite
discontinuities within a finite interval.
2.2.2.3 Continuous-Time Fourier Transform for Periodic Signals
The Fourier transform of a continuous-time periodic signal x(t) can be obtained
from its Fourier series coefficients according to
X( f ) =

∞

k=−∞


ak δ

f −

k
T


.

(2.39)

This result means that the Fourier transform of a periodic signal is a train of
impulses located in multiples of the fundamental frequency f 0 = 1/T Hz, and
whose areas are equal to the values of the Fourier series coefficients.
The values of the coefficients are, as before,
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ak = |ak |e jφk =

1
T



x(t)e− jk(2π/T )t dt.

(2.40)

T

The signal x(t) can be recovered from its Fourier transform by applying

x(t) =

=
=

X ( f )e j2π f t d f

−∞


=

∞

∞



∞


ak δ
−∞ k=−∞
 ∞
∞

ak

k=−∞
∞


−∞

δ

k
f −
T


f −

k
T


e j2π f t d f


(2.41)
e j2π f t d f

ak e jk(2π/T )t ,

k=−∞

where the last line was determined from the preceding line by applying the sifting
property of the Dirac delta function.
2.2.2.4 Energy of a Continuous-Time Aperiodic Voltage or Current Signal
The Parseval’s theorem applied to the Fourier transform allows for the computation
of the normalized average energy of a voltage or current waveform x(t) according
to
 ∞
 ∞
E=
|x(t)|2 dt =
|X ( f )|2 d f.
(2.42)
−∞

−∞

The function |X ( f )|2 is called the energy spectral density of x(t). It shows how
the energy of x(t) is distributed in a continuum of the ordinary frequency f .
2.2.2.5 Properties and Pairs of the Continuous-Time Fourier Transform
Tables 2.3 and 2.4 present some Fourier transform properties and pairs, respectively.
For additional details and proofs, please refer to [11, 13, 17, 24].
Property

Table 2.3 Properties of the Fourier transform
Aperiodic signal
Fourier transform

Linearity
Time shifting
Frequency shift
Conjugation
Duality
Time reversal

Ax(t) + By(t)
x(t − τ )
x(t) exp[ j2π f 0 t]
x ∗ (t)
X (t)
x(−t)

Time scaling

x(αt)

Convolution
Multiplication

x(t) ∗ y(t)
x(t)y(t)

AX ( f ) + BY ( f )
X ( f ) exp[− j2π f τ ]
X ( f − f0 )
X ∗ (− f )
x(− f )
X (− f) 
f
1
X
|α|
α
X ( f )Y ( f )
X( f ) ∗ Y ( f )
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Property

Table 2.3 (continued)
Aperiodic signal

Differentiation in time

dn
dt n

Differentiation in frequency

t n x(t)

x(t)

t

Integration
Area under x(t)
Area under X ( f )

−∞ x(u)du
∞
x(t)dt
−∞
∞
−∞ X ( f )d f

Symmetry

If x(t) is real, then:

Real and even signals
Real and odd signals
Decomposition of real signals
in even and odd parts.

If x(t) is real and even, then:
If x(t) is real and odd, then:
xe (t) is the even part of x(t):
xo (t) is the odd part of x(t):

Fourier transform
( j2π 
f )n X ( f )

j n dn X ( f )
2π
dfn
1
X (0)
X( f ) +
δ( f )
j2π f
2
X (0)
g(0)
⎧
X ( f ) = X ∗ (− f )
⎪
⎪
⎪
⎨ Re{X ( f )} = Re{X (− f )}
Im{X ( f )} = −Im{X (− f )}
⎪
⎪
|X ( f )| = |X (− f )|
⎪
⎩
arg{X ( f )} = −arg{X (− f )}
X ( f ) is real and even
X ( f ) is imaginary and odd
Re{X ( f )}
jIm{X ( f )}

Table 2.4 Continuous-time Fourier transform pairs
Signal
Fourier transform
  
t
sin(π f T )
A, |t| < T /2
Arect
=
AT
= AT sinc( f T )
T
(π f T )
0, |t| ≥ T /2
⎧
|t|
⎨
sin2 (π f T )
1 − , |t| < T
= T sinc2 ( f T )
T
T
⎩0,
(π f T )2
|t| ≥ T


1
f
sinc(2BT )
rect
2B


2B
π
(π f )2
2
exp(−αt ), Re(α) > 0
exp −
α
α
1
exp(−αt)u(t), α > 0
α%+ j2π f &
α
exp( jαt)
δ f −
2π


1
1
u(t) (unit step function)
+ δ( f )
2
jπ f
2α
exp(−α|t|), α > 0
α 2 + 4π 2 f 2
1
− jsgn( f ),
πt
where sgn( f ) = u( f ) − u(− f )
1
δ( f )
δ(t)
1# %
$
α &
1
α
cos(αt)
+ δ f + 2π
δ f −
2
2π
# %
$
α &
1
α
− δ f + 2π
δ f −
sin(αt)
2j
2π


 2 2
π
π f
cos(αt 2 )
cos
− π4
α


 α2 2
π
π f
2
sin(αt )
−
sin
− π4
α

α
1 ∞
k
∞
δ(t
−
nT
)
δ
f
−
n=−∞
k=−∞
T
T
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2.2.3 Discrete-Time Fourier Transform
The discrete-time Fourier transform also plays an important role in the study of
communication systems. For this reason, special attention is devoted to it here.
2.2.3.1 Definition of the Discrete-Time Fourier Transform
Let x[n] be an aperiodic discrete-time sequence and X (Ω) its Fourier transform,
where Ω is the angular frequency, measured in radians. These functions are related
thorough the discrete-time Fourier transform pair:
X (Ω) =

∞


x[n]e− jΩn

and

n=−∞

1
x[n] =
2π

(2.43)



X (Ω)e jΩn dΩ.
2π

The upper expression in (2.43) is the analysis equation and the lower is the synthesis equation. Note that these equations are the counterparts of (2.36) and (2.38),
respectively, with some remarkable differences:
• First, the angular frequency Ω is measured in radians, in contrast to the ordinary
angular frequency ω = 2π f , measured in radians per second. This is because no
time measurement is attached to the discrete-time signal x[n].
• Secondly, note that the integration in (2.43) is limited to the angular frequency
interval of 2π . This happens because X (Ω) is periodic with period 2π , as we
shall see in what follows.
Later on in this chapter we shall map the angular frequency Ω into the ordinary
frequency f , by attaching a time-scale to the sequence x[n].
2.2.3.2 Periodicity of the Discrete-Time Fourier Transform
The discrete-time Fourier transform is periodic with period 2π , as shown by:

X (Ω + 2π ) =

∞

n=−∞

1

=

n=−∞

x[n]e− jΩn

n=−∞


= cos(2π n) − j sin(2π n)
+ ,- . + ,- .
∞


∞


x[n]e− j(Ω+2π)n = e− j2πn
∞
 

0

x[n]e− jΩn = X (Ω).

n=−∞

x[n]e− jΩn

(2.44)
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2.2.3.3 Convergence of the Discrete-Time Fourier Transform
The convergence of X (Ω) in (2.43) demands that x[n] is absolutely summable, i.e.,
∞


|x[n]| < ∞.

(2.45)

n=−∞

The expression of synthesis in (2.43) is not of concern in terms of convergence,
since the integration interval is finite.
2.2.3.4 Discrete-Time Fourier Transform for Periodic Signals
Let x[n] be a discrete-time periodic sequence with period N . Its Fourier series is
given by

x[n] =

i+N
−1

ak e jk(2π/N )n , ∀i.

(2.46)

k=i

The Fourier series coefficients are known to be
ak =

i+N −1
1 
x[n]e− jk(2π/N )n , ∀i.
N n=i

(2.47)

The discrete-time Fourier transform of the periodic sequence x[n] can be determined from the knowledge of the Fourier series coefficients according to


2π k
.
2πak δ Ω −
X (Ω) =
N
k=−∞
∞


(2.48)

2.2.3.5 Energy of a Discrete-Time Aperiodic Voltage or Current Signal
The Parseval’s theorem applied to the discrete-time Fourier transform allows for the
computation of the normalized average energy of an aperiodic voltage or current
discrete-time signal x[n] according to
E=

∞

n=−∞

|x[n]|2 =

1
2π


|X (Ω)|2 dΩ.

(2.49)

2π

The function |X (Ω)|2 is the energy spectral density of x[n]. It shows how the
energy of x[n] is distributed in a continuum of values of the angular frequency Ω.
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2.2.3.6 Properties and Pairs of the Discrete-Time Fourier Transform
In what follows we list some of the properties and pairs of the discrete-time Fourier
transform. Again, the reader is referred to [24] for further details and proofs.

Property

Table 2.5 Properties of the discrete-time Fourier transform
Aperiodic signal
Fourier transform

Linearity
Time shifting
Frequency shift
Conjugation
Time reversal
Time scaling
Convolution

αx[n] + βy[n]
x[n − n 0 ]
x[n] exp[ jΩ0 n]
x ∗ [n]
x[−n]
x[n/m], n multiple of m.
x[n] ∗ y[n]

Multiplication

x[n]y[n]

First time difference

x[n] − x[n − 1]
n

Running sum

x[k]
k=−∞

Differentiation in frequency

nx[n]

Symmetry

If x[n] is real, then:

Real and even signals
Real and odd signals
Decomposition of real signals
in even and odd parts.
Periodicity

If x[n] is real and even, then:
If x[n] is real and odd, then:
xe [n] is the even part of x[n]:
xo [n] is the odd part of x[n]:
x[n]

α X (Ω) + βY (Ω)
X (Ω) exp[− jΩn 0 ]
X (Ω − Ω0 )
X ∗ (−Ω)
X (−Ω)
X (mΩ)
X (Ω)Y (Ω)
1 
X (θ)Y (Ω − θ)dθ
2π 2π
[1 − exp(− jΩ)]X (Ω)
[1 − exp(− jΩ)]−1 X (Ω) +
π X (0)δ(Ω), |Ω| ≤ π
d X (Ω)
j
⎧ dΩ
X (Ω) = X ∗ (−Ω)
⎪
⎪
⎪
⎨ Re{X (Ω)} = Re{X (−Ω)}
Im{X (Ω)} = −Im{X (−Ω)}
⎪
⎪
|X (Ω)| = |X (−Ω)|
⎪
⎩
arg{X (Ω)} = −arg{X (−Ω)}
X (Ω) is real and even
X (Ω) is imaginary and odd
Re{X (Ω)}
jIm{X (Ω)}
X [Ω] = X [Ω + 2π ]

2.2.4 Discrete Fourier Transform
The discrete Fourier transform (DFT) of a finite discrete-time sequence x[n] produces a finite discrete-frequency sequence X [k] according to
X [k] =

N −1

n=0

x[n]e− jkn(2π/N ) =

N −1


x[n]W Nkn , k = 0, 1, . . . , N − 1,

(2.50)

n=0

where W N is a N -th root of unity2 and is defined by
W N = e− j(2π/N ) .

2

(2.51)

In mathematics, the N -th roots of unity are all the complex numbers that yield 1 when raised to
the power N .
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Signal
x[n] =


1,
0,

Table 2.6 Discrete-time Fourier transform pairs
Fourier transform
|n| ≤ N1
|n| > N1

sin(W n)
,0 < W < π
πn
δ[n]
1
δ[n − n 0 ]
exp( jΩ0 n)
cos(Ω0 n)
sin(Ω0 n)
u[n] (unit step function)
−u[−n − 1]
a n u[n], |a| < 1
−a n u[−n − 1], |a| > 1
(n + 1)a n u[n], |a| < 1
a |n| , |a| < 1
∞

δ[n − k N0 ]

k=−∞

109

sin[Ω(N1 + 12 )]
sin(Ω/2)

1, 0 ≤ |Ω| ≤ W
0, W < |Ω| ≤ π
1
2π δ(Ω), |Ω| ≤ π
exp(− jΩn 0 )
2π δ(Ω − Ω0 ), |Ω|, |Ω0 | ≤ π
π [δ(Ω − Ω0 ) + δ(Ω + Ω0 )], |Ω|, |Ω0 | ≤ π
− jπ [δ(Ω − Ω0 ) − δ(Ω + Ω0 )], |Ω|, |Ω0 | ≤ π
1
π δ(Ω) +
, |Ω| ≤ π
1 − exp(− jΩ)
1
, |Ω| ≤ π
−π δ(Ω) +
1 − exp(− jΩ)
1
1 − a exp(− jΩ)
1
1 − a exp(− jΩ)
1
[1 − a exp(− jΩ)]2
1 − a2
1 − 2a cos Ω + a 2
&
%
2π ∞
δ Ω − k 2π
N0
N0 k=−∞

The inverse discrete Fourier transform (IDFT) is given by

x[n] =

N −1
N −1
1 
1 
X [k]e jkn(2π/N ) =
X [k]W N−kn , n = 0, 1, . . . , N − 1. (2.52)
N k=0
N k=0

Note that the discrete Fourier transform produces a discrete-frequency result, as
opposed to the continuous-frequency result produced by the discrete-time Fourier
transform. The DFT of a sequence x[n] with length N is usually referred to as an
N -point DFT. Similarly, the IDFT of a sequence X [k] with length N is usually
referred to as an N -point IDFT.
The DFT and IDFT are very attractive Fourier representations of a signal since
they are both finite and, being discrete, they can be operated naturally by computers.
In fact, the DFT and the IDFT have very fast algorithms for their computation: the
FFT (fast Fourier transform) and IFFT (inverse fast Fourier transform). Furthermore,
the DFT and IDFT have a direct relationship with the discrete-time Fourier series
and the Fourier transform. We shall briefly discuss these concepts in the sequel.
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2.2.4.1 The DFT and the Discrete-Time Fourier Series
Comparing (2.50) and (2.52) with (2.27) and (2.28) we notice that the values of X [k]
for a finite sequence x[n] can be determined from the Fourier series coefficients of
the periodic extension of x[n], with period N , according to
X [k] = N ak .

(2.53)

2.2.4.2 The DFT and the Fourier Transform
Comparing the Fourier transform in (2.43) with (2.50) we notice that the DFT X [k]
corresponds to samples of X (Ω) spaced by 2π/N radians apart, that is,
X [k] = X (Ω)|Ω=k 2π
N



2π
.
=X k
N

(2.54)

2.2.4.3 Mapping the Discrete-Frequency Index k into the Ordinary
Frequency f
As we shall see in the study of linear systems, the angular frequency Ω (in radians)
is mapped into the ordinary frequency f (in hertz) according to
f =

Ω
,
2π Ts

(2.55)

where Ts is the time interval between the samples in the sequence x[n].
Then, a value of the DFT in the discrete-frequency k can be mapped into a frequency f k (in hertz) by combining (2.55) and (2.54), yielding
fk =

Ωk
(k2π/N )
k
=
=
.
2π Ts
2π Ts
N Ts

(2.56)

2.2.4.4 Parseval’s Relation for the DFT
The Parseval’s relation applied to the DFT can be written as
N −1

n=0

|x[n]|2 =

N −1
1 
|X [k]|2 .
N k=0

(2.57)

If x[n] is a discrete-time voltage or current signal, the Parseval’s relation allows
for the computation of the normalized average energy of x[n] in the time or in the
frequency domain. By dividing both sides of (2.57) per N , an estimate of the average power in the discrete-time signal x[n] is obtained. Nevertheless, for aperiodic
sequences with large lengths, the precision of the result will be governed by the
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value of N : the greater the value, the better the precision of the estimated average
power will be.
2.2.4.5 Direct and Inverse Numerical Fast Fourier Transforms (FFT
and IFFT)
The numerical computations of the DFT and the IDFT of a finite sequence are usually referred to as fast Fourier transform (FFT) and inverse fast Fourier transform
(IFFT) algorithms.
The FFT algorithm was motivated by the fact that a direct evaluation of the sums
in (2.50) would lead to arithmetic operations with complexity O(N 2 ).3 Some FFT
algorithms compute (2.50) with complexity O(N log2 N ).
One of the most common FFT algorithms is the Cooley-Tukey [5]. It recursively
divides an N -point DFT into DFTs of smaller sizes, an approach known as divideand-conquer. Although the development of this algorithm is credited to J. W. Cooley
and J. W. Tukey, it was later discovered that those authors have independently reinvented the algorithm already known to Carl Friedrich Gauss around 1805 [39, 40].
The most used form of the Cooley-Tukey algorithm divides the N -point DFT
into pieces of size N /2 at each step. For this reason this form of the algorithm is
limited to power-of-two sizes, but other sizes can be used in general.
A detailed analysis about the particular structures of FFT and IFFT algorithms is
beyond the scope of this book. The interested reader can obtain a formal treatment
on the general aspects of the computation of the DFT in Chap. 9 of [23]. Several
FFT algorithms are discussed in [4].
It is worth mentioning that VisSim/Comm makes an extensive use of FFT algorithms to internally compute the frequency content of the signals in a given diagram.
Moreover, VisSim/Comm computes the mapping between the discrete-frequency
index k to the ordinary frequency f by taking into account the size of the FFT, N ,
and the simulation frequency, f s = 1/Ts , according to (2.56). The result is then
presented in the ordinary frequency f , in the range [0, f s /2] Hz or [− f s /2 to f s /2]
Hz, depending on the specifics of the frequency plot.

Simulation 2.2 – The FFT via VisSim/Comm
File – CD drive:\Simulations\Signals\FFT.vsm.
Default simulation settings: Frequency = 10,000 Hz; End = 0.4
second. Sinusoidal x[n] period: N0 = 20. Input signal selector:
Random x[n].
3 The “big O” notation is commonly used to identify the complexity of algorithms in terms of
computational time or memory resources used. A complexity O(N 2 ) means that the computational
resources grows with the square of N or, alternatively, means that N squared dominates the complexity aspects.
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This experiment aims at illustrating a realistic computation of the FFT for a periodic and an aperiodic sequence x[n] with length N T = 4,000, as performed by the
simulation software VisSim/Comm.
The aperiodic sequence was generated from samples of a band-limited voice
sample-function and the periodic signal is a sinusoidal sequence with configurable
period. One of these signals is selected by the user for analysis.
The selected signal first goes to average power estimation blocks. One of these
blocks belongs to the VisSim/Comm block set and computes the running power
estimation
1
|x[n]|2 .
k n=0
k−1

Pk =

(2.58)

At the end of the simulation, the value of Pk produced by (2.58) for k = N T will
correspond to the result obtained by the left-side of (2.57), divided by N T .
The other average power estimation is an explicit realization of the left-side of
(2.57), the result being divided by N T .
In the lower part of the experiment the selected signal goes through an FFT computation block. This block is performing an FFT with N = 2, 048 points (2k-point
FFT) of x[n]. Since the input data has N T = 4, 000 points in the simulation interval,
the remaining (N T − N ) points are not used for the FFT computation. Note that if
we had N T = 4, 096 points, a 4k-point FFT would be possible, yielding a more
precise estimation of the frequency content of x[n].
The transform calculated by the FFT block corresponds to (2.50). Then, to obtain
the correct frequency content of x[n] we must divide the values of X [k] by N ,
according to (2.53). The result is plotted in linear and logarithmic scales.
The values of the FFT result X [k] are exported to the file “c:\FFTdata.dat”, so
that you are able to use it in another application or experiment as desired.
The average power of x[n] is also estimated in the frequency domain by applying
the right-side of (2.57), divided by N . Running the simulation you can verify that
all three average power estimations are approximately equal to one another.
Run the simulation while observing Plot A. Note that the FFT block gives a
bilateral FFT result in the ordinary frequency f . In other words, VisSim/Comm
computes the mapping between the discrete-frequency index k to the ordinary frequency f by tanking into account the size of the FFT, N , and the simulation frequency, f s = 1/Ts , according to (2.56). The result is then presented in the ordinary
frequency f in the range [− f s /2 to f s /2] Hz. Note also that the magnitude frequency spectrum is an even function of f , since x[n] is a real sequence.
Now, in the “selector” block, select the sinusoidal x[n] and, while observing
Plot A, run the simulation. Since the sinusoid has a default period N0 = 20, its
angular frequency is Ω0 = 2π/N0 radians and its ordinary frequency, as determined via (2.55) is f 0 = Ω0 /(2π Ts ) = 500 Hz. The amplitude of each discrete
frequency component will be 0.5, since the amplitude of the sinusoidal sequence is
unitary. However, observe that this amplitude is below 0.4, corresponding to a large
error. This error was in fact expected, since a 2k-point FFT is being performed in a
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periodic signal with period N0 = 20. As a result, we do not have an integer number
of periods in the summation (2.50), which produces the error.
The preceding paragraph is intended to serve as a warning: care must be taken
when analyzing the frequency content of a periodic signal via FFT. In practical
situations, increasing the FFT size, if possible, will reduce the error. Nevertheless,
the error will be completely eliminated if N0 divides N . To confirm this, change the
period of the sinusoidal sequence to N0 = 16. Now the summation in (2.50) will
consider an integer number of 2, 048/16 = 128 periods of x[n]. Run the simulation
and observe Plot A. Note that the magnitude of the discrete frequency components,
now located in f 0 = Ω0 /(2π Ts ) = 625 Hz, is exactly 0.5, as expected.
In fact, only one period of a periodic signal suffices for the DFT computation.
However, when the signal is composed by several spectral lines, an increased N
will increase the frequency resolution of the frequency plot.
The logarithmic values in Plot A were determined by multiplying the logarithm
to base 10 of the original amplitude value by 20.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

2.2.5 Laplace and Z-Transforms
The Laplace transform [17, p. 361] extends the capabilities of the Fourier transform
by considering not only the imaginary axis (as Fourier transform does), but also the
real axis. It has a wide range of applications, from circuit analysis to the solution
of differential equations and the analysis of feedback systems. In communications,
its major application is in the analysis of linear systems [13, p. 110; 24, p. 573; 11,
p. 401].
The Z-transform [17, p. 669], likewise the discrete-time Fourier transform, converts a discrete time-domain signal into a complex frequency-domain representation. Nevertheless, Z-transform is capable of extending the capabilities of the
discrete-time Fourier transform. Its main application is in the digital (discrete-time)
signal processing [23, p. 149] area.
In what follows we present some brief comments restricted to the correspondence
between the Laplace and the Fourier transform and between the Z-transform and the
discrete-time Fourier transform. The interested reader is encouraged to consult the
references cited throughout this subsection for further details.
The bilateral Laplace transform of a continuous-time signal x(t) is given by

X (s) =

∞

x(t)e−st dt.

(2.59)

−∞

Recalling the continuous-time Fourier transform of x(t), which is given by
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X( f ) =

∞

x(t)e− j2π f t dt,

(2.60)

−∞

we notice that it is a special case of the Laplace transform in which s = j2π f . Then
we can write
X (s)|s= j2π f = {x(t)} = X ( f ).

(2.61)

Since the algebraic expression for the Laplace transform of a given function can
be equal to the expression related to a different function, the complete specification of the Laplace transform demands the determination of the range of values of
s for which the transform converges. This range of values is called the region of
convergence (ROC) of the Laplace transform. As an example, consider the Laplace
transform of x(t) and y(t), as shown below [13, p. 111]:


∞

1
, Re(s) > −a
x(t)e−st dt =
s
+
a
−∞
 ∞
1
, Re(s) < −a.
2. y(t) = −e−at u(−t), a real ⇒ Y (s) =
y(t)e−st dt =
s
+
a
−∞
(2.62)
1. x(t) = e u(t), a real ⇒ X (s) =
at

Observe that the algebraic expressions of the Laplace transform of x(t) and y(t)
are equal, but they differ in their ROC.
The bilateral Z-transform of the discrete-time sequence x[n] is defined by
X (z) =

∞


x[n]z −n .

(2.63)

n=−∞

Now, recall that the discrete-time Fourier transform of x[n] is given by
X (Ω) =

∞


x[n]e− jΩn .

(2.64)

n=−∞

From (2.63) and (2.64) we see that the discrete-time Fourier transform is equal
to the Z-transform for z = e jΩ , that is,
X (z)|z=e jΩ = {x[n]} = X (Ω).

(2.65)

Similarly to the Laplace transform, the algebraic expression of the Z-transform
of a given function can be equal to the expression corresponding to a different function. Then, Z-transform also demands the specification of the range of values of the
complex quantity z for which the transform converges. This range of values is called
the region of convergence (ROC) of the Z-transform. As an example, consider the
Z-transform of x[n] and y[n], as shown below [13, p. 166]:
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1. x[n] = a n u[n], a real ⇒ X (z) =
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x[n]z −n =

n=−∞

2. y[n] = −a n u[−n − 1], a real ⇒ Y (z) =

∞


z
, |z| > |a|
z−a

y[n]z −n =

n=−∞

z
, |z| < |a|.
z−a
(2.66)

Observe that, similarly to the Laplace transforms in (2.62), the algebraic expressions of the Z-transform of x[n] and y[n] are equal, but they differ in their ROC.

2.3 Sampling of Deterministic and Random Signals
Sampling is an essential operation for converting a continuous-time signal into a
sequence, enabling digital processing of this sequence. In this section we review the
main concepts associated to the sampling theory when applied to deterministic and
stochastic signals.

2.3.1 Ideal Sampling of Deterministic Signals
A continuous-time (possibly complex) deterministic signal x(t) is considered to be
band-limited if the magnitude of its Fourier transform |X ( f )| = 0 for | f | > B,
where B is the highest frequency component of x(t). From a practical perspective,
it suffices that X ( f ) is approximately zero for | f | > B.
Let a sequence of unit impulses and its Fourier transform be written as
∞


δ(t − kTs ) 

k=−∞



∞
1 
k
.
δ f −
Ts k=−∞
Ts

(2.67)

Now let us construct the sampled version of x(t), which we call xs (t), by multiplying x(t) by the sequence of unit impulses, according to
xs (t) = x(t)

∞


δ(t − kTs ).

(2.68)

k=−∞

Since a multiplication in the time-domain corresponds to a convolution in the
frequency-domain, the Fourier transform of xs (t) will be given by


∞
1 
k
.
Xs( f ) =
X f −
Ts k=−∞
Ts

(2.69)
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Figure 2.6 illustrates the ideal sampling process just described. Note that the
spectrum of a sampled signal corresponds to replications of the original spectrum at
multiples of the sampling rate 1/Ts , scaled by 1/Ts .
The original signal can be completely recovered from its samples if xs (t) is filtered by an ideal low-pass reconstruction filter with gain Ts between −B and +B
and zero otherwise, as long as the sampling rate is greater than 2B samples per
second. This is the so-called Nyquist sampling criterion. If the sampling rate is 2B
samples per second we say that we are sampling at the Nyquist rate.
For a sampling rate less than 2B samples per second, the spectral replicas in
X s ( f ) are superimposed, causing a phenomenon called aliasing. Aliasing clearly
causes distortion and the original signal can not be recovered.

Fig. 2.6 Illustration of the ideal sampling process

The impulse response of the ideal reconstruction filter is given by
h(t) = sinc(2Bt) =

sin(2π Bt)
.
2π Bt

(2.70)

Then we have a perfectly reconstructed signal
x(t) =

∞



x

k=−∞

k
2B



 

k
sinc 2B t −
,
2B

(2.71)

where {x(k/2B)} are the samples of x(t) taken in integer multiples of 1/(2B) seconds. This reconstruction is said to be perfect since
x(t) −

∞

k=−∞


x

k
2B







k
sinc 2B t −
= 0.
2B

(2.72)

Equation (2.72) shows the reason for the name ideal interpolating function usually given to the sinc function in the context of sampling. In other words, the samples
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Fig. 2.7 Illustration of the ideal reconstruction of x(t) from its samples

are connected according to the sinc functions that are added in-between them.
Figure 2.7 illustrates this ideal reconstruction process.

2.3.2 Ideal Sampling of Stochastic Processes
Let X (t) be a band-limited stationary random process, such that |S X ( f )| = 0 for
| f | > B, where B is the highest frequency component of X (t). If this process is
sampled at a rate greater than 2B samples per second, it can be reconstructed from
its samples by using the ideal interpolating function, as shown by
Y (t) =

∞

k=−∞


X

k
2B



 

k
sinc 2B t −
.
2B

(2.73)

The reconstruction above is not perfect as in the case of a deterministic signal and
the equality between X (t) and Y (t) occurs in the mean square sense, which means
that
⎧
⎫
 
2 ⎬
 
∞
⎨

k
k


sinc 2B t −
E  X (t) −
X
(2.74)
 = 0.
⎩
2B
2B  ⎭
k=−∞

2.3.3 Practical Sampling
The ideal sampling process considered previously is not realizable in practice due
to the fact that the sequence of Dirac delta impulses is not realizable. Additionally, the ideal reconstruction process is not realizable due to the fact that the ideal
interpolating filter is not realizable.
Another problem arises due to the fact that, in practice, most of the signals of
interest do not have their spectrum strictly confined in the (−B, +B) range. Then,
some residual aliasing will always occur.
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Figure 2.8 shows a block diagram of a typical discrete-time processing of a
continuous-time signal. The signal x(t) enters an anti-aliasing filter, whose objective is to attenuate as much as possible the frequency components of x(t) that can
be disregarded. This will reduce the effect of aliasing, also permitting the reduction
of the sampling rate.

Fig. 2.8 A common digital signal processing of a continuous-time signal

At the output of the anti-aliasing filter, the signal x1 (t) is sampled and held, which
means that the value of x1 (t) at the sampling instant is maintained until the next
sample instant. This process is also known as a zeroth-order hold [35, p. 46].
The signal at the output of the S&H block will look like the one shown in Fig. 2.9.
Note that x2 (t) can be written in terms of the ideal sampling as
x2 (t) = p(t) ∗ x1 (t)

∞


δ(t − kTs ),

(2.75)

k=−∞

where p(t) is a rectangular pulse of unit amplitude and duration Ts < 1/(2B)
seconds. In the frequency-domain we have

Fig. 2.9 The sample and hold (S&H) process



∞
k
1 
X 2 ( f ) = P( f )
X1 f −
Ts k=−∞
Ts




∞
k
sin(π f Ts ) − jπ f Ts 1 
= Ts
e
X1 f −
π f Ts
Ts k=−∞
Ts


∞

k
= sinc( f Ts )e− jπ f Ts
.
X1 f −
Ts
k=−∞

(2.76)
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For a better understanding of (2.76), assume that no digital processing is being
performed and that no error is produced by the analog-to-digital (A/D) conversion.
In this case x3 (t) will be equal to x2 (t). If we additionally want y(t) = x1 (t), the
reconstruction filter must compensate for the distortion caused by the multiplication
between the replicas of X 1 ( f ) by the sinc( f Ts ) function in (2.76). Then, the signal x1 (t) can be reconstructed from its zeroth-order samples if the signal x2 (t) go
through an ideal low-pass filter whose magnitude response is given by

|H2 ( f )| =

⎧
⎨

π f Ts
,
sin(π f Ts )
⎩
0,

|f| ≤ B

(2.77)

| f | > B.

This filter is called a x/ sin(x)-type correction filter. In practice, the ideal filtering
given in (2.77) can be relaxed by adopting a realizable filter having the x/ sin(x)
behavior for | f | ≤ B and a high attenuation beyond B Hz. The phase response of
this filter is not of concern, as long as it is linear for | f | ≤ B. Figure 2.10 synthesizes
the above concepts.

Fig. 2.10 The use of a x/ sin(x)-type correction filter when a zeroth-order sampling is performed

In the upper part of Fig. 2.10, observe the effect of the multiplication between
P( f ) and X s ( f ), caused by the use of the zeroth-order sampling. Observe the
distortion in P( f )X s ( f ) when compared to the original X ( f ). To compensate for
this distortion, the x/ sin(x)-type reconstruction filter |H2 ( f )| is used. In the lower
part of Fig. 2.10 it is shown the ideal and a realizable magnitude response of this
filter.
In real cases in which some error is introduced by the A/D conversion and some
digital signal processing is performed, the x/ sin(x)-type reconstruction filter must
be used as long as some digital-to-analog (D/A) conversion is needed.
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The error in the A/D conversion is mainly caused by the quantization process,
giving rise to the so called quantization error. This topic will be addressed in more
detail in the next subsection.

Simulation 2.3 – Sampling
File – CD drive:\Simulations\Signals\Sampling.vsm.
Default simulation settings: Frequency = 20, 000 Hz; End = 0.4
second. Sampling rate: 2,000 samples/second.

This experiment aims at illustrating the main concepts related to the sampling theory. A high-bandwidth signal is low-pass filtered so that it can be sampled and produce low aliasing. Most of the power in the filtered signal is concentrated within a
bandwidth of 400 Hz.
The filtered signal is sampled in two ways: (1) “ideal” sampling, which approximates the ideal sampling process realized by a sequence of impulses, and (2) zerothorder sampling. The sampling rate can be configured simultaneously for both sampling processes.
In a situation where the discrete-time processing must provide a continuous-time
result, a digital-to-analog conversion must take place. To simulate this process, the
zeroth-order samples are low-pass filtered in two ways: (1) using a simple low-pass
filter with flat magnitude response and linear phase within the signal bandwidth,
and (2) using a low-pass filter with linear phase and a magnitude response with the
x/ sin(x)-type equalization. The resultant waveforms are compared against the original continuous-time waveform, using as a criterion the mean-square error between
the reconstructed and the original signals.
The simulation also permits the visualization of the frequency response of the
reconstruction filters, along with several other plots.
Using the default settings, run the simulation while observing Plot A, just to see
the bandwidth limitation imposed by the anti-aliasing filter.
Now open Plot B. The upper graph shows the “ideal” samples of the signal and
the lower graph shows the frequency spectrum of these samples. Notice that the
ideal sampling generates replicas of the original signal in multiples of the sampling
rate, which in this case is 2,000 samples/second. Compare these results with those
shown in Plot C, which refers to the sample and hold process. Observe that the
frequency spectrum is now modified by the sin(x)/x shape of P( f ), the Fourier
transform of the rectangular zeroth-order pulse. Since this pulse has a duration of
Ts = 1/(2,000) s, the spectral nulls of P( f ) occurs in multiples of 2,000 Hz, as can
be observed via Plot C.
As a simple exercise, justify the appearance of negative amplitudes in the frequency spectrum of P( f )X ( f ) shown in Fig. 2.10 and the absence of such negative
amplitudes in the spectrum shown via Plot C.
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Plot D shows the reconstructed waveforms along with the original waveform.
The outputs of the reconstruction filters were adjusted so that all three signals have
the same average power. This allows for a fair comparison among these signals, as
shown below.
Observe the mean square error (MSE) between the reconstructed signals and
the filtered continuous-time signal. Note that their values are both small, but the
x/ sin(x) equalization has produced a better result. The difference between the
mean square errors is not higher because of the small slope of P( f ) in the bandwidth of X ( f ). Moreover, the intensity of X ( f ) in the region of greater distortion
(next to its bandwidth edge) is also small. As a result, the overall distortion is
small. The closer the sampling rate to the Nyquist rate and the higher the intensity of X ( f ) in its edged, the greater the distortion caused by the zeroth-order
sampling. For a better understanding of these comments, please refer again to
Fig. 2.10.
Now open Plot E so that you can compare the frequency responses of the reconstruction filters. Note that they have approximately the same cutoff frequency, but
slightly different stop-band attenuations. Magnify their pass bands so that you can
observe the flat response of one filter and the x/ sin(x) equalization curve of the
other. The difference in the pass bands can be more easily observed if you uncheck
the log scale for the y-axis of the plot. You will have to rescale the plot after that in
order to have a good visualization.
To see the effect of the sampling rate, change its value to 1,000, then 500 and
250 samples/second and observe plots B, C and D. Note that above 1,000 samples/second aliasing is practically zero. Note also that the MSE between the reconstructed and the original signals becomes progressively higher as the sampling frequency becomes smaller. For 250 samples/second it attains its maximum value of 1,
which is equivalent to the comparison of the original signal with 0.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
As a complement, in what follows we present some short additional comments
related to deployments of the sampling theory.

2.3.3.1 Aliasing as a Desired Effect
We have seen that aliasing is an undesired effect, since it distorts the signal reconstructed from its samples. However, there are situations in which aliasing is desired
and, in fact, it is the easiest way of solving some specific problems.
When a signal is under-sampled (1/Ts ≤ 2B), some of its frequency components
are aliased to lower frequencies and this fact can be explored favorably. As an example, if a 2 MHz cosine signal is sampled at 3 Mega-samples/second, a frequency
component in 1 MHz will appear due to aliasing. This is the principle behind the
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sampling oscilloscopes, permitting that the equipment extends its capabilities of
showing periodic signals with high frequency components.
2.3.3.2 Sampling of Discrete-Time Signals
Discrete-time signals can also be sampled through methods called up-sampling
(or interpolation) and down-sampling (or decimation). Along with the variation
of the sampling rate of a continuous-time signal, up-sampling and down-sampling
represent useful tools for controlling the time and frequency characteristics of a
signal. Applications of up-sampling and down-sampling include the relaxation in
the design of filters operating in the discrete-time domain, the so-called digital
filters.
For more information on the applications of a controlled aliasing and on the
up-sampling and down-sampling processes, the interested reader is encouraged to
consult classical references on signals and systems and discrete-time signal processing, for example [11], [23] and [24].
2.3.3.3 Sampling of Passband Signals
Finally, it is worth mentioning that the sampling rate of a passband signal does not
need to be twice higher than its highest frequency component. The Nyquist sampling
theorem applied to passband signals states that if a real passband signal has nonzero
frequency content in a range of B = f 2 − f 1 Hz, the signal can be reconstructed
from its samples if the sampling rate is greater than 2B samples per second. The
restriction for the lower limit of 2B samples per second is that f 2 must be an integer
multiple of B [27, pp. 742–746].
The reconstruction process of a sampled passband signal is a little bit more intricate than that used for baseband signals, as indicated in [6, p. 245] and references
therein.

2.3.4 Analog-to-Digital Conversion
Digital signal processing techniques are used today in the majority of functions performed in digital communication system hardware. Since the concept of softwaredefined radio (SDR)4 was born, analog-to-digital (A/D) and digital-to-analog (D/A)
conversions have being moved towards the receiving and transmitting antennas,
respectively, thus becoming more critical tasks due to the high frequencies
involved.
Because of its importance in the discrete-time processing of continuous-time
signals, A/D conversion will be studied in more detail in this subsection. Digital-toanalog (D/A) conversion is also an important part of this processing. Nevertheless,
the most critical errors are caused by the A/D conversion.
4

For an overview about the SDR concept, see [38]. For other aspects of the SDR, see [3].
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A/D conversion is realized in two steps: first the levels of the input samples are
approximated to a finite number of levels in a process called quantization. Then,
each of the N quantized values is converted into a word of log2 (N ) bits. If the
quantization levels are equally-spaced we have a uniform quantization. If they are
not equally-spaced, we have a non-uniform quantization.
The quantization process produces an error between the quantized and the nonquantized signals, which is called quantization error.

2.3.4.1 Uniform Quantization
Figure 2.11 illustrates a uniform quantization process. In this illustration the error
is limited in the range [−q/2, +q/2], as long as the input signal does not exceed
the A/D conversion dynamic range of 2X m . When the input signal exceeds 2X m
the quantization error increases progressively because the quantized signal remains
unchanged. This effect is called clipping and it is also illustrated in Fig. 2.11.

Fig. 2.11 The uniform quantization process and the quantization error

The quantization error can be reduced by increasing the resolution of the A/D
converter. This resolution can be specified in terms of the quantization step-size q
or in terms of the number of bits that represents each sample value.
For the majority of signals having complex excursions, like voice signals and
other random signals, the quantization error will be uniformly-distributed in the
range [−q/2, +q/2]. Since it has zero mean, its variance (which in this case corresponds to its average power) is computed according to

σe2

=

+q/2

−q/2

1
q2
z 2 dz =
.
q
12

(2.78)
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The relation between the quantization step-size and the dynamic range of the
A/D converter is given by
q=

2X m
,
2b

(2.79)

where b is the number of bits (or resolution) of the A/D converter. With the above
results at hand we are able to define the signal-to-quantization noise ratio (SNRQ ),
as shown by:
 



12σ X2
σ X 2 2b
= 10 log
= 10 log 3
2
q2
Xm


Xm
= 6.021b + 4.771 − 20 log
dB.
σX


σ X2
SNRQ = 10 log
σe2





(2.80)

For a signal to be represented by the majority of the quantization levels, its excursion must fit within the dynamic range of the A/D converter. In this case no clipping
will occur. However, if a signal has a large peak-to-average value, high peaks will be
relatively rare. In this situation, permitting some clipping might be a better choice.
Let us investigate this subject more carefully: the peak-to-rms ratio or crest factor
of a waveform is the ratio between the peak amplitude of the waveform and its root
mean square value:
CF =

|X |max
.
σX

(2.81)

Without loss of generality, we adopt the peak of the waveform as being X m , such
that its rms value is modified to keep the crest factor unchanged. In this case the
crest factor can be written as
CF =

Xm
.
σX

(2.82)

With this result in (2.80), the signal-to-quantization noise ratio becomes
SNRQ = 6.021b + 4.771 − 20 log(C F ) dB.

(2.83)

The signal-to-quantization noise ratio does depend on the resolution of the A/D
converter, since it is improved by 6 dB for each bit added to the word length. Nevertheless, the SNRQ also depends on the crest factor of the signal to be quantized.
If C F is high, the SNRQ and the occurrence of clipping decrease. If C F is low, the
SNRQ and the occurrence of clipping increase.
Some typical values of −20 log(C F ) are: −3 dB for a sinusoidal signal; −15 dB
for a telephony voice signal and −12 dB for a typical music signal.
The dependence of the SNRQ on the crest factor of the signal to be quantized
is translated by (2.80) into a long-term average. In other words, (2.80) does not
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Fig. 2.12 The effect of uniform quantization in the short-term SNRQ

reveal the short-term influence of the quantization error. To illustrate this, suppose
that a signal with high crest factor is to be uniformly quantized. Due to the high
crest factor, low level amplitudes are frequent and, when this occurs, the short-term
SNRQ decreases. This happens due to the fact that uniformly-spaced quantization
levels are not able to represent with enough resolution the small variations in the
signal amplitude, as illustrated in Fig. 2.12. A solution to this problem is the use of
non-uniform quantization, as shown in what follows.
2.3.4.2 Non-uniform Quantization
With non-uniform quantization, the region of lower amplitudes is quantized with
higher granularity. This granularity decreases as the signal amplitude increases. In
other words, the quantization step-size is small in the region of lower amplitudes and
increases in higher amplitudes. As a consequence, short-term (and also long-term)
SNRQ can be kept approximately constant.
Figure 2.13 shows the same unquantized signal shown in Fig. 2.12, but now a
non-uniform quantization process is illustrated. Note that lower signal amplitudes
are quantized with a higher granularity and that higher amplitudes are quantized
with far apart quantization levels.

Fig. 2.13 The effect of non-uniform quantization in the short-term SNRQ
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One way of achieving the effect of a non-uniform quantization is to compress the
input signal using some logarithmic rule, and then apply the compressed signal to a
uniform quantizer. The resultant continuous-time output signal is then expanded by
using the complementary behavior of the compression curve. The combination of
the compression and expansion characteristics is usually referred to as companding.
Typical compression rules are the μ-law and the A-law. The μ-law is used mainly
in the USA and the A-law is used mainly in Europe [34, pp. 621, 625]. In what
follows we consider only the A-law as a case study.
The relation between the input (x) and the output (y) of an A-law compression
curve is given by

y=

⎧
A(|x|/xmax )
⎪
⎪
⎪ ymax 1 + ln A sgn x,
⎨
⎪
⎪
⎪
⎩ ymax 1 + ln[A(|x|/xmax )] sgn x,
1 + ln A

0 < |x|/xmax < 1/A
(2.84)
1/A < |x|/xmax < 1,

where sgn(x) is the sign function or signum function, defined by
⎧
⎪
⎨1,
sgn(x) = 0,
⎪
⎩
−1,

x >0
x =0
x < 0.

(2.85)

The parameter A in (2.84) governs the compression ratio, as illustrated in
Fig. 2.14. In practice, the compression curve is implemented as linear piecewise
chords, facilitating the realization of the A-law compression [34, p. 625].
The signal-to-quantization noise ratio will become independent of the crest factor
and the level of the input signal, as shown by [6, p. 150]:
SNRQ = 6.021b + 4.771 − 20 log(1 + ln A) dB.

Fig. 2.14 Compression characteristics of the A-law

(2.86)
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A typical value of A is 87.56. With this value and an 8-bit A/D converter, the
average SNRQ obtained from (2.86) is approximately 38 dB.
The next simulation aims at exploring more details about the uniform and nonuniform quantization processes. For a comprehensive and very didactical treatment
on the subject, see Chap. 11 of [34].

Simulation 2.4 – Uniform and Non-uniform Quantization
File – CD drive:\Simulations\Signals\Quantization.vsm.
Default simulation settings: Frequency = 200 Hz; End = 20 seconds.
Half of the dynamic range: 3.161 volts. Gain: 1.3.

This experiment aims at confirming some theoretical results and complementing the
concepts related to the uniform and non-uniform quantization methods.
Open the simulation file indicated in the header and notice that the experiment is
composed by two independent parts:
• In the upper part, a ramp signal is applied to uniform and non-uniform quantizers.
The non-uniform quantizer is an A-law quantizer with A = 87.56. The output
signal and the quantization noise produced by these quantizers are analyzed via
plots A and B.
• In the lower part of the experiment a sample-function of a voice signal is quantized by a 6-bit uniform quantizer and by a 6-bit non-uniform quantizer. The
A-law quantizer with A = 87.56 is also used in this part of the experiment. The
dynamic range of these quantizers can be configured via the “half of the dynamic
range” block. The signals and quantization errors are analyzed through plots C,
D, E and F. The voice signal can have its amplitude configured in the “gain”
block, and the signal crest factor can be computed through the estimates of its
peak and rms values. The corresponding signal-to-quantization noise ratios are
also estimated.
Using the default configurations, run the simulation while observing Plot A. Note
that it reproduces the behavior shown in Fig. 2.11. Here the input signal is a ramp
going from −10 to +10 volts. The quantizer has 8 levels, so it is part of a 3-bit A/D
converter. The dynamic range is 2X m = 8 V, from −4 to +4 V and the quantization
step-size is, according to (2.79), q = 8/8 = 1 volt. Note that beyond the limits
imposed by the dynamic range the quantized signal is clipped to the extreme quantization levels of −3.5 or +3.5 V. Observe also that the quantization error is limited
to ±q/2, except when the input signal exceeds the dynamic range.
Now, while observing Plot B, run the simulation again. Compare the plots with
those in Plot A and note that the quantization step-sizes are not equally spaced
anymore. In fact, they are smaller for small input signal amplitudes and larger for
large input signal amplitudes. Recall that this behavior is characteristic of a nonuniform quantization. Observe also that the quantization error is smaller for small
input signals and larger for large input signals.
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Now let us move our attention to the lower part of the experiment. Run the
simulation while looking at Plot D. Observe the time plot and the histogram of
the quantization error. Note that we are using the default gain of 1.3 and, in this
case, the peak of the voice signal is X m = 3.161 volts. Then, according to (2.79),
q = 2 × 3.161/(26 ) ∼
= 0.1 volts. Since we are analyzing the uniform quantizer,
these plots show to us that, in fact, the quantization error is uniformly-distributed in
the range [−q/2, +q/2]. Note also that the voice signal seems to have a Laplace
distribution. From Chap. 1 we recall that a Laplace PDF and its root mean square
value are
1
f X (x) = e−|x|/r , r > 0
2r
√
σ X = r 2.

(2.87)

By plotting a Laplace PDF with scale parameter r ∼
= 0.56 and mean μ = 0 over
the voice signal histogram, as shown in Fig. 2.15, we observe a good agreement
between them. From (2.87), the theoretical rms value of the voice signal is σ X ∼
=
0.792 volts. This result agrees with the rms value estimated in the simulation.
Since the peak of the voice signal is X m = 3.161 volts, the crest factor is C F ∼
=
3.16/0.79 = 4. With this result in (2.83) we obtain
SNRQ = 6.021 × 6 + 4.771 − 20 log(4) ∼
= 28.94 dB.

(2.88)

Verify that this result is approximately equal to the long-term average signal-toquantization noise ratio estimated in the simulation.
Now, run the simulation while observing Plot C. With a right-click over each
plot, configure them using the following limits for the X and Y axis:
•
•
•
•

Y upper bound: 0.7
Y lower bound: −0.4
X upper bound: 18.14
X lower bound: 17.14

Fig. 2.15 Normalized histogram of the voice signal and an over-plotted Laplace PDF
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After this configuration is done, click the OK button. You will see exactly the
same waveforms shown in Fig. 2.12. Of course, the comments related to that figure
also apply here.
We now move to the analysis of the non-uniform quantization. Run the simulation while observing Plot F. First, notice that the quantization error is not uniformlydistributed anymore. Coincidentally, it seems to be Laplace-distributed. Secondly,
note that the quantization error is smaller when the voice signal has lower amplitudes, a characteristic that is intrinsic to the non-uniform quantization.
Open Plot E and configure the graphs according to the axis limits given above.
Click the OK button and note that the waveforms are exactly the same as the ones
shown in Fig. 2.13. Again, the comments concerning that figure also apply here.
The theoretical signal-to-quantization noise ratio considering the A-law compression rule is given by (2.86). Using the simulation parameters we obtain
SNRQ = 6.021 × 6 + 4.771 − 20 log[1 + ln(87.56)] ∼
= 26.13 dB.

(2.89)

Observe that this result is also approximately equal to the long-term average
signal-to-quantization noise estimated in the simulation. Note that the SNRQ for the
uniform quantizer is slightly higher than the SNRQ for the non-uniform quantizer.
This seems to be unconditionally good, but it is not. The lower long-term SNRQ
produced by the non-uniform quantizer is compensated by the fact that it is almost
independent of the input signal amplitude. This is an effect that is desired mainly in
cases where the crest factor is high, since in these cases the probability of occurrence
of lower amplitude levels increases.
Now open Plot G. This plot is recording the short-term variation of the signalto-quantization noise ratio for both the uniform and the non-uniform quantizers.
This short-term SNRQ is being estimated through a sliding window average. In this
form of estimation the signal power and the noise power are measured during a
shorter time compared to the entire simulation time. Specifically, we are using a
window with 100 simulation steps, which corresponds to the following time interval:
(number of steps) × (1/simulation frequency) = 100 × (1/200) = 0.5 seconds. This
means that a window of 0.5 seconds slides over the signal and the quantization noise
while their powers are estimated.
As previously mentioned, non-uniform quantization produces a short-term SNRQ
that is approximately constant, while uniform quantization produces low values of
SNRQ when the input signal has lower amplitudes and high values of SNRQ when
the input signal has higher amplitudes. This can be clearly observed through Plot G,
confirming the theoretical expected behavior.
Finally, change the amplitude of the voice signal via the “gain” block. If you
modify the value of the dynamic range accordingly, everything happens as before,
except by the fact that the quantization step-size is changed to keep the number of
quantization levels in 64, which corresponds to a 6-bit A/D converter. If the dynamic
range is set with a value lower than the peak amplitude of the voice signal, clipping
will occur, leading to a severe degradation in the signal-to-quantization noise ratios
for both the uniform and the non-uniform quantizers. This happens due to the fact
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that the quantization error increases dramatically when clipping occurs. Implement
these tests and analyze the resultant SNRQ .
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

2.3.4.3 Other A/D Conversion Techniques
We can say that the approach for the digital-to-analog conversion adopted as reference for the study in this book is a classical or conventional approach. There are
several others A/D conversion techniques in which the quantization error always
exists, but it manifests differently from that we have presented before. Examples of
these alternative methods are [20]: the parallel or flash, the successive approximation, the pipeline and the cyclic A/D conversions. One of the most used techniques,
mainly in telecommunications and audio, is the oversampled single-bit (or 1-bit)
A/D converter. In this converter a higher sampling rate is traded for a lower number
of bits. Most of the single-bit A/D converters are based on the delta modulation [6]
and, for this reason, they are also known as delta-sigma or sigma-delta converters
[2, 20, 25, 30, p. 2227].

2.4 Linear Systems
A system is a process that transforms the input, called excitation, into an output,
called response, through some mapping function.
In this section we present an important class of systems called linear systems.
They play a major role in the modeling and analysis of communication systems and
the related concepts will be extensively used throughout the rest of the book.
We start by characterizing linear systems in the time-domain and later we move to
the frequency-domain characterization. We end the section by addressing the main
properties of linear systems.

2.4.1 Time-Domain Characterization of Linear Systems
Consider the system model depicted in Fig. 2.16, which represents a continuoustime or a discrete-time system, depending on the nature of the inputs and outputs
and of the system itself. It is assumed that this system is time-invariant, that is, if
y(t) is the system response to an input x(t), the response to a delayed input x(t − τ )
will be the corresponding delayed version of y(t), that is, y(t − τ ).
In the context of communication theory, we are particularly interested in a class
of systems called linear systems. These systems satisfy the properties of superposition and scaling, as shown in the sequel.
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Fig. 2.16 Linear system model

Let x(t) = x1 (t) + x2 (t) and let y1 (t) be the system response when x1 (t) is
the excitation and y2 (t) be the system response when x2 (t) is the excitation. Also
let y(t) = T [x(t)], where T (·) is a function that maps the system input into the
system output. The superposition and scaling properties applied to this scenario can
be written respectively as follows:
1. T [x1 (t) + x2 (t)] = y1 (t) + y2 (t)
2. T [αx(t)] = αy(t).

(2.90)

We can interpret (2.90) in the following way: the superposition property is associated to the fact that, if x(t) = x1 (t) + x2 (t), the response y(t) can be determined
by applying x1 (t) to the input, obtaining the output y1 (t) and then applying x2 (t) to
the input, obtaining the output y2 (t). The total output y(t) will be given by the sum
of the individual responses y1 (t) and y2 (t). The scaling property states that if we
multiply the input signal by a given constant, the output is multiplied by the same
amount. These properties can be generalized according to:
If x(t) =



αk xk (t), then y(t) =

k



αk yk (t).

(2.91)

k

A system that does not satisfy (2.91) is said to be a nonlinear system. The mathematical treatment of nonlinear systems is usually more complicated than for the case
of linear systems. We devote our attention to linear systems due to their frequent use
to model communication systems.
The output signal y(t) or y[n] in the linear system of Fig. 2.16 is mapped from
the input signal x(t) or x[n] through the impulse response of the system, h(t) or
h[n]. The term impulse response means that if we apply a Dirac delta function to
the input of a continuous-time linear system and a Kronecker delta function to the
input of a discrete-time linear system, the outputs are h(t) and h[n], respectively.
Then, from (2.10) we can write

x(t) =

∞
−∞

x(τ )δ(t − τ )dτ.

(2.92)

Applying the mapping operator we obtain

y(t) = T [x(t)] = T

∞

−∞


x(τ )δ(t − τ )dτ .

(2.93)
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Due to the linearity property we can rewrite (2.93) as

y(t) =

∞
−∞

x(τ )T [δ(t − τ )]dτ.

(2.94)

But if the impulse response h(t) does not vary with time and, by definition
T [δ(t)] = h(t), then T [δ(t − τ )] = h(t − τ ). With this result in (2.94) we finally
obtain
 ∞
x(τ )h(t − τ )dτ.
(2.95)
y(t) =
−∞

This operation is the convolution integral between the input signal x(t) and the
system impulse response h(t). It is represented by

y(t) = x(t) ∗ h(t) =

∞

−∞


x(τ )h(t − τ )dτ =

∞
−∞

h(τ )x(t − τ )dτ.

(2.96)

Similarly, for a discrete-time system we have
y[n] = x[n] ∗ h[n] =

∞


h[k]x[n − k] =

k=−∞

∞


x[k]h[n − k].

(2.97)

k=−∞

In (2.97) we have the convolution sum between the discrete-time input signal
x[n] and the discrete-time system impulse response h[n]. The operations in (2.96)
and (2.97) describe the system’s input/output relationship in the time-domain. Let
us move to the frequency-domain analysis.

2.4.2 Frequency-Domain Characterization of Linear Systems
Now we focus our attention to the frequency-domain description of linear systems,
which is built on the Fourier analysis theory. First we define the frequency response
of a linear system as the Fourier transform of its impulse response, as shown below
for a continuous-time and for a discrete-time system, respectively:

H( f ) =
H (Ω) =

∞

h(t)e− j2π f t dt

−∞
∞


and
(2.98)

h[n]e− jΩn .

n=−∞

We must recall that, for continuous-time systems, the angular frequency (in radians per second) is ω = 2π f , where f is measured in hertz. As we shall see later,
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for discrete-time systems the angular frequency (in radians) is Ω = 2π f Ts , where
Ts is the interval between discrete-time samples.
In general, H ( f ) and H (Ω) are complex functions and the frequency responses
in (2.98) can be written as
H ( f ) = |H ( f )|e jΘ( f )
H (Ω) = |H (Ω)|e

jΘ(Ω)

and
,

(2.99)

where |H ( f )| and |H (Ω)| are the magnitude of the frequency responses, or simply the magnitude responses, and Θ( f ) and Θ(Ω) are the phase of the frequency
responses, or simply the phase responses of the system.
The convolution integral and the convolution sum were used to determine the
output of a linear system in the time-domain. In the frequency-domain, these operations are converted into multiplications, as shown by:
Y ( f ) = X ( f )H ( f ) and
Y (Ω) = X (Ω)H (Ω).

(2.100)

Sometimes it is easier to perform a frequency-domain multiplication than to perform a time-domain convolution. The time-domain functions y(t) and y[n] can be
determined from the inverse Fourier transforms of Y ( f ) and Y (Ω).
Since the frequency response of a discrete-time system, H (Ω), is determined by
the discrete-time Fourier transform of h[n] via the second expression in (2.98), it is
periodic with period 2π , that is,
H (Ω + 2π ) = H (Ω).

(2.101)

Then, we must consider the values of Ω (in radians) only over [0, 2π ) or [−π , π )
in H (Ω). In the continuous-time case, the frequency f (in hertz) can be considered
in the infinite range (−∞, +∞). Later on in this section we shall consider the mapping between these two frequency measures in a way that a discrete-time system
can be used to model a continuous-time system.
2.4.2.1 Distortion-Free Linear System
The condition for distortion-free transmission through a linear system can be written
as
y(t) = x(t) ∗ h(t) = κ x(t − τ ),

(2.102)

where y(t) is the signal at the system output, x(t) is the input signal, h(t) is the system impulse response and κ = 0 is an arbitrary constant. In words, if the output of
the system is only a scaled and delayed version of the input waveform, no distortion
has occurred. Writing (2.102) in the frequency domain we obtain
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Y ( f ) = X ( f )H ( f ) = κ X ( f ) exp(− j2π f τ ),

(2.103)

from where we can determine the frequency response of the system in order to cause
no distortion to the signal, as shown by:
Y( f )
X( f )
κ X ( f ) exp(− j2π f τ )
=
X( f )
= κ exp(− j2π f τ ),

H( f ) =

(2.104)

from where we can write
|H ( f )| = κ

and

Θ( f ) = −2π f τ.

(2.105)

From (2.105) we conclude that, for distortion-free transmission through a linear
system, the magnitude of its frequency response must be constant and its phase
response must be a linear function of f . The constant frequency response means
that all frequency components of the signal are affected by the same gain. The linear
behavior of the phase response means that each frequency component of the signal
is affected by the same delay from the system input to the system output.
2.4.2.2 Group Delay
The phase response of a linear system can reveal another important parameter for
system characterization: the group delay. For a continuous-time system, it is defined
as the negative of the derivative of the phase response with respect to the ordinary
frequency f , or to the angular frequency ω = 2π f :
τ( f ) = −

d
Θ( f ).
df

(2.106)

As the name suggests, the group delay is the delay experienced by a small group
of frequencies around a given value of f . Note that if the phase response is linear,
the group delay is constant, that is, the delay imposed by the system is the same for
all frequencies. We then conclude that a non-constant group delay is characteristic
of a system that causes distortion.
The group delay is sometimes referred to as the envelope delay. However, this
term seems to fit better in a distortionless scenario. For example, suppose that the
signal x(t) = a(t) cos(2π f c t) is applied to a distortion-free linear system, where
a(t) is a modulating signal that imposes envelope variations in the carrier signal
cos(2π f c t). With x(t) in (2.102) we obtain
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y(t) = κ x(t − τ ) = κa(t − τ ) cos(2π f c t = −2π f c τ )
= κa(t − τ ) cos(2π f c t + θ ),

(2.107)

from where we clearly see that the envelope of the signal has been delayed by τ
from the input to the output of the linear system. Additionally, this delay has caused
the phase of the carrier to be changed in θ = −2π f c τ radians, which corresponds
to the value of the system phase response for f = f c .

2.4.3 Classifications and Properties of Linear Systems
Linear systems have many interesting and useful properties that reveal their multiple
facets and expand the spectrum of their applications. In what follows we discuss
some of these properties, as well as the main classifications of such systems.
We concentrate on the continuous-time linear systems. The concepts apply to the
discrete-time systems, with the adequate interpretation and change in the mathematical notation. Sometimes the nomenclature also changes slightly to distinguish
a discrete-time from a continuous-time case.
2.4.3.1 Linear Time-Invariant (LTI) Continuous-Time Systems5
A linear time-invariant (LTI) system has an impulse response that does not vary with
time. For an LTI system, if y(t) is the system response to an input x(t), the response
to a delayed input x(t − τ ) will be the corresponding delayed version of y(t), that
is, y(t − τ ). The theory developed so far has assumed an LTI system.
2.4.3.2 Linear Time-Variant (LTV) Continuous-Time Systems
As the name indicates, a linear time-variant system has an impulse response that
varies with time. The output of this system can be determined by the convolution

y(t) =

∞
−∞

h(t, τ )x(t − τ )dτ.

(2.108)

Physically, the time-variant impulse response h(t, τ ) can be interpreted as the
response of the system at time τ due to a Dirac delta function that excited the system
at the time t − τ .
As a consequence of its time-varying nature, an LTV system has also a timevarying frequency response which is given by

H ( f, t) =

5

∞
−∞

h(t, τ )e− j2π f τ dτ.

(2.109)

The term shift-invariant is the discrete-time counterpart of the time-invariant term used to characterize continuous-time systems.
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An LTV system characterizes an important class of communication channel: the
mobile wireless channel. As we shall see in Chap. 3, the time-variant nature of the
mobile wireless channel and its consequences represent one of the main problems
to be overcome in a mobile communication system design.
2.4.3.3 Causal Continuous-Time LTI Systems
A causal linear system produces no response before the excitation is applied, which
means that, for an LTI system to be causal it must satisfy
h(t) = 0, t < 0.

(2.110)

2.4.3.4 Stable Continuous-Time LTI Systems
An LTI system is said to be stable if a finite maximum absolute value of the input
x(t) produces a finite maximum absolute value of the output y(t). In other words,
the system output does not diverge for limited inputs. Mathematically, if we have a
bounded-input such that
|x(t)| < V1 < ∞, ∀t,

(2.111)

a stable LTI system produces a bounded-output such that
|y(t)| < V2 < ∞, ∀t,

(2.112)

where V1 and V2 are constants. A system that satisfies (2.111) and (2.112) is said to
be BIBO (bounded-input, bounded-output) stable.
A necessary and sufficient condition for a system to be BIBO stable is that the
absolute value of its impulse response must be integrable, that is,


∞
−∞

|h(t)|dt < ∞.

(2.113)

In the frequency-domain, the necessary and sufficient condition for a system to
be BIBO stable is that the region of convergence (ROC) must contain the imaginary
axis (see Sect. 2.2.5).
It is worth mentioning that, even if an LTI system does not satisfy (2.113), it may
not go into an unstable situation, as long as the input condition that leads to the
instability does not manifests. In other words, a system does not enter an unstable
condition if the input that yields this condition is not present.
2.4.3.5 Eigenfunctions of Continuous-Time LTI Systems
An eigenfunction is a function that, when applied to the input of an LTI system produces the same function as the response, maybe scaled by some amount.
Mathematically, a function x(t) satisfying
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T [x(t)] = λx(t)

(2.114)

is said to be an eigenfunction of the LTI system. The constant λ is called the eigenvalue corresponding to the eigenfunction x(t).
An important eigenfunction is the complex exponential x(t) = exp( j2π f 0 t). The
response of an LTI system to this function is determined from (2.96) as follows:

y(t) =

∞

−∞


h(τ )e j2π f0 (t−τ ) dτ = e j2π f0 t

∞

h(τ )e− j2π f0 τ dτ.

(2.115)

−∞

Provided that the last integral in (2.115) converges, it represents the system frequency response H ( f ) for f = f 0 , which is a constant. Then we can write
y(t) = H ( f 0 )e j2π f0 t = λx(t).

(2.116)

In words, if we apply a complex exponential to the input of an LTI system, the
output is a complex exponential, with the magnitude affected by |H ( f 0 )| and with
the phase affected by arg[H ( f 0 )].
This important result can be interpreted as follows: first, recall that a cosine
or a sine function can be written in terms of complex exponentials through the
Euler relations. Then, if we apply a cosine function to the input of an LTI system, the output is a cosine function, maybe with modified amplitude and phase.
Since the cosine and sine functions can be considered as elementary functions
of a signal, we conclude that an LTI system does not produce frequency components in addition to the frequency components of the input signal, which is an
intuitively satisfying interpretation. Secondly, the response of an LTI system to a
signal that can be resolved into a summation of complex exponentials can be determined by using the eigenfunction concept and the superposition property of a linear
system.

2.4.3.6 LTI Systems With and Without Memory
An LTI system is said to have memory if its output at a given time instant depends on
present and past values of the input. An LTI system is memoryless if its output in a
given time instant depends only on the input applied at that instant. The memoryless
condition for a continuous-time and a discrete-time LTI system implies respectively
that
h(t) = Aδ(t) and
h[n] = Aδ[n],
where A = h(0) or A = h[0] is a constant.

(2.117)
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2.4.3.7 Frequency Response for Systems Characterized by Linear
Differential Equations
The input–output relationship of some LTI systems can be characterized by linear
constant coefficient differential equations in the form [24, p. 330]:
N


d k y(t)  d k x(t)
=
bk
.
dt k
dt k
k=0
M

ak

k=0

(2.118)

For these systems, the frequency response can be determined by

H( f ) =

Y( f )
=
X( f )

M
k=0
N
k=0

bk ( j2π f )k
ak ( j2π f )k

.

(2.119)

If the impulse response h(t) of the system has to be determined, a typical rule is
to apply a partial-fraction expansion to (2.119) so that the inverse Fourier transform
can be found in a simpler way [24, p. 332]. In fact, partial-fraction expansion is
very useful for inverting Fourier, Laplace and Z-transforms in the cases where the
transform can be written in terms of rational functions, i.e. in terms of the ratio
between two polynomials. For an applied treatment of the partial-fraction expansion
in the characterization of linear systems, refer to [11, p. 671; 13, p. 120; 17, p. 24].

2.4.3.8 Frequency Response for Systems Characterized by Linear
Difference Equations
Similar to the case of continuous-time LTI systems, the input-output relationship of
some LTI discrete-time systems can be characterized by linear constant coefficient
difference equations in the form [24, p. 397]:
N


ak y[n − k] =

k=0

M


bk x[n − k].

(2.120)

k=0

For these systems, the frequency response can be determined by

H (Ω) =

Y (Ω)
=
X (Ω)

M
k=0
N
k=0

bk e− jkΩ
ak e− jkΩ

.

(2.121)

Again, if the impulse response h[n] of the system has to be determined, a typical
rule is to apply a partial-fraction expansion to (2.121) so that the inverse Fourier
transform can be found in a simpler way [24, p. 398].
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2.4.4 Mapping a Discrete-Time into a Continuous-Time Frequency
When analyzed in the time-domain, a continuous-time signal or system can be
converted into their discrete-time equivalents by sampling the corresponding time
functions at a rate greater than the Nyquist rate. This process is relatively easy,
since the time-domain samples can be derived from a given discrete-time sequence
by considering them spaced by Ts , the sampling interval.
In the frequency domain, we must also be able to map the discrete-time results
into useful continuous-time results. For example, besides considering only the frequency range [0, 2π ) or [−π , π ) in the frequency response H (Ω) of a discrete-time
system, we should also be able to convert the values of the frequency Ω (in radians) into values of the ordinary frequency f , in hertz. To do so, assume that the
continuous-time signals x(t) and y(t) are sampled at a rate 1/Ts . Assume also that
x(t) is a complex exponential. Then we have
x(t) = e− j2π f0 t ⇒ x[n] = x(nTs ) = e− j2π f0 nTs .

(2.122)

Using the eigenfunction property, from (2.116) we can write
y(t) = Hc ( f 0 )e j2π f0 t ⇒ y(nTs ) = Hc ( f 0 )e j2π f0 nTs .

(2.123)

The eigenfunction property applied to the discrete-time system is given by
y[n] = Hd (Ω0 )e jΩ0 n .

(2.124)

In (2.123) and (2.124) we have used the subscripts “c” and “d” in Hc ( f 0 ) and
Hd (Ω0 ) to identify the continuous-time and discrete-time frequency responses at
f = f 0 and Ω = Ω0 , respectively.
By sampling the signal y(t) and taking into account that we want the equality
between y[n] and y(nTs ), from (2.123) and (2.124) we obtain
y(nTs ) = y[n] ⇒ Hc ( f 0 )e j2π f0 nTs = Hd (Ω0 )e jΩ0 n .

(2.125)

Since Hc ( f 0 ) must be equal to Hd (Ω0 ) in (2.125), we must have
2π f 0 Ts = Ω0 .

(2.126)

Then, for any value of f and Ω, the following mapping rule applies:
f =

Ω
.
2π Ts

(2.127)

Example 2.2 – Consider that a continuous-time sample-function x(t) of a white
Gaussian noise is sampled at a rate 1/Ts = 100 samples per second, resulting in the
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discrete-time independent and identically-distributed (i.i.d.) sequence {x[n]}. These
signals are shown in Fig. 2.17 for a 1 second interval.
Now consider a linear time-invariant discrete-time system whose impulse response
is given by
h[n] =

M−1
1 
δ[n − k].
M k=0

(2.128)

This impulse response is plotted in Fig. 2.18 for M = 10. A system with impulse
response given by (2.128) is one of the variants of the moving average filter, a device
that smoothes the output sequence as compared to the input by forming each output
sample from the average of the present and the M − 1 preceding input samples, that
is,
y[n] =

∞

k=−∞

h[k]x[n − k] =

M−1
1 
x[n − k].
M k=0

(2.129)

Fig. 2.17 Discrete-time signal x[n] generated by sampling the continuous-time signal x(t)

The signal at the output of the moving average filter, as it is determined via
(2.129), is plotted in Fig. 2.19. Note that, in fact, this filter smoothes the signal. It
is a low-pass filter, as we shall see from its frequency response. Note also that the
filter has produced a time-correlated sequence, that is, each value in the sequence is
not anymore independent from the previous ones.
From (2.98) and (2.128), the frequency response of the moving average filter can
be determined from
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Fig. 2.18 Impulse response h[n] of a moving average filter for M = 10

H (Ω) =

∞

n=−∞

1  − jΩn 
1  − jΩn
e
δ[n − k] =
e
. (2.130)
10 n=0
10 n=0
k=0
9

h[n]e− jΩn =

9

9

This frequency response is plotted in Fig. 2.20 in terms of its magnitude and
phase. Note that, as mentioned before, the frequency response of a discrete-time
system is periodic with period 2π . Then, in Fig. 2.20 we must consider only the
portion of the graphs between −π and +π . Note also that, in fact, the moving
average filter is a low-pass filter.

Fig. 2.19 Filtered discrete-time signal y[n]

Now, let us map the frequency response of the moving average filter according
to the sampling rate given at the beginning of this example. From (2.127) we have

Fig. 2.20 Frequency response of the moving average filter
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f =

Ω
Ω
50Ω
⇒ f =
=
.
2π Ts
2π × 0.01
π

(2.131)

Then, the first spectral null of the magnitude response given in Fig. 2.20 corresponds to the frequency
f null =

50 × π/5
50Ωnull
=
= 10 Hz.
π
π

(2.132)

Note that this result is consistent with an equivalent continuous-time system,
since the duration of the impulse response h[n] is T = 10 × Ts = 0.1 s and the first
null is happening at f = 1/T .

Simulation 2.5 – Moving Average Filter
File – CD drive:\Simulations\Signals\Moving average.vsm.
Default simulation settings: Frequency = 1,000 Hz; End = 1 second.
Signal source: fixed noise sample-function. Moving average filters:
10-tap.

This experiment aims at complementing the previous example. We have three
selectable signal sources: a fixed noise sample-function identical to that shown in
the upper part of Fig. 2.17, a random noise sample function that changes at each
simulation run and a variable-mean random noise sample-function. The selected
signal source is sampled at 100 samples per second and the resulting sequence is
applied to a moving average filter. This filter has a configurable impulse response
length, which is associated to its number of taps, according to the structure shown in
Fig. 2.21. In this figure z −1 is a unit-sample delay and h n , n = 0, 1, . . . , M − 1 is a
shorthand notation for h[n]. Three filter lengths are implemented in this simulation:
10-tap, 20-tap and 40-tap.
At the lower part of the simulation worksheet a unit impulse is applied to an
identical moving average filter, aiming at analyzing its frequency response.
Open and run the simulation file indicated in the header using its default settings
and observe the time plot. Note that the signals are equal to those shown in Fig. 2.17
and Fig. 2.19.
Now observe the frequency plot and compare the estimated frequency response
magnitude with Fig. 2.20. Note that they are plotted in different scales, but are
related to the same frequency response. Observe also that it is periodic with period
100 Hz, a value that, from (2.131), corresponds to 2π rd. Note also that the first
spectral null is happening at f = 10 Hz, as computed in (2.132).
In the signal source block, select the random noise sample-function and, while
observing the time plot, run the simulation. This situation was created only to permit that you visualize a more dynamic operation of the moving average filter. Still
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using this signal source, change the number of taps of the moving average filter and
observe the filtered sequence. Note that the smoothing effect of the filter becomes
more evident as the length of its impulse response increases (which means that its
cutoff frequency decreases). Note also that the filtered sequence is progressively
approaching an all-zero sequence, which is consistent with the fact that the input
signal has a zero mean.

Fig. 2.21 Block diagram of a moving average filter

Now select the variable-mean noise sample-function and increase the simulation
end time to 5 seconds. Increase also the number of taps of the filter to 40. Run
the simulation while observing the time plots. Note that the input signal clearly
represents a variable mean signal. Note also from the filtered sequence that the filter
has smoothed-out the noisy component in the input signal, retaining its mean. This
is one of the applications of the moving average filter: to extract the variation of the
mean value of a random signal.
Finally, analyze the frequency response of the 20-tap and the 40-tap filters. Note
that the response becomes narrower as the filter length increases. In other words, an
increased filter length increases the duration of the impulse response and, as a consequence, reduces the cutoff frequency of the filter. Try to make calculations concerning the first spectral null and compare your results with the simulation results.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

2.4.4.1 A Note on Discrete-Time Filtering
The diagram shown in Fig. 2.21 is a generic representation of a finite impulse
response (FIR) discrete-time system, known as a transversal filter. By using different lengths and the tap coefficients {h n } we are able to implement a variety of
filters with a variety of frequency responses. The moving average filter considered
before is just an example of a FIR filter.
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A system whose impulse response is nonzero for infinite time is said to be an
infinite impulse response (IIR) system. The example below considers an IIR filter.

Example 2.3 – A low-pass RC is one of the simplest analog filters. Its frequency
response H ( f ) and the −3 dB cutoff frequency f 0 are given respectively by:
1
1 + j2π f RC
1
,
f0 =
RC

H( f ) =

and
(2.133)

where R is the value of the resistor, in ohms (Ω), and C is the value of the capacitor,
in farads (F). Figure 2.22 shows the RC filter and the squared magnitude of its
frequency response.

Fig. 2.22 A low-pass RC filter and the squared magnitude of its frequency response

One of the techniques for converting an analog filter into its discrete-time equivalent is called bilinear transformation [32, p. 287]. Using this technique, let us construct a discrete-time low-pass filter equivalent to the analog RC filter, for a −3 dB
cutoff frequency of π/4 rd. This frequency corresponds to f = 0.828/Ts Hz, a value
that does not follow the mapping given by (2.127) due to the frequency warping [32,
p. 292] caused by the bilinear transformation method. We omit further details of this
conversion method and present the final frequency response of the RC-equivalent
discrete-time filter:
H (Ω) =

0.293(1 + e− jΩ )
.
1 − 0.414e− jΩ

(2.134)

Note that H (0) = 1 and |H (π/4)|2 = 1/2, as desired. The diagram of this IIR
filter is presented in Fig. 2.23. Note that it is quite different from a transversal FIR
filter, since it is the result of the bilinear transformation applied to an analog RC
filter. Different transformation methods can lead to different filter structures.
It is left as an exercise to the reader to find that the difference equation that
describes the input-output relationship of this filter is given by
y[n] = 0.293x[n] + 0.293x[n − 1] + 0.414y[n − 1].

(2.135)
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Fig. 2.23 An RC-equivalent IIR discrete-time low-pass filter

A hint on the above exercise: find how the frequency response given in (2.134)
can be converted into a transfer function in the Z-domain. Then, find a general
expression for the difference equation of an IIR filter. Finally, find how to write
the input-output difference equation based on the Z-domain transfer function.

The project of a digital filter has several approaches, depending on the available
initial data and the final application. Some of these approaches are:
• Approximation of a discrete-time filter from an analog filter.
• Discrete-time filter design from a given frequency response mask.
• Choice of available FIR or IIR filters and configuration of their parameters.
The first and second approaches demand a deep knowledge on FIR and IIR filter structures and design criteria. They also demand some specific mathematical
background, mainly based on sampling theory and manipulation of discrete-time
signals and systems, Fourier, Laplace and Z-transforms and solution of differential
and difference equations.
The third approach is the simpler one, since what we need is to choose a
given discrete-time filter available in the literature to math our specifications.
VisSim/Comm users normally adopt this approach, since several discrete-time filter blocks are already available and the user only need to find the best one for its
application. Nevertheless, the deeper the knowledge of the user in what concerns
digital filters, the greater will be his ability to find and configure a better filter.
VisSim/Comm also permits that user-defined filters are implemented from “.DAT”
files. Both impulse and magnitude responses can be stored in a file and synthesized
by the so-called “file FIR filters”. In this case, the first two approaches listed above
can be used for a proper design of these filters.
There are also several computer tools for developing digital filters. National
Instruments has an Add-on to its LabVIEW 6 software, called Digital Filter Design

6 LabVIEW is a trademark of National Instruments Corporation. It is a graphical developing software with capabilities of a programming language, data acquisition and analysis, mainly used for
development of scalable tests, measurement, and control applications.
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Tookit [22]. It is a powerful tool that extends LabVIEW with functions and interactive tools for design, analysis, and implementation of digital filters.

2.5 Complex Representation of Signals and Systems
The complex representation of signals and systems is of great importance for the
study of communication systems. In summary, its attributes are:
• It is an alternative representation of signals and systems that, in most cases,
reduces the complexity of mathematical treatments.
• It provides an alternative way of representing a passband signal without having
to consider the carrier frequency. This is particularly useful in simulations, since
the sampling rate can be reduced.
• The power spectral density of a passband signal can be obtained from its complex
representation. In most cases, this will lead to a significantly simpler mathematical treatment.
We start by reviewing the concept of the Hilbert transform, from which the complex representation is built. Following [10] and [29], let x(t) be a signal with Fourier
transform X ( f ). The Hilbert transform of x(t) and the corresponding inverse transform are defined respectively by


∞

x(τ )
dτ =
t
−∞ − τ
 ∞
x̂(τ )
1
dτ.
x(t) = −
π −∞ t − τ

1
x̂(t) =
π



∞

x(τ )
−∞

1
dτ
π (t − τ )

and
(2.136)

In (2.136) we can identify that the Hilbert transform of x(t) is the convolution
between x(t) and the function 1/π t, whose Fourier transform is


1

πt


= − jsgn( f ),

(2.137)

where sgn( f ) is the sign function or signum function already defined in (2.85).
By recalling that a convolution in the time domain corresponds to a multiplication
in the frequency domain, then we can write
X̂ ( f ) = − jsgn( f )X ( f ).

(2.138)

From (2.138) we see that the Hilbert transform of x(t) corresponds to a phase
shift of −90 degrees for the positive frequencies of X ( f ) and to a phase shift of
+90 degrees for the negative frequencies.
Another important definition is the analytic signal or pre-envelope of the signal
x(t), which is given by
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x+ (t) = x(t) + j x̂(t),

(2.139)

and from where, using (2.138) and the definition of the signum function given in
(2.85), we obtain
⎧
⎪
⎨2X ( f ),
X + ( f ) = X ( f ) + sgn( f )X ( f ) = X (0),
⎪
⎩
0,

f >0
f =0
f < 0.

(2.140)

Now, consider a passband signal x(t) whose bandwidth is essentially confined in
2B Hz and is small compared to the carrier frequency f c . According to (2.140), the
analytic spectrum X + ( f ) is centered about f c and contains only positive frequency
components. Then, using the frequency-shifting property of the Fourier transform
we can write
x+ (t) = x̃(t) exp( j2π f c t),

(2.141)

where x̃(t) is a low-pass signal called the complex envelope of the signal x(t).
Since x+ (t) is a passband signal, we can determine the low-pass signal x̃(t) by
a frequency translation of x+ (t) back to about f = 0. Using again the frequencyshifting property of the Fourier transform we can write
x̃(t) = x+ (t) exp(− j2π f c t)
= [x(t) + j x̂(t)] exp(− j2π f c t),

(2.142)

or, equivalently,
x(t) + j x̂(t) = x̃(t) exp( j2π f c t).

(2.143)

Since the passband signal x(t) is the real part of the left side of (2.143), we can
obtain the so-called complex representation of x(t) as
x(t) = Re[x̃(t) exp( j2π f c t)].

(2.144)

The complex envelope x̃(t) can be expressed in the Cartesian form by
x̃(t) = x I (t) + j x Q (t),

(2.145)

where the subscripts I and Q stand for in-phase and quadrature, respectively. Then,
by substituting (2.145) in (2.144) we shall have, after some simplifications,
x(t) = x I (t) cos(2π f c t) − x Q (t) sin(2π f c t).

(2.146)
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Both x I (t) and x Q (t) are low-pass signals and are called, respectively, the inphase component and the quadrature component of the passband signal x(t). This
is why we call x̃(t) the equivalent low-pass version of the passband signal x(t).
Rewriting expression (2.145) in its polar form we obtain another useful representation for the complex envelope:
x̃(t) = a(t) exp[ jθ (t)],

(2.147)

from where, using (2.144), we obtain
x(t) = Re[x̃(t) exp( j2π f c t)]
= Re{a(t) exp[ jθ (t)] exp( j2π f c t)}
= a(t) cos[2π f c t + θ (t)].

(2.148)

In (2.148), a(t) = |x̃(t)| is the envelope of the passband signal x(t), which can
be interpreted as the amplitude modulated component of x(t). Also in (2.148), θ (t)
is the phase of the passband signal x(t), or the phase-modulated component of x(t).

Simulation 2.6 – Real Versus Complex Simulation
File #1 – CD drive:\Simulations\Signals\Real simulation.vsm
Default simulation settings: Frequency = 7,200 Hz; End = 833
seconds. Channel SNR: 5 dB.
File #2 – CD drive:\Simulations\Signals\Cplx simulation.vsm
Default simulation settings: Frequency = 1 Hz; End = 1,000,000
seconds. Channel SNR: 5 dB.
This experiment aims at illustrating the use of the complex representation as a
means to speed-up simulations of communication systems. It comprises two simulation files: “Real simulation.vsm” (file #1) simulates a digital modulator and
demodulator (modem) implemented in a way very close to a real system. File
“Cplx simulation.vsm” (file #2) simulates a digital modem using the complex representation of the modulated signal and, thus, it does not use any carrier signal.
Since we still may not be able to completely understand the structure of a digital
modem, we focus our attention to the basic aspects sufficient to show the application
of the complex representation in a communication system simulation.
Both modems are using one of the simplest digital modulations: the BPSK
(binary phase-shift keying). In the case of file #1, the modulated signal x(t) is
generated according to
x(t) = b(t) cos(2π f c t),

(2.149)
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where b(t) is a binary random wave associated to the information bits, such that a
binary “1” is represented by a rectangular pulse of amplitude +1 and duration Tb
and a binary “0” is represented by a rectangular pulse of amplitude −1 and duration
Tb . The carrier signal responsible for translating the baseband sequence to passband
is the cosine function with frequency f c Hz. Then, a bit “1” generates a transmitted
pulse with frequency f c and zero phase and a bit “0” generates a transmitted pulse
with frequency f c and phase π radians.
Comparing (2.149) with (2.146) we see that x I (t) = b(t) and x Q (t) = 0. Then,
the complex envelope of the BPSK signal is
x̃(t) = a(t).

(2.150)

The basic difference between the simulation files considered in this experiment
is that file #1 generates the real modulated signal according to (2.149) and file #2
generates the “modulated” signal according to (2.150). Since in file #1 we are simulating a 1,200 bit/s transmission with a 1,800 Hz carrier frequency, the simulation
frequency must be at least around 6,000 Hz. We are using 7,200 Hz to have four
samples per carrier period.
By observing inside the “BPSK modulator” block in file #2, we see that the
modulated signal is being generated by a built-in block of VisSim/Comm. In fact,
this block generates the transmitted signal using the complex representation given
by the term between brackets in (2.144), which is the complex envelope x̃(t) multiplied by the complex exponential exp( j2π f c t). From this observation we notice that
if the carrier frequency is set to zero, the transmitted signal is the low-pass signal
x̃(t), which is indeed the case in file #2. In other words, the complex representation
approach does not need to use any carrier signal. Moreover, the simulation using
x̃(t) does not demand the sequence b(t) to be generated at 1,200 bit/s. As long as
we recalibrate the signal-to-noise ratio (SNR) per bit, we can do the simulation at 1
bit/s and, thus, save additional computational resources.
In both approaches the communication channel is an additive white Gaussian
noise (AWGN) channel with adjustable SNR per bit.
The understanding of the receiver structures is beyond our reach by this moment,
but it suffices to know that both are optimum in the sense that they minimize the
probability of a decision error upon the received bits.
Now run file #1 using its default settings. Wait for the end of the simulation and
note that 1,000,000 bits were transmitted and around 6,000 were received in error,
yielding a bit error rate (BER) of 6 × 10−3 . Run the simulation again and try to
compute the approximate simulation time. Now run the simulation file #2 and also
try to compute the simulation time. Maybe you will not be able to do this, since the
simulation with file #2 is very fast as compared to the simulation using file #1. Note
that the second simulation is also generating 1,000,000 bits and producing around
6,000 bit errors, also resulting in a BER of 6 × 10−3 .
The systems in files #1 and #2 are completely equivalent from the point of
view of the performance evaluation, but the complex representation approach saves
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computational resources and, as a consequence, can lead to faster simulations than
the real representation approach.
Vary the SNR in both cases and compare the performances of both systems. Note
that they produce essentially the same BER. Create and investigate for yourself some
new situations and configurations of the simulation parameters and try to reach your
own conclusions.

2.6 The Power Spectral Density Revisited
In this section we revisit the concept of the power spectral density, complementing
the presentation initiated in Chap. 1. First we apply the concept to the complex
representation of a passband signal. In addition, we study the periodogram, one of
the simplest and most used techniques for estimating the PSD of a signal. We also
address the general expression for the PSD of multilevel signals with arbitrary correlation between pulses, arbitrary mean and arbitrary pulse shape. This last topic will
be particularly useful when analyzing the PSD of digital communication signals,
mainly in Chaps. 4 and 6.

2.6.1 The PSD of Passband Signals
Let us assume that the Fourier transform of the signal x(t) in (2.144) exists and is
exact. If x(t) is a voltage signal, then the magnitude of its Fourier transform will
result in a voltage spectral density. Then, from (2.144) we obtain

X ( f ) = {x(t)} =

∞

2 
3
Re x̃(t)e j2π fc t e− j2π f t dt.

(2.151)

−∞

Using the identity Re[C] = 12 [C + C ∗ ] in (2.151) and applying the Fourier
transform properties z ∗ (t)  Z ∗ (− f ) and z(t) exp( j2π f c t)  Z ( f − f c ), we obtain

1 ∞
X( f ) =
[x̃(t)e j2π fc t + x̃ ∗ (t)e− j2π fc t ]e− j2π f t dt
2 −∞
1
= [ X̃ ( f − f c ) + X̃ ∗ (− f − f c )].
2

(2.152)

Then, the power spectral density S X ( f ) can be determined as the squaredmodulus of X ( f ), that is,
S X ( f ) = |X ( f )|2 =


1
| X̃ ( f − f c ) + X̃ ∗ (− f − f c )|2 .
4

(2.153)
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Using the simplified notation X̃ ( f − f c ) ≡ Z ( f ), and the fact that |C|2 = CC ∗ ,
where C is a complex quantity, we can rewrite (2.153) as follows:

1
|Z ( f ) + Z ∗ (− f )|2
4
3
12
[Z ( f ) + Z ∗ (− f )][Z ∗ ( f ) + Z (− f )]
=
4

1 Z ( f )Z ∗ ( f ) + Z ∗ (− f )Z (− f )
=
4 +Z ( f )Z (− f ) + Z ∗ (− f )Z ∗ ( f )


1 |Z ( f )|2 + |Z (− f )|2
=
.
4 +Z ( f )Z (− f ) + Z ∗ (− f )Z ∗ ( f )

SX ( f ) =

(2.154)

By recognizing that Z ( f ) and Z (− f ) are band-limited, passband signals, the
products Z ( f )Z (− f ) and Z ∗ ( f )Z ∗ (− f ) in (2.154) vanish to zero. Going back to
the normal notation, we finally obtain
2 
2 $
1 #
X̃ ( f − f c ) +  X̃ (− f − f c )
4
1
= [S B ( f − f c ) + S B (− f − f c )].
4

SX ( f ) =

(2.155)

Equation (2.155) represents an important result and states that we can easily
obtain the power spectral density S X ( f ) of a passband signal by translating the
power spectral density S B ( f ) of the low-pass equivalent, and its mirror image, to
the frequencies f c and − f c , respectively, and multiplying the result by 1/4.
Example 2.4 – A random binary wave with equally-likely rectangular pulses of
duration T = 0.2 second and amplitudes ±1 volt is the baseband signal that represents the information bits in a communication system according to the mapping
rule: bit “0” → −1, bit “1” → +1. In a process called modulation, this binary signal
multiplies a sinusoidal carrier with frequency f c = 25 Hz and random initial phase,
generating the modulated random process
Y (t) = X (t) cos(2π f c t + Θ),

(2.156)

where Θ is the random variable representing the random initial phase of the carrier,
assumed uniformly-distributed in (0, 2π ].
Our task here is to determine SY ( f ), the power spectral density of Y (t).
Comparing (2.156) with (2.146), we can conclude that the quadrature component
of the resultant passband process Y (t) does not exist. Furthermore, by intuition we
would be tempted to conclude that the random phase will not affect the PSD of the
resultant process and then, to simplify matters, we would let Θ = 0 and, in light of
(2.145), we would say that the equivalent low-pass process is
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S̃(t) = X (t).

(2.157)

Then, the problem of finding the theoretical PSD of Y (t) would be reduced to
finding the PSD of X (t) and applying (2.155).
Intuition sometimes works, but a better solution is to do a more formal analysis.
We start this analysis by identifying that the phase of the carrier is independent of
the random binary wave. In other words, bits generated by the information source
are independent of the phase of the carrier that they will modulate. Then, the autocorrelation function of the process Y (t) is determined according to
RY (τ ) = E[Y (t)Y (t + τ )]
= E[X (t) cos(2π f c t + Θ)X (t + τ ) cos(2π f c t + 2π f c τ + Θ)]

(2.158)

= E[X (t)X (t + τ )]E[cos(2π f c t + Θ) cos(2π f c t + 2π f c τ + Θ)].
Using the identity cos(a) cos(b) =

1
2

cos(a − b) + 12 cos(a + b) we obtain

1
R X (τ )E[cos(2π f c τ ) + cos(4π f c t + 2π f c τ + 2Θ)]
2
1
= R X (τ ) cos(2π f c τ ).
2

RY (τ ) =

(2.159)

Taking the Fourier transform of both sides of (2.159) and recalling that a multiplication in the time-domain corresponds to a convolution in the frequency-domain,
we obtain


4
1
1
1
SX ( f ) ∗
δ( f − f c ) + δ( f + f c )
SY ( f ) =
2
2
2
(2.160)
1
= [S X ( f − f c ) + S X ( f + f c )] .
4
Note that our initial intuition was correct (in this case). Our problem is in fact
reduced to finding the PSD of X (t) and applying (2.155).
When comparing (2.160) with (2.155) we must remember that the PSD of a realvalued process is an even function of f , so that S X ( f + f c ) = S X (− f − f c ).
The autocorrelation function and the power spectral density of a random binary
wave were already found in Chap. 1, Examples 1.8 and 1.9. For pulses with amplitudes ±1, the PSD of X (t) will be given by
S X ( f ) = {R X (τ )} = T

sin2 (π f T )
= T sinc2 ( f T ).
(π f T )2

(2.161)

Finally, with (2.161) in (2.160), the PSD of Y (t) is given by
SY ( f ) =


1
T sinc2 [( f − f c )T ] + T sinc2 [( f + f c )T ] .
4

(2.162)
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This PSD, in dBm/Hz, is plotted in Fig. 2.24 for T = 0.2 s and f c = 25 Hz.

Fig. 2.24 PSD of the random process Y (t) considered in Example 2.4

Anticipating a result that will be considered later on in this chapter, the PSD of a
binary antipodal7 random wave having equally-likely pulses ±g(t) can be obtained
by dividing the squared-modulus of the Fourier transform of g(t) by the pulse duration, that is,
S( f ) =

|{g(t)}|2
.
T

(2.163)

Note that |{g(t)}|2 is the energy spectral density of the shaping pulse g(t).
In this example g(t) is a rectangular pulse of duration T = 0.2 s and unit amplitude. With the Fourier transform of g(t) obtained from Table 2.4, the PSD of a
random sequence of these pulses is given by
SX ( f ) =

|T sinc( f T )|2
|{g(t)}|2
=
= T sinc2 ( f T ).
T
T

(2.164)

Note that this result is in agreement with the result in (2.161).

Simulation 2.7 – Estimating the PSD of Passband Signals
File – CD drive:\Simulations\Signals\Passband PSD.vsm
Default simulation settings: Frequency = 100 Hz; End = 1,000
seconds. Probability of a pulse “+1” in the random binary wave
source: 0.5.
7

An antipodal signal is composed by a sequence of passband or baseband pulses having shape
g(t) and opposite polarities. Then, for example, if an antipodal signal represents a sequence of bits,
we may have the mapping rule: bit “0” → −g(t); bit “1” → +g(t), or vice-versa.
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This simple experiment complements Example 2.4, illustrating the estimation of
the PSD of a passband signal from the knowledge of the PSD of its equivalent lowpass representation. The computation of the PSD is made by VisSim/Comm using
a method called periodogram, a topic that will be covered in more detail in the next
subsection. For now it suffices to know that this method computes the PSD as an
average of Fourier transform results obtained from finite duration sample functions
of the signal under analysis.
A random antipodal binary wave is generated at 5 pulses per second and with
configurable probability of a pulse “+1”. This wave modulates a sinusoidal carrier
with frequency f c = 25 Hz.
A time plot and a histogram plot are connected to the output of the binary source
to permit a better analysis of the random binary signal. The power spectral densities
of the binary (baseband) and modulated (passband) signals are estimated through
periodograms. The estimation is made via an 8k-point FFT and 12 FFT averages,
using a rectangular window.8 The results are displayed in dBm/Hz.
Using the default settings, run the simulation and compare the PSD of the binary
wave with the one obtained theoretically in Chap. 1, Sect. 1.14.2 (Example 1.9).
Compare the PSD of the passband modulated signal with that illustrated in Fig. 2.24.
Note that the theoretical and the estimated PSDs are approximately equal to one
another. Try to measure the peaks of the binary wave PSD and of the modulated
signal. Note that the PSD peak of the modulated signal is approximately 6 dB below
the PSD peak of the binary wave, a consequence of the multiplication by 1/4 in
(2.155), since 10 log(1/4) ∼
= −6 dB.
Now run the simulation while observing the time and histogram plots. Note that
these plots are in agreement with the configured pulse probability. Make changes
in the distribution of the probabilities of the pulses and rerun the simulation, while
observing again the time plot and the histogram. Note the correspondence between
the observed plots and the configured probability. Now observe the estimated PSDs.
Note that discrete spectral components have appeared on the top of the main lobes,
a result that is consistent with the change in the mean value of the random wave
due to the unbalance in the pulse probabilities. This unbalance corresponds to a
DC (zero-frequency) component in the PSD of the baseband random wave and to a
discrete component at the carrier frequency in the modulated signal.
The effect of unbalanced bit probabilities in the PSD of communication signals will be covered in more detail in Subsect. 2.6.3. In addition, several examples
involving typical communication waveforms will be addressed in Chap. 4, where
baseband transmission is discussed in detail.
As an exercise, try to implement modifications in the sinusoidal carrier in order
to simulate a random initial phase. After that, investigate the influence of this

8

The use of a rectangular window means that the signal samples used by the FFT computation are
selected from the signal under analysis as if the signal were multiplied by a rectangular function
with duration equal to the window length.
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initial phase on the estimated PSDs. Hint: use the “Sinusoid” block from the
“Comm”/“Signal Sources” tabs. It permits the initial phase to be configured.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

2.6.2 Estimation of the PSD via the Periodogram
If the signal x(t) is a sample-function of the stationary random process X (t), its
Fourier transform may not exist. In this case, as we saw in Chap. 1, the spectral
content of X (t) is given by its power spectral density (PSD), which is obtained from
the Fourier transform of the autocorrelation function R X (τ ) of the random process,
that is,
 ∞
SX ( f ) =
R X (τ )e− j2π f τ dτ.
(2.165)
−∞

The Parseval’s theorem [24, p. 221] states that the total energy contained in a
waveform integrated across all time is equal to the total energy of the waveform’s
Fourier transform integrated across all of its frequency components. This is also
known as the Rayleigh’s energy theorem. By defining X Π ( f ) as the Fourier transform obtained from the sample-function xΠ (t), which is x(t) truncated from −Π/2
to Π/2, the Parseval’s theorem can be written as


Π/2
−Π/2


x 2 (t)dt =

∞

−∞

|X Π ( f )|2 d f,

(2.166)

where |X Π ( f )|2 is called the energy spectral density of the energy signal xΠ (t).
Multiplying both sides of (2.166) by 1/Π and making Π → ∞ we obtain
1
lim
Π→∞ Π



Π/2
−Π/2


x (t)dt =
2

∞

|X Π ( f )|2
d f.
Π
−∞ Π→∞
lim

(2.167)

Note that in the left-side of (2.167) we have the definition of the average power
of the sample-function x(t). To obtain the average power of the process X (t) we
must take the expected value of both sides of (2.167), yielding [26, p. 174]
1
PX = lim
Π→∞ Π



E |X Π ( f )|2
d f.
E[X (t)]dt =
lim
Π
−Π/2
−∞ Π→∞



Π/2



2

∞

(2.168)

Finally, the integrand on the right-side of (2.168) must be the power spectral
density of the random process X (t) [10, p. 51], since its integral results in a power.
Furthermore, the unit watts/hertz for the PSD is adequate.
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In (2.168) we notice that the average power in the process X (t) is given by the
time average of its second moment. Nevertheless, if X (t) is stationary E[X 2 (t)] will
be constant and the total average power in X (t) will be PX = E[X 2 (t)].
From the above discussion we have the following PSD estimation for X (t):
S X ( f ) = lim

Π→∞


1 
E |X Π ( f )|2 .
Π

(2.169)

If the signal x(t) is deterministic, expression (2.169) can also be used, but without
the expectation operation [1, p. 31].
The PSD estimation in (2.169) is called a periodogram [21, p. 212; 27, p. 902].
A useful interpretation about it can be stated as follows: the power spectral density
of a random process X (t) can be estimated by averaging the squared-modulus of the
Fourier transform of windowed sample-functions. For stationary random processes,
this averaging can be obtained through time-averaging.
In practice the periodogram estimation of a PSD is accomplished by segmenting
a sample-function, sampling each segment, performing a discrete Fourier transform
(typically a fast Fourier transform, FFT), applying the squared-modulus, summing
the results coming from each segment and dividing the result by the number of
segments. This averaging process is sometimes called smoothing.
The windowing process is not necessarily rectangular and, in fact, different windowing can reduce bias and leakage in the estimated PSD [21, p. 216], as we shall
see in the next computer simulation.
The periodogram is just one of the many techniques for estimating the power
spectral density of a signal. For more information on this technique, see [18, p. 622].
For a detailed analysis on several other techniques for power spectral density estimation, see [21] and [36]. For a condensed material on several aspects of the PSD
estimation, see Chap. 12 of [27].

Simulation 2.8 – Periodogram Estimation of the PSD
File – CD drive:\Simulations\Signals\Periodogram.vsm
Default simulation settings: Frequency = 1 Hz; End = 32,768
seconds. Number of FFT averages: 32. Window type: Rectangular.
FFT size: 1,024 points (1k). PSD unit: dBm/Hz. 1Ω load.

This experiment is intended to show how the spectral estimation via periodogram is
performed. The effects of window size and smoothing are investigated. The experiment also shows the bias effect and one possible solution implemented by changing
the window type.
The sample-function to be analyzed is an autoregressive, usually denoted by
AR(4) [21, pp. 164, 218]. This random process is generated according to
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4
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ak x[n − k] + w[n],

(2.170)

k=1

where x[n], n = 0, 1, . . . , N − 1 is a sample of the autoregressive sequence x and
w[n] is a sample of a normal random variable N (0, 1), forming the sequence w.
The vector a is given by
a = [1

− 2.7607

3.8106

− 2.6535

0.9238]T .

(2.171)

A vector x with 32,768 (32k) samples was generated according to (2.170) and
the result was stored in a .DAT file. This file is read by VisSim/Comm and the
computation of the power spectral density is then performed.
The theoretical power spectral density of the AR(4) sequence, in dBm/Hz and
considering a 1Ω load resistance is given by

S X ( f ) = 10 log






4

ak e

−2



− j2π f k 

k=0

0.001

(2.172)

This PSD was converted into a .DAT file and also exported to VisSim/Comm, so
that it is be possible to compare the theoretical and the estimated PSDs, which are
shown in Fig. 2.25. The estimated periodograms were obtained from a 1k-point FFT
using two different window types. The interpretation of the results will be provided
throughout the analysis of this experiment.

Fig. 2.25 Theoretical and estimated PSDs of the AR(4) signal

The use of the AR(4) signal was motivated due to the fact that it has a high
dynamic range and is extensively used for testing PSD estimation techniques [21].
As already mentioned in Chap. 1, the use of the scale in dBm/Hz is motivated by
the fact that lower values of the PSD are emphasized to permit measurements. In a
linear scale these lower levels perhaps would not be measurable.
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Open the simulation file indicated in the header. Note that the sample-function
of the AR(4) process is applied to a VisSim/Comm block that estimates the PSD.
The result is plotted in dBm/Hz, along with the theoretical PSD given by (2.172). A
time plot and an histogram plot are also provided so that you can better analyze the
waveform corresponding to the AR(4) signal.
Using the default simulation settings, run the simulation and observe the time
plot. Magnify the waveform for a better view. Note that the AR(4) signal seems to
be, and in fact is, a filtered white Gaussian process. The histogram plot can confirm
this. As a consequence, the theoretical PSD is determined only by the discrete-time
filter coefficients {ak }, since the PSD of a white noise is constant.
Now observe the estimated PSD and compare it to the theoretical one. Note
that there is a strong bias for higher frequencies, a typical characteristic of the
periodogram that manifests more visibly when the signal has a high dynamic
range.
Open the dialog box of the power spectral density analyzer. Note that it is using a
relatively short FFT size (1k) and that it is using a smoothing with 32 FFT averages.
Note also that the window of a rectangular type is being used. Reduce the number of
FFT averages to 1 and rerun the simulation. Note that the variance of the estimated
PSD has been increased. This shows to us that the smoothing process is a means for
reducing the variance of the periodogram.
Now increase the FFT size to 16k and set the number of FFT averages to 2.
Remember that whenever you change the FFT size in the PSD analyzer block, you
must set the same value for the theoretical PSD (Spectral Mask block). Run the
simulation and note that this increased FFT size has increased the frequency resolution of the PSD estimation. Note also that the bias has been slightly reduced. This
situation is an example of the increased resolution and reduced bias caused when
the FFT size is increased. However, note that the variance of the PSD is not affected
by the window size [18, p. 622].
If desired, it is possible to save the data corresponding to the PSD plots so that
you can use a mathematical tool to compute the variance of the estimated PSDs.
Now, reset the diagram to the default parameters. Run the simulation and observe
again the estimated PSD and the bias previously verified. Open the dialog box of the
spectral analyzer and change the window type to Hanning. Run the simulation and
note that the bias has been reduced. This situation shows to us that it is possible to
overcome the bias problem, at least by a small amount, using a different windowing.
Nevertheless, care must be taken when using windows other than the rectangular,
since the gradual decaying of a non-rectangular window is normally accompanied
by a smearing of the peaks in the estimated PSD.
As an exercise, do some research in order to better understand the various
types of window and their main characteristics. Any good book on discrete-time
signal processing or digital signal processing (DSP) will probably discuss the
subject.
There are many other situations that can be simulated with this experiment.
Create and investigate for yourself some new situations and configurations of the
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simulation parameters and try to reach your own conclusions. Additionally, try to
reproduce the results presented in Fig. 2.25.

2.6.3 The PSD of Baseband Digital Communication Signals
In this subsection we address a general expression for the power spectral density of
any baseband digital signals that can be represented in the form
x(t) =

∞


ai p(t − i T ),

(2.173)

i=−∞

where {ai } is a sequence with M amplitudes, each of them representing log2 M bits,
p(t) is a unit-amplitude pulse-shaping function and T is the pulse duration. We call
1/T the signaling rate or symbol rate (or yet baud rate), which is measured in
symbols per second or bauds.
The waveform represented by (2.173) is a form of baseband signaling usually
referred to as M-ary Pulse Amplitude Modulation (M-PAM). It is one of the baseband transmission forms that will be covered in detail in Chap. 4, in the more specific context of digital transmission. Additionally, it is associated to the equivalent
low-pass representation of several digital modulated signals. Then, determining its
PSD is indeed of major importance.
Here we omit some intermediate mathematical deductions and proofs and give
special attention to the interpretation and use of the main final results. For a detailed
analysis, see for example [6, p. 415; 41, Chap. 2 and Appendix A].
Since the PSD of a signal depends on its autocorrelation function, the correlation
between pulses in the sequence {ai } will affect the result. Furthermore, the mean of
the sequence {ai } will affect the PSD, since a non-zero mean causes the appearance
of discrete components in the frequency spectrum. Additionally, the pulse-shape
function p(t) will also play its role in the final spectral shape.
What we shall do in the sequel is to analyze the continuous and discrete parts
of the power spectral density of x(t) as a function of the correlation, mean and
pulse-shaping properties of the signal. We assume that x(t) is a sample-function of
an ergodic random process X (t). This assumption is reasonable for many communication signals, especially if they are not modulated onto a carrier or, if modulated,
they are operated through their complex envelope representation [14].
We start by defining the discrete autocorrelation function of the sequence {ai }:
R A (k) = E[ai ai+k ].

(2.174)

Since the sequence {ai } can have any mean μ A and variance σ A 2 , we define the
normalized zero-mean and unit-variance sequence
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âi =

ai − μ A
.
σA

(2.175)

As a consequence, we have a normalized discrete autocorrelation function
R̂ A (k) = E[âi âi+k ] =

R A (k) − μ2A
.
σ A2

(2.176)

This autocorrelation can be estimated through the discrete-time average
n−1
1
R̂ A (k) ∼
â j â( j+k)mod n .
=
n j=0

(2.177)

In (2.177) the modulo-n operation can be avoided if the number of points in the
sequence {âi } is at least N = 2n − 1. Moreover, for a good estimation n must
be as large as possible. In fact (2.177) corresponds to the exact computation of
the autocorrelation function for any periodic sequence (pseudo-random sequences,
for example). Furthermore, for large values of n, the circular-shift caused by the
modulo-n operation does not cause large estimation errors for small values of the
lag k.
Now let us define a spectral weighting function Ŝ A ( f ), given by the Fourier transform of the normalized continuous-time autocorrelation function of the sequence
{âi }, which can be written in terms of the discrete-time autocorrelation function, as
shown by:

Ŝ A ( f ) =

−∞


=
=
=

∞

R̂ A (τ )e− j2π f τ dτ

∞

∞


−∞ k=−∞
∞


R̂ A (k)δ(τ − kT )e− j2π f τ dτ


R̂ A (k)

k=−∞
∞


R̂ A (k)e

∞
−∞

δ(τ − kT )e− j2π f τ dτ

− j2π f kT

(2.178)
.

k=−∞

This spectral weighting function is associated to the continuous part of the spectrum of x(t), since it depends on the autocorrelation function of the zero-mean and
unit-variance sequence {âi }.
Then, for the general case where it is possible that the sequence {ai } in (2.173)
exhibits correlation between pulses and have a non-zero mean, the power spectral
density of the signal x(t) defined in (2.173) is given by [6, p. 418; 41, p. 577]

2.6

The Power Spectral Density Revisited

161


∞   2 
%μ & 

i 
|P( f )|2 2
i
A

P
.
SX ( f ) =
δ f −
σ A Ŝ A ( f ) +
T
T i=−∞ 
T 
T

(2.179)

Note that the second term in the right-hand side of (2.179) is the discrete part of
the spectrum. For a non-zero mean of the sequence {ai } in (2.173), this term will
correspond to discrete components in harmonics of the signaling rate 1/T . It will
vanish if the sequence {ai } has zero-mean, that is μ A = 0.
The first term in the right-hand side of (2.179) is influenced by the pulse-shaping
function p(t) and by the correlation properties of the sequence {ai }. Note that for
uncorrelated pulses, the normalized autocorrelation function in (2.176) will be given
by a unity impulse at k = 0. With this result in (2.178) we shall have a unitary
weighting function S A ( f ) and the power spectral density will be determined only
by the pulse-shaping function p(t) and the variance σ A 2 of the sequence {ai }.
Example 2.5 – Let us apply expression (2.179) to the analysis of the PSD of the
random binary wave with uncorrelated, rectangular and equally-likely pulses {ai } ∈
±A = ±1 already considered in Example 2.4.
Since the pulses are equally-likely, μ A = 0. The variance σ A 2 is given by E[(ai −
μ A )2 ] = E[ai 2 ] = A2 = 1.
Additionally, since the pulses are uncorrelated, the spectral weighting function
S A ( f ) = 1. Then, with these results in (2.179) we obtain
SX ( f ) =

|P( f )|2
.
T

(2.180)

Since p(t) is a rectangular pulse of unit amplitude and duration T we can apply
the already known Fourier transform, yielding
SX ( f ) =

T 2 sinc2 ( f T )
= T sinc2 ( f T ).
T

(2.181)

This is indeed the same result obtained in (2.161) and (2.164), demonstrating
that the power spectral density of a zero-mean random sequence of uncorrelated
pulses can be obtained by dividing the energy spectral density of the pulse-shaping
function by the pulse duration T and multiplying the result by the variance (in this
case equal to the mean square value) of the sequence {ai }, that is,
SX ( f ) =

|P( f )|2 2
σA.
T

(2.182)

Comparing (2.182) with (2.163), observe that (2.163) applies only to binary
antipodal signals with pulses ±g(t) and is a particular case of (2.182) if we use
G( f ) = P( f )σ A , that is, g(t) = p(t)σ A . Nevertheless, (2.182) is applicable to any
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zero-mean random sequence of uncorrelated multilevel pulses, as long as the shape
of the pulses, p(t), is the same.

In [28, p. 530] and [37] the spectral characteristics of digital signals are analyzed
from the perspective of Markov chains. With this approach, signals are represented
by a set of states that happen with specified probabilities and with specified transition probabilities between states. This analysis is particularly useful for determining
the power spectral density of signals with memory, that is, signals in which the
correlation between one or more successive pulses are intrinsic to the signal generation. Examples of such signals are some line codes that will be considered at the
beginning of Chap. 4.

2.7 The Bandwidth of Communication Signals
The information provided by the power spectral density of a random process or a
deterministic signal can be complemented if we associate to it some measure of the
frequency range in which a given portion of the signal power is concentrated on.
This measure is usually referred to as the bandwidth of the signal.
There are several definitions for bandwidth and they differ basically in the way
that the portion of the signal power is defined. Usual bandwidth measurements are
the absolute bandwidth, the −3 d B or half-power bandwidth, the equivalent noise
bandwidth, the root mean square (rms) bandwidth and the null-to-null or main lobe
bandwidth. Bandwidth requirements are also commonly defined in terms of a spectral mask, which establishes limits for PSD levels. This bandwidth measurement
is commonly used by regulatory agencies to impose limits to the radiated power
spectrum of communication systems.
In what follows we shall briefly discuss each of these bandwidth definitions.

2.7.1 Absolute Bandwidth
The absolute bandwidth is a measure of the frequency range in which the PSD
of a signal is non-zero. The binary random wave considered in Example 2.4 is an
example of infinite absolute bandwidth.
Care must be taken when considering the absolute bandwidth of signals defined
according to (2.173). As we saw, the PSD of such signal is determined by (2.179),
where P( f ) is the Fourier transform of the shaping-pulse p(t). As long as p(t) is
confined in some interval, no matter how long, P( f ) will have infinite bandwidth
and, as a consequence, S X ( f ) will also have infinite bandwidth. From another point
of view, any confined spectrum P( f ) is associated to an unlimited-time pulse p(t).
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2.7.2 −3 dB (or Half Power) Bandwidth
As the name indicates, the −3 dB bandwidth is the range of frequencies comprised
between the frequency values in which the PSD of a signal falls 3 dB related to its
peak. If the PSD has multiple occurrences of −3 dB points, we can consider the
bandwidth of the −3 dB frequency values that are mostly far apart.

2.7.3 Equivalent Noise Bandwidth
At the end of Chap. 1 we defined the equivalent noise bandwidth B as the bandwidth
of an ideal filter that produces the same noise power as the filter representing a
given system’s response, when a white noise is applied to both. Translating this
definition to the context of power spectral density, we can define the equivalent
noise bandwidth as the bandwidth of a brick-wall-shaped PSD that has the same
area of the PSD of a given process X (t). Making use of the results in Chap. 1, we
then have
∞
 ∞
S X ( f )d f
.
(2.183)
S X ( f )d f = S X (0)2B ⇒ B = 0
2
S X (0)
0

2.7.4 Root Mean Square (rms) Bandwidth
The concept behind the rms bandwidth comes from the notion of the standard deviation as a measure of the dispersion of a probability density function.
If the PSD is integrable, we can define a normalized PSD such that the resultant
area is made equal to 1. From this PDF-like power spectral density we can compute
the square root of the second moment and associate the result to a measure of the
dispersion of the SPD. Mathematically, for a baseband real signal we have
5
6
6
B=7

'

∞

f2

−∞

SX ( f )
∞
−∞ S X (u)du

(
df.

(2.184)

For a passband signal we can apply the same reasoning. First we define the mean
frequency μ F as


'

∞

μF =

f
0

SX ( f )
∞
0 S X (u)du

(
d f.

(2.185)

Then we ignore the negative part of S X ( f ) and translate the positive part to
f = 0. As a result we have a baseband PSD SY ( f ). Finally we apply (2.184), which
is multiplied by 2 to reflect the double deviation about the mean in the passband
spectrum. Mathematically we have:
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SY ( f − μ F ) = S X ( f )u( f ),
SY ( f ) = S X ( f + μ F )u( f + μ F ) and
5
(
'
6 ∞
6
SY ( f )
7
2
∞
B=2
df,
f
−∞
−∞ SY (u)du

(2.186)

where u( f ) is the unit-step function in the frequency domain. Note that if the positive part of S X ( f ) is symmetric about the carrier frequency f c , the mean frequency
will (as it should) be equal to the carrier frequency.
Instead of working with SY ( f ) we can determine the rms bandwidth using
5
6
6
B = 27

∞

'
( f − μ F )2

0

SX ( f )
∞
0 S X (u)du

(
df.

(2.187)

2.7.5 Null-to-Null or Main Lobe Bandwidth
The null-to-null or main lobe bandwidth is a usual measure of the frequency range
occupied by a signal whose power spectral density is of the form, or at least is
similar in shape to a “sinc” function.
As an example, refer to the PSD in Fig. 2.24. Note that the null-to-null bandwidth
is located from 20 to 30 Hz. This is indeed the portion of the signal that concentrates
most of the signal power, typically more than 90%. For example, the proportion of
the signal power in the main lobe of SY ( f ) in (2.162) is


8

30

∞

SY ( f )d f
20

SY ( f )d f ∼
= 0.903.

(2.188)

0

For a baseband signal, the null-to-null bandwidth lose a little bit its meaning,
since the negative half part of the main lobe does not exist. In this case the term
“main lobe” or “first null” bandwidth is more adequate, as it measures the frequency
band from 0 to the first spectral null.
The power concentration is also valid for the baseband spectrum, as shown below
for the PSD S X ( f ) in (2.161):


8

1/T

S X ( f )d f
0

∞

S X ( f )d f ∼
= 0.903.

(2.189)

0

It is worth mentioning that the term “null” not necessarily refers to a zero value of
the PSD. The term also applies to situations where deep notches exist in the spectral
content of a signal.
Summarizing the above discussion, Fig. 2.26 shows the bandwidth definitions
presented so far, considering a passband signal as a case study. The representation of the equivalent noise and the rms bandwidths with smaller values than the
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Fig. 2.26 Several bandwidth definitions

null-to-null bandwidth is only illustrative, their exact values depending of the specific signal under analysis.

2.7.6 Spectral Mask
The spectral mask is not a measure of bandwidth, at least in the sense of the
other measures described so far. Instead, it establishes upper (and sometimes lower)
bounds on the spectral characteristics of a signal. The spectral mask is commonly
used by regulatory agencies to impose limits on the radiated power of wireless communication systems.
In Fig. 2.27 the concept of the spectral mask is illustrated. The mask consists
of a set of lines that establish the limits for the spectrum of a transmitted signal.
Although these limits can be specified in several ways, a normal unit is the “dBc”,
which means that they are measured in dB relative to the signal power at the carrier
frequency. By using this unit of measurement, transmitters with different average
powers can be assessed by using the same spectral mask.
The spectral mask is also used to establish lower and upper bounds simultaneously. In this case the spectral characteristics of the signal or system under analysis

Fig. 2.27 The concept of spectral mask
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must fit in-between the imposed limits. This type of spectral mask is particularly
useful to set limits in the spectral characteristics of filters.
Just as a complement, a mask can also be defined in the time-domain, having
typically lower and upper limits. This type of mask is normally used to set limits in
pulse shapes and the like.

2.8 Summary and Further Reading
In this chapter we have presented the main concepts related to communication signals and systems. We have defined some common signals and studied their properties. In the sequel we addressed the time and frequency representation of such
signals through the Fourier analysis. The sampling theory was then discussed and
linear systems were put into focus, with emphasis in the class of linear, timeinvariant (LTI) systems. The complex representation of signals and systems were
also considered and the chapter ended with an analysis of the power spectral density
and the bandwidth of signals, complementing the corresponding study started in
Chap. 1.
The literature is vast in the topics covered in this chapter. However, some classical
books and other non-classical but invaluable ones can be highlighted:
• Signals and linear systems, sampling theory and Fourier analysis are treated in
detail by H. P. Hsu [13], A. V. Oppenheim, A. S. Willsky and S. H. Nawab [24],
S. Haykin and B. V. Veen [11] and B. Girod, R. Rabenstein and A. Stenger [7].
• The discrete-time signal processing area is well covered in the classic book by
A. V. Oppenheim and R. W. Schaffer [23] and in the book by V. K. Madisetti and
D. B. Williams (editors) in [20].
• In what concerns the power spectral estimation, a deep mathematical treatment is
given by R. M. Howard in [12], and an applied material is presented in Chap. 5 of
the book by D. G. Manolakis, V. K. Ingle and S. M. Kogon [21]. For a condensed
material on several aspects of PSD estimation, see Chap. 12 of the book by J. G.
Proakis and D. G. Manolakis [27]. A more complete covering of the subject is
given by P. Stoica and R. L. Moses in [36]. In the book by J. G. Proakis and M.
Salehi [28, p. 530] and in the report by R. C. Titsworth and L. R. Welch [37],
the spectral characteristics of digital signals are analyzed from the perspective
of Markov chains. This analysis is particularly useful for determining the power
spectral density of signals with memory.
• For a broad discussion on digital filtering, see the works by V. K. Madisetti and
D. B. Williams (editors) [20], C. B. Rorabaugh [32] and B. A. Shenoi [33].

2.9 Additional Problems
Several simulation-oriented problems were already proposed in the body of the
simulation work plans throughout the chapter. Most of the following additional
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propositions are also based on simulation or are research-oriented, requiring some
sort of additional reading. A number of exercises involving conventional calculations can be found in the references cited throughout the chapter.

1. Determine the Fourier transform of the following signals:

x1 (t) =


$
#
/2)2
, 0≤t ≤T
K exp − (t−T
2
T /8π
0,

otherwise
πt
T

, 0≤t ≤T
otherwise


sin(π t/T ) cos(π αt/T )
x3 (t) =
π t/T
1 − (2αt/T )2



2B 2 π 2 t 2
2B 2 π
exp −
.
x4 (t) =
ln 2
ln 2
x2 (t) =

sin
0,

2. Determine the power spectral density of a 4-PAM signal with independent pulses
with rectangular shape, duration T and amplitudes ±A and ±3A volts.
3. Find the specifications of the compact disc digital audio technology in what concerns sampling and quantization and determine the signal-to-quantization noise
ratio that can be achieved. Repeat the process considering the Blu-ray disk technology.
4. Do some research and find applications of the moving-average filter in the context of wireless channel characterization. Hint: seek for topics related to the
analysis of short-term and long-term propagation characteristics of the channel
during the so-called channel-sounding processes.
5. Revisit Example 2.3 and prepare a dissertation aiming at detailing all steps
involved in the design of a digital filter from its analog counterpart.
6. Do a research on a method for power spectral density estimation different from
the periodogram and describe it in details. If possible, implement the method
using VisSim/Comm or any other software tool.
7. Seek for a reference in which expression (2.179) is derived in detail. Study its
derivation and repeat it including your comments on intermediate derivations or
simplifications. Save your work for a future reference.
8. Do a research on the techniques used in modern digital spectrum analyzers to
estimate the frequency content of signals.
9. Study one of the techniques for implementing a 1-bit analog-to-digital converter
and implement it using VisSim/Comm. Perform an analysis of the quantization
error produced by the technique you have chosen e write down your conclusions,
preferably comparing the results with those obtained with a conventional analogto-digital conversion.
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Chapter 3

Communication Channels

When a communication system has to be designed, the first main questions that
must be answered are: (1) what is the channel through which the transmitted signal
will flow? (2) how this channel can be mathematically modeled? In this chapter we
address the main characteristics of some communication channels and their mathematical models. When dealing with models, we put emphasis on the fundamentals
on some general classes of physical channels, not on the details of specific reference
models typically available in recommendations and standards. With these fundamentals, the reader will be able to understand specific models and their simulation
aspects, so that these concepts can be used in the research, design and performance
assessment of a communication system. A vast number of references are inserted
throughout the text to help the readers find additional information or even for a
deeper or more complete treatment on some specific channel.

3.1 Definitions
Before starting the study about communications channels, we shall give some definitions aiming at contextualizing the subject and establishing a common nomenclature
that will be used throughout the chapter.

3.1.1 Communication Channel
A communication channel can be generally defined as the path that connects a
source to a destination permitting the transmission of information between them.
In communication systems, the single word channel and the term communication
channel can be used interchangeably. These terms are also used in telecommunications to describe a portion of frequency, time or other system resource used to
channelize the information, physically or virtually.
A channel can be defined in different ways, depending on which part of the system it refers. Figure 3.1 shows a block diagram of a typical communication system
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and some definitions for a channel. These definitions can be better understood after
the function of each block is described, as follows:
• The information source generates the analog or digital signal that is intended to
be transmitted.
• The source coding encompasses the digitalization of the information signal, if it
is analog, and the source encoding. Source encoding is responsible for reducing
the inherent redundancy in the information so that it can be represented with a
bit rate as lower as possible. The digitalization process was already analyzed in
Chap. 2, in the topic dedicated to the sampling theory. Source coding will be
briefly discussed in Chap. 8, in the context of information theory.
• The channel encoder inserts a controlled redundancy in the data stream so that the
receiver can detect and correct bit errors. Channel coding will also be addressed
in Chap. 8.
• The mapping block is responsible for representing a group of bits into a sequence
of values normally associated to the low-pass equivalent representation of the
modulated signal. The fundamentals about this representation were studied in
Chap. 2. The complement of this theory will be addressed in Chap. 5, in the
context of signal-space analysis.
• The modulator is, generally speaking, the block responsible for adapting the signal to the physical communication medium. In other words, it imposes to the
signal certain characteristics that will be more adequate to the transmission over a
given physical channel. This block will be investigated deeply and from different
perspectives throughout the book, mainly in Chaps. 4, 6 and 7.

Fig. 3.1 A typical communication system and some definitions for the channel

• The physical medium, as the name suggests, is the part of the system through
which the information will flow. It separates the transmitter from the receiver and
can be the air, the vacuum, a pair of copper wires, a coaxial cable, an optical
fiber and so on. The physical characteristics of this medium govern most of the
characteristics and needs of the transmission system. It is from the physical char-
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acteristics of this medium that mathematical channel models are built to permit
the design and assessment of the system. The physical medium and its mathematical model will be the main topic covered in this chapter.
The detection block is responsible for extracting the so-called decision variables
from the received signal. For now it suffices to know that these decision variables
can be interpreted as “cleared” versions of the received signal from which the
subsequent decisions upon the transmitted data bits will be made.
The decision and de-mapping block converts the decision variables into estimated
bits or other appropriate values that will be processed by the channel decoder
block, so that some bit errors can be detected and corrected. The output bits
of the channel decoder are then processed by the source decoder, where source
decoding and digital-to-analog conversion (if needed) is performed. The resultant
estimated data bits are delivered to the destination or information sink.
Now we are able to understand the different definitions of the communication
channels shown in Fig. 3.1.
The waveform channel, as the name indicates, is the channel where the transmitted waveforms are present. It is sometimes referred to as a continuous channel.
It can represent the physical medium and can also include some components of
the system, like antennas and other transducers and couplers. In Fig. 3.1 we can
notice that there are several inputs and outputs connecting the physical medium to
the transmitter and receiver, respectively. This aims at considering a very important channel model, named multiple-input, multiple-output (MIMO), which is
representative of many wireless and optical space-time channels.
The vector channel is a simplified model created from a complete mathematical analysis of the interaction among the modulator, the physical medium, the
demodulator and the transducers and other signal processing realized by the
corresponding parts of the transmitter and receiver. In other words, the vector
channel is a model that represents all functions performed between the mapping
and the decision, so that no waveform, modulation or signal processing need
to be implemented to simulate the system behavior. The vector channel is one
of the most powerful channel models from the perspective of speeding-up the
simulation of communication systems.
The channel considered between the channel encoder output to the channel
decoder input is a discrete channel, since at these points we already have bits
being processed. To simulate this channel we need to know not only the exact
probability of a bit error caused by all the elements between the channel encoder
and the channel decoder, but also the statistical distribution of the errors to reflect
the physical channel behavior. Moreover, since this discrete channel does not
take into account the influence of the error correction performed by the channel
encoding and decoding processes, it can be used to assess the uncoded system
performance. One of the simplest discrete channel models is the binary symmetric channel (BSC) considered in Example 1.2 of Chap. 1.
The channel considered between the channel encoder input to the channel decoder
output is also a discrete channel. To simulate this channel we need to know all
the information used to simulate the previous discrete channel, plus the exact
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behavior of the channel encoding and decoding processes. Since this discrete
channel does take into account the influence of the error correction performed by
the channel encoding and decoding processes, it can be used to assess the coded
system performance.

3.1.2 Channel Modeling
In order to represent the behavior of a physical medium so that the communication system can be properly designed and, later, simulated to assess its performance, an adequate mathematical model1 of the channel must be constructed. The
mathematical model is then used for modeling2 the channel behavior analytically
or by simulation. Then we can state that channel modeling is an essential part of a
communication system design. In fact, it seems to be one of the first steps of this
process. Unfortunately, when constructing a channel model we must trade complexity and precision. This is to say that sometimes we must accept some imprecision in
the model so that it can be mathematically tractable or implementable in computer
or hardware simulations.
A channel model is never decoupled from assumptions. A certain physical channel can have different mathematical models, depending on the assumptions made.
These assumptions, in turn, depend on the application at hand and on the degree
of simplifications that can be achieved in order to have a reliable, mathematically
tractable and feasible model as a result.

3.1.3 Channel Sounding
Several important channel models available in the literature were constructed based
on real data collected in experimental campaigns. This process of data collection is
called channel sounding.3

1

A mathematical model is “1. The general characterization of a process, object, or concept in terms
of mathematics that enables the relatively simple manipulation of variables to be accomplished in
order to determine how the process or concept would behave in different situations. 2. A mathematical representation that simulates the behavior of a process, device, or concept. 3. A mathematical
equation that can be used to numerically compute a system’s response to a particular input” [30].
2

Modeling is “the act of describing the effect of the (radio) channel on the transmitted signal in a
form suitable for mathematical analysis, computer simulation or hardware simulation. A channel
model is a collection of channel characteristics essential to the performance of the communication
system under study, organized in such away that the basic performance trade-offs of the system
can be analyzed or simulated without having to construct prototypes or carry out field tests” [48].
3 Channel sounding is “the act of recording from a real, physical channel a selected set of characteristics describing the channel. This involves transmitting a known signal to the channel under study,
and at the receiver processing the received signal to extract the required information, typically the
impulse response or the transfer function of the channel” [48].
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3.1.4 Empirical, Deterministic and Stochastic Channel Models
Channel models can be characterized as empirical, deterministic or stochastic.
These models are briefly described below:
• Empirical channel models are those constructed from observation and measurements of the channel parameters through channel sounding techniques. Although
these models can be very precise, depending on the precision and amount of
measured parameters, they can suffer from variations in the conditions adopted
for the measurements from one channel to another, mainly due to the channel
variations themselves.
• Deterministic channel models make use of a complete physical characterization
of a given channel to determine the input-output relation through a (hopefully)
precise mathematical expression.
• Stochastic or statistical channel models consider the channel behavior as a series
of random phenomena that are modeled by random variables. As a consequence,
the input-output relationship is determined in statistical terms.
The models described above can also be combined and, in fact, we often find
channels that are better described by a combination of empirical, deterministic and
stochastic behaviors.

3.2 AWGN Channel Model
The simplest and omnipresent channel is the additive white Gaussian noise (AWGN)
channel. Its continuous model is represented in Fig. 3.2, where s(t) is the transmitted
signal waveform and x(t) is the received signal waveform.

Fig. 3.2 Communication system model considering the AWGN and another channel model

The white Gaussian noise w(t) was already considered in Chap. 1, when discussing random processes (see Sect. 1.14.4). We saw that w(t) is often called thermal
noise, since it is generated in communication systems by the random movement of
the electrons inside an electrical conductor due to thermal influence.
The AWGN channel is said to be memoryless, which means that its influence in
a given transmitted symbol is independent of its influence on past symbols.
Since thermal noise is always present in any communication system, except if
it would be possible to reach the absolute zero temperature of 0 Kelvin (K), which
is equivalent to −273.15 Celsius (◦ C), a given communication system model must
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consider at least the presence of the AWGN channel. However, most of the real
physical channels cause other effects on the signal in addition to thermal noise. As
a consequence, these effects must be added to the effect of the AWGN channel, as
illustrated in Fig. 3.2 by the block “another channel model”.
The theoretical model for the white noise w(t) states that it has a flat bilateral
power spectral density (PSD), that is,
SW ( f ) =

N0
W/Hz, −∞ ≤ f ≤ ∞,
2

(3.1)

where N0 = kTe is the noise PSD produced by the front-end of a communication receiver circuit submitted to the equivalent noise temperature Te , in Kelvin and
where k = 1.38047 × 10−27 joule/Kelvin (J/K) is the Boltzmann constant.
Although thermal noise is generated inside the receiver, without loss of generality
we normally consider w(t) added to the signal at the input of a noiseless version of
the receiver, as also illustrated in Fig. 3.2.
For more information on the thermal noise and on the white Gaussian noise theoretical model, refer to Sect. 1.14.5 of Chap. 1.

3.2.1 Vector AWGN Channel
The continuous version of the AWGN channel model shown in Fig. 3.2 has a direct
correspondence with the real physical channel and, as such, demands the use of
waveforms if it must be implemented in a computer4 for simulation purposes. By
using a reliable model, this will probably produce reliable results, at the expense of
an increased simulation time due to the fact that the generation and processing of
the waveforms can represent a high computational burden.
A complete study of the vector AWGN channel demands the use of the signalspace theory, a concept that will be covered in Chap. 5. For now it suffices to know
that the vector AWGN channel model substitutes the waveforms s(t), w(t) and x(t)
by their equivalent discrete-time vectors. We shall give here only a condensed idea
behind the signal-space theory [49, p. 1][50, p. 30], just enough for the initial understanding of the vector AWGN channel model. For further details, refer to Chap. 5.
In the AWGN-only continuous channel model we do not consider the block
“another channel model” in Fig. 3.2. Then we have
x(t) = s(t) + w(t).

(3.2)

The signal s(t) is a sequence of waveforms chosen from the set {si (t)},
i = 1, 2, . . . , M, where M is the number of symbols of the transmission technique.
A symbol is a waveform of duration T = Tb log2 M that represents k = log2 M
4

It is worth remembering that the computer generation and processing of waveforms is in fact
a discrete-time processing of discrete-time signals and systems that are the counterparts of their
continuous-time versions.
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bits, each of duration Tb . Then, for example, in a quaternary transmission we have
M = 4, which means that when a waveform from the set {s1 (t), s2 (t), s3 (t), s4 (t)}
is sent through the channel, it carries or represents 2 data bits.
Let us define the orthogonal and unit-energy functions {φ j (t)}, j = 1, 2, . . . , N .
These functions are called orthonormal functions that satisfy


T


φk (t)φ j (t) =

0

1,
0,

k= j
.
k = j

(3.3)

The signal-space theory states that each of the M waveforms in the set {si (t)}
can be synthesized by a linear combination of the N orthogonal functions {φ j (t)},
according to
si (t) =

N


si j φ j (t),

(3.4)

j=1

where the coefficients {si j } can be interpreted as the coordinates of the so-called
signal-vectors {si }. These coefficients are given by


T

si j =

si (t)φ j (t)dt.

(3.5)

0

The signal-vectors {si } can be represented as points in an N -dimensional Euclidian space and this representation is called signal-space or simply constellation of the
signal.
Now let us apply (3.5) to the noise w(t) and the received signal x(t), forming the
noise-vector and the received signal-vector coefficients, according to


T

wj =

w(t)φ j (t)dt and


0

(3.6)

T

xj =

x(t)φ j (t)dt.
0

As we shall see in Chap. 5, the values of {w j } are in fact the noise components
that corrupts the decision variables {x j } at the output of the detection block shown
in Fig. 3.1, and that {si j } are the values that appear at the output of the mapping
block. An important conclusion that arises from this fact is that we do not need to
explicitly implement all the subsystems and waveforms between the output of the
mapping block and the output of the detection block shown in Fig. 3.1. It suffices to
generate each signal-vector si according to the bits that are to be transmitted, then
generate the vector w that represents the AWGN noise and sum-up both to get the
decision variables in the vector x, that is,
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⎡
⎤
⎤
⎤
⎡
w1
x1
si1
⎢ .. ⎥
⎢ .. ⎥
⎢ .. ⎥
⎢ . ⎥
⎢ . ⎥
⎢ . ⎥
⎢
⎥
⎥
⎢ ⎥
⎢
⎢
⎥
⎥
⎥
⎢
x
w
,
w
=
,
s
x = si +w, where x = ⎢
=
⎢ j ⎥ i ⎢ si j ⎥ , i = 1, 2, . . . , M.
⎢ j⎥
⎢ . ⎥
⎢ . ⎥
⎢ . ⎥
⎣ .. ⎦
⎣ .. ⎦
⎣ .. ⎦
xN
wN
Si N
(3.7)
The vector w is formed by N zero-mean independent Gaussian random variables, each with variance N0 /2. The model described by (3.7) is the so-called vector
AWGN channel model.
⎡

Simulation 3.1 – Waveform and Vector Channel Simulation
File #1 – CD drive:\Simulations\Channels\Real simulation.vsm
Default simulation settings: Frequency = 7,200 Hz; End = 833
seconds. Channel SNR: 5 dB.
File #2 – CD drive:\Simulations\Channels\Vector simulation.
vsm
Default simulation settings: Frequency = 1 Hz; End = 1,000,000
seconds. Channel SNR: 5 dB.

In Simulation 2.6, Chap. 2, we have analyzed the basic differences between the
simulations of a communication system using real signals and using the complex
representation of such signals. By that time we were able to conclude that the complex representation approach saves computational resources and, as a result, yields
a smaller simulation time.
This experiment comprises two files: “Real simulation.vsm” (file #1) is the
same file used in Simulation 2.6. It simulates a digital modulator and demodulator
(modem) implemented using signal waveforms and a waveform AWGN channel
model. Comparing its structure with the block diagram shown in Fig. 3.1 we see
that the information data bits go direct to the mapping block that converts {0, 1}
into {−1, +1}. Bit decisions go direct to the BER estimation block. Thus, this
modem is not simulating any source or channel encoding and decoding process.
The file “Vector simulation.vsm” (file #2) simulates a digital modem using the
vector AWGN channel model, thus having no waveforms in it.
We still may not be able to understand deeply the structure of a digital modem.
Then, we focus our attention to the basic aspects sufficient to show the application
of the vector AWGN channel model in a communication system simulation.
Both modems in this experiment are using one of the simplest digital modulations: the BPSK (binary phase-shift keying). In the case of file #1, the transmitted
symbols are generated according to
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s1 (t) =



E b φ1 (t), for a bit 1 and

s2 (t) = − E b φ1 (t), for a bit 0,

(3.8)

where E b is the average energy per bit and φ1 (t) is the single unit-energy basefunction. This base-function corresponds to the carrier signal and is given by

φ1 (t) =

0

2
Tb

cos(2π f c t), 0 ≤ t ≤ Tb

(3.9)

otherwise.

Note that a bit “1” generates a transmitted pulse with frequency f c and zero
phase and a bit “0” generates a transmitted pulse with frequency f c and phase π ,
characterizing the operation of a BPSK modulation.
We have chosen E b = 1, a bit rate Rb = 1/Tb = 1, 200 bits per second and a
carrier frequency f c = 1, 800 Hz. We are using a simulation frequency of 7,200 Hz
to produce 4 samples per carrier period and to permit at least some rough view of
the waveforms involved. The communication channel is an additive white Gaussian
noise (AWGN) waveform channel with adjustable SNR per bit, E b /N0 , where N0 is
the unilateral noise power spectral density.
The simulation using the vector AWGN channel (file #2) can be executed at
1 bps and, thus, save computational resources. This can be done because it is a pure
discrete-time simulation and the time interval between samples is not of concern.
The vector AWGN channel also has an adjustable SNR per bit, which is done by
adjusting the variance of the noise vector components.
From (3.7) the vector AWGN channel model for this simulation is given by
x = si + w ⇒ [x1 ] = si + [w1 ], i = 1, 2, where

s1 = [s11 ] = E b = 1 and

s2 = [s21 ] = − E b = −1.

(3.10)

In (3.10) w1 is a zero mean Gaussian distributed random value with variance
computed from the configured SNR per bit according to
SNR =

1
1
N0
Eb
=
.
=
⇒ σW2 =
N0
N0
2
2(SNR)

(3.11)

The understanding of the receiver structures might be beyond our reach at this
moment. Then, for now it suffices to know that both receivers are optimum in the
sense that they minimize the probability of a decision error.
Open the simulation files #1 and #2. Compare their diagrams. Note that, as
opposed to the real representation approach, the vector representation approach
does not use any waveform. Observe the correspondence between the vector AWGN
channel simulation and the model described by (3.7).
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By using the default simulation settings, run the simulation file #1. At the end of
the simulation note that 1,000,000 bits have been transmitted and around 6,000 bits
have been received in error, yielding a bit error rate (BER) of 6 × 10−3 . Run the
simulation again and try to compute the approximate simulation time.
Now run the simulation file #2 and try to compute the simulation time. Maybe
you will not be able to do this, since this simulation is very fast as compared to
the simulation using file #1. Note that the simulation with file #2 also generates
1,000,000 bits and produces around 6,000 bit errors, yielding a BER of 6 × 10−3 .
Both modems are equivalent from the point of view of their performances, but
the vector AWGN channel approach saves computational resources and, as a consequence, is faster than the waveform channel approach.
Vary the SNR in both cases and compare the systems performances. Create and
investigate for yourself some new situations and configurations of the simulation
parameters and try to reach your own conclusions.

3.3 Discrete Memoryless Channels
A discrete memoryless channel (DMC) is said to be discrete because it has a finite
input alphabet X and produces a finite alphabet Y in its output [8]. Furthermore,
it is said to be memoryless because its output in a given instant depends only on its
inputs in that particular instant.
Figure 3.3 illustrates the DMC model. The input symbol X ∈ X is mapped into
the output symbol Y ∈ Y according to a set of transition probabilities given by




P Y = yk |X = x j = p(yk |x j ),



j = 0, 1, . . . , J − 1
k = 0, 1, . . . , K − 1

.

(3.12)

Fig. 3.3 A discrete memoryless channel model

The set of transition probabilities in (3.12) is usually written in terms of a channel
transition matrix P, which is given below in its normal and simplified formats:
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⎡

⎤

p(y0 |x0 ) p(y1 |x0 ) · · · p(y K −1 |x0 )
⎢ p(y0 |x1 ) p(y1 |x1 ) · · · p(y K −1 |x1 ) ⎥
⎢
⎥
P=⎢
⎥
..
..
..
..
⎣
⎦
.
.
.
.
p(y0 |x J −1 ) p(y1 |x J −1 ) · · · p(y K −1 |x J −1 )
⎡
⎤
p00
p10 · · · p(K −1)0
⎢ p01
p11 · · · p(K −1)1 ⎥
⎢
⎥
=⎢ .
⎥.
..
..
..
⎣ ..
⎦
.
.
.

(3.13)

p0(J −1) p1(J −1) · · · p(K −1)(J −1)

3.3.1 The Binary Symmetric Channel Revisited
Among all the DMC size alphabets, the binary symmetric channel (BSC) is of particular interest. This channel has already been considered in Chap. 1, Example 1.2.
Its model is illustrated in Fig. 3.4, where ε = P[Y = 0|X = 1] = P[Y = 1|X = 0]
is referred to as the crossover probability.

Fig. 3.4 The binary symmetric channel model

The channel transition matrix for the BSC channel is given by

P=

p(y0 |x0 )
p(y0 |x1 )

 

p(y1 |x0 )
1−ε ε
=
.
p(y1 |x1 )
ε 1−ε

(3.14)

Simulation 3.2 – Waveform and BSC Channel Simulation
File – CD drive:\Simulations\Channels\BSC channel.vsm
Default simulation settings: Frequency = 7,200 Hz; End = 833 seconds.
Channel SNR: 5 dB.

In this experiment we show how a BSC channel model can substitute several blocks
in a communication system simulation, saving computational resources and, as a
result, speeding-up the simulation.
Open the simulation file indicated in the header and notice that the experiment is
comprised of two parts: the upper one is a BPSK modem that uses a waveform channel model. This modem has already been considered in Simulation 3.1. Comparing
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its structure with the block diagram shown in Fig. 3.1 we see that this modem is not
considering any source or channel encoding and decoding process.
The lower part of the experiment considers a binary symmetric channel (BSC)
that corresponds to the “discrete channel (uncoded)” indication in Fig. 3.1. This
channel model substitutes all blocks between the data bits generation and the BER
estimation present in the upper part. It randomly inserts a bit error in the transmitted
bit stream, with probability ε.
The BSC model is very useful in a simulation in which it is desired to assess
the performance of all the subsystems connected before the “mapping” block at the
transmitter and after the “decision and de-mapping” block at the receiver. For example, different source/channel encoding and decoding strategies could be analyzed by
using the BSC between them. Nevertheless, to use a BSC model the performance of
the subsystems that it substitutes must be known, so that it can be converted into a
crossover probability ε. In the specific case analyzed in this simulation, the theoretical performance of the BPSK modulation over an AWGN channel is well-known
and given by
ε=

√
1
erfc( SNR),
2

(3.15)

where erfc(x) is the complementary error function of the argument. This function is
numerically computed and is defined by (see Appendix A.2) [89]
2
erfc(x) = √
π



∞

e−z dz.
2

(3.16)

x

Then, given a value of the channel SNR per bit, the value of the crossover probability ε is computed and used by the BSC block.
We can conclude that a BSC model can be used as long as we know the theoretical performance of the subsystems that include the “mapping”, the “modulator”,
the “waveform channel”, the “detection” and the “de-mapping and decision” blocks
shown in Fig. 3.1, and maybe other blocks inserted between the “channel encoder”
and the “channel decoder” blocks.
Now, run the simulation and observe the correspondence between the system
performances when a BSC or a waveform channel is used. Vary the SNR as desired
and observe that the performances are still equal to one another.
Reduce the simulation time to 1 second and run the simulation while observing
the “error-event plot”. This plot is intended to show how the BSC block randomly
inserts the bit errors in the data stream. Note that the error counter is showing the
same amount indicated by the “bit error rate” estimation block.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
As an exercise, design a BSC channel by using the following devices: a Gaussian
random variable generator, a pulse-train generator, a multiplier, a comparator and
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the corresponding threshold level generator and an exclusive-or (XOR) gate. A few
additional blocks may be necessary depending on your approach to the solution of
this problem.

3.4 Discrete Channels with Memory
A channel is said to have memory if its output in a given instant depends on the
input in that particular instant and on L − 1 previous inputs, where L is called the
memory of the discrete-time version of the channel.
As we shall see in more detail later on in this chapter, a mobile wireless channel
is a typical example of a channel with memory. To understand the memory effect,
consider the plot given in Fig. 3.5(a). It refers to the instantaneous received signal
strength (RSS) at a mobile terminal of a cellular system. Suppose that whenever the
received signal is below the threshold level indicated in Fig. 3.5(a), bit errors will
occur with high probability. Since the RSS remains below the threshold level for a
certain amount of time, in these intervals bit errors will occur in bursts. These burst
errors are the main characteristic of a channel with memory.
One of the simplest discrete models for a channel with memory can be described
by two states, as illustrated in Fig. 3.5(b). The good (G) state corresponds to a RSS
level above the threshold. In this state errors are introduced by the channel with
probability pG . The bad (B) state corresponds to a RSS level below the threshold
and, in this state, the channel causes errors with probability p B >> pG . Models
starting from this simple example are built on the theory of hidden Markov models,
which is a branch in the theory of Markov chains [52].

Fig. 3.5 Instantaneous RSS at a mobile receiver (a) and its quality indicator signal (b)
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The discrete channel model above is known as the Gilbert-Elliott [23, 27] model.
It is represented by the state diagram shown in Fig. 3.6 and is described by the state
transition matrix


pGG pG B
.
(3.17)
P=
p BG p B B
Given that the model is in the good state G, the probability of remaining in the
good state is pGG . The probability of going to the bad state B is pGB . If the model
is in the bad state, the probability of remaining in the bad state is p BB and the
probability of going from the bad to the good state is p BG .
Further details about discrete channel models with memory are beyond the scope
of this book. For a comprehensive treatment on these models applied to wireless
communication systems, please see [1]. Several models are treated in this reference, including methodologies for estimating the state transition probabilities from
theoretical or estimated error statistics. In [22] the Gilbert-Elliott channel model
is also addressed, along with how to find model parameters to match the error
statistics of real channels. A condensed analysis of discrete channels is presented
in [44, pp. 596–609] and [86, Chap. 15], with emphasis on the simulation aspects
and parameter estimation of the models. An interesting discrete model based on
partitioned Markov chains is suggested in [26]. In [88] a finite-state Markov chain
is proposed and applied to a fading channel model.

Fig. 3.6 The Gilbert-Elliott discrete model for a wireless mobile channel

3.5 Wireline Channels
In this section we direct our attention to some of the wireline channels normally used
in communication systems. Their basic physical characteristics are presented, along
with a discussion on possible mathematical models for these channels. Specifically,
we shall consider the twisted pair, the coaxial cable, the waveguide, the optical fiber
and the low-voltage power-line channel.

3.5.1 Twisted Pair
In a twisted pair, two conductors form the physical medium. The conductors are
normally copper-made, but aluminum and alloys with good conductivity are also
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common. The conductors are wound together to reduce electromagnetic interference
(EMI) from external sources and to reduce crosstalk between neighboring pairs in a
twisted pair cable.
A twisted pair cable can be unshielded (UTP), screened unshielded (S/UTP) or
screened shielded (S/STP). In the UTP cable the protection against interference and
crosstalk is achieved only due to wounding. For an S/UTP cable, extra protection
is guaranteed by a metallic sheet or screening that covers the bundle of twisted
pairs. Besides screening, individual pairs can also be shielded in the case of the
S/STP cable. It is worth mentioning that for the shielding to be effective it must be
grounded.
Figure 3.7 shows the typical aspect of an S/UTP cable where its main parts can be
identified. The mechanical reinforcement was not mentioned before and is responsible for increasing the cable resistance to stretching.

Fig. 3.7 A typical screened unshielded twisted pair (S/UTP) cable. Adapted from [91]

Although the use of twisted pair cables dates from the beginnings of the communication systems, they are still in large use today, mainly in the last mile5 telephone or
data connection between the network and a subscriber, and also in wired local area
networks (LAN), e.g. Ethernet.
Different twisted pair cables are available today for different applications. These
cables are usually grouped into categories, ranging from Category 1, for the simple
telephone cable, to Category 7 for cables that can be used in frequencies as high as
600 MHz [5].
For most frequencies of interest in communication systems, the equivalent electrical circuit of a single unshielded twisted pair can be the one shown in Fig. 3.8.
It comprises the following distributed primary parameters per unit length: inductance L, resistance R, conductance G and capacitance C. For this twisted pair, the
distributed primary parameters6 can be determined by [5; 12, p. 117]:

5 “Last mile” is the term used to refer to the link between the customer’s premises and the closest
telecommunication’s network node, which is normally located in the central or branch office of the
service provider.
6 The primary parameters can vary drastically from those obtained by these set of equations in
(3.18) if the twisted pair is part of a cable like the one illustrated in Fig. 3.7.
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4. C =
cosh−1 (D/d)

Ω/m
H/m

(3.18)

S/m
F/m

where D is the distance between the centers of the two conductors in the twisted
pair, d is the diameter of each conductor and Rs is the surface resistance of the
conductor, which is given by
Rs = Rk



f

Ω,

(3.19)

where f is the frequency in Hz and Rk is a constant related to the conductivity of
the conductor material and to the skin depth7 [5]. Rk is computed by
Rk =

√

π μc ρc ,

(3.20)

where μc and ρc are the magnetic permeability and the resistivity of the conductor,
respectively. For copper wires we have Rk ∼
= 2.60582 × 10−7 .
Still referring to (3.18), μ is the magnetic permeability of the dielectric, in henries per meter (H/m). It is related to the permeability of the free space μ0 = 4π ×
10−7 H/m and to the relative permeability μr by: μ = μ0 μr . The relative permeability will almost always be approximately equal to 1. The variable ε is the dielectric
constant or permittivity of the insulator, measured in farad per meter (F/m). It is
related to the dielectric constant of the free space ε0 ∼
= 8.8542 × 10−12 F/m and to
the relative dielectric constant εr by: ε = ε0 εr . Finally, σ is the conductivity of the
dielectric, which is given by σ = 2π f ε and is measured in siemens per meter (S/m).
From a more rigorous point of view, the twisted pair is a transmission line
whose electrical representation is an infinite sequence of cells similar to the one

Fig. 3.8 The equivalent circuit of a twisted pair in terms of distributed parameters

7

The skin depth is the depth below the surface of the conductor at which the current density decays
to 1/e (about 0.37) of the current density at the surface. It is given by δ = (2ρ/ωμ)1/2 m.
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illustrated in Fig. 3.8. The presence of elements that stores and dissipates energy
results in a frequency-dependent complex transfer function and, as a consequence,
pulses transmitted through this line can be distorted in shape. However, under well
defined relations among the distributed parameters this distortion can be controlled
[13, Chap. 3]. As a consequence of this behavior, a twisted pair or any other transmission line that can be represented by Fig. 3.8 do not exhibit a filtering effect
in all circumstances. Then, to use a twisted pair model in a mathematical analysis
or simulation, its (possible) filtering effect must be taken into account and represented by the “another channel model” block in Fig. 3.2. If a more precise model is
needed, secondary parameters may have to be considered. Among these parameters
we can mention the attenuation constant, the phase constant and the characteristic impedance [5]. Additionally, insertion loss and distortions caused by coupling
devices may have to be taken into account, along with possible impedance mismatches. The degree of completion on the parameters to be considered will depend
on the assumptions made and on the degree of simplifications that can be adopted in
order to trade the reliability, the mathematical tractability and the feasibility of the
model for the case under analysis.

3.5.2 Coaxial Cable
Coaxial cables are transmission lines constructed with two concentric conductors
separated by an insulator, as illustrated in Fig. 3.9. They can be flexible or rigid. In
a flexible coaxial cable the inner conductor is typically a solid and flexible wire and
the external conductor is typically a screened flexible tube. The insulator is typically
made from polyethylene. In a rigid coaxial cable the inner and the outer conductors
are typically low-flexibility tubes with different diameters. The insulator between
them is typically air and the separation between the conductors is guaranteed by a
low-conductivity plastic spiral.

Fig. 3.9 Illustration of the elements of a coaxial cable. Adapted from [91]

Rigid coaxial lines have low radiation losses, since practically no electric or magnetic field go outside the outer conductor. The main disadvantages of a rigid coaxial
cable are: (1) high construction costs, (2) losses that increase with increased frequencies and (3) the need to be maintained dry inside to reduce leakage between the
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two conductors. This is guaranteed in some cables by the use of an inert gas, such
as nitrogen or helium, pumped into the dielectric space of the cable.
Flexible coaxial cables are extensively used in connections inside communication’s equipments, and also in home audio/video equipment. Long distance connections using coaxial cables are successively being replaced by optical fibers or
microwave links. Rigid coaxial cables are used mainly for broadcasting, in the connection between the transmitter and the antenna.
There is also a special type of coaxial cable called radiating or leaky cable. It has
properly designed “holes” in the shield to permit a desired leakage. This will permit
communication in areas where an antenna is not feasible, like in elevator shafts,
underground and inside tunnels.
The electric circuit that models the primary distributed parameters of a coaxial
cable is the same used to model a twisted pair cable, as shown in Fig. 3.8. Nevertheless, the frequency response of a coaxial cable extends far beyond the response of a
twisted pair. The distributed resistance, inductance, conductance and capacitance of
a coaxial cable are given respectively by [13, p. 117]:


2
Rs 2
+
2π d
D
 
D
μ
ln
2. L =
2π
d
2πσ
3. G =
ln(D/d)
2πε
4. C =
ln(D/d)

1. R =

Ω/m
H/m
(3.21)
S/m
F/m,

where Rs is given by (3.19), d is the outside diameter of the inner conductor, D is the
inside diameter of the shield, ε is the dielectric constant of the insulator, σ = 2π f ε
is the conductivity of the dielectric and μ is the permeability of the insulator.
At low frequencies, the series resistance per unit length R is the resistance of the
inner conductor and the shield. Similarly to what happens in a twisted pair cable,
the skin effect also affects this resistance at higher frequencies. The conductance
per unit length, G, is usually very small due to the good dielectric properties of the
insulators in use nowadays.
As in the case of twisted pairs, to apply a coaxial cable model in a mathematical
analysis or simulation, its (possible) distorting effects must be taken into account
and represented by the “another channel model” block shown in Fig. 3.2. If a more
precise model is needed, secondary parameters may have to be taken into account.
The amount of parameters to be considered will also depend on the assumptions
made and on the degree of simplifications that can be adopted in order to trade
the reliability, the mathematical tractability and the feasibility of the model in each
particular situation.
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3.5.3 Waveguide
In telecommunications, waveguides are structures that guide electromagnetic waves.
They are divided in two main categories: waveguides that carry light waves and
waveguides that carry microwave signals. The most common light waveguide is
the optical fiber. Microwave waveguides are commonly used to carry both power
and communication signals. In fact, other transmission lines can be considered as
microwave waveguides. The coaxial cable is one example. Striplines and microstrips
are also examples of transmission lines that can guide electromagnetic waves. They
are constructed using printed circuit board (PCB) technology. A microstrip consists
of a conducting strip separated from the ground plane by a dielectric layer usually
referred to as the substrate. A stripline is a conductor sandwiched by a dielectric
material between a pair of ground planes.
Several microwave components can be constructed from a microstrip or a stripline,
such as antennas, couplers, filters and power dividers. The main advantages of
microstrips and striplines are: (1) they are by far cheaper than traditional waveguides, (2) they are lighter and more compact than traditional waveguides.
Here we shall consider briefly only microwave waveguides. Optical fibers will
be covered in a separate subsection, due to its importance in the context of modern communication systems. Figure 3.10 illustrates a typical rectangular waveguide
section. The electromagnetic signal travels down the waveguide being repeatedly
reflected in its internal walls. Although longer waveguides can be formed by joining several sections, normally they are used for very short distances, mainly due
to its high cost and high signal losses. Typical applications are the connection of
a microwave transmitter and the antenna and the connection of internal parts of
communication’s equipment.
Waveguides can be constructed from metallic or dielectric material. Nevertheless,
metallic waveguides are more common in practice. The cross section of a waveguide varies in shape from the most common rectangular to the circular or elliptical
shapes and its dimensions are frequency-dependent. As an example, the Earth forms
a gigantic waveguide between the conductive Ionosphere and the ground. Similarly,
a waveguide is formed by a circumference at the median altitude of the Earth atmosphere. Waveguides with dimensions in the order of millimeters can be found in
extremely high frequency (EHF) applications.

Fig. 3.10 A typical aspect of a rectangular waveguide [91]
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Due to the variety of propagation modes, shapes and materials in a waveguide,
its mathematical model can vary enormously and can be very intricate, demanding a detailed previous theoretical treatment on electromagnetic theory. Following
[44, p. 591], we present here the amplitude and phase transfer characteristics of a
rectangular waveguide as an example. We omit further details about this model and
about additional models related to other types of waveguides. For a deep treatment
on the subject the interested reader is encouraged to consult Chaps. 3 and 4 of the
classical book by R. E. Collin [13]. Some knowledge on electromagnetic theory may
be necessary in advance. This knowledge can also be obtained from [13, Chap. 2].
For a rectangular waveguide having air or vacuum as the dielectric medium, the
magnitude of the frequency response can be described by


α (A/2B)( f / f c )1.5 + ( f / f c )−0.5
dB/m,
20 log |H ( f )| =
0.5

( f / f c )2 − 1

(3.22)

where α depends on the material from which the waveguide is constructed and on
its larger dimension A. The smaller dimension is B and f c = c/2A is the cutoff
frequency, where c = 299, 792, 458 m/s is the speed of light in vacuum. If the
dielectric medium is not air or vacuum, its loss must also be taken into account.
The phase response, which is valid for any waveguide shape, is given by

0.5
Θ( f ) = f (360/c) 1 − ( f c / f )2

deg/m.

(3.23)

By multiplying the functions in (3.22) and (3.23) by the waveguide length, the
resultant complete frequency response is obtained and can be used to model the
waveguide behavior in simulations [44, p. 592] or mathematical analysis.

3.5.4 Optical Fiber
An optical fiber is a device that guides light signals, typically in the infrared range,
from one point to another. Other names that we can find in the literature are: optical
fibre, fibre optic or fiber optic. This last name can be confused with fiber optics,
a term often related to the physics behind the guiding of light by optical fibers.
Figure 3.11 illustrates the main components of an optical fiber. The coat serves as
the primary jacket and mechanical protection for the fiber. The buffer is a secondary
polymer coating that increases the mechanical resistance of a fiber or a bundle of
fibers. It also serves as a means for fiber identification. Other protection layers can
be added depending on the requirements on mechanical resistance. The cladding and
the core are the main components of an optical fiber. They are composed primarily
of silicon dioxide (SiO2 ).
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Fig. 3.11 Illustration of the elements of an optical fiber. Adapted from [91]

The refractive index8 of the core must be greater than that of the cladding so that
light can be kept inside the core by successive total reflections. Figure 3.12 illustrates the propagation of the light beams inside an optical fiber. In order for multiple
reflections occur, the angle of incidence of the light from the core to the cladding, θ ,
must be grater than the critical angle θc , whose value is obtained through a relation
between the refractive indexes of the core and the cladding. As a consequence, the
angles of incidence of the light at the fiber input are constrained by the acceptance
cone.
There are two main types of optical fibers: single-mode (or mono-mode) and multimode. The core of a single-mode fiber is smaller in diameter, typically 10 micrometers. The cladding diameter is typically 100 micrometers. Multimode optical fibers
have a typical core diameter of 50 micrometers and a typical cladding diameter of
125 micrometers. Multimode and single-mode optical fibers can have a step or a
gradual refractive index from the center of the core to the cladding, as illustrated in
Fig. 3.13. Fibers with a linear variation of the refractive index are also common.
A single-mode fiber guides just one fundamental mode of light wave and it is
used in long-distance communication systems. A multimode fiber can carry hundreds of light wave modes and it is used mainly in short-distance communication
systems. One of the main applications of multimode fibers is in wavelength division multiplexed (WDM) light wave systems, where several signals with different
wavelengths are sent through the fiber. The main limitation of the distance when
multimode fibers are used is due to pulse dispersion, an effect that is also illustrated
in Fig. 3.13. Single-mode fibers produce very small pulse spreading, thus permitting
high transmission rates with reduced intersymbol interference (ISI).9
The propagation of the light inside an optical fiber is affected by the chemical
composition and the structure of the core and the cladding. One of the main sources
of distortion is the time dispersion. It is divided into chromatic dispersion, caused
by the nonlinear phase response behavior of the fiber, and intermodal dispersion,
caused by the multipath propagation in a multimode fiber.

8

The refractive index or index of refraction of a material is the result of the division of the speed
of light in vacuum by the speed of light in the material.

9 ISI will be addressed in detail in Chap. 4. For now it suffices to know that it corresponds to
an interference caused by the superposition of adjacent pulses. It is a common phenomenon in
time-dispersive channels.
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Fig. 3.12 Illustration of the acceptance angle and the propagation inside an optical fiber

Putting all the propagation effects together, D. G. Duff [20] developed an approximate mathematical model for the baseband frequency response of a multimode
optical fiber, also taking into consideration the spectrum of the source, which is
typically a light emitting diode (LED) or a laser. This frequency response is given
by a global transfer function

H( f ) =

∞
−∞

S(λ)L(λ)FI M ( f )FC (λ, f )d f.

(3.24)

Based on [20] and [44], in what follows we present the definitions and expressions related to each of the parameters in (3.24). The spectral envelope of a laser or
a LED can be modeled by a normalized Gaussian shape of the form


(λ − λs )2
,
exp −
S(λ) = 
2σs2
2π σs2
1

(3.25)

where σs is the rms spectral width and λs is the center wavelength.
The transfer function of the fiber due to intermodal dispersion FI M ( f ) can also
be modeled as Gaussian, according to
FI M ( f ) = √



(2π f )2 σ 2
,
exp −
2 − j2π f td
2π σ 2
1

(3.26)

where σ is the rms impulse response width and td is the propagation delay.
The transfer function corresponding to the group delay (chromatic dispersion)
caused by the nonlinear phase response of the fiber is
FC (λ, f ) = exp[− j2π f T (λ)l],

(3.27)

where l is the fiber length and T (λ) is the group delay, given by
  

0.0415
λ0 − λ
λ
T (λ) ∼
+
ln
,
=
c
λ0
λ

(3.28)
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where c is the speed of light and λ0 is the zero-dispersion wavelength.
Finally, the loss in the fiber is usually modeled according to
A(λ) = aλ−4 + b + c(λ) dB/km,

(3.29)

where a is the Rayleigh loss coefficient and b accounts for micro-bending loss,
which is wavelength-independent for multimode fibers and wavelength-dependent
for single-mode fibers. The function c(λ) accounts for hydroxide ions (OH− )
absorption. Given the fiber length l, the fiber loss A(λ) is used in (3.24) according to
L(λ) = 10−A(λ)l/10 .

(3.30)

When the width of the source spectrum becomes comparable to the modulation
bandwidth, a model for the single-mode fiber must be used instead. The complex
low-pass equivalent transfer function of such fiber is given by [44, p. 595]


λ2
H ( f ) = exp − jπ d(λs ) s f 2 ,
c

(3.31)

where λs is the wavelength of the source and d(λs ) is given by


λ40
1
d(λs ) = δ0 λs − 3 ,
4
λs

(3.32)

and where δ0 is the zero-dispersion slope, specified as δ0 = 0.087 ps/nm2 /km.

Fig. 3.13 Optical fiber types. Adapted from [91]
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It is worth mentioning that optical fibers are only one (though important) component of a whole light-wave digital communication system. A point-to-point optical
link design and analysis must take into consideration coupling, splices, fiber loss
and margin, and also the specifics of optical sources and sensors, noise and fiber
distortion effects. A comprehensive treatment on these topics, from the perspective
of simulation and analytic calculations is presented in [20].
Modern communication systems are taking advantage of a degrading effect
caused by all sorts of multipath propagation, like the one produced by multimode fibers. This inherent multiple path scenario is being explored, for example,
in multiple-input, multiple-output optical systems [79, 85].

3.5.5 Low-Voltage Power-Line
The electric power distribution grid has been considered a promising communication channel and has gained attention of the scientific and industrial community,
mainly in the past 10 years. The main reasons for this interest are: (1) low cost,
since the infrastructure is already available; (2) high penetration, since electricity
is available to almost all homes; 3) easy of installation, since it suffices to connect
the equipments to the conventional sockets; (4) flexibility, which is related to the
enormous variety of applications and services that can be offered.
Communications thorough the power distribution grid is usually referred to as
power-line communications (PLC) [29, 61]. Its applications go from Internet access
to telemetry, automation, control and home networking (in-home PLC). Nevertheless, some difficulties must be overcome to make a reliable communication over a
power-line channel. Among these difficulties we can mention the reflections in terminations and splices, the resistive loss in cables and the reactance of transformers
and electricity meters. The resultant multipath propagation and frequency-selective
response of the channel, added to the several sources of noise complete this scenario
of major difficulties.
The electric power distribution system can be divided into three categories,
according to their voltages. There are several different classifications available in
the literature, and the one adopted here is based on [19]: high voltage (110 kV to
138 kV, lengths up to 6,000 km); medium-voltage (10 kV to 30 kV, lengths from 5 km
to 25 km); low-voltage (110 V to 400 V, lengths up to 1 km).
Former applications of PLC systems were focused on low data rate, control and
telemetry using the high voltage portion of the power lines. Recently, the focus has
been shifted to high data rates in the low-voltage power lines. For this reason, in this
subsection we concentrate on the low-voltage PLC channel, where the majority of
the applications are envisaged. This channel is sometimes referred to in the literature
as the indoor PLC channel, and the communication systems for these channels are
also referred to as broadband over power-line (BPL) systems.
Several attempts have been made in recent years to model the PLC channel. Some
models available nowadays are deterministic, but most of them are based on real
measurements [3, 29, 54, 62, 95].
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3.5.5.1 Frequency Response of the Indoor PLC Channel
M. Zimmermann and K. A. Dostert recently developed an empirically-based model
to produce a parameterized complex frequency response of a PLC channel in the
frequency range of 500 kHz–20 MHz [95]. Although their model requires measurements to derive only a few parameters, new sets of measurements would be needed
for modeling different channels.
The Zimmermann and Dostert’s model is based on the fact that multipath propagation arises from the presence of several branches and impedance mismatches
in the power line, which cause signal reflections. As a consequence, the impulse
response of the channel can be modeled by a tapped delay line (TDL), as illustrated
in Fig. 3.14. This impulse response is given by
h(t) =

N


Ci δ(t − τi ),

(3.33)

i=1

where τi is the delay of the i-th propagation path and Ci is
Ci = gi A( f, li ),

(3.34)

where gi is a weighting term accounting for the product of transmission and reflection factors, li is the length of the i-th path and A( f, li ) is the power-line attenuation
representing the amplitude of the channel transfer function for the i-th path. The
function A( f, li ) is described by [36, p. 54; 94]


A( f, li ) = exp −(a0 + a1 f k )li ,

Fig. 3.14 Tapped delay line model for the PLC channel

(3.35)
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where the entire exponent is an approximation of the attenuation factor and a0 , a1
and k are constants chosen to fit real channel characteristics.
Taking the Fourier transform of (3.33) and using the results above, the frequency
response of the PLC channel can be written as a contribution of a weighting term,
an attenuation term and a delay term, as shown by:

H( f ) =

N

i=1



gi exp −(a0 + a1 f k )li exp(− j2π f τi ) .
+,-.
,.
+
,.+

Weighting

Attenuation

(3.36)

Delay

More details about the model just described and about the estimation of its
parameters can be found in [95].
In [54] the authors report channel measurements taken between a central switch
and different sockets in a laboratory. The work reports interesting results concerning the channel impulse and frequency responses of the PLC channel, and also
interference and noise. The channel frequency response varies a lot, depending on
the socket used for the measurements. Moreover, the frequency-selective behavior
of the channel exhibits notches that can be as deep as 23.2 dB. It was also found
that the phase response of the indoor PLC channel is almost linear, except in those
points corresponding to deep notches in the magnitude of the frequency response.
As a consequence, the group delay also exhibits larger peaks in those frequencies.
Deterministic models for the PLC channel are still under intensive investigation by
the research community and represents good opportunities for new ideas. A deterministic model does not require any measurements and can represent any network,
as long as the model parameters can be obtained somehow.

3.5.5.2 Noise in the Indoor PLC Channel
Maybe the most accepted classification for the additive noise in PLC channels is
the one proposed by Zimmermann and Dostert [93, 94]. They classify the noise as
a superposition of five noise types, distinguished by their origin, duration, spectrum
and intensity. The noise types identified are:
1. Colored background noise: a frequency-dependent, low power spectral density
(PSD) noise caused by a summation of several low-power noise sources.
2. Narrowband noise: amplitude-modulated sinusoidal signals generated mainly by
medium and short wave broadcast stations.
3. Periodic impulsive noise asynchronous to the mains frequency: impulses with
repetition rate of about 50–200 kHz, mostly generated by switched power supplies.
4. Periodic impulsive noise synchronous to the mains frequency: impulses with repetition rate of about 50 Hz or 100 Hz, also generated by switched power supplies
operating synchronously to the mains frequency.
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5. Asynchronous impulsive noise: impulses on the order of microseconds or a few
milliseconds with random arriving time, caused by switching transients in the
network.
Due to the fact that noise types 1, 2 and 3 are usually stationary over relatively
long periods of seconds, minutes and sometimes hours, they were grouped into a
broader class of colored noise called generalized background noise. Types 4 and
5 usually exhibit short-term (microseconds and milliseconds) variations and were
grouped into a broader class called impulse (or impulsive) noise. In the next two
items we describe these classes and their mathematical models. The generalized
background noise description was based on [9] and [36] and the impulse noise
description was based on [25], [93] and [94].
3.5.5.3 Generalized Background Noise
In [9], D. Benyoucef proposed a model that describes the average behavior of the
power spectral density for the generalized background noise. The model, which is
also discussed in [36], consists of three parameters for the background noise and
four parameters for the narrowband interferers. It is used as a reference for the
design of a filter that will generate the desired generalized background noise by
filtering an AWGN signal. The method is briefly described as follows.
The PSD of the generalized background noise is modeled according to
Sg ( f ) = Sb ( f ) +

N


Sn(k) ( f ),

(3.37)

k=1

where Sg ( f ) is the modeled noise PSD, Sb ( f ) is the background noise PSD and
Sn(k) ( f ) represents the PSD of the k-th narrowband interferer.
The background noise PSD is described by an exponential function
Sb ( f ) = N0 + N1 exp(− f / f 1 ),

(3.38)

where N0 is a constant PSD, N1 and f 1 are the shape parameters of the exponential.
The narrowband interferers are modeled by parametric Gaussian power spectral
densities given by


Sn(k) (


( f − f 0(k) )2
f ) = Ak exp −
,
2(B (k) )2

(3.39)

where the parameters Ak , f 0(k) and B (k) are the amplitude, the center frequency and
the rms bandwidth of the Gaussian PSD for the k-th interferer, respectively.
The PSD in (3.37) is used to design a low-pass filter with frequency response
G( f ) that will shape the PSD Sw ( f ) of a white Gaussian source, according to
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Sg ( f ) = Sw ( f )|G( f )|2 ,

(3.40)

from where we obtain the magnitude of the frequency response of the filter:
|G( f )| =



Sg ( f )/Sw ( f ).

(3.41)

The phase response of this filter is not of concern, since different phase slopes
will produce only different delays from the input to the output of the filter. Additionally, we must remember that Sw ( f ) is a constant. Then, the shape of the generalized
background noise PSD Sg ( f ) is governed by the shape of G( f ) and the level of
Sg ( f ) will be governed by the level of Sw ( f ).
Although the model proposed by Benyoucef needs only seven parameters, the
problem consists on how to estimate these parameters under a defined optimality
criterion. There are some ways to follow [9], but other estimation techniques can be
investigated and compared to measured data. Furthermore, since the Benyoucef’s
model regards on the long-term average behavior of the generalized background
noise, the temporal variations of this noise and their influence on a communication
system design and test represents an opportunity for complementary investigations.
Benyoucef has already provided some probability density functions of the parameters of his model. However, second order statistics would also give the desired time
variation information.
3.5.5.4 Impulse Noise
A discrete model for the PLC impulse noise based on a partitioned Markov chain
[26] is proposed in [93] and [94]. The parameters of this model, i.e. the elements
of the transition probability matrix of the Markov chain are determined through
measurements regarding the amplitude, width and inter-arrival time of the impulse
noise waveform. Being discrete, the partitioned Markov model considered in [93]
and [94] is very useful if we are concerned about the final burst error distribution
caused in the transmitted symbols.
Although some authors analyze a specific type of impulse noise caused mainly
by silicon-controlled rectifiers (SCRs) in the PLC network [25], their model has
the advantage of being realizable as a waveform channel model. In other words,
probability density functions for the amplitude, width and inter-arrival time of the
impulse noise waveform are proposed. Them, by appropriate random numbers generation methods we are able to used this model to simulate an impulsive noise source
to design a PLC system and assess its performance. We shall briefly describe the
probability density functions related to the model proposed in [25].
The probability density function for the amplitude of the rectangular envelope of
the impulse noise, in millivolts, is a Beta-like density given by [25]

pV (v) = 12

v−8
9

2 

v−8
1−
, 8 mV ≤ v ≤ 17 mV.
9

(3.42)
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The probability density function for the width of the rectangular envelope of the
impulse noise, in microseconds, is a mix of two Gaussian densities [25]:
pW (w) = 0.152e−

(w−4.9)2
0.08

+ 0.051e−

(w−4.2)2
0.125

.

(3.43)

The probability density function for the inter-arrival time of the rectangular envelope of the impulse noise, in milliseconds, is a gamma density [25]:
p I (i) = 0.129i 3.2 e−i .

(3.44)

The sequence of rectangular pulses with random amplitude, width and interarrival time generated according to the above distributions can be used to gate a
white noise source and produce the final impulse noise waveform. This procedure
is usual in what concerns impulse noise and it seems to be reasonable, since the
impulses in a PLC network have no general shape [94].

3.6 Wireless Channels
Due to the increasing demand for mobile communication services, wireless communications represents nowadays one of the main research topics around the world.
Nevertheless, the adverse behavior of the wireless channel when compared to wired
channels place strong limitations to the design of communication systems. Then,
the study of such channels is of major importance. Furthermore, most of the commercial mobile communication’s applications available make use of the so-called
terrestrial wireless channel, which means that communications happen close to the
Earth surface. In this section we cover in detail the mobile outdoor and the mobile
indoor terrestrial channels. The point-to-point wireless channel will be also briefly
discussed. At the end of the section we shall also discuss shortly other important
wireless channels like the underwater acoustic, the free-space optical and the underground radio.

3.6.1 Mobile Outdoor Channel
The mobile wireless outdoor channel exhibits two main propagation characteristics: large scale, which accounts for the area-mean and local-mean variations in
the received signal power, and small-scale, which accounts for the instantaneous
variations of the received signal parameters. Although there is no widely accepted
definition, the term local-mean refers to averages taken in spatial intervals of about
tens of wavelengths. The area-mean corresponds to averages taken in spatial intervals enough to average-out the local mean and the instantaneous variations. These
intervals normally correspond to hundreds of wavelengths.
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3.6.1.1 Large-Scale Propagation
To understand the large-scale propagation in a mobile wireless outdoor channel, let
us consider a cellular communication system as an example. Figure 3.15 illustrates
the scenario where a base-station (BS) and a mobile terminal (MT) are linked by a
wireless channel.

Fig. 3.15 The large-scale propagation scenario in a mobile wireless outdoor channel

Between the base-station and the mobile terminal there are a plenty of man-made
and natural obstacles that attenuate the electromagnetic signal, causing losses in the
average received power. These losses can be divided into distance-dependent and
obstacle-dependent terms. The former is an area-mean path loss that shows how
the distance between the base-station and the mobile terminal affects the area-mean
received signal power. The later is a local-mean path loss related to the presence of
obstacles that impose variations to the local-mean received signal power about the
area-mean received signal power.
The distance-dependent area-mean received power varies normally in a steepest
manner than in the free-space scenario, as elaborated in more detail below.
It is known that the free-space path loss, in the case where the transmitting and
receiving antenna gains are not taken into account, is given by
L(d) = 10 log



λ2
PT
dB,
= −10 log
PR
16π 2 d 2

(3.45)

where λ is the wavelength in meters and d is the distance in meters between the
transmitter and the receiver. If the transmit and receive antenna gains G T and G R ,
respectively, are included, we have

L(d) = −10 log

G T G R λ2
16π 2 d 2


dB.

(3.46)

In the case of free-space propagation we say that the received power varies
inversely proportional to the squared distance. Then we can say that the slope of the
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free-space attenuation is governed by a path loss exponent whose value is n = 2.
From Fig. 3.15 it is apparent that the attenuation is not determined by (3.45) or
(3.46) and that the path loss exponent is greater than 2.
The methods that permit the estimation of the local-mean or area-mean received
power at a given distance from the transmitter are generally named coverage prediction or propagation prediction methods. They vary from the simple log-distance
model [69, pp. 138–144] to sophisticated, physics-based 3D ray-tracing and raylaunching methods [70, 90].
There are numerous propagation prediction methods available in the literature,
some of which are discussed in survey papers [4, 39, 58, 77]. Most of these methods
have been incorporated into software tools that help the process of planning and
deployment of wireless communication systems. Several of these tools are briefly
discussed in [37].
In spite of the many achievements and publications in the area so far, propagation
prediction is still an active research topic, opened for new efforts and contributions.
See for example [14], [41] and [46].
We shall study the log-distance propagation prediction method described in
[69, pp. 138–144]. The interested reader is invited to consult the references cited
above for a discussion on other methods. Before going to the specifics of the logdistance model, a brief discussion about the two-ray model might be of great value.
This model considers the received signal as composed by a line-of-sight path and a
ground-reflected path [69, p. 120; 80, p. 105; 28, p. 64]. Despite of being simple, it
is known that this model shows good agreement with empirical data in wireless systems with high towers or predominant line-of-sight. Figure 3.16 shows the received
power level determined via a two-ray model as a function of the distance between
the transmitting tower and the mobile terminal [28, p. 64]. From this figure we
can see that two distinct behaviors can be observed in what concerns the slope of
the distance-dependent received power. In the left-side of the critical distance, the

Fig. 3.16 Received power versus distance calculated from the two-ray model
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signal strength shows several deep notches as a result of the destructive and constructive interference between the line-of-sight and the ground-reflected paths. On
average this signal strength varies following a d −2 slope in this region. In the rightside of the critical distance the notches disappear and the signal strength starts to
follow a d −4 slope. The critical distance, in meters, is approximately determined by
dc =

4h T h R
,
λ

(3.47)

where h T and h R are the transmitting and receiving antenna heights referred to a
plane Earth, taking into account the height of the structures or towers where these
antennas are installed. The factor λ is the wavelength of the assumed narrowband
transmitted signal.
Now we are able to construct the log-distance path loss model based on some arguments: in an obstructed area and beyond the critical distance the path loss exponent
n will vary, starting from n = 2 in the line-of-sight situation with no reflected path.
Additionally, if we define a measured area-mean attenuation at a reference distance
d0 > dc , we can write the following area-mean log-distance path loss equation
 n
d
L(d) = L(d0 ) + 10 log
dB,
(3.48)
d0
where the two bars denote an area-mean, that is, an average taken in such a way that
the path loss curve will average-out the influence of the obstacles surrounding the
receiver, retaining only the distance-dependent path loss variation.
If we take into account the variations about the area-mean path loss, as caused
by the obstacles surrounding the receiver, we can rewrite (3.48) as

L(d) = L(d0 ) + 10 log

d
d0

n
+ Xσ

dB,

(3.49)

where X σ is a random variable that corresponds to the fact that at a given distance
of the transmitter we may have different local-mean attenuations caused by the different configurations of the surrounding obstacles. Measurements have shown that
X σ is a lognormal random variable with standard deviation σ , in dB. For this reason
this variable is usually referred to as a lognormal shadowing.
For a better understanding of the lognormal shadowing, consider the following
situation: a mobile terminal is moving on a circular path at a constant distance d
from the base-station, in an urban environment. From (3.48), the area-mean received
power P R (d) will be constant and from (3.49) the local-mean received power P R (d)
will vary about the area-mean following a lognormal distribution. Figure 3.17 illustrates a possible behavior of the local-mean received power. On the right-side of the
figure a Gaussian probability density function is representing the random variation
of P R (d) about its mean P R (d). From this density we can notice that, although the
log-distance path loss model is not able to predict the values of P R (d), it is able
to give statistical information about the lognormal shadowing. For example, it is
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possible to estimate the probability that the local-mean received power is below or
above a given threshold γ , as long as we know the mean P R (d) and the standard
deviation σ of the lognormal distribution. However, from (3.48) we notice that the
value of the path loss exponent n must also be known.

Fig. 3.17 Illustration of the lognormal shadowing

Since the standard deviation σ does not depend on the distance, its value and the
value of n can be estimated from measurements. The usual method estimates n and
σ in such a way that the mean square error (MSE) between the estimated and the
measured path losses or received powers is minimized. This MSE is
J (n) =

K −1
1 
(Pk − 9
Pk )2 ,
K k=0

(3.50)

where K is the number of measurements, Pk is the k-th measured local-mean
received power, in dBm, at a given distance d from the transmitter and 9
Pk is the
corresponding estimated area-mean received power, also in dBm, whose value will
be a function of n and is determined by applying (3.48). Since 9
Pk is the area-mean
estimated received power, then it is the mean of the lognormal distribution of the
shadowing. Then, (3.50) can be seen a (biased) sample variance of the local-mean
received power, which allows us to write
σ =




J (n)n:min MSE dB.

(3.51)

In the notation of (3.51) we have indicated that the value of n used in J (n) will
be the estimated value that minimizes J (n). The following example helps clarifying
the process of estimating n and σ .
Example 3.1 – Five local-mean received power measurements were taken at certain
distances from the transmitter, producing the results in Table 3.1. All measures were
taken at distances greater than the critical distance from the transmitter.
Considering the first distance as the reference distance, and that at this distance
shadowing is not present yet, we have d0 = 50 m and P0 = P̂0 = 0 dBm. Then,
applying (3.48) for each distance given in Table 3.1 we shall have a set of equations
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Table 3.1 Measured local-mean received power at certain distances from a transmitter
Distance from transmitter (m) Received power (dBm)
d0
d1
d2
d3
d4

50
200
1500
2500
4000

P0
P1
P2
P3
P4

0
−25
−50
−70
−90

of the form
P R (d) = P R (d0 ) − 10 log(d/d0 )n ⇒
9
P0 − 10n log(dk /d0 ) = −10n log(dk /50) dBm.
Pk = 9

(3.52)

Then, applying (3.50) we obtain
J (n) =
=

K −1
4
2
1 
1 
(Pk − 9
Pk )2 =
Pk + 10n log(dk /50)
K k=0
5 k=0

12
[−25 + 10n log(4)]2 + [−50 + 10n log(30)]2
5
3
+[−70 + 10n log(50)]2 + [−90 + 10n log(80)]2

(3.53)

By calculating d J (n)/dn, equating the result to zero and solving for n we shall
obtain the estimate of the path loss exponent n ∼
= 4.2, a value that minimizes10 the
MSE between measured and estimated values. Substituting n = 4.2 in (3.53) we
shall obtain J (4.2) ∼
= 49.63. Finally, applying (3.51) we shall obtain the standard
deviation of the lognormal shadowing as σ ∼
= 7 dB.
Now suppose that we want to know the probability that the local-mean received
power at a distance of 3 km from the transmitter is above a threshold of −80.4 dBm.
From Chap. 1 we have
'
(


γ − P R (d)
x −μ
1
1
⇒ P[P R (d) > γ ] = erfc
.
P[X > x] = erfc
√
√
2
2
σ 2
σ 2
(3.54)
The value of P R (d) at d = 3 km is determined by
P R (d) = P R (d0 ) − 10 log(d/d0 )n ⇒
P R (3 km) = 0 − 10 × 4.2 × log(3000/50) ∼
= −74.68

(3.55)
dBm.

Then, with this and the other results in (3.54) we obtain
The value of n found via d J (n)/dn = 0 corresponds to a minimum because J (n) is a positive
quadratic function of n.

10
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P[P R (3 km) > −80.4] =



−80.4 + 74.467 ∼
1
erfc
√
= 0.8.
2
7 2

(3.56)

This result means that if a terminal is moving on a circumference of radius
d = 3 km from the transmitter, then in approximately 80% of the path it will
receive a signal with local-mean average power greater than −80.4 dBm. Although
the knowledge of the above probability is useful, it would be more useful if we were
able to know the probability that the local-mean received signal power is above
(or below) a certain threshold over the entire circular coverage area of radius d.
With this information at hand a service provider can, for example, guarantee that
the subscribers will be served within the specified percentage of the coverage area
with a received power greater than a threshold (often related to the sensitivity of
the receivers). This probability, converted into a fraction of the coverage area, is
determined according to [42, p. 127; 69, p. 142]
F(γ ) =






1 − ab
1 − 2ab
1
erfc
erfc(a) + exp
,
2
b2
b

γ − P R (d)
10n log(e)
where a =
and b =
.
√
√
σ 2
σ 2

(3.57)

By substituting the results obtained previously in (3.57) we shall obtain
F(−80.4 dBm) ∼
= 0.937, which means that about 93.7% of the circular coverage
area with radius d = 3km from the transmitter will be served with a local-mean
average received power greater than −80.4 dBm. The solution of (3.57) is plotted in Fig. 3.18 for several values of the quotient σ/n and the probability that the
received signal power is above the threshold on the circumference (area boundary)
of radius d.
The percentage of the coverage area with signal strength greater than −80.4 dBm
can be approximately determined through Fig. 3.18. First we have to compute
σ/n = 7/4.2 ∼
= 1.67. Starting from the value 1.67 in the horizontal axis of Fig. 3.18
we go up until the curve for P[P R (d) > γ ] = 0.80 is found. From this point we go
to the left and obtain the desired fraction of the coverage area, whose value is clearly
between 0.925 and 0.95, a result very close to the analytically computed value of
0.937.

The log-distance path loss model is a very simple empirical-statistical model
whose precision and applicability are adequate to relatively large coverage areas. As
the coverage area is reduced or the operating frequency is increased, more adequate
semi-empirical models are needed.
As we have already mentioned, there are a plenty of coverage prediction models,
each of them particularly useful and more precise in specific situations. We have
also mentioned that most of these models are implemented nowadays in computer
tools for planning and deployment of wireless communication systems. When a
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Fig. 3.18 Fraction of a circular coverage area with signal strength greater than the threshold γ

given coverage prediction is executed, normally several methods are combined to
take into account the variety of the environment under analysis. A good prediction
result will depend not only on the accuracy of the models, but also on the richness
of details provided by the database and on the expertise of the user on selecting and
adjusting the most appropriate models.
Referring to the database, it is composed by digitalized terrain contour, or digital
elevation map (DEM), preferably having updated information on the morphology,
e.g. urban, suburban, rural, florets, water and constructions. Some high precision
databases are able to add to the terrain contour the information on the dimensions of
the most significant man-made obstacles. As the carrier frequency increases or the
coverage area decreases, specific models that take into consideration these detailed
information are becoming more common in the present days.
3.6.1.2 Small-Scale Propagation
Consider the cellular communication scenario shown in Fig. 3.19, which can also
represent the propagation environment nearby the mobile terminal in Fig. 3.15. Suppose that the base-station is transmitting a narrowband signal.11 Besides the (possible) line-of-sight (LoS) component, the electromagnetic signal hits the antenna
of the mobile terminal by the main propagation mechanisms of reflection, diffraction and scattering. The LoS is the unobstructed component of the received signal.

11

As we shall see later on in this section, the small-scale propagation of a wideband signal has
slightly different characteristics.
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The reflection occurs in obstacles with physical dimensions greater than the signal
wavelength. Diffraction occurs on the borders of obstacles, where a new propagation
direction is created thorough a phenomenon known as Huygen’s secondary source
[80, p. 129]. Scattering normally occurs in obstacles or parts of an obstacle whose
physical dimensions are comparable to the signal wavelength. In this sense, scattering can be viewed as small multiple reflections. The propagation mechanism just
described composes what is usually referred to as a multipath propagation.

Fig. 3.19 Multipath propagation scenario

Due to the different path lengths, the multipath components correspond to differently delayed replicas of the transmitted signal. The different amplitudes and phases
of these replicas can add constructively or destructively, causing a received signal
variation as the MT moves. This variation is called multipath fading [67, p. 481].

Fig. 3.20 Large-scale and small-scale propagation ( f = 200 MHz, n = 4.2, P R (d0 ) = 0 dBm)
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In the upper part of Fig. 3.20 we have plotted together the small-scale multipath
fading and the large-scale path losses (distance-dependent area-mean and localmean lognormal shadowing). In the lower part of Fig. 3.20 it is shown a magnified
view of a small distance range from the upper plot, illustrating a typical behavior of
the small-scale multipath fading. Note that this fading has a sort of repetitive pattern
occurring at regular spaces of λ/2 meters, where λ is the signal wavelength. Note
also that signal notches as deep as 30 dB can occur, but in fact this is common in
a typical urban environment. Moreover, it is clear that the rate of variation of the
multipath fading is dependent on the mobile speed.

Simulation 3.3 – Large-Scale and Small-Scale Propagation
File – CD drive:\Simulations\Channels\Propagation.vsm
Default simulation settings: Frequency = 1,000 Hz; End = 30 seconds.
Shadowing and multipath fading generators disabled.

The objective of this simulation is two-fold: (1) to illustrate the large-scale and
small-scale propagation effects in a wireless mobile communication channel and
(2) to illustrate a possible way of separating out the area-mean, the local-mean and
the instantaneous variations from a composite received signal.
Open the simulation file indicated in the header and follow the description: the
configurable path loss exponent n, reference distance d0 and the variable, non configurable distance d are the inputs of the “incremental path loss” block, which computes the incremental channel attenuation beyond d0 by computing L i = (d/d0 )n .
The configurable reference power P0 = P R (d0 ), in dBm, is first added to a lognormal shadowing with standard deviation σ = 7 dB. The resultant power is then
converted from dBm to watts, yielding the power Ps . The effect of the multipath
fading is implemented by multiplying the fading magnitude squared by the power
Ps . The result is divided by the incremental path loss L i , resulting in the final
simulated received signal power. The individual aspects of the shadowing and the
multipath fading are analyzed through Plot A. The received power, which contains
the combination of the large-scale and small-scale propagation effects, is converted
to dBm and displayed via Plot B.
Run the simulation while observing Plot B. Since shadowing and multipath fading generators are disabled, you will see the area-mean received power only. Using
the “read coordinates and snap to data” plot options, read the value of the area-mean
received power at d = 3 km. Since the default path loss exponent is n = 4.2 and
the reference power at distance d0 is P0 = 0 dBm, the same values adopted in
Example 3.1, you will find P R (3 km) ∼
= −74.68 dBm.
Enable the lognormal shadowing generator and run again the simulation while
observing Plot B. What you see is a possible behavior of the local-mean power
as received by a mobile terminal moving away from the base-station. Enable the

3.6

Wireless Channels

209

multipath fading generator and repeat the observation of Plot B. What you see now
is a possible behavior of the actual instantaneous power received by the mobile
terminal as it moves away from the base-station. Magnify a 15 m range in Plot B
so that you are able to see a plot similar to the lower part of Fig. 3.20 (hint: set the
x-axis bounds to 1500 and 1515, for example).
Now, with multipath fading and shadowing enabled, run the simulation while
observing Plot A. You can see the time plots and histograms of the lognormal shadowing and the multipath fading. If you prefer, increase the simulation time to, say,
200 seconds, so that you can have a more accurate view of the histograms. Note
that the multipath fading is Rayleigh-distributed and the shadowing is Lognormallydistributed (Gaussian-distributed log-scaled values). You can see that the inputs of
Plot C are connected to the outputs of two moving median filter. These filters are
used to separate the area-mean and the local-mean variations from the composite
received signal.
A median filter is a nonlinear discrete-time filter that processes the input samples in the following way: samples are stored in a window of size N and sorted
in ascending order. The filter returns the value in the middle (odd N case), i.e. the
median value. When the size of the window is even, the returned value is the average
of the two center data points. The oldest sample is then discarded and a new sample
acquired. The process is repeated with the window sliding throughout the input samples. Median filtering is particularly useful because of its edge-preserving nature. In
other words, it smoothes the signal but preserves most of its short-term variations.
This is the reason for using median filters in this simulation. Moving average filters
could also be used [92, p. 152], but median filters have produced results visually
more adequate. The main disadvantage of a median filter is that its output converges
to the median of the input data as N increases. This could be a problem if the average
value is desired as the result in a situation where the probability density function of
the process is not symmetric about its mean. If symmetry exists, mean and median
are equal and no problem with levels occurs.
To separate the local-mean and the area-mean power variations from the received
signal, median filters with different window sizes were used: N = 200 to extract the
local-mean variation and N = 10, 000 to extract the area-mean variation.
With shadowing and multipath fading enabled, open Plot C and run the simulation. You will see four curves: the original and the recovered signal under path
loss and shadowing; the original and the recovered signal under path loss only.
Observe that a very good agreement between the estimated and the original curves
was obtained.
By subtracting the estimated path loss plus shadowing from the composite
received signal levels we are be able to estimate the multipath fading component. The result of this process is shown in Plot D. Magnify a 15 m range in this
plot so that you are able to see a signal similar to the lower part of Fig. 3.20.
As an exercise for those who have an editable version of VisSim/Comm, make
modifications in the experiment in a way that you are able to compare the estimated multipath fading component with the output of the multipath fading generator (hint: probably you will have to make adjustments in the time, dynamic
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range and mean of the estimated multipath fading component so that it is properly
superimposed to the original fading signal for a fair comparison between them).
You should not expect a perfect agreement between these multipath fading signals, since the signal separation process is not perfect. In practice this is also
common.
By separating the signal variations caused by multipath fading, shadowingdependent path loss and distance-dependent path loss, we would be able to undertake statistical characterizations on the channel, a task usually performed during
research and development phases of a wireless mobile communication
system.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
Besides amplitude fluctuations (or time selectivity) and phase variations, multipath propagation produces other effects on the received signal, like time dispersion,
frequency dispersion and frequency-selective fading. We shall discuss these effects
in what follows.
3.6.1.3 Time-Variant Impulse Response of the Multipath Channel
Let us represent a generic transmitted signal s(t) in its low-pass equivalent (see
Chap. 2 to recall the associated concepts):
s(t) = Re[sl (t) exp( j2π f c t)],

(3.58)

where Re(x) is the real part of x, sl (t) is the low-pass equivalent or complex envelope
of the passband signal s(t) and f c is the carrier frequency.
It is reasonable to admit that, as the mobile terminal moves under multipath
propagation, each path delay and attenuation will change over time. Additionally,
the number of paths L is itself time-dependent. As a result, the passband received
signal can be written as
r (t) =

L(t)


αn (t)s[t − τn (t)],

(3.59)

n=1

where αn (t) is the time-varying attenuation produced by the n-th propagation path
and τn (t) is the corresponding time-varying path delay. Substituting (3.58) in (3.59)
yields
r (t) =

L(t)


αn (t)Re{sl [t − τn (t)] exp[ j2π f c (t − τn (t))]}

n=1

= Re

 L(t)

n=1

:
αn (t) exp[− j2π f c τn (t)]sl [t − τn (t)] exp[ j2π f c t] ,

(3.60)
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from where we obtain the low-pass equivalent of the received signal as

rl (t) =

L(t)


αn (t) exp[− j2π f c τn (t)]sl [t − τn (t)].

(3.61)

n=1

The time-varying impulse response of the channel can be directly obtained from
(3.61), leading to

h(τ ; t) =

L(t)


αn (t) exp[− j2π f c τn (t)]δ[t − τn (t)].

(3.62)

n=1

A typical shape of this time variant impulse response is illustrated in Fig. 3.21
for five observation instants. From this figure we notice that the behavior of the
multipath components varies with the observation instant. Furthermore, it seems
that, on average, received signals coming from longer path delays will arrive with
lower intensity than those arriving earlier. In fact, the exponential decay of the signal
strength with the propagation path index shown in Fig. 3.21 is often observed in
outdoor wireless channels.

Fig. 3.21 Typical aspect of a time varying impulse response of a multipath channel

3.6.1.4 Flat Fading – Multiplicative Channel Model
To analyze the multipath propagation of a narrowband signal, let us assume that an
unmodulated carrier is transmitted. Its low-pass equivalent is sl (t) = 1 for all t and,
from (3.61), the low-pass received signal will be

rl (t) =

L(t)

n=1

αn (t) exp[− j2π f c τn (t)] =

L(t)

n=1

αn (t) exp[ jθn (t)],

(3.63)
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where θn (t) = −2π f c τn (t) is the time-varying phase of the received signal. We can
rewrite (3.63) in the Cartesian form, as shown by:
rl (t) =

L(t)


αn (t) cos[θn (t)] + j

n=1

=

L(t)


L(t)


αn (t) sin[θn (t)]

n=1

xn (t) + j

n=1

L(t)


(3.64)

yn (t).

n=1

The real and imaginary parts of each term inside the summation in (3.64) are
sample-functions of the corresponding random processes X n (t) and Yn (t). Then we
can write
Rl (t) =

L(t)

n=1

X n (t) + j

L(t)


Yn (t) = X (t) + jY (t).

(3.65)

n=1

Under the assumption that the number or multipath components tends to infinite, the central limit theorem states that X (t) and Y (t) will be Gaussian random
processes and Rl (t) will be a complex Gaussian process.
If the multipath signals have no dominant component, X (t) and Y (t) will be
zero-mean Gaussian random processes, the fading magnitude will be Rayleighdistributed and its phase will be uniformly-distributed in (0, 2π ], a result already
obtained in Sect. 1.11 of Chap. 1. In this case we say that we have a Rayleigh fading
channel. On the other hand, if the multipath signals do have a dominant component, e.g. a line-of-sight or a strong reflected path, X (t), Y (t) or both will have a
non-zero mean. In this case we say that we have a Ricean fading channel, since
the fading magnitude will follow a Rice probability density function [69, p. 212].
The phase distribution will vary depending on the relative intensity of the dominant
component. The Rice distribution is given by

f R (r ) =

r
σ2

# 2 2 $
−A )
I0
exp − (r 2σ
2

rA
σ2

0,

,

A ≥ 0, r ≥ 0
r < 0,

(3.66)

where, for an unmodulated transmitted carrier, A is the amplitude of the dominant
received component and I0 (x) is the zeroth order modified Bessel function of the
first kind. The ratio between the average power of the dominant multipath component (A2 /2) and the variance of the remaining multipath components (σ 2 ) is called
Rice factor, K , which is given by
K (dB) = 10 log

A2
2σ 2

dB.

(3.67)

In the absence of a dominant component, A → 0, K → −∞ dB and the Ricean
fading becomes a Rayleigh fading. The Rayleigh distribution is indeed a special
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case of the Rice distribution, since for A → 0, I0 (r A/σ 2 ) → I0 (0) = 1 and the
probability density function of the fading magnitude becomes

⎧
2 
⎨ r exp − r
, r ≥0
f R (r ) = σ 2
2σ 2
⎩
0,
r < 0.

(3.68)

Another commonly adopted distribution for the narrowband fading is the
Nakagami-m, which encompasses the Rayleigh and Rice distributions as special
cases [28, 84].
The narrowband fading model just described is called multiplicative fading
model. It was derived taking into consideration that an unmodulated carrier was
transmitted, but it can be generalized for any narrowband signal if the channel
affects with the same gain all the frequency content of the signal. For this reason the
multiplicative fading model is usually referred to as a flat fading (or frequency-flat
fading) model. This model is represented in Fig. 3.22, where the transmitted signal
sl (t) and the received signal rl (t) are assumed to be the complex representation of
the real passband transmitted and received signals, respectively. In this figure α(t) is
a sample function of a Rayleigh process and θ (t) is a sample-function of a uniform
random process, if we are interested in a Rayleigh fading model. For a Ricean fading
model, α(t) will be a sample-function of a Ricean random process and θ (t) will be
the sample-function of the corresponding random phase, which is determined in
each case according to the value of the Rice factor.

Fig. 3.22 Low-pass multiplicative model for the frequency flat fading channel model

It is usual to adopt a unitary mean square value for the fading magnitude, so that
the average received signal-to-noise ratio is not modified:
E[α 2 (t)] × SNR = SNR,

(3.69)

where SNR is the local-mean received signal-to-noise ratio in the absence of multipath fading.
In the multiplicative fading channel model, one can interpret that the multipath
components have merged together into a single unresolvable path because of the
narrowband nature of the transmitted signal. This is equivalent of thinking about a
single transmitted unmodulated carrier and a number of sinusoidal replicas hitting
the received antenna from a number of propagation paths. After all relevant signal replicas have arrived at the receiver antenna, it can be assumed that the vector
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representation of the resultant signal is the sum of the vector representation of each
multipath component. Then, it is indeed apparent that each component signal can
not be extracted from the composite receive signal, which means that, in fact, the
multipath components appear to have been merged together into a single unresolvable propagation path.
A question remains on how narrow must be the bandwidth of a signal so that it
is affect by a flat fading when travelling across a multipath channel. In other words,
it remains (for a while) an open question how narrow must be the transmitted signal
bandwidth so that we can use the multiplicative model for the multipath channel.
This question will be discussed later on in this section, when the coherence bandwidth of the channel is put into focus.
3.6.1.5 Frequency Selective Fading – tapped delay line Channel Model
In an opposite situation to the transmission of an unmodulated carrier, as considered in the multiplicative fading channel model, now suppose that a carrier signal is
switched on for a very short time interval and that the resultant signal is transmitted
through the multipath channel, simulating the transmission of a wideband signal.
In this case, without loss of generality, we can state that the low-pass equivalent
of the transmitted signal, sl (t), is equal to 1 for a very short time interval. Then,
in light of (3.61), the low-pass received signal will be composed by replicas of the
transmitted pulse sl (t) and, as long as the time delays between adjacent paths are
greater than the pulse duration, these replicas will not be superimposed. If the delay
between some adjacent paths is smaller than the transmitted pulse duration, the corresponding replicas will merge into a single unresolvable path subjected to the same
magnitude and phase variations as in the case of the multiplicative fading model.
These arguments permit that we interpret the channel model as a concatenation
of L(t) = L multiplicative sub-channels, each of them associated to a bunch of
propagation paths that have merged together. This leads to the tapped delay line
(TDL) channel model depicted in Fig. 3.23, where τ is the delay between paths,
which is the reciprocal of the transmitted signal bandwidth B [64, p. 678]. Note

Fig. 3.23 Tapped delay line model for the frequency selective fading channel
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now that each individual bunch of paths is separable from the others, i.e. we have
a new scenario with resolvable paths. In this case the vector sum applied in the
analysis of the multiplicative fading model does not apply to different resolvable
paths, but still applies to those paths that have merged together.
It is apparent that the TDL model represents a channel that distorts the received
signal due to the time dispersion caused by the signal echoes. In other words, different frequency components of the signal will be affected differently by the channel,
a phenomenon usually referred to as a frequency selective fading.
The time dispersion caused by the channel beyond the delay of the first path is
called the delay spread of the channel. Since it is dependent on the dynamics of the
random channel variations, it will be measured in statistical terms, as we shall see
later.
Analogously to the multiplicative fading case, a question remains on how wide
must be the bandwidth of a signal so that it is affected by a frequency selective fading
when travelling across a multipath channel. This question will also be discussed later
on in this section.
3.6.1.6 Doppler Shift and Doppler Spread of an Unmodulated Signal
The exact derivation of the Doppler shift caused in a received signal due to a relative
motion between the signal source and the signal sensor can be obtained from the
relativity theory, as briefly explained in [92, p. 128]. An alternative and simplistic
solution can be obtained as follows. Figure 3.24 illustrates a car moving through
points A and B with constant velocity v. At point A it is hit by an unmodulated
electromagnetic wave whose angle of arrival with respect to the direction of movement is ϕ. The mobile travels from A to B in Δt seconds. If the signal source
is far enough, at point B the mobile is still hit by the electromagnetic wave with
approximately the same angle of arrival of point A. The phase difference between
the signals received at A and B is given by
Δθ =

2π
2π
Δd =
vΔt cos ϕ.
λ
λ

(3.70)

The rate of the phase variation with respect to time can be seen as a change in
the angular frequency as perceived by the mobile receiver. To the corresponding
ordinary frequency change it is given the name Doppler shift, whose value is
fd =

Δθ
v
= cos ϕ.
2π Δt
λ

(3.71)

The Doppler shift is not of great concern in most communication systems, since it
can be compensated with relative simplicity by automatic frequency control (AFC)
techniques acting in the tuning circuitry. Doppler shifts start to become a problem
in situations where it is possible to have high carrier frequency or high velocities
of the transmitter, the receiver or both, like in aeronautical [7] and certain mobile
satellite communication systems [38].
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Fig. 3.24 A pictorial representation to help determining the Doppler shift

The combination of the Doppler shift and the multipath propagation can bring
forth some difficulties to the design of terrestrial mobile communication systems.
To understand this, recall the scenario illustrated by Fig. 3.19. One can interpret the
various multipath signals as coming from a variety of sources, so that the received
signal hits the receiver antenna with several angles of arrival. As a result, each multipath component is perceived with a given Doppler shift, resulting in a Doppler
spectrum instead of a single Doppler shift. The particular shape of this Doppler
spectrum will depend on the receiving antenna characteristics and on the spatial distribution of the incoming waves [57]. For the special case where the incoming radiation is uniformly-distributed and restricted to the xz-plane, and the mobile station
has an omni-directional antenna with constant gain G in this plane (for example a
half-wave dipole oriented along the y-axis), the normalized Doppler power spectral
density is given by [57]

S( f )
pG/π f m

⎧ ⎡*
⎤
2 −1

⎪
⎪
f
−
f
c
⎨⎣
⎦ , | f − fc | < fm ,
1−
=
fm
⎪
⎪
⎩
0, otherwise

(3.72)

where f c is the frequency of the transmitted unmodulated signal, p is the average
power received by an isotropic antenna and f m is the maximum Doppler shift, given
by f m = v/λ. Figure 3.25 illustrates the shape of the Doppler spectrum as determined from (3.72) and a possible experimental result. Although in a single-path
propagation scenario we would see a single spectral line distant f d hertz from f c ,
the multipath propagation has caused a spectral broadening usually referred to as
the Doppler spread, whose value is 2 f m hertz.
In the explanation above we have considered the transmission of an unmodulated
carrier. In the case of a modulated signal, the spectral broadening caused by the
combination of the Doppler effect and the multipath propagation is superimposed
to the signal spectrum. This unwanted signal enters the receiver as a random frequency modulated (FM) noise [42, p. 39; 92, p. 146], which is one of the relevant
degradations in mobile wireless communication systems.
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Fig. 3.25 Illustration of the Doppler spread caused by multipath propagation and mobility

Simulation 3.4 – Mobile Channel Simulator
File – CD drive:\Simulations\Channels\Mobile.vsm
Default simulation settings: Frequency = 100 Hz; End = 200
seconds. Maximum Doppler shift: 15 Hz. Rice factor: 0.

This experiment is primarily intended to show how a baseband, flat fading mobile
communication channel can be implemented for simulation purposes.
From Chap. 1, Simulation 1.9, recall that if the real and imaginary parts of a complex Gaussian process are low-pass filtered, the rate of variation of the magnitude
and phase can be controlled by controlling the cutoff frequency of the filters. In this
simulation we are generating a complex Gaussian process Z (t) according to:
Z (t) = X  (t) + jY  (t), where

|Z (t)| = X  (t)2 + Y  (t)2 and
arg[Z (t)] = Θ(t) = arctan[Y  (t)/ X  (t)],

(3.73)

and where X  (t) = X F (t) + μ and Y  (t) = YF (t) + μ. The processes X F (t) and
YF (t) are the low-pass filtered versions of the zero-mean Gaussian processes X (t)
and Y (t), and the mean μ is given by
*
μ=

K
,
2(K + 1)

(3.74)

where K is the Rice factor. As an exercise, prove the validity of (3.74). Hint: try
to solve this problem without any help and then have a look inside the block that
generates the Gaussian random process X (t).
The low-pass filters have a frequency response corresponding theoretically to the
right half part of the Doppler spectrum shown in Fig. 3.25. The filters implemented
in this simulation have the approximate response shown in Fig. 3.26.

218

3 Communication Channels

The resultant Gaussian process will produce a Rayleigh or a Ricean fading,
depending on the configured value of the Rice factor K . Additionally, the rate of
variation of the fading will be determined by the cutoff frequency of the low-pass
filters, whose value corresponds to the maximum Doppler shift f m = v/λ, where v
is the simulated speed of the mobile terminal and λ is the carrier wavelength.
No matter the values of K or f m , the resultant fading process is automatically
adjusted so that its mean square value is fixed at approximately 1. This was made
to facilitate the analysis of the time waveforms and histograms corresponding to the
magnitude and phase of the simulated fading process.

Fig. 3.26 Frequency response of the Doppler filter

A sample-function of the generated fading process is α(t) exp[( jθ (t)]. It was used
to simulate the effect of a flat fading in a low-pass equivalent transmitted signal,
simply implementing the complex multiplication illustrated in Fig. 3.22.
In this simulation, the transmitted signal is an unmodulated carrier, whose complex representation is a complex exponential with zero frequency. The received signal, i.e. the output of the channel is analyzed through a frequency domain plot.
Using the default settings, run the simulation and observe the Doppler spectrum
at the output of the simulated channel. Note that it has a U-shape and that it is
essentially nonzero for f < | f m |. Change the value of the maximum Doppler shift
as you want and observe the new Doppler spectrum. Change also the value of the
Rice factor and note that for K > 0 a discrete component appears at the center of the
Doppler spectrum, which corresponds to the carrier frequency. This illustrates the
effect of a dominant component among the signals coming from the multiple propagation paths in a real channel. The larger the value of K , the greater the strength of
the dominant component will be.
Now reset the simulation parameters to their default values. Run the simulation
while observing the time and histogram plots for the fading magnitude and phase.
Note that for K = 0 we have a Rayleigh-distributed magnitude and a uniformlydistributed phase in (−π , π ], as already verified in other simulatote also that the
fading is very fast, since the Doppler shift is configured to its maximum value of
15 Hz. Reduce the Doppler shift to 1 Hz and run the simulation while observing the
time and histogram plots for the fading magnitude. Magnify the magnitude plot in a,
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say, 20-seconds interval and compare the waveform with the lower part of Fig. 3.20.
You will obtain very similar waveforms.
With a Doppler shift of 15 Hz and a Rice factor of 10, run the simulation
again while observing the time and histogram plots for the fading magnitude and
phase. Note that the presence of a dominant component in the multipath propagation scenario causes the received signal variations to decrease, which is intuitively satisfying, since we are simulating an approximate constant mean square
fading value. Observe that the histogram of the fading magnitude resembles a
Ricean distribution (although it looks like Gaussian). Note that the phase distribution is no longer uniform, which is also intuitively reasonable, since a dominant component tends to keep a vector representation of the received signal in one
quadrant.
As another exercise, try to construct such a vector representation for, say, three
multipath components with different phases but approximately equal magnitudes.
Do the same considering a strong dominant multipath component. Choose at random
the individual phases and note that in the case of a dominant component the resultant
(sum) vector will change its phase only slightly. Probably it will remain in a given
quadrant of your system of coordinates.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

3.6.1.7 Channel Correlation Functions and Related Parameters
Let us define the autocorrelation function of the channel impulse response h(τ, t)
given in (3.62), according to [65, p. 762]
Φh (τ1 , τ2 ; Δt) = 12 E[h ∗ (τ1 ; t)h(τ2 ; t + Δt)].

(3.75)

From this point on we shall consider that the channel satisfies a WSSUS (widesense stationary, uncorrelated scattering) model. This means that it simultaneously
exhibits wide-sense stationarity (see Chap. 1) in the variable t and uncorrelated
multipath components in the variable τ . The WSS constraint means that the channel
autocorrelation functions do not exhibit significant variations in the t domain. In this
case we are implicitly assuming that the local-mean channel variations (lognormal
shadowing) are by far slower than the multipath fading variations. Fortunately, it
is widely accepted that the assumptions above are valid for most of the practical
channels. Then, considering a WSSUS channel model, (3.75) becomes
Φh (τ1 , τ2 ; Δt) = Φh (τ2 − τ1 ; Δt) = Φh (τ, Δt).

(3.76)

The Fourier transform of (3.76) with respect to Δt is defined as the scattering
function of the channel, since it gives the power distribution associated to the channel in the Doppler spread and in the delay spread domains. The scattering function
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is then

S(τ ; κ) =

∞
−∞

Φh (τ, Δt)e− j2πκΔt d Δt.

(3.77)

Power Delay Profile and Delay Spread
If we send a short duration pulse or a wideband signal through the channel and correlate the received signal with a τ -seconds delayed version of itself, we will obtain
an estimate of the autocorrelation in (3.76) for Δt = 0. This function is called the
power delay profile or multipath delay profile or yet multipath intensity profile of the
channel. Its typical shape and the corresponding exponential approximation for an
outdoor channel are illustrated in Fig. 3.27. This shape can be justified by assuming
that greater path delays are associated to lower (on average) path strengths.
The statistical measures of the delay spread of the channel are obtained from the
power delay profile. The mean delay spread is the first moment of the normalized
(unit area) power delay profile, that is,
∞

τ Φh (τ )dτ
.
τ = 0 ∞
0 Φh (τ )dτ

(3.78)

The rms (root mean square) delay spread is obtained from the square root of its
variance, yielding
*
στ =

∞
0 (τ

− τ )2 Φh (τ )dτ
∞
.
0 Φh (τ )dτ

(3.79)

Fig. 3.27 Illustration of the power delay profile of the multipath channel

If we are interested in a discrete-time version of the power delay profile in order
to match the tapped delay line channel model of Fig. 3.23, the mean and rms delay
spread are computed respectively by
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(3.80)

n=1

where αn is the n-th propagation path gain, τn is the path delay, P(τn ) is the corresponding base-band signal power and L is the number of resolvable paths used in
the discrete TDL channel model.
Coherence Bandwidth
Taking the Fourier transform of the time-varying impulse response of the channel
with respect to the variable t we obtain its time-varying frequency response:

H ( f ; t) =

∞

h(τ ; t)e− j2π f τ dτ.

(3.81)

−∞

Since the impulse response h(τ, t) is a complex Gaussian random process in the
variable t, H ( f ; t) will also be a complex Gaussian process. Moreover, since h(τ, t)
is considered to be a WSS process, its integral will also be a WSS process. Similarly
to (3.76), the autocorrelation function of H ( f ; t) is given by
Φ H ( f 1 , f 2 ; Δt) = 12 E[H ∗ ( f 1 ; t)H ( f 2 ; t + Δt)],

(3.82)

which after some simplifications yields [65, p. 763; 28, p. 80]

Φ H ( f 1 , f 2 ; Δt) =

∞

−∞

Φh (τ ; Δt)e− j2πΔ f τl dτ ≡ Φ H (Δ f ; Δt),

(3.83)

where Δf = f 2 − f 1 . The function in (3.83) is called spaced-time, spaced-frequency
channel correlation function. It can be estimated in practice by transmitting a pair
of unmodulated carriers separated by Δf hertz through the channel and computing
the cross-correlation between the received signals for a time lag of Δt seconds.
If Δt = 0 in (3.83), we obtain

Φ H (Δ f ) =

∞

−∞

Φh (τ )e− j2πΔ f τl dτ,

(3.84)

which is the Fourier transform of the channel power delay profile Φh (τ ). Possible
experimental and approximate shapes of this function are illustrated in Fig. 3.28. It
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shows that the channel produces highly correlated influences only on signals that are
very close in frequency. As their frequency separation increases, the channel starts
to produce uncorrelated influences on them. Put in another way, if a transmitted
signal has a sufficient small bandwidth compared to Φ H (Δf ), it will be subjected to
approximately the same channel gain, which means that the received signal will be
under a flat fading. On the other hand, if a signal has a large bandwidth compared
to Φ H (Δf ), it will be subjected to different attenuations at different frequencies, a
situation that corresponds to a frequency selective fading. The reference bandwidth
of Φ H (Δf ) is called the coherence bandwidth of the channel, Bc , and its value is
inversely proportional to the channel delay spread, that is, Bc ∝ 1/στ . The exact
relation between Bc and στ depends on the definition of a target frequency correlation when a pair of signals is separated of a band equal to Bc . For example, for a
correlation above 0.9, the coherence bandwidth is [69, p. 202]
Bc ∼
=

1
.
50στ

(3.85)

For a correlation of 0.5 the coherence bandwidth is increased to Bc ∼
= 1/(5στ ).

Fig. 3.28 Illustration of the spaced-frequency channel correlation function

Doppler Spread and Coherence Time
Now let us take the Fourier transform of the spaced-time, spaced-frequency channel
correlation function in the variable Δt:

S H (Δ f ; κ) =

∞
−∞

Φ H (Δ f ; Δt)e− j2πκΔt d Δt.

(3.86)

Since the Fourier transform of an autocorrelation function represents a power
spectral density, for Δf = 0 the PSD S H (κ) will correspond to the channel frequency spread function in the frequency variable κ:

S H (κ) =

∞
−∞

Φ H (Δt)e− j2πκΔt d Δt.

(3.87)
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The function S H (κ) is nothing more than the channel Doppler spectrum and,
from (3.87) we notice that it is determined by the Fourier transform of Φ H (Δt),
a function that represents the time-spaced correlation function of the channel. In
other words, Φ H (Δt) determines the correlation between two observations of the
channel impulse response, these observations being separated by Δt seconds. A
typical magnitude of the function Φ H (Δt) is illustrated in Fig. 3.29.

Fig. 3.29 Illustration of the spaced-time channel correlation function

Analogously to the definition of the coherence bandwidth, we can define the
coherence time Tc as the time interval during which the channel impulse responses
are highly correlated. Alternatively, the coherence time is the interval Δt responsible
for producing a predefined value of the spaced-time correlation in Φ H (Δt).
From (3.87) it is apparent that the coherence time is inversely proportional to the
Doppler spread, that is, Tc ∝ 1/ f m , where f m is the maximum Doppler shift. The
exact proportion will be determined by the predefined spaced-time correlation. For
a correlation above 0.5, the coherence time is given by [69, p. 204]
Tc ∼
=

9
,
16π f m

(3.88)

where f m = v/λ is the maximum Doppler shift, and where v is the speed of the
mobile terminal and λ is the signal wavelength.
Note that if Φ H (Δt) = 1 for all Δt in (3.87), S H (κ) = δ(κ), which means
that the Doppler spread is zero. In other words, if the channel is time-invariant as
a consequence of no relative movement between the transmitter and the receiver,
then the Doppler spread will be zero. Nevertheless, it is worth mentioning that even
in the case where transmitter and receiver are fixed, the movement of surrounding
objects can cause channel variations.
For the derivation of more statistics on the multipath fading channel, the reader
is invited to consult Chap. 4 of [92], Chap. 1 of [42] and Chap. 3 of [28].
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3.6.1.8 Overall Classification of the Fading
From the analysis of the channel correlation functions described in the preceding
sub-item we can identify and summarize four types of fading, as follows:
• Frequency flat and slow fading – occurs when the bandwidth of the transmitted
signal is smaller than the coherence bandwidth of the channel and, at the same
time, the coherence time of the channel is much larger than the transmitted symbol duration.
• Frequency selective and slow fading – occurs when the bandwidth of the transmitted signal is greater than the coherence bandwidth of the channel and, at the
same time, the coherence time of the channel is much larger than the transmitted
symbol duration.
• Frequency flat and fast fading – occurs when the bandwidth of the transmitted
signal is smaller than the coherence bandwidth of the channel and, at the same
time, the coherence time of the channel is on the order of the transmitted symbol
duration.
• Frequency selective and fast fading – occurs when the bandwidth of the transmitted signal is greater than the coherence bandwidth of the channel and, at the
same time, the coherence time of the channel is on the order of the transmitted
symbol duration.
From above we notice that the frequency selectiveness of the channel is independent of its rate of variation. A channel is frequency selective due to the time
spreading caused by the delayed echoes of the signal. The channel variation with
time is dependent on the relative velocity of the receiver, i.e. it is dependent on the
frequency spread caused by the Doppler effect in each multipath component.
Figure 3.30 illustrates a possible shape of the time-variant frequency response
of a multipath fading channel. Both time selectivity and frequency selectivity are
shown. The |H ( f ; t)| axis is in logarithmic scale.

Fig. 3.30 Illustration of the time-varying frequency response of the multipath fading channel
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3.6.1.9 Level Crossing Rate and Average Duration of a Ricean
Fading Envelope
The level crossing rate and the average duration of the fading are complementary
statistics that have a major importance on the research and design of communications
systems, mainly for the dimensioning of the channel coding and interleaving processes. These two topics are treated in the last chapter of the book. Additionally,
those statistics helps determining the parameters for discrete fading channel models
like those mentioned in Sect. 3.4.
The level crossing rate is defined as the expected rate at which the signal envelope
crosses a reference (threshold) level in the downward direction. It is measured in
crossings per second. The average fade duration is defined as the average time that
the signal envelope is below a reference level. It is measured in seconds. The reference value is usually associated to some performance measurement of the system,
like receiver sensitivity or target bit error rate.
The expressions presented below are given without their detailed derivation. The
interested reader may refer to [28], [42], [69] and [84] for further details.
The envelope level crossing rate of a Ricean fading is given by [17, 84]
NR =



% 
&
2
2π (K + 1) f m ρe−K −(K +1)ρ I0 2ρ K (K + 1) ,

(3.89)

where K is the Rice factor defined in (3.67), f m = v/λ is the maximum Doppler
shift, I0 (x) is the zeroth order modified Bessel function of the first kind and ρ is the
ratio between the rms reference (threshold) level in volts, and the rms level of the
fading envelope, also in volts:
R
.
Rrms

ρ=

(3.90)

Note that by making K = 0 in (3.89) we are able to find the level crossing rate
for a Rayleigh fading envelope.
The average fade duration of a Ricean fading envelope is given by [84]
&

2K , 2(K + 1)ρ 2
tR = √
,
√
2π (K + 1) f m ρe−K −(K +1)ρ 2 I0 2ρ K (K + 1)
1 − Q1

%√

(3.91)

where Q 1 (a, b) is the first-order Marcum Q-function, which can be expressed by

Q 1 (a, b) = 1 −

b

ze

z 2 +a 2
2

I0 (za)dz.

(3.92)

0

By making K = 0 in (3.91) we are able to find the average fade duration for a
Rayleigh distributed envelope.
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In what follows we shall interact with a series of simulations concerning the
analysis of a multipath fading channel. First we shall consider the concept of
the coherence bandwidth of a channel. In the sequel we address the concept of the
coherence time. Then, the frequency and impulse responses of a flat and a selective
fading channel will be addressed. Finally we shall observe the effect of a flat and a
selective channel on a modulated signal.

Simulation 3.5 – Exploring the Coherence Bandwidth
File – CD drive:\Simulations\Channels\Coherence band.vsm
Default simulation settings: Frequency = 500 Hz; End = 100
seconds. Auto Restart enabled. Frequency separation for the
two-tone generator: 50 Hz. Export to file disabled and set to 100 × 10
points. Multipath channel properties: delay between paths: 0.002
second; Doppler spread: 0.05 Hz; Rice factor: 0; Change from 5 to
1 path and change from 5 to 2 paths disabled.
This experiment aims at illustrating the concept of the coherence bandwidth of
a wireless mobile communication channel. Two complex tones with equal and
constant amplitudes are generated with configurable frequency separation. These
tones are simultaneously transmitted through the channel and the magnitudes of the
received tones are displayed in the frequency domain. Additionally, these magnitudes can be exported to the file “c:\Bc.dat”, so that you can use it to build your
own statistical analysis on the fading envelopes.
Several parameters of the multipath channel can be set according to the desired
situation. In its default configuration, five paths are simulated, each of them affected
by a Rayleigh fading.
Using the default settings, run the simulation and observe the spectrum analyzer
display. Note that, as expected, the magnitudes of both tones are varying with time.
Furthermore, note that they are varying differently. In other words, they are submitted to a fading that is uncorrelated in some extent.
Run again the simulation and, while observing the spectrum analyzer display,
change the frequency separation of the tones using the sliding bar on the left of the
simulation worksheet. Observe that the greater the frequency separation, the more
uncorrelated seems to be the influences of the fading in the received tones.
Now change the Doppler spread from 0.05 to 0.01 Hz. In this case we are simulating a slower fading, which can be observed through the slow variations of the
magnitude of the received tones. Change the Doppler spread to 0.1 Hz and observe
that the magnitude variations will become very fast.
Close the simulation without saving and reopen it to easily recover the default
configuration settings. Change the number of paths from 5 to 1 in the “multipath
channel” block and run the simulation. Note that, no matter how large you make the
frequency separation between the transmitted tones, the fading in one tone is totally
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correlated to the other. This was expected, since with just one propagation path the
delay spread of the channel is zero and the coherence bandwidth is infinite. As a
result, a frequency flat fading is produced.
Now let us investigate the influence of the channel delay spread on the coherence
bandwidth. To do so, first close and then reopen the simulation file to restore the
default settings. If you are able to estimate the correlation coefficient between two
sets of values using some mathematical package or spreadsheet, enable the “export
to file” block and run the simulation. You will have to wait until 1,000 (default, but
configurable) pairs of samples are stored in the file “c:\Bc.dat”, which corresponds
to 10 simulation runs. Using these samples you will find a correlation coefficient of
approximately 0.5, which means that fading is affecting the two transmitted tones
with a moderate correlation. Now, change the delay between paths in the “multipath
channel” block from 0.002 to 0.004 second. Run the simulation and estimate the new
correlation coefficient using the second set of values stored in file “c:\Bc.dat”. You
will probably find a value less than 0.1, showing that an increase in the channel delay
spread indeed reduces the coherence bandwidth, reducing the correlation between
the fading envelopes of the two received tones. It is important to remember that
the above values of correlation may vary from simulation to simulation, since 1,000
pairs of points are not high enough. If you are willing to wait for a longer simulation
time, more precise estimations can be done from more points.
As an exercise, investigate the influence of the Rice factor on the statistics of
the fading envelope. By analyzing the components inside the “multipath channel”
block, compute the rms delay spread of the channel and try to validate the expression
for the coherence bandwidth given in (3.85).
As another exercise, determine experimentally the frequency separation between
the two tones for a correlation coefficient of approximately 0.9.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

Simulation 3.6 – Exploring the Coherence Time
File – CD drive:\Simulations\Channels\Coherence time.vsm
Default simulation settings: Frequency = 500 Hz; End = 1 second.
Run in Real Time, Auto Restart and Retain State enabled. RT scale
factor: 1. Time separation between pulses: 0.03 second. Channel rms
Doppler spread: 0.5 Hz. Exporting to file disabled. Number of (pairs
of) points: 100.
In this experiment we explore the concept of coherence time. Two impulses are
transmitted over a multipath channel whose delay spread is zero. The delay between
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the transmitted impulses and the channel Doppler spread are configurable. The
received pulses are then displayed along with the fading magnitude. The amplitudes
of the received pulses can be exported to the file “c:\Tc.dat”, so that you can build
your own statistical analysis. The number of pairs of points exported is configurable
through the “export to file” block.
Using the default settings, run the simulation while observing the time plot. Note
that the received pulses are being affected by a correlated fading, since their amplitudes are approximately the same. Increase the Doppler spread to 5 Hz and rerun
the simulation. Observe that the fading has become faster and, as a consequence,
it is affecting the two pulses with lower correlation. A similar situation happens if
we reset the Doppler spread to 0.5 Hz and set the time spacing between the transmitted pulses to 0.8 second. Note that the channel fading is slow, but the effect on
the two pulses is uncorrelated because the pulses are spaced far apart. From these
investigations it is clear that the time interval in which the channel can be considered
essentially constant, i.e. the coherence time, is strongly dependent on the Doppler
spread, which by its turn depends on the relative speed of motion of the receiver.
Now let us investigate a measure of the correlation between the amplitudes of the
received pulses. To do so, first close and then reopen the simulation file to restore the
default settings. If you are able to estimate the correlation coefficient between two
sets of values using some mathematical package or spreadsheet, enable the “export
to file” block, configure the number of points to 1,000, disable the Run in Real Time
option and run the simulation. After the simulation stops you have 1,000 pairs of
samples stored in the file “c:\Tc.dat”. Using these samples you will probably find a
correlation coefficient greater than 0.9, which means that, in fact, fading is affecting
the two transmitted pulses with high correlation. Increase the delay between the
pulses to 0.4 second and repeat the procedure above, not forgetting to delete the
file “c:\Tc.dat” or process only the most recent 1,000 pairs of points in this file so
that the previous set of data does not affect the result. Now you will probably find a
correlation coefficient around 0.5
As a challenging exercise, try to find an adequate relation between the maximum
Doppler spread, 2 f m , and the rms Doppler spread for the Rayleigh/Rice channel
block of VisSim/Comm. Then, adjust the simulation Doppler spread so that you
have some given value of f m . With this value of f m in (3.88) you will find the time
separation between pulses corresponding to the coherence time of the channel. Now
verify if the correlation between the amplitudes of the received pulses is around 0.5,
the reference value used to derive expression (3.88).
As another exercise, determine experimentally the time separation between the
two pulses for a correlation coefficient of approximately 0.9.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
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Simulation 3.7 – Flat and Frequency Selective Channel
File – CD drive:\Simulations\Channels\Flat Selective.vsm
Default simulation settings: Frequency = 500 Hz; End = 500
seconds. Multipath channel properties: delay between paths: 0.02
second; Doppler spread: 1 Hz; Rice factor: 0; Change from 5 to 1 path
enabled; Change from 5 to 2 paths disabled.
In this experiment an impulse train is applied to the input of a time-varying multipath
fading channel and the time-varying impulse and frequency responses of the channel
are displayed. Moreover, samples of the magnitude of the frequency response at a
specified frequency are taken to permit the investigation of the fading distribution
in the frequency domain. Samples of the magnitude of the first propagation path are
also taken to permit the investigation of the fading distribution in the time domain.
Just as a matter of curiosity and motivation, Fig. 3.30 was constructed from data
generated by this experiment. After interacting with the simulation, you will be
invited to construct similar plots.
Run the simulation using its default settings, while observing the magnitude of
the channel frequency response. Note that, as expected, it is time-variant. However,
it is flat for the entire range of frequencies shown, a consequence of the fact that
the option “change from 5 to 1 path” is enabled. Just one propagation path causes
no time dispersion, yielding an infinite coherence bandwidth and, as a consequence,
producing a flat fading.
Now open the “power delay profile” block. In the upper part we have a plot of
the channel power delay profile (PDP) taken at each 1.024 seconds, which is the
time interval between the impulses applied to the channel input. In the lower part
we have an overplot of six consecutive PDPs, so that an “average” behavior of the
channel can be visualized.
Have a look inside the “time plot and histogram A” and run the simulation using
the default settings. If you prefer, increase the simulation time to, say, 5,000 seconds so that a more accurate histogram is produced. The upper time plot shows the
time-varying magnitude of the channel frequency response at the selected frequency
(default: 0 Hz). Note that the distribution of the fading magnitude in the frequency
domain is Rayleigh. A Rice distribution can be observed if the Rice factor in the
“multipath channel” block is set to a value greater than zero. Note that the distribution of the fading in the frequency domain is the same as in the time domain. This
happens because the Fourier transform of a Gaussian function is also Gaussian and,
as a consequence, a complex Gaussian random process in the time domain is also a
complex Gaussian process in the frequency domain.
Restore the simulation to its default settings and uncheck the option “change
from 5 to 1 path” in the “multipath channel” block. Run the simulation while ob
serving the magnitude of the channel frequency response. What you see is a typical
frequency selective behavior of the channel. If you prefer, check the option Run in
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Real Time in the simulation properties, so that you can see the simulation running
in a lower speed. Now, change the delay between paths from 0.02 to 0.002 seconds
and rerun the simulation. Observe that the channel is still frequency selective, but the
spectral notches are far apart now. In other words, the coherence bandwidth of the
channel has been increased as a consequence of a reduced delay spread. Observe the
“time plot and histogram A” and notice that the fading remains Rayleigh-distributed,
no matter the fact of being flat or selective, and no matter the frequency sampled for
analysis.
Restore the default simulation settings by closing the simulation without saving
and reopening it. Uncheck the option “change from 5 to 1 path” in the “multipath
channel” block. Run the simulation while observing the channel power delay profile.
If you magnify the upper part of the plot you will be able to see several time-varying
power delay profiles composed by 5 echoes. If you magnify the lower part of the plot
you will be able to see that the simulation was configured to simulate an exponentially decaying power delay profile. This is to say that the echoes that arrive first at
the receiver are stronger, on average, than those that arrive later. The time difference
between the last and the first echoes is τmax = (L − 1)τ , where τmax is the maximum
channel delay spread, L = 5 is the number of simulated propagation paths and τ is
the delay between paths.
Now observe the “time plot and histogram B”. The magnitude of the first path is
captured via a sample-and-hold process and the result is plotted in the time domain
and via a histogram. If you prefer, increase the simulation end time to 5,000 seconds
so that you can have a better view of the resulting histogram. Note that the distribution of the first path magnitude is Rayleigh or Rice, depending on the configuration
of the “multipath channel” block. This is also valid for the remaining paths, although
not shown.
Using any configuration for the remaining parameters, set the channel Doppler
spread to 0.01 Hz and run the simulation. Observe that the frequency selectivity
of the channel was not affected by the new Doppler spread. What we see is only
a reduced rate of variation of the channel. This confirms to us that the channel
frequency selectivity depends on the delay spread, which is decoupled from the
Doppler spread, which by its turn is related to the speed of the channel variations.
As a challenging exercise, justify why the frequency response of the channel
becomes more “well-behaved” when we check the option “change from 5 to 2 paths”
(and uncheck the other option). Note that the selective fading seems to be periodic in
the frequency domain, with notches that vary in position and deepness in a random
fashion. Hint: you can find some useful material to solve this problem somewhere
else in this chapter.
As another exercise, implement some sort of exporting facility so that you can
save consecutive frequency responses of the channel in your hard drive. You are
challenged to construct a plot similar to Fig. 3.30 and other plots showing a frequency selective with slow fading and a frequency flat with fast fading.
Explore inside the individual blocks. Try to understand how they were implemented, specially the block that generates samples of the magnitude of the channel
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frequency response. Create and investigate for yourself new situations and configurations of the simulation parameters and try to reach your own conclusions.

Simulation 3.8 – A Modulated Signal Under Selective Fading
File – CD drive:\Simulations\Channels\Effect mod.vsm
Default simulation settings: Frequency = 500 Hz; End = 10,000
seconds. Multipath channel properties: delay between paths: 0.002
seconds; Doppler spread: 0.005 Hz; Rice factor: 0; Change from 5
to 1 path enabled; Change from 5 to 2 paths disabled.
This simple experiment is intended to show the visual effect of a flat or a selective
fading on the spectrum of a modulated signal.
A sequence of random bits enters a BPSK modulator in its complex envelope
version. This modulator was already considered in Chap. 2, and further details will
be discussed in Chap. 6, in the study of passband transmission.
The modulated signal is sent through a multipath fading channel with configurable parameters, the same as those considered in the previous simulation. The
signal at the output of the channel is then displayed in the frequency domain, along
with the spectrum of the transmitted BPSK signal. Moreover, a background Gaussian noise is added to the signals inside the PSD estimation blocks to simulate a
situation closer to a real one.
Run the simulation using the default settings. Observe the spectrum analyzer
display and note that the PSD of the received signal is varying its intensity with time,
but it is not distorted, i.e. its shape remains unchanged. This is characteristic of a flat
fading. In real systems, where the possibility of high mobile speeds exists, the fading
will be fast enough to pose difficulties to the countermeasures implemented in the
receiver. In other words, multipath fading usually is not compensated for by means
of conventional automatic gain control (AGC) circuitry. Other techniques such as
diversity, interleaving and powerful error correcting codes are typically adopted
instead. These techniques will be discussed later on in this book.
Now, uncheck the option “change from 5 to 1 path” in the “multipath channel” block. Run the simulation and observe that the fading has become frequencyselective, distorting the received signal (its spectrum is modified in shape). Increase
the delay between paths to 0.02 second and observe the effect of a channel even
more selective. This channel selectivity is usually combated in practice by means of
adaptive equalization, a subject treated at the end of Chap. 4.
Change the channel Doppler spread to 0.0005 Hz and then to 0.05 Hz to see
different rates for the variation of the channel for both selective and flat fading.
Reset the channel parameters to their default values and then increase the Rice
factor to 10. Run the simulation and observe the reduction in the dynamic range
of the fading variations, an expected effect caused by the presence of a dominant
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component in the multipath fading process. This effect can also be verified in a
frequency-selective fading situation.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

3.6.2 Mobile Indoor Channel
The study of propagation characteristics inside buildings is not new, but has gained
a lot of attention in the past two decades due to the proliferation of indoor wireless
communication systems such as wireless local area networks (WLAN) and wireless
personal area networks (WPAN).
Both indoor and outdoor channels produce time dispersion due to multipath propagation. As a consequence, they can be described by very similar models. Nevertheless, propagation inside buildings differs from outdoor mainly due to the variety
of small-scale obstacles and structures that have significant influence on the signal,
this influence being increased with an increase in the signal frequency. An outdoor
environment seems to be easily handled in this aspect because the effect of small
obstacles and structures are averaged-out so that they can be taken into account in
terms of their average influence on signal propagation. The larger the coverage area
and the lower the signal frequency, the more appropriate becomes the assumption
of this averaging behavior of the outdoor channel. Furthermore, the indoor channel
can be considered a slow time-varying or, in some situations, even time-invariant as
compared to the symbol rates of modern communication systems. Time variations
occur mainly due to the movement of people nearby the transmitting or receiving
antennas, due to the closing or opening of doors and, less frequently, due to the
movement of objects during layout modifications. In cases where transceivers are
carried by people inside a building, time variations are similar to those produced
when these equipments are fixed and people are moving nearby antennas. In these
cases very deep variations in the instantaneous received power (multipath fading)
are observed within very small distances.
Similarly to the case of the outdoor channel, studies about indoor channels have
led to a large amount of models that describe their large-scale and the small-scale
propagation mechanisms. See for example [12], [15], [32], [55], [72] and [76].
A comprehensive and detailed treatment on the several aspects of the indoor radio
propagation is given by H. Hashemi in [33] and by F. Landstorfer, G. Woelfle and
R. Hoppe in [48].
Here we present a brief discussion on large-scale and small-scale indoor propagation mechanisms. Large-scale propagation is studied in terms of a power-law
describing the signal attenuation with distance. Small-scale propagation is addressed
in terms of one of the most accepted and seminal models, the Saleh-Valenzuela
indoor channel model.
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3.6.2.1 Large-Scale Propagation
Characterizing with precision the large-scale propagation in an indoor environment
is a very difficult task, since the number of variables is large and the influence of
lots of them can not be precisely quantified in deterministic terms. Just to mention
a few examples, indoor propagation is greatly affected by the physical dimensions
of the building and the disposition of its rooms, the material used to construct and
cover walls, ceiling and floor, the type, variety, material and layout of the furniture,
the position of the transmitter and receiver, the mobility of people nearby and inbetween the transmitter and receiver and the frequency of operation.
There are basically five families of models for path loss estimation in indoor
channels, as discussed in [31] and [47]. The first four families are narrowband models and the last one is a wideband model:
• In the log-distance path loss model the received power varies inversely proportional to the n-th power of the distance between the transmitter and the receiver,
n being an environment-dependent variable.
• In a variation of the log-distance family of models, the path loss exponent is also
distance-dependent.
• Another family of models adopts a log-distance free-space attenuation to which
is added the attenuation of various types of structures that can be typically found
inside buildings.
• In another family of models the attenuation is given in terms of a unit of distance,
for example dB/m or dB/ft. These attenuations are dependent on the characteristics of the building and in some situations they are also described by multiple
slopes.
• In the family of models based on wideband pulse transmission, path losses can
be estimated from the average power contained in the channel impulse response.
Ray-tracing [87] and other modern wideband techniques [47, 70, 90] can be
included in this family.
The log-distance path loss model can be used to provide a picture on the problem.
Some measurements of the local-mean average received power at several distances
from a transmitter are reported in [76]. A linear regression is used to obtain the best
fit between the data with the path loss prediction given by the log-distance path loss
model. A similar procedure was adopted in [43]. An extensive list of results using
the log-distance model has been reported in [31].
Recall from preceding discussions that the log-distance model has two main
parameters: the path loss exponent n and the standard deviation σ of the localmean power about the area-mean power. We summarize below some of the results
provided in the references cited above in what concerns these parameters and other
relevant information on the indoor channel propagation:
• The indoor channel can produce much larger path losses than the outdoor channel.
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• Path losses can vary a lot in very short distances from the transmitter. It is possible
that most of the accepted attenuation (90 dB or even more) is produced up to 10
meters from the transmitter.
• Indoor channels can not be considered stationary, except in those situations where
the movement of people and objects causes variations that can be considered
negligible. This situation can occur when people or objects move far away from
the transmitting and the receiving antennas.
• Reported values of n vary from 1 to 6. Values less than the free space path loss
exponent (n = 2) correspond to wave-guided signals in hallways and some
rooms. These waveguide-like structures are formed in-between the walls and
can produce constructive interferences among propagation paths that have small
phase differences. Values of n on the order of 5 or 6 correspond to situations
where the signal has to cross walls with steel beams, ceilings, floors and metalized room partitions.
• The materials used in partitions that mostly influence the signal attenuation are
[47]: metal (26 dB at 815 MHz), reinforced concrete (10 dB at 900 MHz and
16 dB at 1,700 MHz), brick (6 dB at 900 MHz and 10 dB at 1,800 MHz) and
plywood and glass (less than 3 dB).
• Short coverage distances imply low-power and light transceiver equipments.
• The standard deviation σ of the path loss predicted with the log-distance model
was reported to be in the range of 1 dB for predominant LoS propagation to
16.3 dB for all data combined in four buildings, but it is often below 10 dB [31].
This indicates that the log-distance model can be very precise for some buildings
(small σ ), but can produce very imprecise results in others.
• As in the case of the outdoor channel, it seems that there is no coverage prediction
model suitable for all types of buildings. Maybe that is the reason for which
recent computational planning tools is capable of using several models that can
be chosen or combined depending on the analyzed environment.
3.6.2.2 Small-Scale Propagation
Small-scale propagation inside buildings has a similar definition when compared to
the definition adopted for an outdoor channel. It refers to the rapid fluctuations on
the instantaneous received power in relatively short distances, typically on the order
of less than a wavelength. The main characteristics of the small-scale propagation
inside buildings are:
• The channel varies slowly as compared to the outdoor channel, since people
inside building move slowly. As a consequence, Doppler shifts are small. However, systems that are using or plan to use frequency bands up to 50 or 100 GHz
(millimetre-wave range) can be affected by the Doppler spread even in an indoor
environment.
• Typical delay spreads of outdoor channels are on the order of 10 μs up to more
than 100 μs in hilly terrains. In contrast, typical maximum absolute delay spreads
of indoor environments are below 100 ns, with maximum rms delay spreads of
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about 50 ns [76]. This will lead to high coherence bandwidths and, as a consequence, higher transmission rates can be achieved.
• The number of multipath components in the discrete tapped delay line model is
typically a random variable.
• The indoor channel can not be considered stationary in most situations. Then, a
wide-sense stationary (WSS) channel model is not always appropriate.
• Adjacent multipath components of the same impulse response can not be considered independent in all instances. Then, an uncorrelated scattering (US) channel
model is not appropriate for describing those instances.
A. A. M. Saleh and R. A. Valenzuela proposed a statistical model for indoor
multipath propagation based on measurements taken in the first-floor of a mediumsize office building [76]. They used radar-like pulses in the 1.5 GHz range to obtain
impulse responses within a time resolution of about 5 ns. The work by Saleh and
Valenzuela has led to the channel model later named after the authors. It is one
of the seminal works about indoor channel characterization, upon which several
other important results were built and are used nowadays for designing local area
networks and ultra-wideband communication systems.
In the Saleh-Valenzuela model, multipath signals arrive at the receiver in clusters.
These clusters are formed due to the building superstructures, like metalized walls
and doors. The individual multipath components within a cluster are formed by
multiple reflections in objects nearby the transmitter and the receiver, like walls,
furniture and people. The amplitudes of the multipath components are Rayleighdistributed with a variance decaying exponentially with the cluster delay and with
the path delay within a cluster. The phase of each multipath component is uniformlydistributed over [0, 2π ). The clusters, as well as the multipath components within
a cluster form a Poisson arrival process with different and constant arrival rates.
As a consequence, the clusters and the individual multipath components have interarrival times that are exponentially-distributed (see Chap. 1 for a review on these
distributions).
The impulse response of the channel can be described by a tapped delay line
model, resulting in
h(t) =

∞
∞ 


αkl exp( jθkl )δ(t − Tl − τkl ),

(3.93)

l=0 k=0

where αkl and θkl are respectively the amplitude gain and the phase rotation for the
k-th ray within the l-th cluster, Tl is the arrival time of the l-th cluster and τkl is the
arrival time for the k-th ray within the l-th cluster.
To implement the Saleh-Valenzuela indoor channel model considering a distance
d from the transmitter to the receiver, we apply the steps described in what follows. First we need to generate the cluster arrival times according to the conditional
exponential distribution
p(Tl |Tl−1 ) = Λ exp[−Λ(Tl − Tl−1 )], l > 0,

(3.94)
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where Λ is the cluster arrival rate and T0 = 0 is the arrival time for the first cluster.
In [76], the mean time between clusters was experimentally found to be 1/Λ =
300 ns.
Let E[α 2 kl ] denote the average power gain for the k-th ray within the l-th cluster.
To proceed we need to estimate the average first ray power gain within the first
cluster, E[α 2 00 ]. This can be achieved by applying a path loss prediction method
to obtain the area-mean power loss L(d). For example, we can use the log-distance
method described by (3.48), considering a reference LoS distance d0 = 1 m [76],
and compute in a linear scale:
L(d) = L(1 m)d n ,

(3.95)

where L(1 m), instead of measured as in the case of the outdoor propagation, can
be estimated with a good precision for an indoor environment by applying the freespace attenuation formula given in (3.45) or (3.46). The path loss exponent n can
be obtained according to the similarities among the environment under analysis and
those for which values of n were reported in [76] or other references. The value of
n can also be estimated using the procedure described in Example 3.1 over a set of
power measurements inside the building under analysis.
Applying (3.95) to the equation (32) of [76] we obtain
2
] = (γ λ)−1 /L(1 m)d n ,
E[α00

(3.96)

where λ denote the ray arrival rate and γ denote the exponential ray power-decay
time constant. Typical values found for these parameters, as reported in [76], are
1/λ = 5 ns for the mean time between ray arrivals and γ = 20 ns.
Now we can generate the rays within the clusters with relative arrival times {τkl }
following the conditional exponential distribution
p(τkl |τ(k−1)l ) = λ exp[−λ(τkl − τ(k−1)l )], k > 0.

(3.97)

The ray amplitude gains {αkl } for the k-th ray within the l-th cluster are generated
according to a Rayleigh distribution, that is,


αkl2
2αkl
,
p(αkl ) =
exp −
E[αkl2 ]
E[αkl2 ]

(3.98)

where E[α 2 kl ] is computed from the previously estimated value of the average first
ray power gain E[α 2 00 ], the ray power-decay time constant γ and the cluster powerdecay time constant Γ (adopted equal to 60 ns in [76]) according to
E[αkl2 ]

=

2
E[α00
] exp





τkl
Tl
exp −
.
−
Γ
γ

(3.99)
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The phase for each multipath component is generated according to a uniform
distribution over (0, 2π ]:

p(θkl ) =

1
,
2π

0,

0 < θkl ≤ 2π
otherwise.

(3.100)

It is worth remembering that the Rayleigh path amplitudes and uniform phases
can be directly generated from two Gaussian random variables X kl and Ykl with zero
mean and standard deviation σ = (E[α 2 kl ]/2)1/2 , according to:
αkl =



2
X kl
+ Ykl2

and

θkl = arctan(Ykl / X kl ).

(3.101)

The exponential random variables used by the Saleh-Valenzuela model can be
easily generated using one of the methods described in Chap. 1 for random number
generation. The inverse cumulative distribution method is of particular interest due
to its simplicity.
The generation of all random variables described above is necessary but not sufficient to complete the implementation of the Saleh-Valenzuela indoor channel model.
Individual creativity must be put into action to make those random variables control
the corresponding parameters of the tapped delay line (TDL) model. For example, the exponential random variables described by the probability density functions
(3.94) and (3.97) must be used to control the time instant that each cluster and each
path within a cluster are generated, which corresponds to control the delay blocks
in a TDL model similar to the one shown in Fig. 3.23. After these instants have
been determined, the corresponding Rayleigh path gains and uniform phases are
generated to become the multiplicative factors in each TDL arm of Fig. 3.23. These
path gains have an exponentially decaying mean square value within a cluster and
the cluster have also an exponentially decaying behavior, as determined by (3.99).
Additionally, note from (3.93) that, in theory, we have an infinite number of clusters
and paths. Then, to implement the model we must truncate the TDL to a number of
taps enough to represent the lower intensity rays according to what is desired.

Simulation 3.9 – Saleh-Valenzuela Indoor Channel Model
File #1 – CD drive:\Simulations\Channels\Saleh Valenz A.vsm
Default simulation settings: Frequency = 1 Hz; End = 511 seconds.
Saleh-Valenzuela channel properties: Time units: seconds. 1/Cluster
Arrival Rate: 100. 1/Ray Arrival Rate: 2. Cluster Decay Time
Constant: 60. Ray Decay Time Constant: 5. Number of Taps: 512.
Average First Ray Power Gain: 1.
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File #2 – CD drive:\Simulations\Channels\Saleh Valenz B.vsm
Default simulation settings: Frequency = 10 × 109 Hz; End = 1 × 10−6
seconds. Saleh-Valenzuela channel properties: Time units: nanoseconds. 1/Cluster Arrival Rate: 300. 1/Ray Arrival Rate: 5. Cluster
Decay Time Constant: 60. Ray Decay Time Constant: 20. Number
of Taps: 1000. Average First Ray Power Gain: 1.
This experiment aims at helping the understanding of the Saleh-Valenzuela indoor
channel model. The model is a built-in VisSim/Comm block implemented as a
tapped delay line whose impulse response is given by (3.93).
As a first task, open the simulation file #1 indicated in the header and doubleclick (or right-click) in the “Clpx Saleh-Valenz” block so that its properties tab
is prompted. Have a look at the configurable parameters of the block and notice
that they are exactly the same parameters discussed in the previous theory. Revisit
the concepts associated to each parameter and then study the explanation about the
“Clpx Saleh-Valenz” block given through its help button.
The simulation is comprised by an impulse generator that applies an impulse to
the real and the imaginary inputs of the channel at the beginning of a simulation run.
The output signal, which is the channel impulse response, is analyzed in terms of is
temporal magnitude distribution and also in terms of the magnitude of the channel
frequency response.
The simulation also permits to export the magnitude and the phase of the channel
impulse response to the file “c:\Saleh.dat”, so that you can build your own statistical
analysis about the channel. When the “export to file” block is enabled, the magnitude
is stored in the first column and the phase is stored in the second column of a 512×2
matrix. A new simulation run appends a new set of 512 × 2 points to the previously
stored values. Then, for example, if you enable the file exporting facility and configure it to store 100 sets, a total of 100 matrices of order 512×2 are stored in sequence,
each of them corresponding to a realization of the channel random variables. Do not
forget to enable the “Auto Restart” option in the “Simulate/Simulation Properties”
tab if you wish to store multiple matrices.
Run the simulation repeatedly using the default settings, while observing the
impulse response of the channel. Note that, as established by the model, exponentially decaying paths arrive in clusters that are also exponentially decaying, as
illustrated by Fig. 3.31. Note that the time scale used by the simulation does not
correspond to a real channel, whose times are on the order of nanoseconds. Here the
time scale is on the order of seconds, just to speedup the simulation (by lowering the
simulation frequency). In other words, this simulation has only a didactical appeal.
In what concerns the magnitude of the channel frequency response, note that
it represents a frequency selective channel. In a first analysis we are tempted to
conclude that the channel is very frequency selective. Nevertheless, as previously
mentioned, in a real indoor channel the rms delay spread is typically below 50 ns,
which corresponds to a coherence bandwidth greater than 20 MHz, a value much
larger than those typically found for an outdoor channel. Then, for relatively high
bandwidth signals, the channel will behave as a flat channel.
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Fig. 3.31 Illustration of an indoor impulse response generated by the Saleh-Valenzuela model

To verify a more realistic channel behavior, open the file #2 indicated in the
header. Now the channel parameters are set according to the typical values reported
in [76]. Run the simulation and observe the channel impulse and frequency responses.
Magnify the impulse response as desired for a better view. In what concerns the
frequency response, we note that the channel is really frequency selective, as previously observed through the simulation file #1. However, note that in a range
of 100 MHz, only a few frequency notches are observed, demonstrating that the
coherence bandwidth of an indoor channel is indeed typically much higher than the
coherence bandwidth of an outdoor channel.
Explore inside those blocks that are not built-in VisSim/Comm blocks. Try to
understand how they were implemented. Create and investigate for yourself new
situations and configurations of the simulation parameters and try to reach your
own conclusions.

3.6.3 Terrestrial Microwave Channel
The terrestrial microwave channel refers to the point-to-point, line-of-sight (LoS)
propagation channel near the Earth surface in some frequencies in the microwave
(1–30 GHz) and the millimeter wave (30–300 GHz) ranges. It has been largely used
by digital radio links in the past four decades.
We know that LoS propagation refers to an unobstructed path between two
points. Nevertheless, there are basically two forms of specifying a line-of-sight path:
an optical LoS path connects two points with a straight line; a radio LoS path connects two points taking into consideration the effects of atmospheric refraction and,
as a consequence, can be a curved path.
The propagation between two radio antennas in a microwave link creates, by its
nature, a multipath propagation scenario. It may include a direct LoS path, a ground
wave that parallels the Earth’s surface, a wave from signal components reflected off
the troposphere or ionosphere, a ground reflected path, and a path diffracted from
obstacles in the terrain [82]. Typically, the direct path and the ground reflected path
dominate. Besides multipath propagation, the performance of a microwave link is
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influenced by several losses, including free-space loss, obstacle loss, atmosphere
loss, and loss due to precipitation.
In this subsection we first deal with the main concepts associated to the path loss
and then we move to the multipath propagation analysis of a terrestrial microwave
channel. The Rummler channel model is discussed in the sequel. We have adopted
an approach of a condensed presentation. For a more detailed discussion the interested reader is encouraged to refer to the tutorial paper by David R. Smith [83], to
the transaction paper by James A. Hoffmeyer [34] and to the references therein.
3.6.3.1 Propagation Losses in a Terrestrial Microwave Channel
Figure 3.32 illustrates the main propagation mechanisms and degradation factors
in a terrestrial microwave channel. Even when high towers are used, some obstacle might remain, causing blockage in the direct path. Reflected and refracted
paths, when combined destructively with the direct path, can cause deep signal
fading. High attenuation by precipitation, fog and atmospheric absorption can also
occur, mainly for frequencies above 10 GHz. Additionally, misalignment can occur
between the transmitting and receiving antennas due to changes in the refractive
index of the atmosphere. This effect can be more pronounced in long distance links.
In the presence of an obstacle between the transmitting and the receiving stations,
as illustrated in Fig. 3.32, the direct wave travels a shorter distance than the waves
diffracted on the top of the obstacle. There are specific distances h of the top of the
obstacle relative to the direct path that produce excess path lengths multiple of λ/2,
causing successive constructive and destructive interferences at the receiving end.
Referring to Fig. 3.33, the locus of the points in a given distance d1 from station A
and d2 from station B that produces excess path lengths that are multiples of λ/2
define concentric circles around the direct path. By extrapolating this analysis to
every possible position of an obstacle between stations A and B, the concentric
circles will form concentric ellipsoids, called Fresnel ellipsoids in honor to the
physicist Augustin-Jean Fresnel, who has made some pioneering research about
diffraction. Each ellipsoid defines what is called a Fresnel zone.

Fig. 3.32 Illustration of the main propagation effects in a terrestrial microwave channel
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The clearance of a microwave link is directly related to the degree of obstruction
of the first Fresnel ellipsoid, as given by the ratio between h and the radii of the first
Fresnel ellipsoid, F1 . The radius of the n-th Fresnel zone at a given point along the
direct propagation path is computed via
*
Fn =

nλd1 d2
meters,
d1 + d2

(3.102)

where d1 is the distance (m) from station A to a given point along the path, d2 is
the distance (m) from station B to the same point along the path, f is the frequency
(Hz) and d1 + d2 = D is the total path length (m).
From the theory of diffraction, consider that the obstacle located at distance d1
from station A and d2 from station B is a perfect absorbing knife-edge12 . Then,
secondary non-absorbed sources are generated from this obstacle according to the
Huygens-Fresnel principle. These secondary sources will modify the field strength
at station B and produce a knife-edge diffraction loss given by [80, p. 130]

 



 1 1 + j −ν
jπ x 2

d x  ,
exp −
20 log |L(ν)| = 20 log  −
2
2
2
0

(3.103)

where ν is the normalized knife-edge clearance factor, which is computed from
*
ν=h

2(d1 + d2 ) √ h
= 2 .
λd1 d2
F1

(3.104)

The clearance factor is a relative measure of the penetration of a knife-edge
obstacle inside the first Fresnel ellipsoid, as illustrated by the parameters h and Fn
for n = 1 in Fig. 3.33. If the obstacle is above the direct path line, h is negative by
definition. If the obstacle is below the direct path line, h is positive.
Equation (3.103) is plotted in Fig. 3.34 against h/F1 . Note that if h/F1 = 0,
which corresponds to the obstacle touching the direct path, the diffraction loss is
about 6 dB. In practice, low diffraction loss is achieved for a clearance above 60%
of the first Fresnel ellipsoid radius, which corresponds to h/F1 > 0.6. There is an
alternative form of (3.103) in which explicit forms of the so-called Fresnel integrals
are used [51, p. 141; 42, p. 87].
The diffraction loss caused by a single knife-edge obstacle is somewhat distinct
of the situations we find in practice, since obstacles do not act as a knife-edge in
most of the situations and the presence of more than one obstacle between the stations is common in real terrestrial microwave links. However, the approach given
12

A knife-edge obstacle is a well-defined, sharp object like a mountain peak or an edge of a
building. The knife-edge effect is explained by Huygens-Fresnel principle, which states that such
obstacle acts as if a secondary source existed in the obstacle edge, from which a new wavefront
emanates.
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Fig. 3.33 The geometry of the Fresnel ellipsoid

above was adopted to permit a clear visualization of the influence of an obstacle
in the propagation characteristics of the channel and to give an insight on the real
meaning of the clearance between two microwave stations. The attenuation by large
obstacles like mountains and hills is considered in most of the coverage prediction
methods used for planning mobile communication systems, in specialized routines
for point-to-point analysis. Several models for path loss prediction over hilly terrains
are considered in [51, Chap. 4] and [92, Chap. 3], where one can find a detailed
deterministic analysis starting from the simpler approach adopted here to a more
elaborate one that considers scenarios with multiple obstacles. Empirical models
are also presented in those references.

Fig. 3.34 Diffraction gain beyond a knife-edge obstacle

Added to the attenuation by obstacles we have the free-space attenuation and the
attenuation caused by atmospheric elements like rain and fog, and by the changes in
the atmospheric refractive index. The free-space (vacuum) attenuation has already
been determined through (3.45), which is rewritten here as a function of d in km
and f in MHz:
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L(dkm ) = 32.44 + 20 log dkm + 20 log f MHz

dB.

(3.105)

The refractive index of the atmosphere varies from 1 in the free-space to approximately 1.0003 close to the Earth surface. This is a small change, but it is enough
to bend the radio wave so that it does not propagate in a straight line. Under the
so-called standard refraction condition, the refractive index of the atmosphere varies
linearly with the altitude. In this situation the radio wave is bent down so that LoS
communication can be done beyond the optical horizon.
It is a common practice to consider that the radio signal travels in a straight line
so that link budget calculations become easier. To take into account the refractive
index of the atmosphere, the radius of the Earth is modified according to the k factor,
defined as the ratio between the effective and the true Earth radius:
k=

ae
.
a

(3.106)

Under the standard refraction condition, the effective Earth radius is ae = 4a/3,
which means that k = 4/3 [82]. The path profile for link budget calculations can be
plotted in special graphs in which the Earth radii is modified so that straight lines
can be used to represent the transmitted ray. Alternatively, normal (linear) graphs
can be used by considering the Earth surface as flat and the transmitted ray bent
upward with a radius depending on the k factor [82].
Due to weather conditions, anomalous propagation can arise for short time durations, changing the gradient of the refractive index and causing three typical phenomena: subrefraction, superrefraction and ducting [82]. In subrefraction, k < 1
and a ray upward bending occur. In superrefraction, k > 2 and a ray downward
bending occur. These two conditions are illustrated in Fig. 3.32, showing that
antenna misalignment can occur due to subrefraction or superrefraction. Ducting
phenomenon occurs when k < 0 (the effective earth radius becomes a negative
quantity). In this situation a radio wave downward bending is more pronounced in a
way that it is reflected back by the Earth to the atmosphere and then refracted again
from the atmosphere to the Earth. This process continues and acts like a natural
waveguide for the radio signal. Ducting would be desired if maintained for long
durations, since it would be possible to have communications far beyond the horizon. It is worth mentioning that there is a slightly different definition of the above
phenomena, which considers the standard refraction condition as the reference value
for stratification [40].
Antenna misalignment due to anomalous propagation, together with atmospheric
absorption, rain and fog attenuations (mainly for frequencies above 10 GHz) cause
long-term signal variations that can be associated to a flat fading behavior. The main
countermeasure usually adopted for this type of fading is link margin. This is to say
that extra power or antenna gain or both must be added to the link budget to combat
flat fading. Nominal power or antenna gains are determined from free-space and
obstacle attenuations.
The reader is encouraged to consult the COST 235 final report [16] for a condensed treatment on the several aspects that influence terrestrial microwave and
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millimeter wave channels and other channels used for fixed communication applications. A deep treatment on the fundamental concepts related to propagation is given
by R. K. Crane [18].

3.6.3.2 Multipath Propagation in the Terrestrial Microwave Channel
To the already complicated scenario described previously we must add the effect of
fading caused by destructive interference between the direct path and one or more
reflected and refracted paths. This new scenario configures the multipath propagation, which, as we already know, can cause frequency-selective fading.
The reflected portion of the multipath phenomena is caused mainly by flat terrain and water. The refracted portion is caused mainly by atmospheric stratification, where layers with different refractive gradients are formed. The main cause of
layering is temperature inversion13 , a phenomenon that occurs typically in humid,
hot, still, windless conditions, especially at night and early morning and especially
during summer season [82].
Although flat fading is as dangerous as selective fading to analog radios, digital radios are much more sensitive to selective than to flat fading [34]. Countermeasurements against multipath fading include a combination of further increased
margin, adaptive equalization, diversity and robust digital modulation techniques.
Basic concepts about adaptive equalization will be discussed in Chap. 4. Digital
modulation techniques will be considered in Chap. 6 and diversity will be treated
briefly in Chap. 7 in the context of spread-spectrum and multicarrier transmission.
One of the main figures of merit used to assess the performance of digital radio
systems is the outage probability [74, 78], which is closely related to the link availability. The term “outage” refers to those periods of time during which the system
performance falls below a predefined accepted limit. This limit can be defined in
different ways, but typically refers to a bit error rate of 1 × 10−3 . The concept of
errored-second14 is also widely adopted as a measure for outage [34].
The estimation of the outage probability for different channel conditions and
system parameters, including or not additional protection against fading, and the
estimation of the probability of multipath occurrence is still an active research topic,
though much has been done so far [16, 34, 75, 82]. For the sake of brevity, more
details are omitted here and the interested reader is advised to consult the references
cited above.
We now move to the study of a specific terrestrial microwave channel model that
is most widely accepted [82] by the research community: the Rummler’s simplified
three-path model.

13

In meteorology, an inversion is a deviation from the normal change of an atmospheric property
with altitude. In a temperature inversion there is an increase in temperature with height or to the
layer within which such an increase occurs [91].

14

An errored-second is any one-second interval containing at least one bit or block error.
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3.6.3.3 Simplified Three-Path Terrestrial Microwave Channel Model
In the simplified three-path model proposed by D. W. Rummler, the low-pass equivalent channel transfer function is given by [75]
H ( f ) = a[1 − be− j2π( f − f0 )τ ],

(3.107)

where a is a flat loss term generated by the vector sum of the direct path and a
second path with a negligible delay and similar strength relative to the direct path,
the product ab is the amplitude of the third path, τ is the delay of the third path
relative to the first two and f 0 is the location of the minimum in the frequency
response, i.e. the notch location. Both f and f 0 are measured relative to the channel
mid-frequency. The relative delay τ is kept fixed in 6.3 ns in the Rummler’s model
and it refers to the reciprocal of six times the measurement bandwidth used in the
field campaign undertaken by Rummler. This fixed value of τ , although permits
that the model fits most of the actual channel measurements, is considered the most
important limitation of Rummeler’s model. The variation of τ was found to have a
significant impact on the system performance [34]. A model similar to the Rummler’s model is detailed in that reference, the difference being that τ is allowed to
vary.
The magnitude of the frequency response in the Rummler’s model is given by

|H ( f )| = a 1 + b2 − 2b cos 2π ( f − f 0 )τ .

(3.108)

Equation (3.108) is plotted in Fig. 3.35 for a = 0.1 and b = 0.7. The fade level
is A = −20 log a dB and the relative notch depth is B = −20 log(1 − b) dB. The
total fade depth is (A + B) dB. The theoretical periodicity of H ( f ) suggests that the
channel bandwidth of interest must be smaller than 1/τ , since real channels with
random behavior will not show this periodicity. In fact, Rummler has suggested that
the channel bandwidth must be around 30 or 40 MHz so that only one deep fading
will affect the transmitted signal in a given instant.

Fig. 3.35 Magnitude of a Rummler’s channel frequency response for a = 0.1 and b = 0.7
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Fig. 3.36 Transition from a minimum phase to a non-minimum phase state

In cases where the direct path arrives later than the reflected path, τ becomes
negative and the channel becomes a non-minimum phase system. This also happens
if the direct path is weaker than the indirect path, which corresponds to b > 1. The
transition between a minimum phase state and a non-minimum phase state is an
important event, since the behavior of the group delay changes dramatically between
these two states, which eventually affects system performance [34]. Figure 3.36
illustrates the effect of a transition between a minimum phase state and a nonminimum phase state in the group delay about a given frequency f 0 , as a function
of the parameter b of the Rummler model. Notice that a complete inversion of the
group delay occurs when b crosses the value of 1. Just to recall, the group delay
is the negative of the derivative of the channel phase response with respect to the
frequency. It is left to the reader to verify that during this transition the magnitude
of the frequency response remains unchanged.
The distributions of the parameters in (3.107) are described in what follows.

Scale Parameter
The scale parameter a is a Lognormal random variable conditioned on the value of
b, which means that A = −20 log(a) is Gaussian, conditioned on the value of B.
Rummler suggests the following distribution for A [73]:
1
P[A > y|B] = erfc
2




y − A0 (B)
,
√
5 2

(3.109)

where A0 (B) = 24.6 is the typical conditional mean of A, whose value was derived
under particular conditions [73]. From (3.109) we see that the standard deviation of
A is 5 dB.
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Notch Depth
The notch depth B = −20 log(1−b) is given in terms of a probability that B exceeds
a value x, which follows an exponential distribution with mean equal to 3.8 dB,
that is,
P[B > x] = e−x/3.8 .

(3.110)

Notch Frequency
The notch frequency f 0 has a two-level uniform distribution having five times higher
probability of being close to the channel center frequency f c than away from it. In
[73] the distribution of the notch frequency was given in terms of the phase φ =
360 f 0 τ , in degrees, so that different values of τ can be taken into account:

pΦ (φ) =

1/216 ,
1/1080 ,

|φ| ≥ 90◦
90◦ < |φ| < 180◦ .

(3.111)

Relative Delay
Although Rummler has considered a fixed value of 6.3 ns for τ , a positive or negative value, i.e. τ = ±6.3 ns permits that the system performance is assessed as
influenced by transitions between minimum and non-minimum phase states. It was
reported in [34] that non-minimum phase has occurred 6% and 11% of the observed
time in two different channels. Then, the preceding assumption of 50% is rather
pessimistic.
Besides the distributions of the parameters, channel dynamics are needed so that
the model can be completely implemented in a computer or hardware simulation.
These dynamics govern how the model parameters vary as a function of time. Some
measured dynamics that can be used to calibrate some terrestrial microwave channel
models were reported in [34]. A direct path and two multipath components were
considered. The percentage time with a second multipath present and the percentage time in non-minimum phase state were also investigated. Furthermore, rates of
change of the first multipath component delay, amplitude and phase were reported
in [34]. Just to catch a glimpse at some results, extreme rates of change of the delay
were found to be as fast as 6.8 ns/s. Values up to 50 dB/s were found for the rate of
change of the amplitude and 300 degrees/s for the phase.

Simulation 3.10 – Rummler Terrestrial Microwave Channel Model
File – CD drive:\Simulations\Channels\Rummler.vsm
Default simulation settings: Frequency = 100 Hz; End = 10,000
seconds. Time-varying channel disabled. Overall path gain = 0.1.
Reflected path relative gain = 0.7. Fade null frequency = 0 Hz.
Reflected path delay = 0.01 second.
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This experiment aims at investigating the effect of the parameters of the Rummler’s simplified three-path model on the terrestrial microwave channel frequency
response.
An impulse train is applied to the input of a Rummler channel and, for each
impulse, a Fourier transform is computed from the impulse response. The magnitude
of the resultant channel frequency response is then plotted for analysis, along with
the flat frequency content of each input impulse.
The Rummler channel can work in two different ways: adjustable parameters
and random time-varying parameters. In its default settings the parameters can be
configured via sliders located in the left-side of the simulation worksheet. When
the time-varying option is chosen, the channel behavior varies from time to time
according to the distributions previously considered in theory.
Some of the channel parameters were modified in relation to the theoretical ones
in order to facilitate the didactical approach of the simulation. The relative delay
between paths, instead of 6.3 ns was made equal to 0.01 second, which corresponds
to a distance of 100 Hz between frequency notches. The mean value A0 (B) of the
overall path attenuation A was made equal to 10 dB instead of the empirical value
of 24.6 dB. Moreover, when running in the time-varying option, the real dynamics
of the channel were not obeyed, which means that the rate of variation of the parameters was made different from the empirical values given in [34]. In this simulation
the parameters were generated according to their empirical distributions, but each
set of parameters changes at each 100 seconds.
Before starting with the simulations, observe how the Rummler channel model
was implemented. First, from (3.107) we obtain
H ( f ) = a − abe− j2π f τ e j2π f0 τ ⇒
h(t) = aδ(t) − abδ(t − τ )e j2π f0 τ .

(3.112)

Observe the lower part inside the block “Rummler Channel” and note that it is
the exact implementation of a system with the impulse response h(t) in (3.112).
Now drill into the “Rummler Channel” block and then into the “Time-varying
Rummler channel” block. Inside this block you can see exact the same channel
structure, which is enabled when the time variant channel is being simulated. The
parameters of this channel come from the “Random variables generator” block.
Open it and analyze the structure of this block, where the histogram of each random
variable can be observed. The parameter a is taken from a Gaussian random variable
that simulates the variable A = −20 log a. Variable A was generated according to a
Gaussian density function obtained directly from (3.109), resulting in
1
p A (A) = √ exp
5 2π




A − 10
,
50

from where we have σ = 5 dB and A0 (B) = 10 dB.

(3.113)
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The parameter b is taken from the exponential random variable B, in dB, which
has the following density function obtained from (3.110):
p B (B) =

1 −1B
e 3.8 .
3.8

(3.114)

In VisSim/Comm, the exponential random variable can be generated from a
gamma random variable by making its shape parameter α = 1 and its scale parameter β = 3.8. Just to recall, the gamma density function is given by
f X (x) =

x α−1 e−x/β
, y ≥ 0.
β α Γ(α)

(3.115)

The two-level uniform random variable representing the phase parameter φ =
360 f 0 τ was generated via the accept/reject method described in Chap. 1. 10,000
values of φ were stored in a DAT file, which is read and output by the “Data file”
block. The value of φ is then converted into the value of f 0 used by the simulation.
Finally, the alternation between minimum and non-minimum phase states was
simulated by changing the signal of the delay τ according to a Bernoulli distribution,
so that τ = −0.01 for 10% of the time and +0.01 for 90% of the time. By doing
this we are simulating an occurrence of the non-minimum phase state for 10% of
the observed time interval. Since we are not monitoring the channel group delay,
we shall not be able to detect such state transitions, since they have no effect in the
magnitude of the channel frequency response.
Now run the simulation using its default settings. Observe the frequency plot,
where the magnitude of the channel frequency response is plotted, along with the
input signal in the frequency domain. This situation corresponds exactly to the one
depicted by Fig. 3.35, except by the fact that the frequency axis here goes from −50
to 50 Hz. Observe that the overall notch depth is the sum of the overall path gain
with the reflected path relative gain.
Go back to the theory and review the function of each parameter in the Rummler’s channel model. Then, vary each of them as desired to confirm the theory and
for a better understanding of the influence of each of them on the channel frequency
response. For a better view you can change the parameters while the simulation is
running. Pay a special attention to the fact that, no matter the overall path attenuation, if the reflected path relative gain is close to 1, which means that its strength is
almost equal to the strength of the direct path, a very deep notch occurs. This is a
consequence of an almost complete destructive interference between the direct and
the reflected paths.
Now enable the time-varying channel option in the Rummler channel. Run the
simulation and observe the variations of the frequency response with time. Different
combinations of the different parameters lead to different channel responses. It is
worth remembering that the actual dynamics of the channel variations were not
implemented in this simulation. What you see is a “discrete” variation from 100
to 100 seconds. What you would see in a real channel is a continuous variation
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resulting from the combination of the different parameters continuously varying
with different and somewhat dependent rates.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
A word is in order on what concerns the simulation of communication systems
from the perspective of the communication channel. Although large-scale propagation phenomena have great impact on the system design and performance, it is
not strictly necessary to simulate them in most of the situations, since the remedy
to their effects is typically associated to transmitted power adjustments, i.e. link
margin. Some multiuser communication systems, like mobile cellular, deal with
large-scale propagation by using some sort of power control, so that the received
signal power at the base station is kept approximately constant.
To know the large-scale propagation characteristics of a given channel is indeed
of great value for system design, but implementing them in a simulation would
require the insertion of normally intricate models to reach an already known conclusion in terms of the counter-measurements. Additionally, the long-term variations
of large-scale propagation characteristics normally are by far slower than the shortterm small-scale variations. This would require prohibitive simulation times so that
one could be able to complete represent the statistical behavior of such long-term
variations, which further limits the adoption of the corresponding models in simulations.

3.6.4 Spatial Wireless Channel Models
As we saw at the beginning of this chapter, a communication channel is composed
by the physical medium through which the signal is transmitted, but can also include
parts of the system. This permits the channel to be defined according to specific
needs of the communication system design or channel modeling.
In this subsection, the basic ideas behind spatial channel models for wireless systems are briefly discussed. These channels can incorporate the propagation medium
as well as a number of transmitting and a number of receiving antennas.
The advances of smart antenna technology and array processing techniques have
allowed system designers to take advantage of the spatial-domain, in addition to the
time-domain and frequency-domain, to improve signal quality and system capacity. Among the extra spatial information obtained from the received signal we can
mention the distribution of scatterers, two-dimensional angles of arrival, and spatial Doppler spectrum. As an example, this additional spatial information can help
improve signal quality and boost channel capacity trough the use of multiple transmitting and receiving antennas, configuring the already-mentioned multiple-input,
multiple-output system. MIMO systems explore the intrinsic rich scattering multipath propagation of wireless channels by creating parallelized and independent
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sub-channels, and this is done at the cost of an extra space-time processing at the
transmitter and receiver sides. The MIMO wireless channel will not be further discussed in this chapter. Instead, the topic will be revisited in Chap. 8, where the
channel capacity improvement provided by MIMO systems will be analyzed in a
more appropriate context.
Spatial propagation models can be grouped into three main categories [24]:
• General statistically based models.
• More site-specific models based on measurement data.
• Entirely site-specific models.
The first category is useful for general system performance analysis and the other
two categories are more specific ones that, despite of the fact that they lead to more
precise results, they often need complementary measurements and further knowledge about the physics of the signal propagation.
To have an idea on how spatial channel models are defined, let us consider the
general case where the angle-of-arrival (AoA) information is included in the classical time-varying multipath fading channel impulse response given in (3.62), leading
to the two-dimensional impulse response
h(τ ; t) =

L(t)


αn (t)e jθn (t) a[ϕn (t)]δ[t − τn (t)],

(3.116)

n=1

where αn (t) is the time-varying attenuation produced by the n-th propagation path,
τn (t) is the corresponding time-varying path delay, θn (t) = −2π f c τn (t) is the resultant phase imposed by the n-th propagation path and a[ϕn (t)] is the array response
vector. For an arbitrary antenna array geometry, with each of its M elements located
at the coordinates (xi , yi ) relative to the origin, a[ϕn (t)] is given by [24, 28]
a[ϕn (t)] = [e− jψn,1

···

e− jψn,i

···

e− jψn,M ]T ,

(3.117)

where [ ]T is a matrix transposition operation, ψn,i = (2π/λ)[xi cos ϕn (t) +
yi cos ϕn (t)] and ϕn (t) is the AoA of the n-th multipath component relative to the
origin of the antenna array.
Let us denote the AoA as a random variable ϕ and assume that it is stationary
and identically distributed for all multipath components. Additionally, let us define
P(ϕ) as the average received power profile as a function of ϕ. Then, the rms angular
spread of the AoA can be determined by [28]
5
6 π
6
(ϕ − μϕ )2 P(ϕ)dϕ
,
σϕ = 7 −π  π
−π P(ϕ)dϕ

(3.118)
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where μϕ is the mean angular spread given by
π

μϕ = −ππ

ϕ P(ϕ)dϕ

−π

P(ϕ)dϕ

.

(3.119)

The angular spread is a measure of the spatial correlation of the array in such a
way that signals having angles-of-arrival separated by more than 1/σϕ are said to be
progressively uncorrelated.
The distribution of the parameters of the array response vector is dependent on
the environment, on the specific array geometry and on the antenna heights. The
main difference among the various spatial channel models available in the literature
resides in how each of them treats the distribution of the elements in the array
response vector. Furthermore, instead of the two-dimensional analysis presented
above, the array response can be characterized in three dimensions, also providing
azimuth AoA information. If an antenna array is also considered at the transmitter
side, direction-of-departure (DoD) information can also be taken into account. In
this last case a time-varying impulse response is determined for each of the transmitting antenna array element to each receiving antenna array element, which defines
the so-called channel matrix. The channel matrix is the key element when designing
and analyzing a multiple-input, multiple-output system. Channel capacity analysis,
a topic treated in Chap. 8, also makes use of the channel matrix.
For a comprehensive treatment on the main characteristics of space-time channel
models, see the tutorial paper by R. B. Ertel and others [24]. For a recent overview
of specific space-time channel models for MIMO systems, please refer to the survey
paper by P. Almers and others [2]. Space-time channel models also apply to lightwave communications through optical fibers or through the atmosphere. For more
information on these applications, see the papers by A. R. Shah et al. [79] and A.
Tarighat [85] and the book by S. Hranilovic [35, Part III].

3.6.5 Other Wireless Channels
In this subsection we give some comments about the main characteristics of other
important wireless communication channels. We are particularly interested in describing the underwater acoustic (UWA), the free-space optical (FSO) and the underground radio channels. The reason for choosing these channels is due to the
increased interest of the scientific community on them. Furthermore, modern communication systems using these channels are already in use and many of them are
envisaged for the near future.
3.6.5.1 Underwater Acoustic Channel
The high absorption of electromagnetic waves, especially by sea water, is one of the
most limiting factors for using radio waves under water. On the other hand, although
atmosphere imposes severe attenuations on acoustic signals, these attenuations are
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significantly smaller in water. That is the main motivation for the use of acoustic
waves in underwater communication systems.
Simple underwater acoustic (UWA) systems have emerged before I World War,
but it was during II World War that the technology has gained even more attention.
To that time, applications were restricted to sound navigation and echo detection
(sonar) [68]. Aside from military applications, underwater acoustic communications
have been used for diver-to-diver and ship-to-diver communications, for communications with submersibles and other underwater vehicles for see exploration, in
telemetry and in underwater control systems. Underwater sensor networks are one
of the most recent research topics in the area nowadays.
There are several similarities between a wireless radio channel and an underwater acoustic channel. Nevertheless, the impairments found in underwater acoustic
channels are even more severe and represent a high challenging limitation for communication systems design.
The main characteristics of the underwater communication channel are [63,
Chap. 8; 68]:
• The most relevant limiting factors are propagation delay, multipath and attenuation. Additionally, the channel characteristics are strongly random.
• The channel presents a three-dimensional variability of the refractive index, leading to ray bending (refraction) in all dimensions. This is one of the main causes
of multipath and shadowing.
• Shadow zones occur due to refracted waves that prevent the signal from reaching
some areas.
• The sound speed varies mainly with depth, depending on water characteristics
and weather conditions. The SSP (sound speed profile) describes how the speed
of sound varies with depth. It is a useful input for the system designer.
• Layers with lower sound speeds as compared to layers above and below can
create a natural waveguide to the sound wave, leading to high communication
distances. However, this somewhat unpredictable phenomenon is difficult to be
explored due to its random nature. Recall that a similar situation occurs with the
ducting phenomena in terrestrial microwave links.
• The main mechanisms of signal loss are spreading of the signal energy (similar to what happens to radio waves in free-space), absorption and scattering.
Absorption is the conversion of acoustic energy into heat and it is a frequencydependent and chemical-dependent phenomenon. Scattering occurs at sea surface
and sea floor, but also on water bubbles and on small water volumes with different
temperatures, called thermal microstructures.
• Typical noise impairments are generated by breaking waves, rain, marine life and
ships of all sorts. Noise is an important limiting factor for underwater communications.
• Signal-to-noise ratio is strongly dependent on range and frequency. Higher ranges
mean lower available bandwidths.
• Multipath propagation is caused mainly by reflections on sea surface and sea floor
and by differently refracted rays. It is classified in micro- and macro-multipath,
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which is analog to the small-scale and large-scale classification for the multipath
fading in wireless radio channels.
Small coherence times combined with large propagation delays impose severe
limitation on the system design. For example, in a 1 km range the signal can take
up to 0.66 seconds to hit the receiver. On the other hand, channel characteristics
can change drastically within 0.5 seconds or less.
Delay spreads can reach up to 60 ms. Reported results indicate that a clustering
effect similar to the one observed in indoor radio channels is common.
High delay spreads produce frequency selective fading. It can be fast or slow, but
it is predominantly slow time-varying. Typical coherence bandwidths are around
2 kHz.
Doppler shifts and Doppler spread are caused due to surface and internal wave
motion and due to relative motion between receiver and transmitter.
The main characteristics of underwater acoustic systems are:

• Use of acoustic waves typically above 5 kHz. The upper limit depends on the
range. For a 10 km range this upper limit is around 10 kHz. For a 100 m range,
signals up to 100 kHz can be used.
• Transmission power up to 30 W.
• Transmission rates up to a few kilobits per second in a maximum 10 km range.
• Bandwidths up to 40 kHz for medium-range small depth water (shallow-water)
applications.
In [66, vol. 1, pp. 15–47], four tutorial papers deal with topics related to acoustic
communications. They constitute a good start for those entering this arena. The
first one covers acoustic modems and the second discusses acoustic telemetry. The
third covers several types of acoustic transducers, including those specific for underwater communications. The fourth paper covers the general aspects of underwater
acoustic communications. Another paper by D. Rouseff et al. [71] discusses the
phase-conjugation (or time reversal) technique as a means for reducing the receiver
complexity in underwater channels with high time-dispersive characteristics. Time
reversal is covered with some depth in Chap. 7, in the context of ultra wideband
(UWB) communications.
3.6.5.2 Free-Space Optical Channel
A free-space optical (FSO) system is a subclass of the lightwave communication
systems where a narrow beam of modulated light is sent from a transmitter to a
receiver through the atmosphere. The main application of FSO systems is in short
to medium-distance terrestrial and satellite point-to-point links.
Below we summarize the main characteristics of the FSO channel and of an FSO
communication system [45, 56]:
• The most degrading effects of the atmosphere on a FSO signal are the frequency
selective and flat attenuations and their variation with time.
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• Non-homogeneities in the temperature and pressure of the atmosphere cause variations in its refractive index, leading to fluctuations in both the intensity and the
phase of the received signal.
• Atmospheric turbulence degrades the performance of FSO links, particularly over
ranges on the order of 1 km or longer.
• The attenuation of the atmosphere occurs due to the main factors: frequency
selective absorption by the molecules in the air, like water vapor and CO2 , and the
scattering of the beam. Scattering causes angular redistribution of the radiation
and is caused mainly due to Rayleigh and Mie effects [10]. It is also produced by
resonant scatter with molecules or aerosol particles in the air (especially rain, fog
and snow).
• Sunlight can also affect FSO performance when the sun is collinear with the FSO
link.
• Scintillation is caused by thermal turbulence in the atmosphere, resulting in
randomly distributed cells having variable sizes, temperatures, and refractive
indices. These cells cause scattering, multipath and variation of the angles of
arrival. As a result, the received signal amplitude fluctuates. Scintillation can also
cause defocusing of the light beam.
• The mathematical modeling of the terrestrial FSO channel is a problem of considerable complexity due to the high number and random nature of the variables
involved.
The main characteristics of free-space optical systems are:
• Typical rates of 1 to 10 Gbit/s.
• Commercial FSO systems in the early 1990s used higher-power (up to 10 W)
lasers and a bandwidth up to 1 GHz and distances up to 10 km.
• Modern systems have been developed and are able to transmit data at rates
beyond 40 Gbit/s at ranges of 5 km or more. They use multiple laser beams and
multiple wavelengths, active atmospheric tracking, and multiple detectors.
• Nowadays, the some commercial systems operate with low to medium power
lasers (up to 100 mW) to cover short distances of about 500 m, offering rates of
10 Gbit/s or more.
• The use of lasers or LEDs (light-emitting diodes) in wavelengths around 0.8 μm
and 1.5 μm has predominated due to their large use in optical fibers. Wavelengths
around 3.9 μm or 9 μm are now emerging in FSO systems.
The tutorial paper by D. Killinger [45] on FSO systems and references therein
are a good start for those that want to study free-space optical systems.
3.6.5.3 Underground Radio Channel
A wireless underground communication system makes use of the soil to establish
a link between a transmitter and a receiver or between several transmitters and
a receiver. Wireless underground sensor networks (WUSN) constitute one of the
promising application areas of wireless sensor networking [53]. These networks are
applicable, for example, in the monitoring of soil properties of sports fields, in the
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monitoring of the concentration of toxic substances to prevent pollution in certain
areas, in the monitoring of air quality in coal mines to prevent disasters and in the
monitoring of above-ground objects.
A broad characterization of the underground wireless channel is provided in [53].
In particular, the 300–900 MHz band is considered due to the fact that it is suitable
for the development of small size sensor networks. The main propagation characteristics of the wireless underground channel are summarized below [53]:
• The differences between propagation of electromagnetic signals in soil and in air
limit a straightforward characterization of the underground wireless channel. The
main reason for that is the non-homogeneous nature of the soil.
• Electromagnetic waves are subjected to a much higher attenuation in soil when
compared to air. The additional attenuation to the free-space is dependent on the
soil attenuation constant and phase constant, which are dependent on the dielectric properties of the soil.
• The overall attenuation will be determined by the operating frequency, the composition of soil in terms of sand, silt, and clay fractions, the bulk density, and the
volumetric water content.
• Underground propagation is affected by multipath fading, reflections, scattering
and refraction. Scattering is caused mainly by rocks and roots of trees. Reflections occur mainly in the soil-air boundary and, as a consequence, they are
affected by the depth of the transceivers location. Reflections are more prominent
in lower burial depths.
• The multipath scenario is typically analyzed using a two-path model in a similar
way to the propagation over a flat terrain through the atmosphere. The results
lead to a frequency-dependent and a depth-dependent attenuation. Then, for a
particular operating frequency, there exist an optimum burial depth such that the
path loss is minimized.
• The interfering pattern between the direct and the reflected portions of the signal,
i.e. the multipath fading is affected mainly by the water content in the soil. As a
consequence, multipath fading is a very slow time-varying process.
• A Rayleigh distribution in the space-domain (instead of in the time-domain) can
be used to characterize the signal variations in different nodes of a wireless underground sensor network.
• In summary, the underground communication channel model is a location dependent, two-path Rayleigh channel at low depths. For high depths, a single path
channel is suitable to characterize the channel.

3.7 Summary and Further Reading
In this chapter we have detailed some wire and wireless channels and we have
treated briefly a number of other channels, including the underground radio channel, the underwater acoustic, the free-space optical and the wireless spatial channel.
Special attention was given to the outdoor and indoor wireless channels due to their
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commercial appeal nowadays and due to the fact that the study of these channels
have an intrinsic richness of concepts that are useful for understanding the behavior
of other communication channels. The AWGN channel was also considered in its
waveform and vector versions. A brief overview on discrete-time channels was also
presented.
The list of channels and their models as considered in this chapter is far from
being exhaustive. Although several references were already provided throughout
the text, in what follows additional ones are given to help the reader find more
information on the channels considered here and on other channels and models.
• The classical paper by K. Bullington [11] on radio propagation is undoubtedly
worth reading for any who wants to resort to fundamental concepts on the subject.
Equally worth reading is the classical paper by P. Bello [6] about the characterization of time-varying channels.
• Several communication channels are covered in Chap. 9 of the book by Jeruchim,
Balaban and Shanmugan [44] and in Chap. 14 of the book by Tranter, Shanmugan, Rappaport and Kosbar [86]. In these references it is given a special focus on
the simulation aspects of the underlying channels.
• A tutorial paper on channel modeling and estimation is given by L. Tong in [66,
vol. 1, pp. 398–408]. Several other channel-related tutorial papers can be found
across the five volumes of the encyclopedia edited by J. Proakis [66].
• The statistical characterization of impulsive noise in general and receiver structures for this type of noise are treated in a tutorial paper by A. A. Giordano and
T. A. Schonhoff in [66, pp. 2402–2420].
• Research efforts and results on radio channel modeling have been reported in
[55], where the frequencies 2, 5 and 60 GHz were considered.
• Space-time channel models are treated in more detail in the first book on the
subject, authored by G. D. Durgin [21]. A more recent book on space-time communication systems is authored by A. Paulraj and others [60]. For an overview
about the basic concepts behind space-time processing for wireless communications, refer to the tutorial paper by A. Paulraj and C. Papadias [59].
• Chap. 8 of [17] and Chap. 4 of [81] contain a comprehensive treatment on link
budget, including the analysis of the noise figure of the link components.
• An extensive and constantly updated list of references related to signal propagation is given in the USA National Institute of Standards and Technology’s web
site: http://w3.antd.nist.gov/wctg/manet/wirelesspropagation bibliog.html.
We have also seen in this chapter that a given physical channel can be represented by different models depending on the characteristics of the signal that will
flow through it. For example, we saw that a wireless channel can be represented by
a tapped-delay-line model if the transmitted signal is wideband, and for a simple
complex multiplication if the signal is narrowband. In Chap. 7 we shall study some
wideband transmission techniques. Among them we shall consider ultra wideband
(UWB) and multi-carrier (MC). These are additional examples of techniques that
use signals whose specifics demand the adoption of specific channel models. For
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the purpose of a better understanding of these models, they will be covered along
with the corresponding transmission techniques in Chap. 7.

3.8 Additional Problems
Several simulation-oriented problems were already proposed in the body of the simulation work plans throughout the chapter. Most of the following additional propositions are also based on simulation or are research-oriented, requiring some sort of
additional reading. A number of exercises involving conventional calculations can
be found in the references cited throughout the chapter.
1. In Sect. 3.4 we discussed in brief some concepts related to discrete channels
with memory. This exercise is intended to complement the concepts presented
there, by analyzing in more detail de Gilbert-Elliott channel model. Simulation
file “CD drive:\Simulations\Channels\Gilber-Elliott.vsm” contains an implementation of this model. Your task is to revisit Sect. 3.4, study some of the complementary references recommended there and (1) make a dissertation explaining the operation of the above simulation, (2) propose a means for testing the
model from the point of view of its statistical parameters and behavior.
2. VisSim/Comm has a feature that permits the implementation of filters from
a magnitude and a phase response provided via an external file. Study this
feature and implement a filter capable of simulating the behavior of a 1 km
unshielded twisted pair (UTP) cable. The remaining parameters must correspond to a conventional telephony UTP cable used to connect some homes to
the central switching office. It is also your task to find such parameters. Plot
and discuss the results.
3. Repeat problem 2 for a 50 m coaxial cable used by a satellite TV provider to
connect the antenna to your set-top box.
4. Seek for manufacturers of terrestrial microwave link equipment and try to find
the specifications of one or two waveguides used by some equipment. Describe
in detail the characteristics of the waveguides you found.
5. Discuss with a colleague and describe the steps you would adopt to simulate an
optical fiber link using VisSim/Comm. Do not worry about the transmitter and
receiver. Concentrate on the aspects of the simulation of the optical channel.
Assume that there is no repeater in your link.
6. Implement an experiment using VisSim/Comm to simulate the main sources of
noise in a low-voltage indoor power-line communication channel. Implement
also a means for making statistical analysis of the simulated noise, so that your
experiment can be used to validate your noise generators and also to characterize real data obtained from some data acquisition system.
7. Digital TV receivers are very sensitive to impulse noise. Then, to simulate
the performance of a digital TV receiver, one must be able to simulate typical impulse noise present in the system. Do a research on a well-accepted
impulse noise channel model for digital TV tests and try to implement it using
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VisSim/Comm. Remember that you do not need to simulate everything using
the actual frequencies or temporal characteristics. It is always possible to scale
them to make the simulation feasible.
Identify and explain the relation among the instantaneous, the local-mean
and the area-mean received signal power in a mobile outdoor communication
channel.
List 2 real situations in which a flat, slow Rayleigh fading channel model can
be adopted to represent the actual channel behavior. Do the same considering a
flat, fast Ricean fading channel model.
Mobile communication systems often make use of interleavers to break the
memory effect of the channel, improving the performance of error correcting
schemes. Do a research on the operation of a block interleaver, a convolutional
interleaver, a helical interleaver and an S-random interleaver. Find specific
applications for each of these interleavers, highlighting their advantages and
disadvantages.
Do some research and make a dissertation about the Okumura-Hatta model for
coverage prediction in outdoor environments.
Assume that you have collected some field power measurements in an outdoor
environment and have estimated a loss exponent n = 4.4. Suppose also that
you have computed the standard deviation of the local-mean received power
and found σ = 6.17 dB. You are asked to answer: (a) Which will be the areamean received power at 2 km from the transmitted, if the area-mean power at
a reference distance of 100 m was 10 dBm? (b) What is the probability that the
local-mean received power is below −50 dBm at 2 km from the transmitter?
(c) What is the percentage of mobile terminals in a 2 km circular area that will
be served with a local-mean power above −50 dBm, assuming that users are
uniformly distributed in the coverage area?
Justify the approximately regular behavior of the small-scale multipath fading,
which exhibits amplitude “notches” at each λ/2 m.
Do a research on Doppler spectrum shapes different form the U-shaped spectrum considered in Fig. 3.25. Describe the situations in which the alternative
shapes are verified.
Do some research and find an application of the knowledge of the average fade
duration and the level crossing rate of a fading envelope in the design of interleavers and error-correcting codes.
Do some research and describe some of the possible effects of the abrupt transition between a minimum phase to a non-minimum phase condition in a terrestrial microwave link.
In spatial channel models, the angle-of-arrival (AoA) information is of major
importance. Justify this importance and investigate the dependence of the AoA
on the frequency of the transmitted signal. Hint: investigate first the propagation
aspects of an indoor channel and the possible influence of the materials and
obstacles on the generation of frequency-dependent angles-of-arrivals.
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Chapter 4

Baseband Digital Transmission

In this chapter we begin the specific studies about digital communications by studying one of its simplest forms: the baseband transmission. We start with some definitions, followed by a discussion on typical baseband waveforms and multi-amplitude
signaling. Then we develop the optimum receiver for detecting a received signal
corrupted by additive, white Gaussian noise, followed by the performance analysis of such receiver. Channel distortions are studied in the sequel, with focus on
intersymbol interference. Partial response signaling is then addressed as a means
of achieving minimum bandwidth requirements. Finally, channel equalization is put
into focus as a means for compensating for fixed or time-varying channel distortions.

4.1 Definitions and Typical Baseband Signals
Baseband signaling is a form of transmission that uses discrete pulses, without modulation. It is also called baseband transmission [14, p. 60]. Additionally, a baseband
waveform has its frequency spectrum concentrated around f = 0, not necessarily
having a non-zero DC component.
In essence, baseband transmission deals with the transmission of data bits represented by baseband waveforms. It is adequate to communication channels whose
frequency response typically have of a low-pass filtering effect, like twisted pair
telephone cables, computer network cables and coaxial cables. These channels can
be referred to as baseband channels.
Despite of having a low-pass filtering behavior, baseband channels have other
characteristics that can affect signals transmitted through them. For example, the
specific cutoff frequency of the channel may limit the transmission rate or the bandwidth of the transmitted signal. The band-pass attenuation may not be constant or
the phase response may not be linear, leading to signal distortions. The type of coupling devices used to connect the communication system to the channel may have
their particular frequency response characteristics that influence the transmission.
Furthermore, noise and other sources of impairment may pose difficulties to the
signal detection at the receiver side.
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In what follows we shall consider several baseband waveforms suitable for a variety of baseband channels. These waveforms are typically called line codes and they
are intended to reshape the waveform of the data bits in order to make it adequate
for transmission over a particular channel.

4.1.1 Line Codes
From the preceding discussion, a line code is a waveform representing the data bits,
but having its characteristics more suitable for transmission over a given channel (or
for storage in a given media) than the original zeros and ones. Among these characteristics, which may differ from one line code to another, are the power spectral
density (PSD), the regularity on the signal transitions, the noise immunity and the
error detection capability.
The PSD of a line code has its importance in the adequacy of the signal frequency
content to the frequency response of the channel. Moreover, a small or no DC
frequency content can be of interest in applications in which communication cables
are used for carrying information and power for intermediate equipment such as line
repeaters.1 The regularity on the signal transitions allows for the maintenance of
synchronism at the receiver even if a long sequence of ones or zeroes is transmitted.
Some line codes carry more energy per information bit than others, for the same
average transmitted power. These characteristic can lead to a better noise immunity
and, as a consequence, a lower probability of bit errors. Additionally, some line
codes are constructed under rules that create special patterns in the waveform, thus
permitting some sort of error detection capability if these patterns are violated.
There are two major classes of binary line codes [13, Sect. 28.2]: level codes and
transition codes. Level line codes carry information in their voltage level and transition line codes carry information in the level changes that occur in the waveform.
Additionally, line codes can be grouped into bipolar and unipolar, though some
authors also use a third grouping called polar. Bipolar and unipolar line codes are
codes that use bipolar and unipolar pulses, respectively. A bipolar pulse is “a pulse
that has appreciable amplitude in both directions from the reference axis” [14, p. 72].
A unipolar pulse is “a pulse that has appreciable amplitude in only one direction”
[14, p. 818].
With these basic definitions at hand we are now able to present some common
line codes. We shall restrict our approach to the definition, method of generation,
spectral occupancy and some other relevant characteristics of these codes. The
reader is referred to [13] for an extensive list of line codes and to [10], [13] and
[42, Chap. 2] for a more complete treatment on them. The line codes considered in
the sequel are assumed to use rectangular pulses, though any other shape is possible
to permit additional spectral control.

1

Line repeaters or simply repeaters are equipments designed to enhance or regenerate communication signals so that long-distance connections can be established.
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4.1.1.1 Unipolar Non-return-to-Zero (NRZ-u)
In this very simple line code, a bit “1” is represented by a pulse of duration Tb and
amplitude A, and a bit “0” is represented by the absence of a pulse. The nomenclature “non-return-to-zero” refers to the fact that a given pulse exists for the entire bit
interval Tb . This will become clearer when a return-to-zero code is considered.
Figure 4.1 illustrates the NRZ-u waveform along with other waveforms corresponding to the line codes considered in this section for A = 1 and for the 39-bit
data pattern [010111000010110100000000001011010100001].
The power spectral density of a NRZ-u line code is given by [13]

S( f ) = 4 p1 (1 − p1 )


A2 Tb
A2
sinc2 ( f Tb ) +
δ( f ) ,
4
4

(4.1)

where p1 is the probability of occurrence of the data bit “1”, sinc(x) = sin(π x)/π x
and δ( f ) is the Dirac delta function. This PSD is plotted in Fig. 4.2 in dBm/Hz and
normalized to a load resistance of 1 Ω, for p1 = 0.5 and A = 1. The PSD of other
codes considered in this section are also plotted in Fig. 4.2.

Fig. 4.1 Common line codes and their waveforms

The NRZ-u line code is not suitable for those applications in which zero DC is
of concern and long sequences of zeroes or ones are not allowed, since these long
runs tend to difficult the synchronization process at the receiver. Additionally, a DC
component represents a waste of power, since the discrete component at f = 0 does
not carry any information.
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4.1.1.2 Unipolar Return-to-Zero (RZ-u)
In this line code a bit “1” is represented by a pulse of amplitude A and duration less
than the bit period, and a bit “0” is represented by the absence of a pulse. The term
“return-to-zero” means that a pulse goes to zero before the end of the bit period.
This line code is also illustrated in Fig. 4.1.
The power spectral density for a RZ-u line code having pulses of Tb /2 is [13]


Tb
A2 Tb
S( f ) = 4 p1 (1 − p1 )
sinc2 f
+
16
2



∞
A2
A2 
2n + 1
1
2
δ( f ) +
δ f −
+ 4 p1
.
16
4π 2 n=−∞ (2n + 1)
Tb

(4.2)

As can be seen from Fig. 4.2, the RZ-u line code has also a non-zero DC component in its PSD. Long sequences of ones maintain regularity in the signal transitions,
but long sequences of zeroes, instead, correspond to no signal activity. However, it
is possible to see in Fig. 4.2 that a discrete component appears in f = 1/Tb , facilitating the synchronization process at the receiver side. This can be accomplished,

Fig. 4.2 Power spectral densities (dBm/Hz in 1Ω) of some line codes for equally-likely bits
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for example, via a PLL-based2 circuit locked with the output of a sharp band-pass
filter centered in 1/Tb Hz.
The discrete components in the PSD do not carry any information and represent
waste of energy. Nevertheless, the wasting of energy in the discrete component at
f = 1/Tb can be compensated by a simplified synchronization process.
4.1.1.3 Bipolar Non-return-to-Zero (NRZ-b)
The DC component of the NRZ-u code can be eliminated by using an NRZ-b line
code. In this code a bit “1” is represented by a pulse of duration Tb and amplitude
A, and a bit “0” is represented by a pulse of duration Tb and amplitude −A. This
line code is illustrated by the third waveform in Fig. 4.1.
The power spectral density of this line code is similar to the PSD of the NRZ-u
signal, except by the fact that, for equally-likely bits, no DC component exists. The
power spectral density of the NRZ-b line code is also shown in Fig. 4.2 and is given
by [13; 29, p. 19]
S( f ) = 4 p1 (1 − p1 )A2 Tb sinc2 ( f Tb ) + (1 − 2 p1 )2 A2 δ( f ).

(4.3)

4.1.1.4 Bipolar Return to Zero (RZ-b)
The RZ-b line code represents a bit “1” by a pulse of amplitude A and duration less
than the bit duration. A bit “0” is represented by a pulse of amplitude −A and the
same duration of the positive pulse.
For pulses having duration Tb /2, the PSD of the RZ-b line code is similar to the
PSD given in (4.2), where the discrete components have intensities governed by the
probability p1 . For equally-likely bits these discrete components disappears. The
PSD of the RZ-b line code is illustrated in Fig. 4.2 and it is computed from [25,
p. 303]
A2 Tb
sinc2
S( f ) =
4



Tb
f
2


.

(4.4)

Due to the fact that pulses of duration less than Tb are used for representing both
bits “1” and “0”, RZ-b code maintain signal transitions even in the occurrence of
long runs of zeroes or ones.
4.1.1.5 Alternate Mark Inversion (AMI)
The AMI code represents a bit “1” by a pulse of amplitude A, duration usually less
than Tb and alternating polarities. A bit “0” is represented by the absence of pulse.
2 PLL stands for Phase Locked Loop [7, 12], a system extensively used in synchronization circuits.
Some applications of the PLL will be treated in Chap. 6 in the context of carrier synchronization
for coherent detection of digitally modulated passband signals.
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Although AMI was more extensively used in older PCM (pulse coded modulation) systems and multiplexers it is the base for other line codes, like the ones used
in North American T-carrier hierarchy and in European E-carrier hierarchy [20].
The PSD of the AMI line code contains no DC component and has frequency
components with low intensity around f = 0. This can be seen through Fig. 4.2.
Compared to the line codes with zero DC presented before, the AMI code is more
suitable to channels that have some strong attenuation around f = 0. This attenuation would distort the waveform of those line codes in the lower frequencies.
The PSD of the AMI line code for pulses having duration Tb is given by [13]

S( f ) = 2A2 Tb sinc2 ( f Tb ) p1 (1 − p1 )


1 − cos(2π f Tb )
.
1 + (2 p1 − 1)2 + (4 p1 − 2) cos(2π f Tb )
(4.5)

For equally-likely bits and pulses with duration Tb /2, the PSD of an AMI line
code is computed via
A2 Tb
sinc2
S( f ) =
4



Tb
f
2


sinc2 (π f Tb ).

(4.6)

4.1.1.6 Manchester
In the Manchester line code a bit “1” is represented by a pair of pulses with duration
Tb /2 and amplitudes +A and −A, in this order. A bit “0” is represented by a pair
of pulses with duration Tb /2 and amplitudes −A, and +A, in this order. Putting
in another way, bits “1” are represented by falling edge (or negative) transitions
from +A to −A in the middle of the bit interval and bits “1” are represented by
rising edge (or positive) transitions from −A to +A in the middle of the bit interval.
This convention can be inverted. Manchester code has a wide application in wired
Ethernet local area networks (LANs) [39].
The sixth waveform in Fig. 4.1 shows an example of the Manchester line code
and in Fig. 4.2 its power spectral density is plotted. This density is given by [13; 29,
p. 20]





Tb
Tb
sin2 π f
+
2
2

 
∞ 

2 2
2n − 1
2
2
.
+ A (1 − 2 p1 )
δ f −
nπ
Tb
n=−∞

S( f ) = 4 p1 (1 − p1 )A2 Tb sinc2

f

(4.7)

n=0

Like the AMI code, for equally-likely bits, Manchester code has no DC component and has low-intensity frequency components around f = 0. Nevertheless, the
main lobe of its spectrum is doubled compared to the spectrum of the AMI code.
The Manchester code is one of the line codes having easier synchronization, since
it has a transition in the middle of all bit intervals.
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4.1.1.7 Miller
Miller code is also known as delay code or delay modulation. In this line code, a
bit “1” is represented by a transition at the middle of the bit interval, and a bit “0”
is represented by no transition. If a “0” is followed by another “0”, a transition also
occurs between the two zeroes.
The seventh waveform in Fig. 4.1 shows an example of the Miller line code and
in Fig. 4.2 its power spectral density is plotted. For equally-likely bits, this density
is given by [18; 29, p. 21]
S( f ) =

A2 Tb
(23 − 2 cos π f Tb − 22 cos 2π f Tb
2(π f Tb )2 (17 + 8 cos 8π f Tb )
− 12 cos 3π f Tb + 5 cos 4π f Tb + 12 cos 5π f Tb
+ 2 cos 6π f Tb − 8 cos 7π f Tb + 2 cos 8π f Tb ).

(4.8)

The Miller code is used primarily for encoding radio signals because the frequency spectrum of the encoded waveform contains less low-frequency energy than
a conventional NRZ signal and less high-frequency energy than a bi-phase signal
[3]. It has good synchronization properties, since the signal contains level transitions
even during long sequences of zeroes or ones.
4.1.1.8 Code Mark Inversion (CMI)
This is one of the line codes considered in the ITU-T Rec. G703 for transmissions
through digital networks [20]. In the CMI code a binary “1” is represented by an
AMI pulse and a binary “0” is represented by a transition in the middle of the bit
interval. In other words, CMI is formed by mixing an AMI code with a zero-enabled
square wave with frequency 1/Tb Hz.
The eighth waveform in Fig. 4.1 shows an example of the CMI line code waveform and in Fig. 4.2 its power spectral density is plotted for equally-likely bits. This
PSD was estimated using VisSim/Comm.
The CMI code has no DC component and its synchronization process is made
easy due to the ever-present signal activity and by the discrete frequency component
in 1/Tb Hz.
4.1.1.9 High Density Bipolar n(HDBn)
The main disadvantage of the AMI line code is the occurrence of no signal activity
during a long sequence of zeroes. This disadvantage is eliminated in the HDBn
family of codes. HDBn encoding replaces a sequence of n + 1 consecutive zeroes
by special patterns that avoids signal inactivity and at the same time violates the
AMI rule of always having alternate pulses. This violation is of special value, since
it also gives an error detection capability for the HDBn code.
One of the main line codes of the HDBn family is the HDB3. In this code
a sequence of 4 consecutive zeroes is replaced by the patterns B00V or 000V
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according to Table 4.1. Here B is a bipolar pulse that is inserted to help the pulse V
to violate the AMI rule. For example, if the last pulse before a sequence of 4 zeroes
is negative and the last V pulse was also negative, a positive B pulse is inserted in
the first of the 4 bit positions and a positive V pulse is inserted in the fourth bit
position. This guaranties that V pulses are of alternating polarities and that the AMI
violation can be easily detected and discarded by the HDB3 decoder when pulses of
same polarities appear.
The last waveform in Fig. 4.1 is an example of the HDB3 line code. Note that
consecutive pulses are always of opposite polarities, except when a sequence of
4 zeroes appears in the binary data stream. By discarding these B00V and 000V
pulses, the decoder is able to recover the original data stream through the remaining
pulses, since each of them represents a binary “1”.
Table 4.1 B00V and 000V patterns for zeroes replacement in the HDB3 line code
Polarity of the pulse before the sequence of 4 zeroes
Polarity of the last violation
Negative
Positive
B00V = +00+
000V = 000−

Negative
Positive

000V = 000+
B00V = −00−

Figure 4.2 shows the power spectral density of the HDB3 line code. This PSD
was also estimated using VisSim/Comm, for equally-likely bits. Notice that this
zero-DC power spectral density is somewhat similar to the PSD of the AMI code.
The HDB3 line code is used mainly in Japan, Europe and Australia, for example,
in E1 lines. It is also one of the line codes considered in the ITU-T Rec. G703 for
transmissions through digital networks [20].

Simulation 4.1 – Line Codes
File – CD drive:\Simulations\Baseband\Line Codes.vsm
Default simulation settings: Frequency = 10,000 Hz; End = 10
seconds. Selected line code: NRZ-u. Probability of a bit “1” in the
binary source: 0.5. AMI and HDB3 pulses with Tb /2 seconds enabled.
The line codes considered in this section are generated and analyzed in this experiment. Time waveforms and power spectral density (PSD) estimations can be
obtained for each selected line code. Moreover, the binary data source permits the
configuration of the probability of a bit “1”, thus allowing for the analysis of the
influence of the bit probability imbalance on the PSD of the resultant line code.
Histograms for the binary data source and for the selected line code are also shown,
helping the visualization of the effect of the bit probability imbalance on the line
code pulse probabilities. The pulse duration for the AMI and the HDB3 generators
can be set to the entire bit duration Tb or to half of this value.
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Run the simulation using the default configurations and analyze the histograms,
time plots and the spectral content of the selected line code. Compare the results
with the theoretical ones presented in this section. Change as desired the value of
the probability for the binary “1” in the source data bits and observe its effect on
the line code PSD. If possible, use a computer graphical toll to plot the expressions
for the theoretical PSD and compare the results with the simulation for varying bit
probabilities. Repeat this procedure for all line codes.
Finally, by drilling into the blocks of the generators one can see a possible way of
implementing the logic behind each line code. Reduce the simulation time to, say, 1
second and analyze in detail each line code waveform in light of each specific code
generation rule. Note: when the simulation time is reduced below 8.192 seconds you
will be prompted with the error message “insufficient runtime to display real FFT
result”, since the number of points required by the PSD estimation block will not
generated. Ignore this error message (continue the simulation) if you are interested
in analyzing the time plot. As a simple exercise, justify the value 8.192 seconds
mentioned above.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

4.1.2 M-ary PAM Signaling
The acronym PAM stands for pulse amplitude modulation. It is used to represent
k = log2 M bits by M pulses (or symbols) with different amplitudes. As a result, if
Rb = 1/Tb is the information data rate in bits per second, the symbol rate carried by
the M-PAM signal is R = 1/T = 1/(Tb log2 M) = Rb / log2 M symbols per second.
A general form of an M-PAM signal can be written as


M −1
g(t),
si (t) = A i −
2

(4.9)

where A is a scale factor, i = 0, 1, . . . , (M − 1) is the M-PAM symbol coefficient
and g(t) is the pulse shaping function, preferably having unit energy, but not necessarily limited to the symbol interval T . The resultant M-PAM signal is symmetric
about zero and, for equally-likely symbols, it has no DC component.
Figure 4.3 shows the block diagram of an M-PAM generator. The information
bit stream is first serial-to-parallel (S/P) converted into log2 M parallel streams. By
doing this conversion, groups of k = log2 M bits are simultaneously presented to
the next block during T = Tb log2 M seconds. The M-ary level converter is responsible for translating the M = 2k bit combinations into rectangular pulses having M
amplitudes given by the term that multiplies g(t) in (4.9).
At the output of the M-ary level converter we already have an M-PAM signal. Nevertheless, if our intention is to use the M-PAM signal for transmission,
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some sort of filtering may be necessary, since the unfiltered M-PAM signal has an
unbounded bandwidth. Its power spectral density can be determined by (see Chap. 2,
Sect. 2.6)
SU ( f ) =

EU
|Π( f )|2 ,
T

(4.10)

where EU is the average energy per symbol in the unfiltered M-PAM signal and
Π( f ) is the Fourier transform of the unit-energy rectangular pulse of duration
T and amplitude (1/T )1/2 . For equally-likely symbols, the average energy EU is
given by


M−1
1  2
M −1 2
A i−
T.
EU =
M i=0
2

(4.11)

After some simplifications (4.11) becomes
EU =

M2 − 1 2
A T,
12

(4.12)

where we have used the relations
N


n=

n=1
N


N (N + 1)
and
2

N (N + 1)(2N + 1)
.
n =
6
n=1

(4.13)

2

The resultant PSD of the unfiltered M-PAM signal is then

SU ( f ) =


M2 − 1 2
A T sinc2 ( f T ).
12

(4.14)

As illustrated in Fig. 4.3, the desired filtering effect is usually accomplished by
means of a pulse-shaping transmit filter with impulse response g(t). The unfiltered
M-PAM signal is multiplied by an impulse3 train, a process that transforms the
sequence of rectangular pulses into a sequence of pulses {an }. This sequence, when
applied to the transmit filter, produces a sequence of pulses whose shape is approximately given by the shape of g(t) and whose amplitudes are determined by the
amplitude of the input pulses and also by the amplitude of g(t).

3 The word “impulse” here must be interpreted with caution. From a practical standpoint, the
sequence of “impulses” in Fig. 4.3 is in fact a sequence of pulses with very short durations. The
smaller this duration, the more accurately the transmit filter output pulses will approximate g(t).
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Similarly to (4.10), the PSD of the filtered signal can be computed by
SF ( f ) =

EF
|G( f )|2 ,
T

(4.15)

where G( f ) is the Fourier transform of the transmit filter impulse response and E F
is the average energy per symbol in the filtered M-PAM signal. For equally-likely
symbols this energy is determined according to


M−1 
M −1 2 2
1  T 2
A i−
g (t)dt
M i=0 0
2


 T
M−1
1  2
M −1 2
g 2 (t)dt
A i−
=
M i=0
2
0
 T
1
=
g 2 (t)dt EU ,
T
0

EF =

(4.16)

where we are implicitly assuming that an unit-amplitude pulse at the transmit filter
input is capable of producing an output pulse equal to g(t). Note that if no filtering
is used, which is equivalent to g(t) = 1 within [0, T ), E F = EU as expected.
From above we conclude that we have a double control over the spectral characteristics of the filtered M-PAM signal: first, the power concentration can be controlled through the value of M, since by increasing M we reduce the main lobe
bandwidth by a factor of k = log2 M as compared to the main lobe bandwidth of
the input binary information data. Secondly, according to (4.15), the final spectral
shape can be controlled by the choice of G( f ).

Fig. 4.3 M-ary PAM generator

The word “modulation” in the PAM nomenclature suggests that this technique is
also applicable to passband transmission systems. This is indeed true and, in fact,
M-PAM signals are not only an additional way of formatting a baseband or a passband signal for transmission. Various digital modulation schemes use some sort of
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PAM as part of the process for generating the modulated signal. This will become
clearer when we present the passband communication theory in the next chapter.
It is also worth mentioning that, despite of the bandwidth reduction caused by the
M-PAM signaling, the increased number of levels brings a side-effect of making
more difficult the discrimination of these levels by the receiver. Then, although MPAM signaling can be used to increase the spectral efficiency, it will be penalized
by decreased power efficiencies. This will become more evident throughout this
chapter.

Simulation 4.2 – M-ary PAM Signaling
File – CD drive:\Simulations\Baseband\M-PAM.vsm
Default simulation settings: Frequency = 50 Hz; End = 2,000 seconds.

Two M-PAM modulators are implemented in this experiment, one for M = 4 and
the other for M = 8. Both the 4-PAM and the 8-PAM generators were constructed
according to the general rule depicted by Fig. 4.3. The unfiltered M-PAM pulse
amplitudes are given according to the term that multiplies g(t) in (4.9), with A = 1.
The pulse-shaping filters have Gaussian impulse responses with unit-energy and
approximately confined to the symbol interval T = Tb log2 M, where Tb = 1 second.
Using the default settings, run the simulation while observing plot A. Through
the time plot, compare the data bit duration with the 4-PAM and the 8-PAM symbol
durations. Confirm the relation among them in light of the theory. Compare also the
M-PAM levels with the expected theoretical ones.
While running the simulation several times, observe plots B, C, D and E. Compare the results with the theoretical ones. Try to observe all possible pulse amplitude
levels. Use the VisSim/Comm zooming toll to see the plot details.
Run again the simulation while observing the frequency graphs in plot A. Note
that the main lobe of the spectral density of the 4-PAM signal occupies 1/k = 1/2
of the main lobe of the information data bits spectrum. Note also that the main lobe
of the spectral density of the 8-PAM signal occupies 1/k = 1/3 of the main lobe of
the information data bits spectrum. This illustrates the spectral concentration caused
by an increasing M in the M-PAM signaling.
Still using the simulation time of 2,000 seconds, observe the frequency graphs in
plots D and E. Compare the unfiltered and filtered spectral densities and notice the
effect of the pulse shaping in the final spectral characteristics of the signal.
Let us determine the Fourier transform of the Gaussian impulse response of the
filters, estimate the theoretical spectral densities of the filtered 4-PAM and 8-PAM
signals and compare them with the simulation results. The impulse responses of the
filters are given by:
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g(t) =
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$
#
/2)2
, 0≤t ≤T
K exp − (t−T
T 2 /8π
0,

(4.17)

otherwise

where K = 21/2 for the 4-PAM filter and K = (4/3)1/2 for the 8-PAM filter. These
constants assure that the energy of g(t) is approximately unitary.
From Table 2.4 in Chap. 2, the Fourier transform of a Gaussian function is also
Gaussian. Specifically,
2

 exp −αt

2

3


=



π
(π f )2
exp −
.
α
α

(4.18)

Since a T /2 shift to the right in g(t) does not alter the modulus of its Fourier
transform as compared to a zero-mean Gaussian function, we have

|G( f )| = K



T2
T2
exp − π f 2 .
8
8

(4.19)

Substituting (4.19) in (4.15) we obtain
SF ( f ) =



T2
EF K 2T
exp − π f 2 .
8
4

(4.20)

From (4.12), for M = 4, A = 1 and T = 2, the average energy per symbol in
the unfiltered M-PAM signal is EU = 2.5 Joules. For M = 8, A = 1 and T = 3,
EU = 15.75 Joules. Additionally, recalling that the energies of the filter’s impulse
responses are unitary, from (4.16) we have: E F = 2.5/2 = 1.25 Joules for the
filtered 4-PAM signal and E F = 15.75/3 = 5.25 Joules for the filtered 8-PAM
signal. With these values in (4.20) we finally obtain
5
exp(−π f 2 ) and
8


9
21
exp − π f 2 ,
SF ( f ) =
8
4

SF ( f ) =

(4.21)

for the filtered 4-PAM and 8-PAM signal, respectively. These PSDs are plotted in
Fig. 4.2, in dBm/Hz and normalized to a load resistance of 1Ω. Compare these PSDs
with those shown by plots D and E. Note that the theoretical and estimated PSDs
are approximately equal to one another.
Finally, let us compute the theoretical signal powers using EU and E F for both
the 4-PAM and the 8-PAM signals: PU = EU /T = 2.5/2 = 1.25 watts and
PF = E F /T = 1.25/2 = 0.625 watts for the 4-PAM signal. For the 8-PAM signal
we have: PU = EU /T = 15.75/2 = 5.25 watts and PF = E F /T = 5.25/3 = 1.75
watts. Compare these values with the average powers estimated in the simulation.
Note that there is a very approximate correspondence in all cases. If you want to
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Fig. 4.4 Power spectral densities for the filtered 4-PAM and 8-PAM signals of Simulation 4.2

increase the accuracy in the estimated average powers, further increase the simulation time, for example to 20,000 seconds.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

4.2 Detection of Baseband Pulses in Noise
In this section we analyze the design of the optimum receiver for estimating a transmitted symbol with the lowest probability of decision error, when the channel is the
AWGN channel.

4.2.1 Modeling and Motivation
Consider the model depicted in Fig. 4.5, where a baseband pulse with shape g(t) is
transmitted over an AWGN channel which adds thermal noise w(t) to the signal. The
received pulse x(t) enters a receiving filter with impulse response h(t). The output
y(t) of this filter is sampled and held (S&H) at instant T and the resultant sample
y = y(T ) is compared with a decision threshold λ. Transmitted bit is estimated
according to this comparison. In this model we adopted the convention: binary signaling with bit “1” represented by +g(t) and bit “0” represented by −g(t).
It is worth mentioning that the sample process at the output of the receive filter
in Fig. 4.5 has nothing to do with the sampling process studied in Chap. 2 as part
of the digitalization of an analog signal. Here, sampling is used only to create a
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Fig. 4.5 Model for baseband detection analysis

single decision instant for each transmitted symbol. Furthermore, as we shall see in
a few pages, this instant is the best in the sense that it corresponds to the maximum
signal-to-noise ratio.
We shall interrupt our discussion for a while to interact with a computer experiment that aims at motivating the reader for studying the remaining of this subsection.

Simulation 4.3 – Motivation for Baseband Detection Analysis
File – CD drive:\Simulations\Baseband\Motivation.vsm
Default simulation settings: Frequency = 1.000 Hz; End = 10 seconds.
AWGN power spectral density: 0.000005 W/Hz. Receiver A selected
for analysis.
This experiment aims at motivating the reader for the present study. It shows a
didactical example of a simple baseband communication system transmitting random bits at a rate of 1 bit/second. The transmitted signal, a unipolar NRZ line code,
is corrupted by additive white Gaussian noise with adjustable power spectral density
(PSD), forming the received signal.
Four different receiver structures are shown. Receiver A was constructed according to simple intuition, without using correct concepts for an optimum receiver
design. Observe the waveforms of the transmitted and received signals for the lowest
value of the noise power spectral density, N0 = 5 × 10−6 W/Hz. Since the data bits
are generated at random, you will see something similar to the waveforms shown
in Fig. 4.6. From this figure it is easy to justify the structure of Receiver A, which
is composed only by a comparator such that the estimated bit is 1 if the received
waveform is greater than 0.5 and 0 otherwise. Double click over Receiver A and
look at its internal structure. With Receiver A enabled in the receiver selector block,
compare the transmitted and estimated bits: Receiver A does not produce a decision
error during the observation interval, since the addition of noise with 5×10−6 W/Hz
is not enough to make the received signal cross the decision threshold of 0.5.
Now increase the noise PSD to N0 = 5 × 10−5 W/Hz and analyze the waveform
of the estimated bit stream. It will look like the one shown in the lower part of
Fig. 4.7. At this time the received signal crosses the decision threshold several times
during one bit interval, which justifies the aspect of the lower waveform in Fig. 4.7.
Of course, this waveform has no meaning in terms of the transmitted data bits.
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Fig. 4.6 Waveforms of the transmitted and received signals for N0 = 5 × 10−6 W/Hz

Still making use of intuition, one must say that the problem previously identified could be solved if a unique decision instant were defined at each bit interval.
This could be accomplished by sampling and holding the received waveform at any
instant within a bit interval and repeating the process for the subsequent bits. This
is what Receiver B does. Select the signal from Receiver B to be plotted and run the
simulation, keeping the noise PSD in N0 = 5 × 10−5 W/Hz. Look at the waveform
corresponding to the estimated bits. Now it looks like a usable bit stream, despite of
some decision errors that can be identified during some simulation run.
Now, change the noise PSD to N0 = 1 × 10−3 W/Hz. Looking at the waveform
corresponding to the estimated bit stream we can realize that Receiver B is no longer
able to yield reliable decisions.

Fig. 4.7 Waveforms of the transmitted and estimated signals for N0 = 5 × 10−5 W/Hz
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Still somewhat intuitively, an experienced person would suggest inserting a filter at the input of the Receiver B in order to “clean” the signal and improve
performance. Receiver C was constructed according to this reasoning. It has a filter
in its input and the filter output is processed in the same way as in Receiver B.
Looking at the waveform associated to the estimated bit stream and keeping the
noise PSD in 1 × 10−3 , we realize that Receiver C outperforms receiver B.
Increase the noise PSD to 1 × 10−2 W/Hz and run the simulation. We can see
that, although Receiver C is able to make some correct decisions, the value of the
bit error rate in this case will be high for the cases of practical significance.
Beyond this point, any intuitive idea could bring better or worse performances.
But one question arises: how to design the receive filter so as to get the optimum
performance? Can this optimum receiver cope with this high noise PSD and provide
reliable decisions? The answer to these questions will be given throughout the study
of this subsection and will lead to the structure of the Receiver D. Look inside this
structure and try to memorize it. Later on in this section you will be able to justify
it and understand its behavior and construction in detail.
With the noise PSD in 1 × 10−2 W/Hz, select Receiver D output for plotting. Run
the simulation several times. Probably you will not see any decision error. Look
at the received signal waveform and notice how critical the situation has become.
Figure 4.8 shows the transmitted and the received signals corresponding to this situation. Nevertheless, Receiver D seems to be very efficient, providing almost no
decision errors.

Fig. 4.8 Waveforms of the transmitted and received signals for N0 = 1 × 10−2 W/Hz

This experiment also tries to show that in communication systems design, intuition will eventually lead to sub-optimal structures. In this sense, intuition is good,
but not enough. We will see in this section that only a detailed mathematical modeling and analysis can present us with optimal solutions. Moreover, by using an
adequate modeling and analysis, we shall be able to answer some other important
questions from the approach adopted in this section, such as: what is the bit error
rate provided by the optimum receiver? How to find the shape of the transmitted
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pulses according to the requirements of the channel? What can we do if the channel
is not distortion-free?
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
Let us go back to the theoretical analysis of this subsection, still referring to the
model depicted in Fig. 4.5. By recalling the superposition theorem of linear systems,
the pulse at the output of the receiving filter can be written as
y(t) = g0 (t) + n(t),

(4.22)

where g0 (t) is the signal component at the filter output due to g(t) without being
corrupted by noise, and n(t) is the sample function of the noise random process
N (t) at the filter output due to the channel noise w(t) only.
Our aim is to detect the pulse g(t) with the minimum probability of decision
error. This is done by maximizing the pulse signal-to-noise ratio at the decision
instant.4 First, let us define the pulse signal-to-noise ratio η as
η=

|g0 (T )|2
,
E[n 2 (T )]

(4.23)

where |g0 (T )| is the magnitude of the signal sample at5 t = T and E[n 2 (T )] is the
mean square value, or average power of the noise process formed by samples of
n(t). Expanding the signal term in (4.23) we obtain
g0 (t) = g(t) ∗ h(t)
= −1 [G( f )H ( f )]
 ∞
=
G( f )H ( f ) exp( j2π f t)d f,

(4.24)

−∞

from where we have


|g0 (T )| = 
2

∞
−∞

2

G( f )H ( f ) exp( j2π f T )d f  .

(4.25)

4 At this point it is only intuitive that maximizing the pulse signal-to-noise ratio will minimize
the probability of a decision error. In Sect. 4.2.5, when addressing the MAP and MV decision
criterions, this intuition will be sustained by formal mathematical arguments.
5 We are adopting here the general situation in which the receive filter output is sampled at t = T ,
where T is the symbol duration. Recall that for a binary signaling T = Tb .
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Now, expanding the noise term in (4.23) we obtain


E n 2 (T ) =



∞

−∞
∞

S N ( f )d f


=

W ( f )|H ( f )|2 d f

−∞

N0
2



∞

−∞

(4.26)

|H ( f )|2 d f,

where we have made use of the fact that the area under the noise power spectral
density S N ( f ) at the filter output (after sampling) is the average noise power in the
decision variable. We have also made use of the property which states that the power
spectral density of a random process at the output of a linear system is the product
between the power spectral density of the input process and the squared magnitude
of the system frequency response. Then, combining (4.23), (4.25) and (4.26) we
have
2
 ∞
2  −∞ G( f )H ( f ) exp( j2π f T )d f 
|g0 (T )|2
∞
=
.
η=
2
E[n 2 (T )]
N0
−∞ |H ( f )| d f

(4.27)

In light of the optimization criterion adopted, maximizing η in (4.27) is a typical
mathematical problem that, in the case at hand, can be easily solved by the CauchySchwarz inequality for integrals [23]


2

b


≤

f 1 (x) f 2 (x)d x
a

 

b

a

f 12 (x)d x

a



b

f 22 (x)d x

,

(4.28)

where the limits can be finite or infinite. If f 1 (x) and f 2 (x) are complex functions
such that


∞

−∞


| f 1 (x)| d x < ∞ and
2

∞

−∞

| f 2 (x)|2 d x < ∞,

(4.29)

the inequality (4.28) takes the form





∞

−∞

f 1 (x)

2


f 2∗ (x)d x 


≤

∞
−∞

 
| f 1 (x)| d x
2

∞
−∞


| f 2 (x)| d x .
2

(4.30)

The equality in (4.30) is achieved if and only if f 1 (x) = k f 2∗ (x), where (∗) stands
for complex conjugate and k is an arbitrary constant [25, p. 766].
Back to the maximization problem, we notice that it is possible to apply the
Schwarz inequality in (4.27). In this case we identify the correspondence between
functions: f 1 (x) → H ( f ) and f 2 (x) → G( f ) exp( j2π f T ). Then we can write
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∞

∞

|H ( f )|2 d f −∞ |G( f ) exp( j2π f T )|2 d f
∞
2
−∞ |H ( f )| d f
 ∞
 ∞
2
2
2
|G( f ) exp( j2π f T )| d f =
|G( f )|2 d f.
=
N0 −∞
N0 −∞
2
N0

η≤

−∞

(4.31)

This is an important result since, as we saw in Chap. 1, the Parseval’s theorem
[30, p. 221] states that the total energy contained in a waveform integrated across
all time is equal to the total energy of the waveform’s Fourier transform integrated
across all of its frequency components. This is also known as the Rayleigh’s energy
theorem. Then, naming the energy of the real pulse g(t) as E, we have
2
η≤
N0



∞

2
|G( f )| d f =
N0
−∞
2



∞

2
|g(t)| dt =
N0
−∞
2



∞
−∞

g 2 (t)dt =

2E
. (4.32)
N0

This result shows to us that the maximum signal-to-noise ratio in the decision
variable y does not depend on the specific pulse shape g(t), but on its energy. This
property gives to the system engineer some sort of freedom, as he can choose the
transmitted signal shape according to the requirements of the channel and of the
whole project as well.

4.2.2 The Matched Filter
We have seen that the maximum pulse signal-to-noise ratio corresponds to an equality in (4.32) and, according to the Cauchy-Schwarz inequality, it is achieved only if
f 1 (x) = k f 2∗ (x). That is to say: if
H ( f ) = kG ∗ ( f ) exp(− j2π f T ),

(4.33)

then we shall have the maximum pulse signal-to-noise ratio, given by
η=

2E
.
N0

(4.34)

From (4.33) we can conclude that the frequency response of the optimum receiving filter depends on the Fourier transform of the transmit pulse shape, g(t). In other
words, the impulse response of this filter has to be matched with the transmit pulse
shape g(t), what justify the name matched filter for this filter.
Now, let us find the impulse response h(t) of the matched filter. We start by
observing that, from the conjugate symmetry property of the Fourier transform (see
Table 2.3, Chap. 2), if g(t) is real, then G ∗ ( f ) = G(− f ). Also, from the timescaling property, G(− f ) ⇔ g(−t). Finally, from the time-shifting and linearity
properties, kg(t − T ) ⇔ kG( f )e− j2π f T . Applying these properties to (4.33) we
obtain
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h(t) = −1 [H ( f )] = k−1 [G(− f ) exp(− j2π f T )]
= kg[−(t − T )] = kg(T − t).
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(4.35)

Then, given the transmit pulse shape g(t), the impulse response of the matched
filter, h(t), is obtained by creating a horizontal mirror image of g(t) and then shifting
the result T seconds to the right. The multiplication by the constant k is optional,
since this constant affects both the pulse signal power and the average noise power
in the decision variable, keeping unchanged the signal-to-noise ratio. The designer
has k as an additional project variable that helps to set the matched filter output level
according to the requirements of the subsequent circuitry.
Example 4.1 – Figure 4.9(a) shows a transmitted pulse shape g(t), Fig. 4.9(b)
shows its time mirror image and Fig. 4.9(c) shows its right-shift and multiplication
by the constant k, resulting in the matched filter impulse response h(t).

Fig. 4.9 Illustration of the
process for designing a
matched filter according to a
given g(t)

From the preceding example we can conclude that if g(t) is symmetric about
T /2, h(t) will be equal to g(t), except by a scale factor k. Furthermore, from the
implementation perspective, the time shift to the right in kg(−t) is not necessarily
T , but the amount enough to make the matched filter impulse response causal, that
is, h(t) must exist for some t ≥ 0.
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Simulation 4.4 – Pulse Signal-to-Noise Ratio Measurement
File – CD drive:\Simulations\Baseband\Pulse SNR.vsm
Default simulation settings: Frequency = 500 Hz. End = 200 seconds.
Noise source PSD: N0 = 0.1 watts/Hz.

This experiment is intended to facilitate the understanding of the parameter pulse
signal-to-noise ratio at the output of a matched filter. The upper part of the experiment shows the computation of the theoretical pulse SNR and the lower part estimates the pulse SNR.
In the upper part of the diagram the energy of the pulse is computed and the
result is divided by the noise power spectral density (PSD), according to (4.34).
Nevertheless, it must be noticed that the noise PSD used in this calculation is N0
instead of N0 /2, since in VisSim/Comm the white noise PSD is always unilateral,
as illustrated in Fig. 4.10. By analogy to this white noise representation, from the
VisSim/Comm perspective any theoretical even function X ( f ) needs to be considered only for positive frequencies and will appear in calculations as 2X ( f ) for
f ≥ 0.

Fig. 4.10 Unilateral (a) and bilateral (b) noise power spectral densities

The pulse shape used in this experiment is the half-cycle sine pulse shown in
Fig. 4.11, with T = 1 second.

Fig. 4.11 Half-cycle sine
pulse shape g(t)
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The expression for g(t) is

g(t) =

πt
T

sin
0,

, 0≤t ≤T
otherwise.

(4.36)

We are now able to make some calculations and compare the results with those
provided by the simulation. First, the energy of the pulse g(t) is given by




T

E=

2

sin


0
1

πt
T


dt


2π t
1 1
=
− cos
2
T
0 2
= 0.5 Joule.


dt

(4.37)

Since g(t) is symmetric about T /2, the matched filter impulse response will be
h(t) = kg(t). Adopting k = 1 for simplicity, we shall have h(t) = g(t). Then, the
signal component at the matched filter output will be
g0 (t) = g(t) ∗ h(t)
 t
g(τ )g[−(t − T − τ )]dτ.
=

(4.38)

0

From (4.38), the value of g0 (T ) will be

g0 (T ) =

T

g 2 (τ )dτ = 0.5 volts,

(4.39)

0

and the value of the instantaneous pulse power will be
|g0 (T )|2 = g02 (T ) = 0.52 = 0.25 watts.

(4.40)

In light of (4.34) and considering the unilateral noise PSD representation, the
theoretical value of the pulse SNR will be given by
η=

0.5
E
= 5.
=
N0
0.1

(4.41)

Finally, the value of the average noise power can be estimated through a sample
mean using, say, 200 samples, according to (see Chap. 1, Sect. 1.12)
1  2
E[n 2 (T )] ∼
n (i T ).
=
200 i=1
200

(4.42)
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The value estimated through (4.42) is also a random variable with a variance that
would be reduced if the number of processed samples were increased.
Recalling that h(t) = g(t) in this experiment, the theoretical value of the average
noise power can be computed through (4.26), considering again the unilateral noise
PSD and the unilateral representation of the filter response, as shown by:


∞

E[n 2 (T )] = N0

2|G( f )|2 d f.

(4.43)

0

To find G( f ), the Fourier transform of g(t), we can resort to the differentiation
in time property of the Fourier transform (see Table 2.3, Chap. 2), that is,
d n g(t)
⇔ ( j2π f )n G( f ).
dt n

(4.44)

Deriving g(t) twice we obtain
% π &2
π
d 2 g(t)
π
=
−
g(t) + δ(t) + δ(t − T ).
dt 2
T
T
T

(4.45)

Then, applying (4.44) we shall have, after some simple manipulations,
% π &2

π
π
G( f ) + + e− j2π f T ⇒
T
T
T
− j2π f T
1+e
.
G( f ) =
π
(2π f )2 T
−
T
π

( j2π f )2 G( f ) = −

(4.46)

Since |G( f )|2 = G( f )G ∗ ( f ), we obtain
|G( f )|2 =

2 + 2 cos(2π f T )
π
T

− 4π f 2 T

2

.

(4.47)

With this result in (4.43), and with N0 = 0.1 W/Hz and T = 1 second, we have


∞

E[n 2 (T )] = 0.1
0

4 + 4 cos(2π f )
d f = 0.05 watts,
(π − 4π f 2 )2

(4.48)

where we have made use of numerical computation to solve the integral. Observe
that this value is equal to N0 /2. This is not a coincidence and, as we shall discuss in
Sect. 4.2.4, this is a general result for the noise power in the decision variable at the
output of a matched filter under a very simple condition.
Running the simulation several times one can notice the random behavior of the
average noise power estimation, but can also notice that the estimated values are
indeed around the theoretical value of 0.05 watts.
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Compare all results computed above with those produced by the simulation.
Explore inside the individual blocks. Try to understand how they were implemented.
Create and investigate for yourself new situations and configurations of the simulation parameters and try to reach your own conclusions.

4.2.3 Equivalence Between the Matched Filter and the Correlator
Recall from the system model depicted in Fig. 4.5 that the output of the matched
filter can be determined by y(t) = x(t)∗h(t). Assuming that h(t) is causal, the
convolution integral for y(t) can be written as

y(t) = x(t) ∗ h(t) =

t

x(τ )h(t − τ )dτ.

(4.49)

0

Substituting h(t) by kg(T − t) = kg[−(t − T )] we have

y(t) = k

t

x(τ )g[−(t − T − τ )]dτ.

(4.50)

0

Then, at the decision instant T , the decision variable will be

y(T ) = y = k

T

x(τ )g(τ )dτ.

(4.51)

0

This is an important result since it states that the decision variable can be obtained
by the correlation between the received signal x(t) and a copy of the transmit
pulse shape g(t) locally generated at the receiver. In other words, if we replace the
matched filter by a correlator, the value of the decision variable is the same. Then,
we can state that the correlator is an alternative implementation for the matched
filter, from the point of view of the value of y(t) at the sampling instant T . These
devices will provide the same system performance over the AWGN channel. For
different values of k the decision variable produced by these two devices will differ,
but the pulse signal-to-noise ratio will be kept unchanged.
Example 4.2 – Let us construct the block diagram of the matched filter and the
correlation receiver for a binary baseband antipodal signaling6 in which the transmitted pulse shape is the truncated Gaussian pulse shown in Fig. 4.12. For the sake
of completeness, the transmitter diagram constructed according to the practical rules
6 An antipodal signaling is the one in which a binary “1” is represented by a pulse +g(t) and a
binary “0” is represented by a pulse −g(t), no matter the shape of g(t). The opposite mapping is
also valid.
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described in Sect. 4.1.2 is shown in Fig. 4.13: the information data bits enter the
transmitter and then are converted into the sequence of bipolar pulses ∈ {±1}.
These bipolar pulses are multiplied by an impulse train and the result produces a
sequence of bipolar unit impulses {an } ∈ { ± 1}, directly related to the information
bits. These unit impulses are applied to the transmit filter and the output of this filter
forms the transmitted signal.
Some waveforms are also shown in Fig. 4.13 for better illustrating the transmitted signal generation for a sample bit stream [10100], which corresponds to the
sequence of channel pulses [+g(t), −g(t), +g(t), −g(t) and −g(t)], respectively.
Fig. 4.12 Truncated
Gaussian pulse g(t)

Mathematically, g(t) is given by
g(t) =

#
$

2
b /2)
exp − (t−T
, 0 ≤ t ≤ Tb
2
T /8π
b

0,

(4.52)

otherwise.

The matched filter receiver construction is somewhat straightforward. Its diagram, including the AWGN channel, is shown in Fig. 4.14. To clarify matters, some
waveforms are also shown in this figure. It can be noticed that the matched filter
impulse response is equal to the transmit pulse shape g(t), except by the presence of the constant k. This is due to the fact that g(t) is symmetric about Tb /2.
The output of the matched filter is sampled and held at the peak of each pulse
y(t − i Tb ) = ai g(t − i Tb )∗h(t − i Tb ) + n(t), for integers i. This sample and hold
(S&H) process is also known as a zeroth-order hold [38, p. 46]. Note, however,
that the peaks of the individual pulses y(t − i Tb ) are not necessarily the peaks of the
waveform z(t) at the matched filter output, which is the sum of the pulses y(t −i Tb ),
that is,
z(t) =

∞


y(t − i Tb ).

(4.53)

i=−∞

Moreover, since the peak of the first pulse y(t) happens in t = Tb , the first valid
decision can be made only after this initial delay. This can be seen from the waveform at the output of the S&H device in Fig. 4.14, where the first, non valid interval
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Fig. 4.13 Transmitter for the Example 4.2

is marked with a “×”. Finally, the S&H waveform is applied to a decision device,
which is simply a comparator with a threshold set to zero.
The correlation receiver diagram, also including the AWGN channel, is shown in
Fig. 4.15. The transmitted signal, after being corrupted by noise, enters the receiver
and is correlated with the scaled transmit pulse kg(t) in each T = Tb interval. In
order for one correlation result do not interfere with the next, the correlator must be
reset after a complete Tb integration. This process is known as integration and dump
and that is the reason for naming the integrator as an integrator and dump. Comparing the output of the matched filter in Fig. 4.14 and the output of the correlator in
Fig. 4.15, one must realize that they are in fact different, but at the sampling instants
the decision variables produced by both devices carry the same signal-to-noise ratio,
since they are equivalent.

Fig. 4.14 Matched filter receiver for the Example 4.2

It is an easy task to identify the best sampling instant in the correlation receiver,
which is just before the integrator is dumped. For a reason similar to that stated in
the case of the matched filter receiver, the first valid sample occurs after the first
complete integration. Then, the first valid decision is produced after this delay. This
can be seen through the waveform at the output of the S&H process.
One can notice in both the matched filter and the correlation receiver that the
effect of noise in the decision variable is of changing its value with respect to the
noiseless version. This can be drastic to the point that an expected positive value
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Fig. 4.15 Correlation receiver for the Example 4.2

can become negative by the influence of noise and, as a result, a decision error
will occur.
Two last observations deserve attention. The first one is related to the duration
of g(t). In the case of the correlation receiver, if g(t) exists for an interval greater
than T , the correlation will not catch the entire pulse energy, since the integration
is restricted to a T -seconds interval. In this case it is expected a performance degradation as compared to the matched filter receiver, the amount of which is proportional to the energy of g(t) outside the interval T . Along with complexity aspects,
this is one of the things that must be taken into account when choosing between
the matched filter and the correlation receiver implementations. Nevertheless, the
performance difference caused in the above situation can be made very small, to
the point of being considered negligible. Then, in practice, the choice between a
matched filter or a correlation receiver is often made based on the implementation
complexity. In this case there is no general rule stating that one implementation
is less complex than the other in all situations, and a case-by-case analysis must
be done.
The second and last observation is related to the optimum receiver design for
M-PAM signaling for M > 2. As long as the pulse shape is kept the same, both
the matched filter and the correlation receiver are designed in the same manner as in
the binary case. The decision on the transmitted pulse is based on the amplitude of
the samples. In Chap. 5 the optimum receiver for M-ary signaling over the AWGN
channel will be covered in more detail in order to encompass any sort of waveforms
chosen to represent each one of the M symbols.

Simulation 4.5 – Equivalence Matched Filter × Correlator
File – CD drive:\Simulations\Baseband\MF Correlator.vsm
Default simulation settings: Frequency = 500 Hz. End = 10 seconds.
AWGN channel gain = 1. AWGN channel noise enabled. AWGN
channel PSD: N0 = 1 × 10−3 W/Hz. Matched filter and correlator
scale factors: k = 1.
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This experiment is intended to show the equivalence between the matched filter and
the correlator in terms of the pulse signal-to-noise ratio and, consequently, of the
system performance over the AWGN channel.
Open the simulation file indicated in the header and follow the description of the
diagram: the transmitted signal is a sequence of 20 antipodal pulses ±g(t), randomly
generated at 1 symbol per second. Each simulation run produces a new set of 20
pulses. The shape of g(t) is the truncated Gaussian pulse shown in Fig. 4.12.
The transmitted signal goes through an AWGN channel in which the channel gain
and the value of the unilateral noise power spectral density N0 can be configured.
Furthermore, noise addition can be enabled or disabled in this block.
The received signal is applied simultaneously to a matched filter and to a correlation receiver and processed according to the theory previously described. The scale
factor k can be adjusted independently for both the matched filter and the correlator
devices. The outputs of these devices are sampled and held (S&H) and the results are
compared to zero, leading to the estimated information bits. The sampling instants
occur at the peak values of each single-pulse convolution result for the matched filter
and occur just before the damping of the correlator output.
Disable the noise addition and look at the matched filter and at the correlator’s
output waveforms. Note that these waveforms are different, since the former is the
result of a convolution between the received signal and the matched filter impulse
response and the later is the result of the successive Tb -seconds correlations between
the received signal and the locally generated replicas of g(t).
Now look at the S&H output waveforms. Observe that they are identical to one
another, since at the sampling instants, for k = 1, the matched filter and the correlator’s outputs have the same value. Applying (4.51), this noiseless value can be
computed as follows:


Tb

y=k

x(t)g(t)dt


0
1

=1

[±g(t) + 0]g(t)dt

0



1

=±

(4.54)



exp −16π (t − 1/2)2 dt

0

= ±0.25,
where g(t) was given in (4.52) and the integral has been solved numerically.
Enable noise addition and verify the S&H outputs again. They still remain equal,
despite of the fact that the noise effect is to change their values from symbol to
symbol with respect to the noiseless value. In other words, the noisy versions of the
S&H outputs are Gaussian random variables with mean given by (4.54) and variance
directly proportional to the noise power spectral density.
Change as desired the values of the scale factor k in the matched filter and in
the correlator. Note that the amplitude of the signals at the output of these devices
change proportionally to the value of k chosen for each device, but the relative effect
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of the noise remains the same, since a change in k alters both the signal and the noise
components, keeping unchanged the signal-to-noise ratio. Now reset k to the default
value (k = 1).
Keeping the value of N0 = 1×10−3 W/Hz, set the channel gain to 0.1, simulating
an attenuation of 10 times in the signal amplitude. In this case the noise at the
receiver’s inputs is proportionally higher, increasing the variance of the decision
variable about the expected mean value of ±0.25. Setting the channel gain to 1 and
the noise PSD to 0.1 W/Hz produces the same final result. Note that a reduction of
10 times in the noise amplitude is accomplished by reducing 100 times the power
spectral density, since power is proportional to the amplitude squared.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

4.2.4 Error Probability Analysis
We have already mentioned in Sect. 4.1 that baseband pulse shaping is relevant from
the point of view of, among other things, the adequacy of the transmitted signal
to the restrictions imposed by the channel. We have also mentioned that different
transmitted waveforms can lead to different performances in terms of the probability
of decision errors, even if the average received power and noise density are the
same. Now we are able to investigate this topic in more detail, by obtaining the
bit error probability expression for one of the line codes presented in Sect. 4.1.
We have chosen the binary antipodal non-return-to-zero (NRZ) code for the present
analysis, where a bit “1” is represented by a rectangular pulse of duration T = Tb
and amplitude +A, and a bit “0” is represented by a rectangular pulse of duration
T = Tb and amplitude −A.
Without loss of generality, we start by determining the decision variable related
to only one bit interval for the receiver depicted in Fig. 4.15. This analysis can be
extended to other bit intervals, since the AWGN channel is memoryless, affecting
independently two consecutive decision variables. The received pulse in this case
can be written as
x(t) = ±g(t) + w(t)
= ±A + w(t).

(4.55)

Then, the decision variable is given by


Tb

y(T ) = y = k

x(t)g(t)dt
0



Tb

=k

[±A + w(t)]Adt

0



Tb

= ±k A2 Tb + k A

w(t)dt,
0

(4.56)
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where we can identify the signal term proportional to the energy carried by the pulse
g(t) and the noise term proportional to the intensity of the noise w(t).
Without loss of generality, let us assume that the energy of each pulse kg(t)
applied to one of the correlator’s input is unitary. As we already know, this will not
cause any modification in the pulse signal-to-noise ratio, since this value of energy
can be obtained by adjusting the value of k. Nevertheless, this restriction will bring a
better understanding of the system behavior, as we shall see after a few paragraphs,
and will pave the way for the analysis of the general receiver presented in Chap. 5.
Then, using this energy normalization we have


Tb


[kg(t)]2 dt = 1 ⇒ k 2

0

*

Tb

A2 dt = 1 ⇒ k =

0

1
.
A2 Tb

(4.57)

Substituting the above value of k in (4.56) we obtain
*

*
y=±

1
A2 Tb +
2
A Tb


= ± A2 Tb +

*
1
Tb

1
A
2
A Tb




Tb

w(t)dt
0

(4.58)
Tb

w(t)dt.
0

From Chap. 1 we recall that, if a Gaussian process is applied to the input
of a linear system, the output will also be Gaussian-distributed. Moreover, samples of this output will be Gaussian random variables. Then, the noise term in
(4.58) is a zero mean Gaussian random variable, since the mean of w(t) is zero.
As a result we can state that the decision variable y is a realization of a Gaussian random variable Y with mean μY equal to ±(A2 Tb )1/2 and variance given
by
Var[Y ] = E[(Y − μY )2 ] = σY2
⎡'*
(2 ⎤
 Tb
1
= E⎣
W (t)dt ⎦
Tb 0
1
=
Tb



Tb



(4.59)

Tb

E[W (t)W (u)]dtdu,
0

0

from where, inside the integrals, we can identify the autocorrelation function of the
white noise process W (t), which is given by
E[W (t)W (u)] = RW (t, u) =

N0
δ(t − u).
2

(4.60)
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Then, substituting the above result in (4.59) and solving the integrals we have
 Tb  Tb
N0
1
δ(t − u)dtdu
Tb 0
2
0

N0
N0 Tb
dt =
=
,
2Tb 0
2

σY2 =

(4.61)

where we have made used of the sifting or sampling property of the Dirac impulse
function [26, p. 214] to solve the inner integral.
With this important result at hand we can summarize that the decision variable
is a conditional Gaussian random variable with variance σY2 = N0 /2 and mean
+(A2 Tb )1/2 or −(A2 Tb )1/2 , conditioned on the transmitted bit “1” or “0”, respectively. Furthermore, since the noise term in the decision variable has a zero mean,
its variance represents the noise average power. Recall from Simulation 4.4 that
we have mentioned something associated to the relation between the average noise
power in the decision variable and the channel noise power spectral density. We
have also mentioned that the equality σY2 = N0 /2 is valid under a simple condition,
which here corresponds to the adoption of the energy of kg(t) to be equal to 1.
It is worth mentioning that both values of the mean and the variance just obtained
would be different if a different value of k were adopted from the very beginning.
However, despite of the value of k, the pulse signal-to-noise ratio will be 2E/N0 ,
where E is the energy of g(t). This result has already been obtained in (4.32). For
the case at hand we have a confirmation, as shown by:
 
2


2 ± A2 Tb 
|g0 (T )|2
2E
η=
=
=
.
2
N0
N0
σY

(4.62)

Using the above results, the conditional probability density functions (PDF) of
the decision variable can be written as
⎡ %
&2 ⎤

2T
y
+
A
b
1
⎥
⎢
exp ⎣−
f (y|0) = √
⎦ and
N
π N0
0
⎡ %



y−
1
⎢
f (y|1) = √
exp ⎣−
N0
π N0

A2 Tb

&2 ⎤

(4.63)

⎥
⎦.

These functions are plotted in Fig. 4.16, from where we can notice that even if
a +g(t) pulse is transmitted, the decision variable can be smaller than the decision
threshold λ, and a decision error will be made whenever this happens. In a similar
way, if a −g(t) pulse is transmitted, the decision variable can be greater than the
decision threshold, also leading to a decision error. Note that the decision threshold
was intuitively chosen to be in the half-way point between the means of the density
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functions. Later in this section we shall analyze the correct placement of λ, aiming
at minimizing the probability of wrong decisions. We shall conclude that the above
intuitive choice is optimum only for a particular situation.
The probability of error will be proportional to the areas under each PDF in
Fig. 4.16, above and below the decision threshold. That is to say:

Pe = p0

∞

λ


f (y|0)dy + p1

λ

f (y|1)dy
−∞

(4.64)

= p0 p01 + p1 p10 ,
where p0 and p1 are shorthand notations for the a priori probabilities of sending a
“0” or a “1”, respectively. The areas p01 and p10 must be weighted by p0 and p1
since, in a limiting and exemplifying case, no decision errors occur in favor of bit
“1” if we never transmit bit “0”, and vice-versa.
Fig. 4.16 Conditional
densities associated to the
decision variable for
antipodal signaling

Since the integrals in (4.64) have no closed-form analytical solution, we are
forced to resort to numerical integration. This will be accomplished by using the
complementary error function or the Gaussian-Q function, both treated in some
detail in Appendix A.2. The complementary error function is defined by
2
erfc(x) = √
π



∞

exp(−u 2 )du.

(4.65)

x

Our task is to write the integrals in (4.64) using the form of the erfc(x) function
in (4.65). We can do this in two steps, first working on p01 and then on p10 :

p01 =

∞

f (y|0)dy
λ

1
=√
π N0

⎡ %



∞
λ

⎢
exp ⎣−

y+



A2 Tb

N0

&2 ⎤
⎥
⎦ dy.

(4.66)
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Changing variables we can write


y + A2 Tb
= x ⇒ dy = N0 d x.
√
N0

(4.67)

The new integration limits will be:

λ + A2 Tb
1. For y = λ, then x =
√
N0
2. For y = ∞, then x = ∞.

(4.68)

Then we can determine p01 as follows:
p01 =
=
=
=

 ∞

1
√
exp −x 2
N0 d x
√
λ+ A2 Tb
π N0
√
N0
 ∞
1
√
exp −x 2 d x
√
π λ+√ A2 Tb
N0
 ∞
1 2
√
exp −x 2 d x
√
2 π λ+√ A2 Tb
N0
'
(

λ + A2 Tb
1
erfc
.
√
2
N0

(4.69)

Similarly, working on p10 we have

p10 =

λ

f (y|1)dy
−∞

1
=√
π N0



⎡ %
λ

−∞

⎢
exp ⎣−

y−



A2 Tb

&2 ⎤

N0

⎥
⎦ dy.

(4.70)

Changing variables and recalling that (a − b)2 = (b − a)2 we can write



A2 Tb − y
= x ⇒ dy = − N0 d x.
√
N0

(4.71)

The new integration limits will be:
1. For y = −∞, then x = ∞

A2 Tb − λ
2. For y = λ, then x =
.
√
N0

(4.72)
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Then we can determine p10 as follows:
√

p10 =
=
=
=

A2 Tb −λ
 √

N0
1
exp −x 2 (−1) N0 d x
√
π N0 ∞
 ∞
1
√
exp −x 2 d x
√
A2 Tb −λ
π
√
N0
 ∞
1 2
√
exp −x 2 d x
√
A2 Tb −λ
2 π
√
N0
'
(
1
A2 Tb − λ
erfc
.
√
2
N0

(4.73)

Substituting the final results of (4.69) and (4.73) in (4.64) we obtain the bit error
probability, as shown by:
Pe = p0 p01 + p1 p10
'
'
(
(
A2 Tb + λ
A2 Tb − λ
p0
p1
erfc
=
+ erfc
.
√
√
2
2
N0
N0

(4.74)

From the definition of the complementary error function in (4.65) we observe
that it computes twice the area on the right of x in a Gaussian probability density
function of zero mean and variance 0.5. Given a Gaussian density with any mean
μ X and any variance σ X2 , we can normalize it to find the probabilities of interest via
the erfc(x) function, that is,


1
x − μX
.
P[X > x] = erfc √
2
2σ X

(4.75)

Then, another way of determining the area p01 in Fig. 4.16 is by directly applying
the expression (4.75) to f (y|0), according to
p01

'
(

λ + A2 Tb
1
= P[Y > λ] = erfc
.
√
2
N0

(4.76)

Similarly, applying (4.75) to f (y|1) we obtain
p10


 

(2 A2 Tb − λ) − A2 Tb
1
= P[Y < λ] = erfc
√
2
N0
'
(
A2 Tb − λ
1
= erfc
.
√
2
N0

(4.77)
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In the first line of (4.77) we have made use of the fact that the area on the left
of λ for the density f (y|1) in Fig. 4.16 is equal to the area on the right of the value
(A2 Tb )1/2 + [(A2 Tb )1/2 − λ]. Note that (4.76) and (4.77) correspond to the final
results in (4.69) and (4.73), respectively.
From (4.74) it can be noticed that the probability of error depends on the choice
of the decision threshold. Of course we are interested in the value of λ that minimizes Pe . We can find this value by deriving the expression of Pe with respect to λ,
setting the result equal to zero and solving for λ. The derivative of erfc(x) is
d
2
erfc(x) = − √ exp(−x 2 ).
dx
π

(4.78)

For the problem at hand we have a function of λ as the argument of the complementary error function. Then, the corresponding derivative is
d
2
d
erfc[ f (λ)] = − √ exp[− f 2 (λ)]
f (λ).
dλ
dλ
π

(4.79)

Applying this derivative in (4.74) and setting the result to zero we obtain
√

d
p0 −
Pe (λ) = − √ e
dλ
π

2

A Tb +λ
√
N0

2



1
√
N0



√

p1 −
−√ e
π

2

A Tb −λ
√
N0

2



1
−√
= 0,
N0
(4.80)

from where, after some simplifications, we obtain the optimum value of λ that minimizes Pe :
λopt

N0
= 
ln
4 A2 Tb



p0
p1


.

(4.81)

First, we notice from (4.81) that the optimum value of λ will depend on the a priori probabilities p0 and p1 . For most systems of interest in practice, the information
bits are equally probable, resulting in λopt = 0. In these cases the probability of a
bit error expressed in (4.74) is given by
⎛*
⎞
2T
A
1
b
⎠.
Pe = erfc ⎝
2
N0

(4.82)

Now let us define an important figure of merit commonly used in the assessment
of digital communications systems, the E b /N0 . It is the ratio between the average energy per information bit and the noise power spectral density. Its importance
comes from the fact that it can be considered as a special measure of the signal-tonoise power ratio, normalized by the transmission rate and the occupied bandwidth,
that is,
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B
Eb
P
×
=
,
N0
N
Rb

(4.83)

where P is the average received signal power, N is the average noise power at the
receiver input, B is the bandwidth occupied by the transmitted signal, also equals
to the noise bandwidth, and Rb is the bit rate. By doing this normalization, systems
with different transmission rates and bandwidths can be fairly compared, as we shall
become to better understand from this point on.
For a binary signaling, the average energy per information bit is given by
E b = p0 E b0 + p1 E b1 ,

(4.84)

where E b0 and E b1 are the energies of the waveforms representing bits “0 and
“1”, respectively. For the NRZ signaling considered in the present analysis and for
equally-probable bits we have
Eb =

E b0 + E b1
= A2 Tb .
2

(4.85)

With this result in (4.82) we readily obtain
1
Pe = erfc
2

'*

Eb
N0

(
.

(4.86)

This is the expression for computing the bit error probability for the NRZ signaling considered in this analysis, but it also applies to any antipodal signaling.
Example 4.3 – Suppose that we want to make an error analysis similar to the
above one, but now considering the unipolar NRZ line code in which a bit “1” is
represented by a rectangular pulse of duration T = Tb and amplitude +A and a bit
“0” is represented by the absence of a pulse. Assume again an unitary energy of
kg(t), the transmitted pulse replica applied to one of the correlator’s inputs, leading
again to k = (A2 Tb )−1/2 . Our task is to compute the optimum decision threshold as a
function of the a priori probabilities of the data bits, the optimum decision threshold
to equally-likely data bits and the expression for the bit error probability. Below we
summarize the results (it is left to the reader to check them as an exercise):

λopt =

N0
A2 Tb
+ 
ln
2
2 A2 Tb



p0
p1


.

(4.87)

For equally probable bits, the optimum decision threshold becomes

λopt =

A2 Tb
,
2

(4.88)
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and the bit error probability is
1
Pe = erfc
2

'*

Eb
2N0

(
.

(4.89)

Figure 4.17 shows the bit error probabilities for the unipolar and for the bipolar
(antipodal) NRZ signaling. Note that, for the same error probability, the unipolar
signaling needs to operate with an E b /N0 which is 3 dB above the value needed by
the antipodal signaling. Put in another way, the average received power in a system
using unipolar signaling must be 3 dB above the received power in a system that uses
bipolar signaling, to yield the same bit error rate (BER).7 This confirms our previous statement that different signaling shapes can result in different performances in
terms of the probability of decision errors.

Fig. 4.17 Bit error
probabilities for unipolar and
bipolar NRZ signaling as a
function of E b /N0

Simulation 4.6 – Equivalence Matched Filter × Correlator
Revisited
File – CD drive:\Simulations\Baseband\MF Correlator BER.
vsm
Default simulation settings: Frequency = 500 Hz. End = 100 seconds.
AWGN channel gain = 1. AWGN channel noise enabled. AWGN
channel received E b /N0 = 3 dB. Matched filter and correlator scale
factors k = 1.
7 The terms “bit error rate” and “bit error probability” are used interchangeably in this book, though
“bit error rate” seems to be more adequate when we are referring to an estimate of the “bit error
probability” using the frequency definition approach.

4.2

Detection of Baseband Pulses in Noise

303

In this experiment we recall the equivalence between the matched filter and the
correlator receivers, but now from the point of view of their BER performance. This
simulation adopts antipodal signaling at 1 bit/second and truncated Gaussian pulses,
likewise in Simulation 4.5.
For a more productive interaction with this experiment, let us revisit some important concepts from the discussion on the sample mean and the confidence interval
presented in Chap. 1, Sect. 1.12. We concluded that the bit error rate computation
in a digital communication system is nothing more than a Monte Carlo simulation
procedure for bit error probability estimation. Since this procedure is based on the
classical definition of probability, BER estimation will be more precise if the number of observations of the error events is increased. We have also analyzed a rule-ofthumb which states that by waiting for the occurrence of 100 bit errors we can have
a “good” BER estimate. We saw that this rule corresponds to a relative precision of
16.45% or a confidence interval between ( p − 0.1645 p) and ( p + 0.1645 p), for a
confidence coefficient of 0.9, where p is the exact value of the bit error probability.
Nevertheless, since BER values of interest in practice are usually below 1 × 10−3 ,
we shall need more than 100/1 × 10−3 = 100 × 103 transmitted bits to achieve the
above precision.
Now, open the simulation file indicated above and interact with the experiment
according to the guidelines that follows.
Using the default settings, run the simulation 10 times and take note of the BER
values and of the number of wrong bit decisions. Observe the large variance of
the estimated BER about the theoretical value of 2.3 × 10−2 at E b /N0 = 3 dB.
This happens due to the small number of observed bits in error, resulting in a low
precision of the bit error probability estimate.
In the “Simulate/Simulation properties” tab, change the simulation “End” parameter to 4,348 seconds and run the simulation 5 times (be patient, since you will have
to wait a little while). Observe that the number of errors in each run is around 100
and that, compared to the previous result, the estimated BER has a lower variance
around the theoretical value of 2.3 × 10−2 . Since the bit rate is 1 bit/second, the new
simulation time of 4,348 s corresponds to the number of transmitted bits. This value
was obtained by dividing the expected number of errors (100) by the theoretical
BER (2.3 × 10−2 ).
Set other values of E b /N0 according to the table in the simulation worksheet
and estimate the BER. Plot a BER versus E b /N0 curve using the estimated and the
theoretical values. Reach your conclusions concerning the precision of the estimates
and the equivalence between the matched filter and the correlator receivers.
Change the matched filter and the correlator scale factor as desired for any value
of E b /N0 . Note that, despite of the value of k, the performances are the same, since
different values of k do not change the pulse signal-to-noise ratio at the decision
instants. Set the simulation parameters to the default values.
Now change the AWGN channel gain to 1.414 and the simulation “End” parameter to 41,667 seconds. Run the simulation and be patient, since it will take a little
longer to reach the end, depending on the configuration of your computer. While
the simulation is running, let us elaborate on these particular settings. First, a gain
of 1.414 in amplitude corresponds to a gain in 1.4142 ∼
= 2 ∼
= 3 dB in power and
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in the received bit energy. Since the noise was not modified, the value of E b /N0
jumps from 3 to 6 dB. The theoretical BER at this value is 2.4 × 10−3 . Then, to
obtain around 100 bits in error, one must set the number of transmitted bits to
100/2.4 × 10−3 ∼
= 41, 667. Recalling that bits are generated at 1 bit/second, the
simulation “End” parameter then must be set to 41,667 seconds. Going back to the
simulation, observe the estimated value of BER. It is probably around the expected
value of 2.4 × 10−3 .
Reset the simulation to its default parameters and, as an exercise, simulate a
channel attenuation of 2 dB. Compute the expected value of the BER and compare
with the estimated result.
We have seen that when the value of k in the correlator is chosen such that
each pulse kg(t) applied to one of its inputs has unit energy, the average noise
power in the decision variable becomes equal to the channel noise PSD. Since
VisSim/Comm simulates unilateral power densities, the average noise power at the
output of the S&H device will be equal to N0 = N0 /2, where N0 is the unilateral
noise PSD. Moreover, the samples at the S&H outputs will have conditional mean
1/2
values of ±E b , depending on the transmitted bit (see Fig. 4.16). Then, the value
of the theoretical E b /N0 ratio will be E b /(2N0 ). Let us compute the corresponding
results: the energy of g(t) can be obtained from (4.54), yielding E g = 0.25 Joules.
To increase this energy to 1 we need to multiply it by 4, which means that the
pulse amplitude must be multiplied by 41/2 = 2 in one of the correlator’s inputs.
After resetting the simulation to its default parameters, set the value of the scale
fact in the correlator to k = 2, set the simulation “End” parameter to 1,000 seconds and disable the transmitter. Run the simulation and take note of the average
power estimated at the S&H output. You will find a value around 6 × 10−2 watts.
This is the value of N0 . The value of the theoretical E b /N0 ratio then will be
E b /(2N0 ) = 0.25/(2 × 6 × 10−2 ) ∼
= 2.08 ∼
= 3 dB. Note that this is indeed the
default value of the E b /N0 ratio.
Set the simulation “End” parameter to 10 seconds, enable the transmitter and
disable the AWGN noise. For k = 2 in the matched filter and in the correlator,
run the simulation while observing one of the time plots at the output of the S&H
1/2
blocks. Note that the peak values of the waveforms are ±0.5 = ±E b , as expected.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

4.2.5 MAP and ML Decision Rules for Binary Transmission
We are now able to construct a different approach concerning the decision rule
explored in the previous subsection, giving to it more solid fundamentals.
Consider a binary baseband communication system. Let us define a decision
rule which is somewhat intuitive: given the observation of the decision variable
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y at the output of the matched filter or the correlator, decide in favor of bit “1”
if the probability that a bit “1” was sent is greater than the probability that a bit
“0” was sent. Decide in favor of bit “0” in the opposite situation and arbitrarily
if these probabilities are the same. Translating this rule into mathematics we can
write:
1. decide for 1 if P[1|y] > P[0|y],
2. decide for 0 if P[0|y] > P[1|y] or
3. decide arbitrarily if P[1|y] = P[0|y].

(4.90)

Since we are dealing with a posteriori probabilities P[1|y] and P[0|y] in the
sense that they are obtained after the observation of the decision variable y, this
decision rule is called MAP (maximum a posteriori).
From Chap. 1, the Bayes rule concerning two events A and B is
P[A|B] =

P[B|A]P[A]
.
P[B]

(4.91)

Applying this rule to the a posteriori probabilities in (4.90) we can write:
f (y|0) p0
f (y|1) p1
>
,
f (y)
f (y)
f (y|1) p1
f (y|0) p0
>
or
2. decide for 0 if
f (y)
f (y)
3. decide arbitrarily if an equality holds.

1. decide for 1 if

(4.92)

When writing (4.92) we took into account that the decision variable y is associated to a continuous random variable, leading to density functions in the Bayes
formula. In a similar way, the transmission of a bit “0” or a bit “1” was associated to
a discrete random variable, leading to the corresponding probability mass function
values in the Bayes formula.
In (4.92) f (y|1), f (y|0), p1 and p0 were already defined and f (y) is the total
or unconditional probability density function of the decision variable. This density
clearly does not have any influence in the decision criterion just described. Then we
can simply state the MAP rule as follows:
1. decide for 1 if f (y|1) p1 > f (y|0) p0 ,
2. decide for 0 if f (y|0) p0 > f (y|1) p1 or
3. decide arbitrarily if an equality holds.

(4.93)

The functions f (y|1) p1 and f (y|0) p0 are called likelihood functions, since for
the purpose at hand only a relative comparison suffices, not being necessary to know
exact values of probabilities.
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One can notice that in order to apply the MAP criterion, the a priori probabilities
p0 and p1 must be known. When these probabilities are the same, the MAP rule
reduces to the observation of the likelihoods f (y|1) and f (y|0), as shown by:
1. decide for 1 if f (y|1) > f (y|0),
2. decide for 0 if f (y|0) > f (y|1) or

(4.94)

3. decide arbitrarily if an equality holds.
In this particular case the MAP rule becomes the so-called ML (maximum likelihood) decision criterion. Both MAP and ML rules minimize the probability of a
decision error. This is a consequence of the definition of the rules for any p0 and p1
in the case of the MAP criterion and for p0 = p1 in the case of the ML criterion.
Example 4.4 – Consider a binary antipodal NRZ signaling in which the received
average bit energy is E b = A2 Tb = 1 Joule and the noise power spectral density
is N0 = 1 watt/Hz. Also consider that the constant k in the matched filter impulse
response or in the correlator is such that the mean value of f (y|1) and f (y|0) are
1/2
1/2
+E b and −E b , respectively. Suppose that the a priori probabilities are p0 = 0.7
and p1 = 0.3. The corresponding likelihood functions are plotted in Fig. 4.18.

Fig. 4.18 Likelihood functions associated to the decision variable in Example 4.4

Applying (4.81), the optimum decision threshold for the case at hand is
λopt

N0
= √ ln
4 Eb



p0
p1





1
0.7 ∼
= ln
= 0.21,
4
0.3

(4.95)

which is exactly the value of y corresponding to the crossing point between f (y|1) p1
and f (y|0) p0 in Fig. 4.18, as the MAP rule states. Note that if p0 = p1 , the likelihood functions would cross exactly in y = 0, which is also the same value of λopt
that would be predicted by (4.81).
Similarly to the reasoning used to write (4.76) and (4.77), applying (4.75) to the
example at hand we can easily find the expression and the value for the bit error
probability, as follows:

4.3

Intersymbol Interference (ISI)

307

Pe = p0 p01 + p1 p10
 √
√
√ 
√ 

Eb + Eb − λ − Eb
p1
λ + Eb
p0
+ erfc
erfc
=
√
√
2
2
N0
N0

(4.96)

0.3
0.7
erfc(0.21 + 1) +
erfc(1 − 0.21)
=
2
2
∼
= 7 × 10−2 .

We can conclude that with the MAP or the ML criterions we have an alternative
way of analyzing the decision rule and the optimum decision threshold for binary
signaling over AWGN channels. In Chap. 5 these criterions will be generalized and
the optimum ML receiver will be designed for an M-ary signaling.

4.3 Intersymbol Interference (ISI)
Until this point in the book we have considered that the unique source of impairment
when transmitting a digital signal is the additive white Gaussian noise generated
mainly by thermal effect at the receiver. Although this impairment can cause enough
detection problems by itself, in practice the channel can also distort the transmitted
signal, increasing the probability of error or demanding further techniques to cope
with this distortion.
This section starts by considering the conditions under which a signal is not distorted when sent through a channel. If these conditions are not satisfied, one specific
type of distortion can arise, leading to the so-called intersymbol interference (ISI)
phenomenon. After defining the ISI and analyzing its causes, the Nyquist criterion
used to avoid ISI will be studied. Finally, two important tools for analyzing the
combined effect of noise and ISI will be discussed. They are the eye diagram and
the bathtub diagram.

4.3.1 Distortion-Free Channel and ISI Channel
Consider the system model depicted in Fig. 4.19, where binary data are first converted into bipolar unit impulses {ak } ∈ { ± 1}. These impulses are applied to the
transmit filter with impulse response g(t), producing the waveform s(t) given by
s(t) =


k

ak g(t − kTb ).

(4.97)
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The waveform s(t) goes through the channel whose model is composed by the
channel filtering effect corresponding to a linear system with impulse response h(t)
and by the addition of the Gaussian noise w(t).
For the time being the receive filter is a matched filter with impulse response
c(t). The waveform y(t) at the output of this filter is sampled and held in multiples
of the bit interval Tb and the resulting samples, after being processed by the decision
device, produce the estimates of the transmitted binary data.

Fig. 4.19 Model for PAM baseband transmission with (possibly) channel distortion

Example 4.5 – Assume that a baseband binary transmission is taking place over a
twisted-pair, like the one we use in our homes for fixed telephony applications. We
saw in Chap. 3 that the twisted-pair is a transmission line that can be modeled as
an association of the distributed primary parameters: resistance R in ohms/meter,
inductance L in henries/meter, capacitance C in farads/meter and conductance G in
siemens/meter, as illustrated by Fig. 4.20.
Fig. 4.20 Model for a
telephony twisted-pair

We also saw in Chap. 3 that, under certain conditions in terms of the combinations of parameters, this transmission line can act as a low-pass filter, possibly
having a frequency response similar to that shown in Fig. 4.21. The cutoff frequency
and the particular shape of this response will depend on the length of the twisted-pair

Fig. 4.21 A possible
frequency response
magnitude of a telephony
twisted-pair cable
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and on its distributed parameters (primary and secondary), as well as on the characteristics of the excitation and load in terms of impedance. To simplify matters,
we shall consider in this example that the combination of these parameters can be
grouped in such a way that the twisted-pair can be approximated by a linear system
with impulse response h(t), as shown in Fig. 4.22.
Now suppose that we have adopted a binary antipodal signaling in which the
pulse shape g(t) is a half-cycle sine function. The transmitted waveform and the
corresponding waveform at the output of the twisted-pair channel may look like
those illustrated in Fig. 4.22, from were we can observe the distortion caused by the
filtering effect of the channel. Furthermore, since the convolution between a given
signal and an impulse response has duration equal to the sum of the signal duration
and the duration of the impulse response, the received pulses were time-dispersed
as compared to the transmitted pulses.

Fig. 4.22 Input and output waveforms for the twisted pair channel of Example 4.5

Still referring to Fig. 4.19, recall from Chap. 2, Sect. 2.4.2, that a distortion-free
transmission is characterized by the relation
x0 (t) = s(t) ∗ h(t) = κs(t − τ ),

(4.98)

where κ is an arbitrary constant different from zero and τ is the channel propagation
delay. The channel frequency response is then
H ( f ) = κ exp[− j2π f τ ],

(4.99)

which means that
|H ( f )| = κ and
Θ( f ) = −2π f τ.

(4.100)

The conditions in (4.100) state that for a distortion-free transmission the magnitude of the channel frequency response must be constant and its phase response must
be a linear function of f . The constant frequency response means that all frequency
components of the signal are affected by the same channel gain. The linear behavior
of the phase response means that each frequency component of the signal is affected
by the same delay from the input to the output of the channel.
In practice it is virtually impossible to accomplish the conditions described by
(4.100) for all frequencies. However, it suffices that (4.100) is satisfied, or at least
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approximately satisfied, within the frequency range in which most of the transmitted signal power is concentrated on. This quasi-distortion-free transmission is
illustrated in Fig. 4.23. Notice that most of the signal power spectral density is
located in a frequency range in which the magnitude of the channel frequency
response is approximately constant and the channel phase response is approximately
linear.

Fig. 4.23 Quasi-distortionfree transmission scenario.
(a) power spectral density of
the transmitted signal. (b)
Magnitude response of the
channel. (c) Phase response
of the channel

Simulation 4.7 – Distortion-Free Channel
File – CD drive:\Simulations\Baseband\Distortion free.vsm
Default simulation settings: Frequency = 3,000 Hz; End = 0.2
seconds.

In this experiment the signal s(t) = sin(100π t) + sin(200π t) is applied to a digital
low-pass filter with 101 taps and cutoff frequency 100 Hz. If you are interested in
knowing more about this filter, open the simulation file indicated above and double
click in the filter block. Consult the “help” about this block to see more details about
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it. Additionally, resort to Chap. 2, Sect. 2.4.4 for further discussions on discrete-time
filters.
According to the expression for s(t), the input signal is a sum of two unitamplitude sine waves with frequencies 50 Hz and 100 Hz. Observing the magnitude
and phase responses of the filter, as shown in Fig. 4.24, we can see that the filter
gain for these frequencies is approximately equal to 1 and the phase rotations are
approximately −900 and −1, 800 degrees, corresponding respectively to −5π and
−10π radians.

Fig. 4.24 Magnitude and phase responses for the low-pass filter considered in Simulation 4.7

Since Θ( f ) = −2π f τ , we have the following delays for each of the input tones:
− 5π = −2π 50τ ⇒ τ = 0, 05s for 50 Hz and
− 10π = −2π 100τ ⇒ τ = 0, 05s for 100 Hz.

(4.101)

Then, since the delays and gains imposed by the filter for each tone are the same,
the signal at the filter output is not distorted as compared to the input signal. This
can be observed in Fig. 4.25 and in the plots from the simulation.

Fig. 4.25 Input and output waveforms for the filter considered in Simulation 4.7

As an exercise, try to justify the slight difference between the signal at the filter
output and the delayed version of the input signal, from 0 to around 0.1 seconds in
the simulation plots. Hint: do some research looking for the tapped-delay line model
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of a FIR (finite impulse response) filter. Study its behavior in order to realize that
the first correct output sample will be produced only after the entire bank of taps is
fed by samples of the input signal. Use the simulation frequency as a parameter to
be considered in your calculations.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
If one or both conditions for distortion-free transmission are not satisfied, the
effects can be time dispersion in the received signal, enough to cause superposition
of adjacent pulses at the decision instants. This superposition is called intersymbol
interference (ISI) and it is one of the main causes that limit the symbol rate in digital
communication systems.

4.3.2 Nyquist Criterion for ISI-Free Transmission
Elaborating a little bit more on the intersymbol interference, let us go back to
Fig. 4.19 and define the pulse shape p(t) at the output of the matched filter as
κ p(t) = g(t) ∗ h(t) ∗ c(t),

(4.102)

where g(t), h(t) and c(t) are the impulse responses of the transmit filter, the channel
and the receive filter, respectively, and κ accounts for any scale factor throughout
the above cascade of linear systems.
Considering a binary signaling, a sequence of information bits will produce a
sequence of unit impulses {ak }, which by its turn will produce the following waveform at the matched filter output:
∞


y(t) = κ

ak p(t − kTb ) + n(t),

(4.103)

k=−∞

where n(t) = w(t)∗c(t). The samples of y(t) in integer multiples of Tb will be
y(i Tb ) = κ

∞


ak p(i Tb − kTb ) + n(i Tb )

k=−∞

= κai + κ

∞


(4.104)
ak p[(i − k)Tb ] + n(i Tb ),

k=−∞
k=i

where, without loss of generality, we have assumed that p(0) = 1. The first term
in (4.104) is the desired sample value for the i-th decision instant. The second term
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represents ISI coming from pulses other than k = i, and the last term is due to noise.
Our aim is to make the second term in (4.104) vanish, eliminating ISI.
Another way of analyzing the ISI is by considering just one pulse p(t) and verifying its potential interference in adjacent pulses. To this end, consider the illustrations depicted in Fig. 4.26, where in part (a) we have a pulse p(t − 5Tb ) and in
part (b) we have samples of this pulse in integer multiples of Tb . From these two
figures we can see that there is a non-zero sample of p(t − 5Tb ) only at t = 5Tb ,
which is a consequence of the fact that p(t) has zero crossings at integer multiples
of Tb . This means that adjacent pulses will not suffer from ISI at their decision
instants.
Now consider Fig. 4.26 (c) and (d). In this case p(t) has zero crossings in time
instants different from the integer multiples of Tb . As a consequence, samples of
p(t − 5Tb ) will also produce non-zero values at instants different from t = 5Tb .
This means that adjacent pulses will be corrupted by ISI at their decision instants.
From this analysis we can write the condition for ISI-free transmission as

p(i Tb − kTb ) =

1, k = i
0, k =
 i.

(4.105)

Naming the samples of p(t) as pδ (t) and taking the Fourier transform of pδ (t) we
can state that ISI will not occur if the Fourier transform of pδ (t) is equal to 1, since
pδ (t) in this case will be a unit impulse. Mathematically we must have


∞
1 
1
=1
P f −n
Tb n=−∞
Tb

(4.106)

for ISI-free transmission, where P( f ) is the Fourier transform of p(t) and the replication of P( f ) in multiples of 1/Tb is a consequence of the sampling theorem.
Generally speaking, this replication will occur in multiples of the symbol rate
1/T , since it is the symbol rate that determines the rate of the samples at the matched
filter output. Then, naming the replicas of P( f ) as Pδ ( f ) and realizing that the
symbol rate can assume any value, from (4.106) we can finally state the so-called
Nyquist criterion for ISI-free transmission:
Pδ ( f ) =

∞

n=−∞


P

1
f −n
T


= constant.

(4.107)

If (4.107) is accomplished, then p(t) will have nulls at integer multiples of the
symbol duration T , causing no ISI in the samples of adjacent pulses.
One may wonder how difficult it would be to find some P( f ) to satisfy (4.107).
A possible solution states that any frequency response P( f ) that exhibits odd symmetry about 1/(2T ) = R/2 Hz will produce a constant as the result of the sum
of its (1/T )-shifted replicas. This odd symmetry about R/2 Hz is called vestigial
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Fig. 4.26 (a) and (c): pulses p(t − 5Tb ). (b) and (d): samples of p(t − 5Tb ) at t = i Tb , integer i

symmetry and its concept is illustrated in Fig. 4.27. The odd symmetry is identified
by firstly creating a horizontal mirror image in the part of the P( f ) curve located at
the right side of R/2 and then by vertically mirroring the result from bottom up. If
this final mirrored curve coincides with the P( f ) curve on the left of R/2, vestigial
symmetry has been identified.

Fig. 4.27 The concept of
vestigial symmetry in the
function P( f )

Figure 4.28 shows one possible aspect of Pδ ( f ), illustrating how the vestigial symmetry around R/2 in P( f ) results in a constant value for the sum of its
replicas.
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Fig. 4.28 The concept of vestigial symmetry applied to Pδ ( f ), the replicas of P( f )

Simulation 4.8 – Vestigial Symmetry
File – CD drive:\Simulations\Baseband\Vestigial.vsm
Default simulation settings: Frequency = 1,000 Hz; End =
2 seconds. Default sampling delay for the sampling block: 0.009
second.

With this experiment it is possible to analyze the ISI-free condition due to the
vestigial symmetry in P( f ), the frequency response of the cascade of the transmit
filter, the channel and the receive filter. Open the simulation file indicated above and
interact with the experiment according to what follows.
An impulse is applied to a low-pass filter having vestigial symmetry about R/2 =
100 Hz. At the output of this filter we have its impulse response p(t), which after
a fast Fourier transform (FFT) operation becomes the magnitude of the frequency
response P( f ). Run the simulation and note that P( f ) corresponds to the spectrum
shown in Fig. 4.27. From this plot it is possible to obtain the symbol rate for the
system that would make use of this P( f ), that is, R = 200 symbols/second. If you
prefer, magnify the plot of P( f ) for a better view.
The waveform p(t) at the output of the filter is shown in the intermediate plot,
along with samples of it. The sampling frequency can be set in the corresponding
slide control. Using the default sampling frequency, run the simulation and magnify
the plot of p(t) and its samples pδ (t). Observe that only one sample is different
from zero, which means that the pulse p(t) will not interfere in its neighbors, since
these neighbors will be sampled exactly when p(t) is zero. Now observe the lower
plot. It shows Pδ ( f ), the Fourier transform of the samples pδ (t). Note that Pδ ( f ) is
constant, which is in agreement with the Nyquist criterion for ISI-free transmission,
as given by (4.107).
Now change the value of the sampling frequency to force the sampling instants
do not coincide with the zero crossings of p(t). This situation can be interpreted as
if p(t) had non-zero values in multiples of the symbol duration. Run the simulation
and analyze the samples of p(t) and the spectrum Pδ ( f ). Note that non-zero samples
have appeared at instants different from the peak of p(t). Note also that Pδ ( f ) is
not constant anymore, which means that the Nyquist criterion for no intersymbol
interference given by (4.107) is being violated.
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Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
Let us elaborate on the practical meaning of the width of P( f ). Back to the
system model depicted in Fig. 4.19 and to (4.102) we can write
κ P( f ) = G( f )H ( f )C( f ).

(4.108)

Assume that the receive filter impulse response c(t) is matched with the transmit
pulse shape g(t). Assume also that g(t) is symmetric about T /2. Then we have
c(t) = g(t), which means that C( f ) = G( f ). In terms of the magnitude of the
corresponding frequency responses, we can then rewrite (4.108) as
κ|P( f )| = |G( f )|2 |H ( f )|.

(4.109)

As long as the channel response does not distorts the transmitted signal, the
magnitude of P( f ) will be directly related to the squared-modulus of the Fourier
transform of g(t), which by its turn is related to the power spectral density of the
transmitted signal. Then, this important result indicates that we can think of the
width of P( f ) as being directly related to the bandwidth of the transmitted signal.
Now suppose that, maintaining the vestigial symmetry, we reduce the width of
P( f ) in Fig. 4.27 to the limit in which it is equal to R/2 Hz. In this case we will have
an ideal P( f ) with brick-wall shape occupying the minimum bandwidth of R/2 Hz.
Then, we can say that the minimum theoretical bandwidth for ISI-free transmission
of an M-PAM signal is equal to half of the symbol rate, that is,
Bmin =

1
for M-PAM.
2T

(4.110)

The so-called generalized Nyquist criterion [27, p. 235] for ISI-free transmission
applies to a set of M orthogonal signals instead of M-PAM signals. It states that the
minimum bandwidth required for transmitting M orthogonal signals is M times the
bandwidth given in (4.110), that is,
Bmin =

M
for M-ary orthogonal signals.
2T

(4.111)

For the sake of brevity we have omitted the proof of this criterion. The interested
reader may refer to, for example, Appendix 6-B of the book by E. A. Lee and D. G.
Messerschimitt for a detailed proof [27, pp. 266–269].
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4.3.3 The Raised Cosine Spectrum
The raised cosine spectrum is one of the most widely adopted shape for P( f ),
since vestigial symmetry about R/2 = 1/(2T ) is obtained for an excess bandwidth
beyond Bmin ranging from 0 to R/2 Hz. This excess bandwidth is controlled via
a rolloff factor α ranging from 0 (for no excess bandwidth) to 1 (for an excess
bandwidth of R/2 Hz). The raised cosine spectrum is expressed by [13]
⎧
1−α
⎪
⎨T, 0 ≤ | f | ≤ 2T

P( f ) = T2 1 + cos παT | f | −
⎪
⎩
0, | f | > 1+α
.
2T

1−α
2T

 

, 1−α
< |f| ≤
2T

1+α
2T

(4.112)

The normalized raised cosine spectrum is plotted in Fig. 4.29 for three values
of the rolloff factor. It can be noticed that for α = 0, P( f ) corresponds to the
ideal brick-wall response, with no excess bandwidth. For α = 1 we have the maximum occupied bandwidth, with an excess bandwidth of R/2 Hz. The exact occupied
bandwidth is then
B = Bmin (1 + α).

(4.113)

As a matter of curiosity, the name “raised cosine” comes from the fact that the
non-zero portion of P( f ) for α = 1 is a cosine function “raised” up to be placed
above of, and in touch with the frequency axis. As an exercise, it is left to the reader
to confirm this fact and determine the “period” of this cosine function.

Fig. 4.29 The raised cosine spectrum

The inverse Fourier transform of the raised cosine spectrum results in the raised
cosine pulse, which is given by

p(t) =


sin(π t/T ) cos(π αt/T )
.
π t/T
1 − (2αt/T )2

(4.114)

The raised cosine pulse p(t) is often called Nyquist pulse. It is plotted in Fig. 4.30
for three values of the rolloff factor. Observe that, despite of the value of α, p(t)

318

4 Baseband Digital Transmission

has nulls at integer multiples of T , a necessary and sufficient condition for ISI-free
transmission.
Fig. 4.30 The raised cosine
pulse

Example 4.6 – Suppose that we want to transmit the sequence of bits [1010010].
According to Fig. 4.19, these bits are converted into the sequence of unit impulses
with polarities [+−+−−+−], and the resulting impulses are applied to the transmit
filter. Assuming that the cascade G( f )H ( f )C( f ) has a raised cosine response with
α = 0 and considering the absence of noise, at the output of the matched filter we
shall have the waveforms depicted in Fig. 4.31. In solid lines we have the “isolated”
pulses p(t − kTb ) for k = 3, 4, 5, 6, 7, 8 and 9. Each of these pulses is the response
to each corresponding unit impulse generated at the transmitter. In dashed line it is
plotted the sum of the pulses p(t − kTb ), which corresponds to the waveform y(t)
at the matched filter output.

Fig. 4.31 A sequence of Nyquist pulses and the corresponding sum for binary signaling

Note the absence of ISI, since when a given pulse attains its maximum value, the
neighbors are zero. Note also that the combined waveform, if sampled at t = 3Tb ,
4Tb , 5Tb , 6Tb , 7Tb , 8Tb and 9Tb , will produce values exactly the same as the peak
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values of the isolated pulses. Decisions upon these pulses will lead to the transmitted
sequence of data bits, since noise is also considered not present.
As an exercise, suppose that you were given only the waveform y(t) shown in
Fig. 4.31. Then, you are not able to see the isolated pulses p(t − kTb ). Now suppose that, for decision purposes, you want to determine the best time instants for
sampling y(t). Clearly you should not choose the peaks of y(t), because they are
not necessarily separated by the symbol interval and the peaks of the isolated pulses
p(t −kTb ) do not necessarily coincide with the peaks of y(t). This apparently simple
exercise has been inserted here to extend the use of Fig. 4.31 and create a problem
that will be elegantly solved through the use of the eye diagram, a topic that will be
discussed later on in this section.

4.3.4 The Root-Raised Cosine Spectrum
Recall that the pulse p(t) at the output of the matched filter is determined by the cascade of the transmit filter, the channel and the receive filter. In the frequency domain,
according to (4.109), the magnitude of the transmit and receive filter responses can
be determined by
*
|G( f )| =

κ|P( f )|
.
|H ( f )|

(4.115)

From the criterion expressed in (4.100), if |H ( f )| is constant and Θ( f ) is linear
in the entire bandwidth of |P( f )|, distortion-free transmission is achieved. Then,
assuming that |H ( f )| = κ without loss of generality, we obtain

|G( f )| =

κ|P( f )| 
≡ |P( f )|.
κ

(4.116)

Now, following the Nyquist criterion for ISI-free transmission, consider that
|P( f )| is the raised cosine spectrum. In this case we can say that |G( f )| has a rootraised cosine response. Equivalently, we can state that the transmit and receive filters are root-raised cosine filters having the magnitude of their frequency responses
given by the square-root of (4.112). From a practical point of view, the phase
responses of these filters must have no influence on the desired quasi-distortion-free
transmission. This will be accomplished as long as the cascade G( f )H ( f )C( f ) has
a linear phase for most of the transmitted signal bandwidth.
The root-raised cosine filter is largely used in digital communication systems
for its simplicity and easily controllable rolloff. Nevertheless, it will not produce
the desired ISI-free effect if the channel frequency response distorts the transmitted
signal. In this, case, despite of having the transmitting and receiving filters correctly
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designed, ISI can arise, demanding the use of equalization to compensate for channel distortion. Equalization will be covered at the end of this chapter.
It is worth noting that the conclusions drawn from the 2-PAM signaling used
in the analysis of ISI can be generalized for M-PAM signaling without any modification. This means that the Nyquist criterion for ISI-free transmission and the
design of the transmitting and receiving filters, as well as the distortion-free condition apply unchanged for M-PAM transmission. The next simulation is intended to
better clarify these statements.

Simulation 4.9 – Nyquist Pulses
File – CD drive:\Simulations\Baseband\Nyquist PAM.vsm
Default simulation settings: Frequency = 100 Hz; End = 22 seconds.
Channel cutoff frequency = 1.25 Hz. Filter’s rolloff = 0.3. M = 2 for
the M-PAM modulator. Delay for the sampling pulses = 0.5 second.

This simulation aims at revisiting the concepts related to the raised cosine and the
root-raised cosine pulses. It also paves the way for the discussion about the eye and
the bathtub diagrams, topics that will be covered right after this simulation.
Open the file indicated in the header and follow the description of the diagram:
an M-PAM modulator randomly generates M-amplitude impulses at a rate of one
per second. The value of M is configured in the M-PAM block. Seven M-PAM
pulses are generated and then demultiplexed to create isolated M-PAM pulses, as
can be seen from plot A. Each of these pulses is applied to a cascade of linear
time-invariant (LTI) systems composed by a root-raised cosine filter (acting as the
transmit filter), a channel (simulating a low-pass filtering effect) and another rootraised cosine filter (acting as the receive filter). As long as the channel does not
distort the transmitted signal, this cascade complies with the Nyquist criterion for
ISI-free transmission, since the magnitude of its frequency response will be given
by a raised-cosine spectrum. Moreover, the system is optimum from the point of
view of combating noise, since the transmit filter is acting as a pulse-shaping filter
and the receive filter is matched with the pulse shape.
The reason for having seven of the above-described cascade is that the response
for each isolated M-PAM pulse can be separately analyzed via plot B. This plot also
shows the impulse train used to determine the decision instants in which the matched
filter output waveform is sampled. Plot C shows the matched filter output waveform
y(t) and the associated samples. The matched filter output waveform is nothing
more than the sum of the isolated pulses shown in plot B. It would be produced
exactly with the same shape if the entire sequence of M-PAM pulses were applied
to one of the cascades.
Plot D is connected to the output of one of the transmit filters. Note that an
impulse is being applied to the input of this filter. Then, the waveform at its output
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is its own impulse response. Plot D is showing the frequency content of this signal,
thus allowing for the analysis of the frequency content of the transmitted signal.
In this simulation we have four configurable parameters: the number of symbols
of the M-PAM modulator, the cutoff frequency of the channels, the rolloff factor
of the transmitting and receiving filters and the delay imposed to the impulse train
used for sampling the matched filter output waveform.
Using the default configurations, run the simulation several times, while observing plot B. For a better view, magnify plot B to full screen. Note the random nature
of the isolated pulses p(t − kT ) for k = 13 to 19, T = 1. Since we are using the
default configurations in which M = 2, note also that the maximum amplitude of
p(t −kT ) can assume only two values. Now change the configuration in the M-PAM
modulator to any value of M different from 2. Magnify plot B again and run the
simulation several times, until you are able to identify the M possible amplitudes
for the pulses p(t − kT ). Note: for M = 8 or 16, it may take a long time for all the
possible amplitudes to show up.
Through plot B it is possible to observe that the isolated pulses p(t − kT ) do
not interfere into one other, because a given pulse has nulls at the sampling instants
associated to the other pulses. Note also that, despite of the value of M, the transmit
filter, the channel and the receive filter were not modified and the system is free
from ISI. This confirms to us that the ISI analysis made for M = 2 can be applied
unchanged to a system with any value of M.
Reset M to 2 and run the simulation several times, while observing plot C. It is
easy to observe that the samples of the matched filter output have only M values,
since ISI does not exist and we are considering a noise-free system simulation.
Change the channel cutoff frequency to 0.75 Hz and the filter’s rolloff to 1. Run
the simulation and, through plots B and C, note the appearance of ISI. This is happening because the filter bandwidth is smaller than the transmitted signal bandwidth,
causing a severe time-dispersion in the transmitted pulses. Putting in another way,
the magnitude response of the channel is not constant for the entire transmitted signal bandwidth, or its phase response is not linear. Reset the filter’s rolloff to 0.3, still
keeping the channel cutoff frequency in 0.75 Hz. This will reduce the transmitted
signal bandwidth, almost eliminating ISI.
Reset the simulation to its default configurations. Aiming at simulating a wrong
sampling timing, change the sampling delay to, say, 0.6 second. Run the simulation
and observe plot B. Note that the sampling pulses are slightly shifted to the right.
Although the transmit filter, the channel and the receive filters are not producing ISI,
a wrong sampling timing can bring forth an ISI-like effect. See plot C and notice
that the samples of the matched filter output waveform do not have only M values
anymore, since a given pulse is being sampled at an instant in which other pulses are
not zero. The rolloff of the filters has some influence on this behavior. To confirm
this, keep the sampling delay in 0.6 seconds and change the rolloff from 0.3 to 1.
Run the simulation and analyze plots B and C. Note that the error in the sampling
instant is not as critical as in the case of a rolloff equal to 0.3, since the tail of a
given pulse for a rolloff 1 has a faster decaying with time (see Fig. 4.30), causing
less interference in adjacent pulses.
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From plot B it is easy to determine the correct sampling instants because we are
able to see the isolated pulses that compose the matched filter output waveform.
Nevertheless, in a real system we are not able to see the isolated pulses p(t − kT )
and the task of determining the correct sampling instants seems to be hard. As an
example, try to identify the best sampling instants through plot C. The peaks of the
pulses p(t − kT ) shown in plot B are not necessarily the peaks of the matched filter
output waveform shown in plot C. You may want to use a try-and-error approach
by varying the sampling delay and looking for a situation in which only M values
for the samples are observed. However, in a real system this will be unveiled impossible due to the presence of noise and other impairments that, even in the ISI-free
situation, will lead to samples with varying amplitudes. The eye diagram, considered
after this simulation, will provide an elegant and simple toll for solving this problem
in real systems.
Now, through plot D observe the spectrum at the upper transmit filter output. It
represents the magnitude of its frequency response and can be used to derive the
transmitted signal bandwidth. As an example, with the default simulation parameters one can measure an approximate bandwidth of 0.65 Hz at a 40 dB attenuation.
Let us verify if this value is correct: recalling that the minimum theoretical bandwidth is half of the symbol rate, according to (4.113) we have
B = Bmin (1 + α)
= 0.5(1 + 0.3)

(4.117)

= 0.65 Hz.
To stress this concept, change the rolloff of the filters to 1 and measure the transmit filter bandwidth at 40 dB attenuation via plot D. You will find approximately
1 Hz, a value that can also be obtained by applying (4.113).
Now, open plot A and observe that the first M-PAM pulse was generated at 0.5
second. Open plot B and verify that the first pulse at the matched filter output has its
peak at t = 13 seconds. Then, the delay imposed by the cascade of the transmit filter,
the channel and the receive filter is τ = 12.5 seconds. Since the phase response of
the filters and of the channel is linear, according to (4.100) we can state that the total
phase response is given by
ΘT ot ( f ) = −2π f τ
= −25π f.

(4.118)

This phase response could be different, depending on the particular characteristics of the associated filters. In other words, from a practical perspective, as long as
the total phase response is linear, it does not matter its slope. For this simulation the
transmitting and receiving filters are FIR (finite impulse response) filters with 1,001
taps and the channel is simulated by a low-pass FIR filter with 501 taps. Resorting
to the “help” of these devices one can realize that each of them produce a delay
equal to one half of the number of taps minus one, times the simulation step size.
This allows us to confirm the measured delay, as shown by:
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τ = (500 + 250 + 500) × 0.01
= 12.5 seconds.
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(4.119)

If desired, resort to Chap. 2, Sect. 2.4.4 for further discussions on discrete-time
filters. Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

4.3.5 The Eye Diagram and the Bathtub Diagram
In this subsection we shall present two useful tools for analyzing the combined effect
of intersymbol interference, noise and timing jitter in a communication system: the
eye diagram and the bathtub diagram. First we will consider the eye diagram. In the
sequel we shall present a discussion about timing jitter. Then we shall consider the
bathtub diagram.
4.3.5.1 The Eye Diagram
Throughout this section we have mentioned more than once the difficulty for determining the best sampling instants of the matched filter output waveform. Furthermore, since noise, ISI and sampling timing errors produce similar variations in the
values of these samples, it seems to be difficult to identify the individual contributions of such impairments in these variations. The eye diagram comes to solve these
problems. It is constructed according to what follows: Fig. 4.32(a) shows a typical
waveform at the matched filter output for a binary signaling and Fig. 4.32(b) shows
five consecutive, superimposed and magnified-in-time segments of the waveform
in (a). It is assumed that each of these segments have a duration that is an integer
multiple of the symbol duration T and that the first segment can start at any point in
time. Here we have chosen a duration 2T for the segments and defined that the first
of them starts at t = 10T seconds.
If we continue to collect and overplot successive segments of the matched filter output waveform, we will reach to something similar to Fig. 4.33. This is the
so-called eye diagram, whose name is justified by the fact that the resultant figure
resembles an eye or multiple eyes, depending on the duration of the waveform segments. By changing the start point of the first segment we are able to determine the
horizontal initial position of the eye.
In practice the eye diagram can be constructed in a digital oscilloscope configured for infinite persistence and triggered with a clock synchronized with the symbol
rate of the system under test. For an analog oscilloscope, the inherent persistence of
the display, preferably with high brightness, is also able to display the superimposed
segments of the signal under analysis.
Figure 4.33 also highlights the main parameters that can be extracted from an eye
diagram. They are described in the following items:
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Fig. 4.32 Construction of the Eye diagram. (a) sample waveform at the matched filter output.
(b) superimposed parts of the waveform in (a)

Best Sampling Instants
In the absence of ISI and noise, samples of the matched filter output waveform
will have only M values, where M is the number of symbols. The time instants
where this occurs are easily identified in the eye diagram. Although jitter will be
considered in more detail in the next subsection, for now it suffices to know that it
represents variations in the significant time instants of a signal with respect to the
ideal instants. Figure 4.34 shows an eye diagram for a system with noise, ISI and
timing jitter. Note that these impairments are causing both vertical and horizontal
closing of the eye, but the best sampling instants still correspond to the maximum
vertical opening.
Decision Threshold
After the matched filter output waveform is sampled, the sample values are compared to one or more decision thresholds and symbol decisions take place. For an
M-ary signaling there will be M − 1 decision thresholds.
Vertical Opening
It represents the margin over noise at the sampling instants. If an eye has a small
vertical opening, it means that a small amount of additional noise can be sufficient
for causing decision errors. A vertical closing also means that the system is being
affected by noise, ISI or timing jitter.
Horizontal Opening
The horizontal opening is associated with the time interval over which the signal can
be sampled. Nevertheless, the more distant to the ideal sampling instant, the smaller
will be the margin over noise.
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Fig. 4.33 An eye diagram for binary signaling and its parameters

Zero-Crossing Variation
The particular characteristics of the signal, noise or timing jitter can cause level transitions to occur in time instants not equally spaced. This will produce a horizontal
closing of the eye diagram, influencing the time interval over which the signal can
be sampled. Moreover, if a signal has its transitions occurring roughly at equally
spaced time instants, the output of a zero-crossing detector can be used to help the
symbol timing synchronization process.
Fig. 4.34 An eye diagram for
binary signaling (noise,
timing jitter and ISI present)

Simulation 4.10 – Eye Diagram for M-PAM Signaling
File – CD drive:\Simulations\Baseband\Eye PAM.vsm
Default simulation settings: Frequency = 100 Hz. End = 400 seconds.
M = 2 in the M-PAM modulator. Filter’s rolloff factors: 0.2.
Channel cutoff frequency: 1.25 Hz. Channel attenuation: 0 dB. Noise
PSD: −40 dBm/Hz; noise disabled.
This experiment is complementary to the previous one (see Simulation 4.9). Open
the simulation file indicated in the header and follows the description of the dia-
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gram: an M-PAM modulator randomly generates M-amplitude impulses at a rate
of one per second. The value of M is configured in the M-PAM modulator. The
transmitted signal is generated by applying the M-PAM impulses to a root-raised
cosine filter having adjustable rolloff. The transmitted signal, whose average power
is being estimated and displayed, goes through a channel acting as a low-pass filter
having configurable cutoff frequency. To form the received waveform, the signal
at the output of the channel is corrupted by AWG noise with configurable power
spectral density. Noise addition can be enabled or disabled. At the receiver side,
the matched filter is also a root-raised cosine filter with configurable rolloff. The
waveform at the output of this filter and the corresponding instantaneous samples
and held samples are analyzed through three plots: Plot A is a strip-chart which
records the time evolution of the matched filter output waveform, along with its
instantaneous samples. Plot B shows the eye diagram for the matched filter output
waveform, plus the sampling pulses. Plot C is a special eye diagram constructed
from the held samples of the matched filter output signal.
Using the default settings, run the simulation and observe plots A, B and C. Since
there is no ISI, the eye diagram in plot B is completely opened at the ideal sampling
instant. The alternative eye diagram shown by plot C also reveals the complete eye
opening, showing the possible number of levels (two in this case) free from any
impairment. In plot A it is possible to scroll through the matched filter output waveform and also see the values of its samples. Note in this plot that samples have only
two distinct amplitudes. Note also that the best sampling instants do not necessarily
correspond to the peaks of the sampled waveform. Estimate the horizontal opening
of the eye diagram in plot B. You will find a value around 0.5 second. Now change
the filter’s rolloff to 1 and do the estimate again. You will find a value of 1 second,
showing the high influence of the filter’s rolloff in the time interval over which the
matched filter output can be sampled.
Still using the rolloff 1, change the value of M in the M-PAM modulator to 4,
8 and 16 and observe the aspect of the eye diagram. Now, the number of openings
can be generally found to be M − 1. Explore plots A, B and C and notice that the
number of levels of the samples at the matched filter output is equal to M, since no
ISI is present and noise addition is disabled.
Reset the simulation parameters to the default values. Enable noise addition and
observe the plots. Note that the eye has been vertically closed by the influence of
noise. Now change the value of M in the M-PAM modulator to 4, 8 and 16 and
observe the eye diagram. Take a note of the average transmitted power for each
value of M. Note that this power is roughly the same in all cases, but some vertical
eye opening can be identified only for M = 2 and M = 4. For M = 8 and M = 16
the eye is completely closed, meaning that decision errors will occur with high (and
probably with no practical use) probability. This was an expected result, since a
greater value of M for the same average received power corresponds to closelyspaced decision thresholds and, as a consequence, higher symbol error probabilities.
Analyze all plots together for a better understanding of this concept.
Go back to the default simulation parameters. Change the channel cutoff frequency to 0.5 Hz and run the simulation. Note that the eye diagram is showing a
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vertical closing practically identical to the one caused when noise was enabled.
However, now we are facing the occurrence of ISI due to channel bandwidth restrictions. Analyze all plots and compare them to those obtained due to the influence of
noise. By now we can state that just by observing an eye diagram it is not possible
to identify the cause for its closing.
Reset the simulation parameters to the default values and enable noise addition.
Double click over plot B to open its properties. In the “Options” tab uncheck the
“Fixed bounds” box. This will allow the plot to automatically adjust its vertical
scale. Run the simulation and observe the eye diagram in plot B. Now change the
channel attenuation to 6 dB and rerun the simulation. Note that the eye has been
almost completely closed, which was an expected result since increasing the channel
attenuation has reduced the signal-to-noise (SNR) ratio. Now repeat this procedure
disabling the noise addition and changing the channel cutoff frequency to 0.5 Hz.
You will realize that, no matter the channel attenuation, the relative eye opening
remains the same. This was also an expected result, since the cause of the eye closing
was ISI and ISI is not influenced by the SNR. With these results we can state that
it is possible to identify if ISI or noise is causing eye closing by analyzing different
signal-to-noise ratios at the receiver. Even if ISI and noise come together but you
do not know, varying the SNR can still help to come to a conclusion concerning the
presence and intensity of both impairments.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

4.3.5.2 Timing Jitter Considerations
According to Rec. G.810 of ITU, timing jitter is “the short-term variations of the
significant instants of a timing signal from their ideal positions in time (where
short-term implies that these variations are of frequency greater than or equal to
10 Hz)” [19, p. 3]. In communication systems, the total timing jitter affecting a given
signal, though having deterministic components, is of random nature. As such, it is
characterized in statistical terms. Characterize and measure timing jitter is often a
difficult task. For this reason it is a common practice to decompose the total jitter
in simpler components that can be easily identified and analyzed [40]: the total
jitter (TJ) is divided into deterministic jitter (DJ) and random jitter (RJ). DJ is
further divided into periodic jitter (PJ), data-dependent jitter (DDJ) and duty-cycle
dependent jitter (DCDJ). Furthermore, deterministic jitter is considered as bounded
and random jitter is characterized as unbounded. These jitters can be generated in
different parts of the communication systems, but their combined effect is usually
observed through the data waveform at the matched filter output. A short description
of the jitter components is presented in the sequel. Further details about modeling
and measuring timing jitter can be found in [1], [11] and [40].
Random jitter (RJ) is caused mainly by sources of uncorrelated random noises
that affect a given system, the principal source being thermal noise. No matter which
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is the individual probability density function of these noise components, the combination of them will tend to have a Gaussian distribution according to the central
limit theorem.
Deterministic jitter (DJ) is generated by repetitive and predictive system behaviors. The periodic jitter (PJ) is caused mainly by power-supply noise or unstable
clock-recovery circuits. In any case, PJ is uncorrelated with data waveform. The
data-dependent jitter (DDJ) is mainly produced by the influence of the channel and
filter’s frequency responses. One of its most known forms is the intersymbol interference (ISI), discussed in the previous subsection. DDJ is correlated with the data
sequence. The duty-cycle dependent jitter (DCDJ) is created mainly by different
rising and falling edges in the data waveform and also by digital switching levels
higher or lower than the ideal values.
Figure 4.35 shows typical probability density and mass functions for the abovedescribed timing jitters. The total jitter will have a probability density function
which is the convolution among the density and mass functions shown in Fig. 4.35,
since the sources of the jitter components are independent and the total jitter is
typically formed by adding the individual jitter contributions.

Fig. 4.35 Typical probability density and mass functions of the timing jitter: (a) Gaussian RJ; (b)
Sinusoidal DJ; (c) Discrete DCDJ and (d) Discrete DDJ

4.3.5.3 The Bathtub Diagram
From the law of large numbers (see Chap. 1, Sect. 1.12.3), even if an event is rare
it will show up if we wait for enough time. Then, from the preceding discussion we
can conclude that if a signal is corrupted by some Gaussian jitter, the eye diagram
will close completely if we collect high enough signal segments. This tells us that
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the eye diagram alone seems to be useless for analyzing the signal at the matched
filter output when some Gaussian jitter is present. Nevertheless, if we are confident
that the eye opening will happen with a given probability, the usefulness of the eye
diagram is restored. The tool through which a confidence measure is added to the
eye diagram analysis is called the bathtub diagram.
To understand how a bathtub diagram is built, consider as an example the eye
diagram plotted in Fig. 4.36. It was constructed by simulation using 200 segments
from the output waveform of a root-raised cosine matched filter with unitary rolloff.
The presence of a sinusoidal and a Gaussian timing jitter has caused the waveform transitions to wander around their ideal position, closing the eye diagram. The
probability density functions of the total jitter are also sketched in Fig. 4.36. In
this example they correspond to the convolution between densities (a) and (b) in
Fig. 4.35. These densities are not necessarily the same for the left and the right parts
of the eye opening, since pulse shape can be asymmetric as such or by the influence
of the channel or the hardware implementation.
Let us define the total sampling interval as the one corresponding to the absence
of jitter. For a rolloff 1, this interval is equal to the symbol duration and, for normalization purposes, we will measure it in terms of a unit interval (UI). From Fig. 4.36 it
appears that the eye diagram has a horizontal opening of about 0.5 UI or 50%. This
would tell us that if the signal were sampled within 0.25 UI around the ideal position,
no decision errors would be made. However, since a Gaussian jitter is present, if we
had collected much more than the 200 segments, the observed opening would have
been smaller with high probability.

Fig. 4.36 An Eye diagram for binary signaling (periodic and random timing jitter present)

Now, suppose that we make successive shifts in the sampling instant from the
left limit to the ideal (central) position of the sampling interval, while recording the
bit error rate. Suppose that we do the same with the sampling instant successively
shifted from the right limit to the ideal limit. The plot of these two bit error rate
records against the unit interval would appear the one shown in Fig. 4.37. This
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is the so-called bathtub diagram, whose name was chosen due to the fact that the
curve resembles a cross-section of a bathtub (the resemblance is better if the BER
scale is linear). If we assume that an error probability of 10−3 suffices for a given
application, from Fig. 4.37 it is possible to see that the corresponding eye opening
will be in fact less than 0.1 UI or 10 %. This means that the time interval that the
matched filter output signal can be sampled is less the 10% of the symbol interval, differently from the 50% observed in the eye diagram of Fig. 4.36. Notice that
we have added a confidence value to the eye opening information, based on some
admissible application-dependent BER floor.
In practice, BER floors are on the order of magnitude around 10−12 or less [40].
As a result, it may take a long time until the bottom of the bathtub diagram can be
correctly estimated.

Fig. 4.37 Bathtub diagram for binary signaling with periodic and random timing jitter

This difficulty brings to us the importance of measuring and characterizing timing jitter to obtain the probability density functions of the individual jitter components. With these PDFs at hand, the total density can be determined via the convolution among the individual densities and BER computations can be made. For a better
understanding of these statements, let the total jitter PDFs (like those illustrated in
Fig. 4.36) be denoted by f 1 (x) and f 2 (x). Assuming that the symbol level transitions
occur with equal probability in a binary signaling, the bit error rate due to timing
jitter can be determined by
1
BER = Pe (Δ) =
2



∞
μ1 +Δ

1
f 1 (x)d x +
2



μ2 −T +Δ
−∞

f 2 (x)d x,

(4.120)

where μ1 and μ2 are the left and right limits of the sampling interval, respectively
(see Fig. 4.36), Δ is the variable sampling instant (0 ≤ Δ ≤ T ) and T is the
symbol interval. It is worth mentioning that, depending on the complexity of the
functions f 1 (x) and f 2 (x), numerical integration should be needed to solve (4.120).
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Moreover, thermal noise directly corrupting the received signal must be taken into
account, since the eye closing can be caused by a predominant timing jitter, by a
predominant thermal noise or by some combination of both.

Simulation 4.11 – Bathtub Diagram for Binary Signaling
File – CD drive:\Simulations\Baseband\Bathtub PAM.vsm
Default simulation settings: Frequency = 100 Hz. End = 5,000
seconds. Auto restart enabled. Filter’s rolloff factors: 1. Channel
cutoff frequency: 1.25 Hz. Channel noise PSD: 0 dBm/Hz; noise
disabled. Periodic and random jitters disabled in the Timing Jitter
Simulator.
This experiment aims at helping the reader to understand the concepts about timing
jitter and about the construction of a bathtub diagram. It comprises a 2-PAM modulator followed by a root-raised cosine transmit filter with configurable rolloff. The
transmitted signal goes through a channel having a low-pass filtering effect with
configurable cutoff frequency. Before entering the matched receive filter, which is
also a root-raised cosine filter with configurable rolloff, the signal is corrupted by
additive white Gaussian noise. Noise addition can be enabled or disabled and is
power spectral density can be configured.
In a normal receiver structure, the signal at the output of the matched filter would
be sampled for subsequent decision. Nevertheless, in this experiment a timing jitter simulator was placed before the sampling process. As its name indicates, this
simulator causes timing variations to the signal relative to the ideal positions.
The following jitter sources are simulated: periodic jitter (PJ), generated by the
timing jitter simulator through a sinusoidal jitter component; random jitter (RJ), generated by the timing jitter simulator through a Gaussian jitter component and data
dependent jitter (DDJ), generated by the influence of the transmitting and receiving
filter’s rolloff and by the channel cutoff frequency.
The output of the timing jitter simulator is sampled and bit decisions are made.
The sampling instants are varied through a voltage controlled delay which is automatically controlled by the number of each simulation run. This is done to make the
sampling instant vary throughout the entire eye opening for the purpose of bathtub
diagram construction.
The eye diagram and the corresponding sampling pulses are shown in a plot.
However, to show the effect of the observation time used to draw the eye diagram,
only 200 out of 2,500 waveform segments are shown. Another plot shows the bit
error rate estimated for each sampling pulse position within the eye opening. At the
end of the simulation this plot will show the bathtub diagram for the 2-PAM system
under analysis. A total of 10 simulation runs will occur, causing 10 successively
increasing values for the sampling timing delay in steps of 0.11 seconds. For each
sampling time position, bit errors are counted until 25 errors occur or the simulation
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end time is reached, whichever occurs first. The BER is estimated and the results
are stored to be used for plotting the bathtub at the end of the 10 runs.
Using the default parameters, run the simulation and observe the eye diagram.
It is showing a completely open eye, since the noise source and the jitter simulator
are disabled. Furthermore, since the transmit and receive filters have rolloff 1 and
the channel is distortionless for the default cutoff frequency, zero crossings of the
matched filter output happen equally spaced in time, producing no data-dependent
jitter. Note also that the sampling instant is placed slightly on the right of the zero
crossings of the eye. In this situation no decision errors will occur and the first
simulation run will last for 5,000 seconds, which is the total simulation time. The
second run will start automatically and the sampling instant will be shifted to the
right in 0.11 second. Again, since no errors will occur, the second run will last
5,000 seconds. This will happen until the sampling instant has swept the entire eye
opening. Probably you will not want to wait. So, feel free to stop the simulation
whenever you want.
Just to see the effect of the data-dependent jitter (DDJ), change the rolloff of
the filters to 0.3 and run the simulation. Note that the horizontal eye opening has
decreased, since the matched filter output waveform is not showing zero crossings
at regular intervals. In this situation you will see decision errors occurring for the
first and the second sampling timing delays. From the third to the eighth runs you
shall have to be patient and wait 6 simulation runs with no errors. The ninth and
tenth runs will again show errors and, after that, you will be able to see the plot of a
bathtub diagram. Note that the portion of the bathtub that corresponds to no decision
errors is approximately equal to the eye opening. In fact, since DDJ is deterministic,
these values should be the same. The lack of precision is due to the relatively high
step sizes of the sampling timing delay used in the simulation.
Using the default simulation parameters, enable the random and periodic jitters
in the timing jitter simulator. Run the simulation and notice that, apart from the
high jitter introduced, the eye diagram is still showing some opening. In fact the eye
would have closed if we had collected more waveform segments, since a Gaussian
component is present in the total jitter. Wait until the bathtub is plotted. Note that if
we accept a value of 10−4 for the BER floor, the bathtub confirms that the eye will
be indeed closed.
See inside the timing jitter simulator block. Running the simulation you are able
to see the histograms and waveforms of the periodic and random jitters. Compare
them to the theoretical ones.
Explore inside other blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the simulation
parameters and try to reach your own conclusions. As an exercise, analyze the effect
of the noise in the bathtub diagram by enabling and changing the noise source
parameters. Analyze also the effect of the intersymbol interference (by changing
the channel cutoff frequency) and the effect of the filter’s rolloff factors.
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4.4 Correlative Coding
We saw in Chap. 1 that the power spectral density of a signal can be determined
by the Fourier transform of its autocorrelation function. Then, by controlling the
correlation properties of a signal, we are able to shape its spectrum. Indeed, this
is the idea behind correlative coding or partial response signaling [22, 28]. It was
initially proposed by A. Lender [28] and, essentially, it is implemented by creating
a correlation among the signaling levels, yet permitting independent symbol-bysymbol detection at the receiver [31]. Since this symbol-by-symbol detection does
not explore the correlation between symbols, maximum likelihood sequence detection can be applied to achieve optimum performances [33], at the expense of an
increased complexity.
Besides the spectrum control capability, correlative coding also permits certain
levels of error detection without introducing further redundancy into the signal.
Two forms of correlative coding were considered by A. Lender in [28], named
polybinary and polybipolar. The former means a plurality of binary channels and
the later means a plurality of bipolar channels.
A binary sequence is converted into a polybinary sequence having L levels in two
steps (see Fig. 4.38): first, an exclusive-OR (XOR) operation is performed among
the present input binary digit and the past (L − 2) XOR results. Second, a present
output digit coming from the first step is added to the (L − 2) preceding digits.
The resultant polybinary sequence has a spectrum that is compressed by a factor of
(L −1) as compared to the binary sequence spectrum, and has levels 0, 1, . . ., (L −1)
with the same duration of the binary digits. An even level in the polybinary sequence
is associated to a bit “0” in the binary data sequence and an odd level is associated to
a bit “1”, thus permitting independent detection, despite of the correlation imposed
to the transmitted signal.

Fig. 4.38 L-level polybinary generator

Due to the nonzero DC component in the polybinary signal, it will not be adequate for applications requiring the absence of a DC component. The polybipolar
signaling comes to solve this problem. A binary sequence is converted into a polybipolar sequence having L levels, L odd, in two steps (see Fig. 4.39): the first step
is identical to that used for generating a polybinary signal. In the second step, a
present output digit from the first step is added to the (L − 3)/2 preceding digits
and the result subtracts the remaining (L − 1)/2 digits. The polybipolar sequence
has a spectrum that is compressed by a factor of (L − 1)/2 as compared to the
binary sequence spectrum and has levels 0, ±1, ±2, . . . , ±(L − 1)/2 with the same
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duration of the binary digits. An even numbered level in the polybipolar sequence
is associated to a bit “0” in the binary data sequence and an odd-numbered level is
associated to a bit “1”.

Fig. 4.39 L-level (L odd) polybipolar generator

Simulation 4.12 – Polybinary and Polybipolar Signal Generation
File – CD drive:\Simulations\Baseband\Polybin Polybip.vsm
Default simulation settings: Frequency = 200 Hz; End = 500 seconds.
Number of levels for the polybinary and for the polybipolar generator:
3 levels.
This simple experiment is intended to show how polybinary and polybipolar signals
are generated. The upper part of the diagram is a polybinary generator with the
following configurable number of levels: L = 2, 3, 4, 5, 6 or 7. It generates signals
having amplitudes 0, 1, . . ., (L − 1). The lower part of the diagram is a polybipolar
generator with the configurable number of levels L = 3, 5, or 7. It generates signals
having amplitudes 0, ±1, . . . , ±(L − 1)/2.
The method for generating the polybipolar signal guarantees that it has a zero DC
component. On the other hand, a polybinary signal has a non-zero DC component,
whose value is given by (L − 1)/2. This value comes from the fact that the polybinary signal has level probabilities symmetrically distributed about the arithmetic
mean of the level amplitudes [28]. A polybipolar signal has level probabilities also
symmetrically distributed about the arithmetic mean of the level amplitudes, but in
this case the arithmetic mean is zero. Observe the histogram plots to confirm the
symmetrically distributed level probabilities for any value of L. For a more precise
convergence to the level probabilities obtained from the histograms, increase the
simulation time to, say, 1,000 seconds.
As can be seen from the simulation diagram, a zero DC polybinary signal is being
generated by subtracting the value (L − 1)/2 from the original polybinary signal.
This DC-value elimination, however, does not produce the same spectrum as the
one produced by the corresponding polybipolar signal. Look at the frequency plots
and confirm this statement. Confirm also the spectral compression of (L − 1) for the
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polybinary signal and (L − 1)/2 for the polybipolar signal, relative to the spectrum
of the input data bits.
Observe also that average power meters are estimating the power of the generated
signals. With the simulation time increased to 1,000 seconds, notice that, for a given
L, the average power for the zero DC polybinary and for the polybipolar signals are
the same. Note that the average power of the original polybinary signal is (L −1)2 /4
watts greater, where (L − 1)2 /4 is just the polybinary DC power.
Explore inside other blocks. Try to understand how they were implemented and
how the configuration is modified according to the value of L. Change the number
of levels of each signaling and analyze the histograms, time plots and frequency
plots, comparing the results with the theoretically expected ones.

4.4.1 Duobinary and Modified Duobinary Signaling
In this subsection we shall see that correlative coding can be regarded as a practical means of achieving the symbol rate of 1/T symbols per second in a minimum
theoretical bandwidth of 1/(2T ) Hz, as postulated by Nyquist, using realizable filters. We start by considering the duobinary signaling generated from the diagram
shown in Fig. 4.38. In this case the simplified diagram reduces to the one shown in
Fig. 4.40.
The duobinary generator has a ternary sequence { pk } as its output, with levels 0,
1 and 2. Since the probability of level 0 is 1/2 and the probability of levels 1 and 2 is
1/4 [28], its DC component is 1 and this DC value can be eliminated by subtracting
1 from the duobinary signal. The additional multiplication by 2 in Fig. 4.40 was
done here for convenience, as we shall see later.

Fig. 4.40 A duobinary generator with zero DC component

The duobinary signal with no DC component is then converted into a sequence of
PAM impulses, which are applied to the transmit (Tx) filter. This filter will produce
the final spectral shaping to form the transmitted duobinary signal.
Now let us change the placement of the blocks “2( pk − 1)” and “PAM conversion”, inserting them in - between the first and the second steps in the generation
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of the duobinary signal, as illustrated in Fig. 4.41. Now it is clear why we have
used the additional multiplication by 2 in the “2( pk − 1)” block in Fig. 4.41: simply
converting the XOR output to ±1 suffices to produce the same PAM sequence at the
input of the transmit filter relative to Fig. 4.40.8

Fig. 4.41 An alternative implementation of the duobinary system shown in Fig. 4.40

From Fig. 4.41 we are also able to realize that the duobinary impulses can be
regarded as filtered versions of the PAM impulses. The filter can be interpreted as a
two-tap digital-like filter with impulse response given by δ(t) + δ(t − T ), where T
is the symbol duration and δ(t) is the Dirac delta function.
For the purpose of modeling a complete system, we can see the cascade between
the two-tap filter and G( f ) as representative of the transmit and receive filtering
effects together. It is named duobinary conversion filter.
If it is desired that the transmitted signal occupies the minimum theoretical
bandwidth, G( f ) must have a brick-wall frequency response with cutoff frequency
1/(2T ) Hz. Although this particular G( f ) is not realizable, we will show that the
entire duobinary conversion filter will be. In this case the signaling implemented
with the system shown in Fig. 4.41 is named a class I duobinary signaling. The
class I duobinary conversion filter have a frequency response given by
HI ( f ) = −1 {g(t) ∗ [δ(t) + δ(t − T )]}
= G( f )[1 + exp(− j2π f T )]
= G( f )[exp( jπ f T ) + exp(− jπ f T )] exp(− jπ f T )
= 2G( f ) cos(π f T ) exp(− jπ f T ).

(4.121)

Since G( f ) is assumed to be the ideal Nyquist filter, we have

8 Interact with the simulation file “Duobinary.vsm” located in the supplied CD, in the folder
“Simulations\Baseband\” to see different forms of implementation of the duobinary encoder without filtering.
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G( f ) =

1, | f | ≤ 1/(2T )
0, otherwise.

(4.122)

Then (4.121) can be expressed by

HI ( f ) =

2 cos(π f T ) exp(− jπ f T ), | f | ≤ 1/(2T )
0, otherwise.

(4.123)

The magnitude and phase responses of HI ( f ) are shown in Fig. 4.42. From this
figure we can notice that, in fact, though the ideal Nyquist filter is not realizable, so
is the duobinary conversion filter.

Fig. 4.42 Magnitude (a) and phase (b) of the frequency response for the Class I duobinary conversion filter

The impulse response of the class I duobinary conversion filter is given by
h I (t) = g(t) ∗ [δ(t) + δ(t − T )]
sin(π t/T )
∗ [δ(t) + δ(t − T )]
=
π t/T
= sinc(t/T ) + sinc[(t − T )/T ].

(4.124)

This impulse response is shown in Fig. 4.43, from where we can notice that the
impulse response is partially concentrated in one signaling interval. For this reason, correlative coding is also named partial response signaling. From Fig. 4.43 we
can also interpret the correlative coding process as the introduction of a controlled
intersymbol interference with the purpose of achieving the minimum theoretical
occupied bandwidth of 1/(2T ) Hz.
In what concerns the decision process, by sampling the waveform at the output
of the conversion filter (see Fig. 4.41) we are able to decide upon the transmitted
binary data according to:

bk =

0 if |ck | > 1
1, otherwise.

(4.125)
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Fig. 4.43 Impulse response for the Class I duobinary conversion filter

In practice, sometimes not only the spectral compression is desired. As an example, assume that a given channel has a strong attenuation around f = 0. Clearly
the spectrum shown in Fig. 4.42 will not be adequate. Fortunately, duobinary partial response signaling can be configured in different classes, producing different
spectral shapes. In what follows we shall analyze the Class IV duobinary signaling,
which aims at producing a spectral shape having zero component at f = 0.
Consider the diagram shown in Fig. 4.44. The magnitude of the duobinary conversion filter is now given by
HIV ( f ) = −1 {g(t) ∗ [δ(t) − δ(t − 2T )]}
= G( f )[1 − exp(− j4π f T )]
= G( f )[exp( j2π f T ) + exp(− j2π f T )] exp(− j2π f T )

(4.126)

= 2 j G( f ) sin(2π f T ) exp(− j2π f T ).
Assuming again that G( f ) is the ideal Nyquist filter, we obtain

HIV ( f ) =

2 j sin(2π f T ) exp(− j2π f T ), | f | ≤ 1/(2T )
0, otherwise.

Fig. 4.44 Class IV duobinary system

(4.127)
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The magnitude and phase responses of HIV ( f ) are shown in Fig. 4.45. The duobinary conversion filter for this class of signaling is also realizable and has a zero gain
around f = 0. The impulse response of the class IV duobinary conversion filter is
given by
h IV (t) = g(t) ∗ [δ(t) − δ(t − 2T )]
sin(π t/T )
∗ [δ(t) − δ(t − 2T )]
=
π t/T
= sinc(t/T ) − sinc[(t − 2T )/T ].

(4.128)

This impulse response is shown in Fig. 4.46. By sampling the waveform at the
output of a class IV conversion filter (see Fig. 4.44) we are able to decide upon the
transmitted binary data according to:

bk =

1 if |ck | > 1
0 otherwise.

(4.129)

Fig. 4.45 Magnitude (a) and phase (b) of the frequency response for the Class IV duobinary conversion filter

In a real implementation, the entire duobinary conversion filtering effect must
be split into a transmit and a receive filter. Moreover, it is desired that the receive
filter is matched with the transmit pulse shape. This will be accomplished by using
an analogy to the root-raised cosine filter considered in the previous section. The
transmit and receive filters will have their magnitude responses corresponding to
the square-root of |HI ( f )| or |HIV ( f )|, depending on the class of the duobinary
signaling we are interested in. The phase responses of theses filters need to be linear,
but they do not need to reproduce the exact slopes shown in Fig. 4.42 and Fig. 4.45,
since this will only represent different overall delays. The designer is free to choose
the phase response slope that will be easier synthesized from the implementation
point of view.
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Fig. 4.46 Impulse response
for the Class IV duobinary
conversion filter

4.4.2 Generalized Partial Response Signaling
A variety of partial response signals can be generated by combining the Nyquist
filter with different configurations of the digital filter. Figure 4.47 shows the generalized partial response conversion filter. Different spectral shapes can be obtained
according to the tap weights shown in Table 4.2.

Fig. 4.47 Generalized partial response conversion filter

The impulse response of the resultant conversion filter will be given by
h IV (t) =

N −1

n=0

xn

sin[π (t − nT )/T ]
.
π (t − nT )/T

(4.130)

Since partial response signaling can be used indistinctly for any M-PAM input
signal, Table 4.2 also shows the number of levels of the resultant correlative coded
signal. Despite of the reduced bandwidth, partial response signaling suffers from
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performance degradation due to the increased number of levels when compared
with an M-PAM signal with the same average power. For more details about this
degradation the reader is invited to refer to [31], which is also an excellent tutorial
on several aspects of partial response signaling.

Class

N

I
II
III
IV
V

2
3
3
3
5

Table 4.2 Classes of partial response signaling
x0
x1
x2
x3
x4
1
1
2
1
−1

1
2
1
0
0

1
−1
−1
2

0

−1

Levels
2M
4M
4M
2M
4M

−1
−3
−3
−1
−3

Simulation 4.13 – Duobinary Signaling Using a Matched Filter
File – CD drive:\Simulations\Baseband\Duobinary MF.vsm
Default simulation settings: Frequency = 1,000 Hz; End = 10 seconds.
AWGN channel E b /N0 = 2 dB. Noise disabled.

Partial response signaling was analyzed so far from models suitable for an easy
theoretical treatment. Nevertheless, these models can not be directly implemented
in practice, since transmitter and receiver were considered as a unique entity. In
other words, the input of the partial response conversion filter is a sequence of PAM
impulses generated at the transmitter and the output of this filter is a sequence of
samples from which the transmitted bits are estimated. In a more realistic system,
the partial response conversion filter must be split into one transmit and one receive
filter and the communication channel must be placed between them. Furthermore,
in a distortion-free channel, it is desirable that the receive filter is matched with the
transmitted pulse shape to combat noise.
This experiment deals with this practical approach of the partial response signaling. As a case study, class I duobinary signaling is considered. Due to the shape
of the frequency response of the class I conversion filter (Fig. 4.42), we shall name
it a cosine filter. Then, in analogy to the root-raised cosine filter developed in the
previous section, the cosine filter will be split into one transmit and one receive
filter having a square-root of the cosine spectrum. For this reason, the pulse-shaping
transmit and the corresponding matched receive filter will be named root-cosine
filters.
Open the simulation file indicated in the header. Note that the lower part of the
experiment corresponds to the theoretical model using a cosine filter. Since this
model does not correspond to a practical implementation, no decisions are made
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from the output of the cosine conversion filter. However, the power spectral density
at the output of this filter is estimated and an eye diagram of the corresponding
waveform is plotted for reference.
The upper part of the diagram shows a complete class I duobinary system. Random data bits are generated at 100 bit/second. These bits are differentially encoded
and then converted into bipolar PAM unit impulses. These impulses are applied to
the root-cosine filter and at the output of this filter we have the transmitted duobinary
signal. This signal is corrupted by additive white Gaussian noise with configurable
E b /N0 . Noise can also be enabled or disabled. The received signal enters a matched
root-cosine filter whose output is sampled to form the decision variable. The decision is made according to (4.125) and the estimated bits are compared with the
transmitted data bits to generate an estimate of the bit error rate. The eye diagram
of the waveform at the output of the receive filter is also plotted, along with its
sampling pulses.
In the left, lower corner of the simulation worksheet the impulse and the frequency responses of the cosine and the root-cosine filters can be visualized and
compared with their theoretical counterparts.
Run the experiment using the default simulation parameters. Analyze the impulse
and frequency responses of the cosine and the root-cosine filters. Try to plot them
using some mathematical computer tool and compare the results. Notice that both
filters have a total bandwidth equal to half of the symbol rate. Have a look at the
power spectral density of the signals at the output of the cosine and of the root-cosine
filters. Observe that they occupy essentially the same bandwidth of 50 Hz, which is
half of the symbol rate.
Now observe the eye diagram at the output of the cosine filter. Note that the
maximum eye openings are T = 1/R = 1/100 = 0.01 seconds apart. Note
also that in the best sampling instant we have a three-level sequence of samples,
as postulated by theory. Compare this eye diagram with the one obtained from the
root-cosine receive filter output. Note that they are identical to one another, which
is a consequence of the equivalence between the cosine filter and the cascade of two
root-cosine filters. Note also that samples at the receive filter output are being taken
near the ideal instants (corresponding to the maximum vertical eye opening). Now
enable the noise in the AWGN channel and, while varying E b /N0 , observe its effect
in the upper eye diagram.
Increase the simulation end time to 250 seconds. For each of the values 2, 4, 6
and 8 dB of E b /N0 , run the simulation and write down the estimated BER. Compare
your results with the theoretical ones shown in the table at the lower, right part of
the simulation worksheet. For moderate to high signal-to-noise ratios, the theoretical
values of BER for duobinary signaling classes I and IV can be computed from [33,
p. 564]

3
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4.5

Notions of Channel Equalization

343

Comparing the results with the performance of an antipodal binary signaling, one
can conclude that duobinary signaling classes I and IV suffer from a 2.1 dB penalty
due to the increased number of levels from 2 to 3.
Finally, the reader may have noticed that we did not analyze the phase responses
of the filters used in this experiment. As we have already mentioned, as long as
these filters have linear phase responses, we do not have to worry about their slopes,
unless a specific overall system delay is envisaged.
Explore inside other blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the simulation
parameters and try to reach your own conclusions.

4.5 Notions of Channel Equalization
When channel distortions are present, intersymbol interference can arise in spite of
the correct design of the transmitting and receiving filters. In such situations we must
resort to channel equalization, which is a technique adopted to compensate for these
channel distortions. When the distorting effect of the channel is not time-varying,
we can use a fixed equalizer. When the channel varies in time, an adaptive equalizer
might be needed.
Consider again the system model depicted in Fig. 4.19. We have seen that the
Nyquist criterion for an ISI-free system is generally applicable to an M-PAM signaling. Nevertheless, without loss of generality, it suffices to consider again the
2-PAM signaling for the purpose of the analysis presented in this section.
If the channel frequency response is known, it is possible to design the transmitting and receiving filters so as to compensate for some channel distortion and, at the
same time, to combat intersymbol interference. In this situation the transmit filter
must have a frequency response given by [34, pp. 535–537]
√
G( f ) =

P( f )
exp(− j2π f t0 ),
H( f )

(4.132)

where P( f ) is the raised-cosine spectrum or any spectrum satisfying the Nyquist
criterion for ISI-free transmission, H ( f ) is the channel frequency response and t0
is a suitable delay to ensure that G( f ) is realizable. In this case, the receive filter is
chosen to be matched to the received pulse shape. Then its frequency response is

(4.133)
C( f ) = P( f ) exp(− j2π f t1 ),
where t1 is a suitable delay to ensure that C( f ) is realizable.
This approach can be seen as a pre-equalization process. Unfortunately, though
simple, it demands perfect knowledge of the channel response and causes performance loss due to the channel amplitude distortion. This performance loss occurs
due to a reduced signal-to-noise ratio at the output of the receiving filter as compared
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to a distortion-free situation [34, p. 537]. You are invited to verify if this statement
is true as an exercise.
In another approach, the channel is modeled as a discrete-time, finite impulse
response (FIR) filter (see Chap. 2, Sect. 2.4.4) and represented by a trellis diagram
[34, p. 539]. Maximum likelihood sequence estimation (MLSE) [33, pp. 583–601;
35, p. 509] is then performed, corresponding to an optimum9 way of detecting the
information sequence when corrupted by ISI and noise. This approach is of practical
interest particularly when the number of symbols M and the length of the equivalent
channel FIR filter N are small, since the channel trellis will have M N states and the
MLSE decoding complexity grows rapidly with this number.
In a third, sub-optimum approach it is assumed that the receive filter is matched to
the transmit pulse shape. To combat intersymbol interference we add an extra linear
system to compensate for the channel distortion. This extra linear system is called
equalizer and it is shown connected to the output of the receive filter in Fig. 4.48.
Ideally, samples at the output of the equalizer will be free of ISI and, preferably, will
carry a good signal-to-noise ratio.

Fig. 4.48 Model for the analysis of channel equalization

In what follows we shall consider two forms of compensating for channel distortions: the zero forcing and the LMS equalizers. Zero forcing equalization is a simple
solution when the signal-to-noise ratio is high and the channel is fixed and known
a priori. In most of the cases of practical interest, however, the channel response is
not known a priori, either due to the difficult for obtaining it or due its time-varying
nature. In these cases the equalization process is said to be adaptive and the LMS
equalizer is a relatively simple and elegant solution to be adopted.

4.5.1 Zero Forcing (ZF) Equalization
If the receive filter is matched with the transmit pulse shape, any channel distortion
must be compensated by the equalizer. Then, its frequency response must be
CE ( f ) =

1
1
1
=
exp[− jθ H ( f )], | f | ≤ ,
H( f )
|H ( f )|
T

(4.134)

9 The optimality here means that the MLSE rule minimizes the probability of wrong decision upon
a given transmitted sequence of symbols. MLSE is sometimes referred to as maximum likelihood
sequence detection (MLSD).
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where |C E ( f )| = 1/|H ( f )| and θ E ( f ) = −θ H ( f ). The ISI is completely eliminated
by this equalizer, since by compensating for the channel distortion it will force the
composite impulse response to have zeroes at the sampling instants. This is the
reason for the name zero forcing (ZF) equalizer.
ZF equalization can be synthesized by a transversal FIR filter having (2N + 1)
taps, as illustrated in Fig. 4.49. The tap spacing τ can be equal to the symbol interval
or a fraction of it. When τ = T we say that the equalizer is symbol-spaced or
synchronous. When τ < T we say that the equalizer is fractionally-spaced. The
filter length (2N + 1) is chosen so as to span the length of the ISI, or at least to be
approximately equal to the length of the most significant ISI.

Fig. 4.49 Cascade of the receive filter and a fixed transversal equalizer

The impulse response of a transversal equalizer is given by
c E (t) =

N


wn δ(t − nτ ),

(4.135)

n=−N

where {wn } are the equalizer coefficients or tap gains. As a consequence, the frequency response of a transversal equalizer is given by
CE ( f ) =

N


wn exp(− j2π f nτ ).

(4.136)

n=−N

Let p(t) = g(t)∗h(t)∗c(t) represent the cascade of the transmit filter, the channel
and the receive filter impulse responses. Then, the pulse at the output of the equalizer
can be expressed by
q(t) =

N

n=−N

wn p(t − nτ ).

(4.137)
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Let q(kT ) be the samples of q(t) taken at integer multiples of the symbol interval.
For zero ISI, all samples but one must be zero, that is,
q(kT ) =

N



wn p(kT − nτ ) =

n=−N

1, k = 0
0, k = ±1, ±2, . . . , ±N ,

(4.138)

where, for convenience, it was assumed that N is even. Equation (4.138) corresponds to a system with (2N + 1) equations that can be written in the matrix form
pw = q,

(4.139)

where p is a (2N + 1) × (2N + 1) matrix containing the samples { p(kT − nτ )},
w = p−1 q is the vector with (2N + 1) coefficients that we want to determine and
q is a (2N + 1) column vector with a non-zero element in the middle position. The
following example aims at clarifying how a ZF equalizer can be designed.
Example 4.7 – Let the pulse at the output of the receive filter be determined from
the raised-cosine pulse given in (4.114), with a rolloff α = 0.3, but slightly timedispersed simulating a bandwidth limitation caused by the channel. The resultant
pulse at the matched filter output can be expressed by


t cos(0.3π t/T )
p(t) = sinc 0.8
.
T 1 − (0.6t/T )2

(4.140)

Let us design a fractionally-spaced ZF equalizer with 5 taps, i.e. N = 2. Using
τ = T /2, we first have to organize the elements { p(kT −nτ )} in a (2N +1)×(2N +
1) = 5 × 5 matrix p and apply (4.139), as shown by:
⎡

0.215
⎢ 1
⎢
⎢ 0.215
⎢
⎣ −0.133
0.054
+

−0.128
0.741
0.741
−0.128
0

−0.133
0.215
1
0.215
−0.133
,p

0
−0.128
0.741
0.741
−0.128

⎤ ⎡ ⎤
⎤ ⎡
w−2
0
0.054
⎢ w−1 ⎥ ⎢ 0 ⎥
−0.133 ⎥
⎥ ⎢
⎥ ⎢ ⎥
⎢
⎥ ⎢ ⎥
0.215 ⎥
⎥ × ⎢ w0 ⎥ = ⎢ 1 ⎥,
1 ⎦ ⎣ w1 ⎦ ⎣ 0 ⎦
0
0.215
w2
. + ,- . + ,- .
w

(4.141)

q

where the elements pi, j of the matrix p can be determined according to
pi, j = p[(i − N )T − ( j − N )τ ],

(4.142)

and where i = 0, 1, . . . , 2N and j = 0, 1, . . . , 2N are the indexes of the rows
and columns of p, respectively. Solving the system of equations in (4.141) we shall
obtain the equalizer tap gains
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⎤
⎤ ⎡
1.262
w−2
⎢ w−1 ⎥ ⎢ −4.053 ⎥
⎥
⎢
⎥ ⎢
−1
⎥
⎥ ⎢
w=p q=⎢
⎢ w0 ⎥ = ⎢ 6.464 ⎥ .
⎣ w1 ⎦ ⎣ −4.053 ⎦
1.262
w2
⎡

(4.143)

Figure 4.50 shows the pulse p(t) at the input of the equalizer, the pulse q(t) at
the output of the equalizer and the samples of the pulse q(t) in multiples of the
symbol interval. Note that the ZF equalizer is forcing the samples of q(t) to zero
in the range spanned by the filter taps. Note however that, as expected, the samples
outside this span were not forced to zero. This indicates that the equalizer length
must be increased to cope with the residual ISI. As a rule-of-thumb, from Fig. 4.50
it is possible to see that if the number of taps were chosen to be greater than 10,
the most significant samples of the tail of q(t) would be forced to zero, almost
eliminating the ISI. Nevertheless, this simple rule-of-thumb is not enough to solve
the problem, as we shall see in the next computer experiment.

Fig. 4.50 Receive filter output p(t), equalizer output q(t), samples of the equalizer output, q(kT )

Simulation 4.14 – ZF Equalization
File – CD drive:\Simulations\Baseband\ZF equalizer.vsm
Default simulation settings: Frequency = 20 Hz; End = 300 seconds.

This simple experiment revisits and complements Example 4.7. A 2-PAM signal
corresponding to short duration pulses with amplitudes ±1 is applied to a linear
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system with impulse response p(t) representing the cascade of the transmit filter,
the channel and the receive filter, and given by (4.140).
The waveform at the output of the receive filter corresponds to a sequence of
pulses p(t) whose polarities are governed by the 2-PAM source. This waveform is
applied to a 5-tap and a fractionally-spaced 11-tap ZF equalizer. The coefficients
of the 5-tap equalizer were computed in Example 4.7 and are given in (4.143). The
coefficients of the 11-tap equalizer were computed similarly, resulting in

wT =

[-0.292 2.415 -9.805 24.735 -42.103 50.897
-42.103 24.735 -9.805 2.415 -0.292].

(4.144)

The waveform at the output of the equalizer corresponds to a sequence of equalized pulses q(t). These pulses are determined via (4.137), which is the expression
synthesized by the equalizers used in this experiment.
Run the simulation and observe the plots. The upper eye diagram refers to the
signal at the output of the receive filter, without equalization. It can be seen that the
ISI is very severe in this point. The intermediate eye diagram corresponds to the
output of the 5-tap ZF equalizer. Note that the ISI has been reduced as compared
to the upper diagram, but a large residual ISI remains, since the number of taps do
not span the entire ISI length, as analyzed in Example 4.7. The eye at the bottom of
the graph shows an improved equalization result produced by the increased number
of taps from 5 to 11. However, some residual ISI still remains, indicating that for a
better equalization it would be necessary a further increase in the number of taps.
Nevertheless, it appears that when the number of taps is increased, the residual ISI is
reduced as expected, but new and smaller residual ISI is created further away in the
tail of the pulse q(t) at the output of the equalizer. This indicates that, for a perfect
equalization, the number of taps must be further increased, probably to a prohibitive
value in terms of implementation complexity.
As an exercise, construct a Matlab or a Mathcad routine and recalculate the tap
gains of the fractionally-spaced 11-tap ZF equalizer considered above. Try to make
the routine generic so that you are able to compute the coefficients of any ZF equalizer, synchronous or fractionally-spaced. Additionally, explore inside the blocks in
the simulation and try to understand how they were implemented.

One of the main drawbacks of the ZF equalizer is the possibility of noise
enhancement when the channel has strong attenuations or notches in some particular
frequency or frequency range. To compensate for this attenuation, the ZF equalizer
will produce a large gain in those frequencies, increasing also the noise power in
its output. However, due to its simplicity, ZF equalization is a good choice when
the channel is known and fixed, and also when there is no frequency notch in the
channel frequency response. Moreover, relatively strong channel attenuations can
be tolerated if the signal-to-noise ratio is high.
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4.5.2 Least Mean Square (LMS) Equalization
When the channel is unknown or time-variant, the equalizer must assume an adaptive behavior, automatically adjusting the tap coefficients according to the channel
dynamics. For example, when you establish a dial-up connection with your Internet service provider, though the wire-line channel is fixed, you may have different branches connecting your computer and the service provider for each time you
establish a new connection. This is a typical situation in which the equalizer makes
an adaptation to the channel at the beginning of the connection and the tap coefficients remain unchanged for the rest of the transmission. Another example refers
to the mobile communication channel studied in Chap. 3. In this case the channel
may vary during a given connection, demanding the constant actualization of the tap
coefficients in an adaptive fashion.
In this subsection we cover some concepts about adaptive equalization, with
emphasis in the MMSE (minimum mean square error) design criterion. Putting in
another way, an MMSE-based equalizer does not aim at completely eliminating
ISI by minimizing the peak distortion, the criterion under which the zero-forcing
equalizer has been designed. With MMSE-based equalization, a balance between
ISI cancellation and reduction of the noise enhancement effect is achieved. The
MMSE criterion will be used here to develop a particular adaptive algorithm know
as LMS10 (least mean square).
A block diagram of an adaptive transversal equalizer is shown in Fig. 4.51, cascaded with the receive filter. At the beginning of its operation or at regular intervals
during the transmission, a training sequence is transmitted and at the same time
reproduced at the receiver. This training sequence is usually a pseudo-noise (PN)
[32] sequence11 whose generation rule is known by the transmitter and the receiver.
As its name indicates, this sequence is responsible for “training” or adjusting the
equalizer coefficients. The switch at the output of the decision block in Fig. 4.51 is
initially in the position shown in the figure. In this situation the equalizer is in training mode, where equalized samples are subtracted from a desired training sequence
and an error sequence is produced. By processing this error and the equalizer input
samples, the adaptation algorithm will adjust the equalizer coefficients in a way that
the error signal is continuously reduced in a mean square sense. When the error is
zero or, more realistically, approximately zero, the equalized samples are approximately equal to the desired response (the training sequence) and the equalizer is
considered adapted to the channel. The equalizer then goes to the decision-directed
mode of operation in which the error signal is produced by subtracting the equalized
samples from estimated expected sample values. For example, in a binary antipodal
signaling, the expected sample values are simply ±1 or some scaled versions of

10

The LMS algorithm can be used in a variety of applications different from channel equalization,
whenever adaptive processing based on the MMSE criterion is desired.

11

Pseudo-noise sequences are covered in Chap. 7, Sect. 7.1.3, in the context of spread-spectrum
transmission.
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±1. While in the decision-directed mode of operation, the equalizer is capable of
tracking small channel variations, as long as the estimated sample values are mostly
correct. If the channel variations are fast, a great number of decision errors can
occur, demanding a new training process. Furthermore, if ISI is not severe and the
eye diagram is somewhat opened at high signal-to-noise ratios, the adaptive equalization process can work without training.

Fig. 4.51 Cascade of the receive filter and an adaptive transversal equalizer

We mentioned above that the adaptation algorithm will adjust the equalizer coefficients until the error signal is “approximately” zero. How approximate to zero this
error is or how this error is measured is determined by the equalizer design criterion.
In what follows we consider the MMSE criterion as one possible choice.
To simplify notation matters, the sequence of samples from some waveform x(t)
will be written as {x[n]}, where x[n] = x(nτ ), n integer, and τ is the sampling interval. We consider a synchronous equalizer and denote the equalizer input sequence12
as {y[n]}, such that y[n] = y(nT ).
A sample at the output of the equalizer can be determined according to the convolution sum [30]
q[n] =

N


wk y[n − k],

(4.145)

k=0

where {wk } is the set of equalizer coefficients.13 A sample of the error sequence is
then given by
12

The input to the equalizer is not necessarily formed by samples taken at the output of a receiving
filter. In principle, the equalizer can include the receive filter function [15, p. 287].

13

Note that the tap gains are now indexed from 0 to N , which means that the number of taps is
(N + 1), as opposed to the (2N + 1) coefficients adopted in the analysis of the ZF equalizer.
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e[n] = a[n] − q[n],

(4.146)

where a[n] ∈ {a[n]} is a sample of the training sequence, whose value belongs to
the set of symbol levels: a[n] = ±1 for an antipodal signaling, for example.
The adaptation process takes place based on the minimization of the mean square
error between the sequences {a[n]} and {q[n]}. This mean square error is written in
terms of a cost function defined as
J (w) = E{e2 [n]},

(4.147)

where E{ · } is the statistical expectation operator and w is the vector of tap coefficients. The gradient of the mean square error with respect to these tap coefficients
can be determined by
∂ J (w)
= ∇ J (w) = ∇ E{e[n]2 } = 2E{e[n]∇e[n]}
∂wk
= 2E{e[n]∇{a[n] − q[n]}} = −2E{e[n]∇q[n]}

:
N

= −2E e[n]∇
wk y[n − k] = −2E{e[n]y[n − k]}

(4.148)

k=0

= −2Rey [k].
This is an important result, meaning that a minimum mean square error is
achieved if the cross-correlation Rey [k] between the error sequence {e[n]} and the
sequence {y[n]} at the input of the equalizer is zero. This is called the principle of
orthogonality or projection theorem, which states that “the minimum mean-square
estimate of a random variable in terms of a linear combination of other random variables requires the difference between the random variable and linear combination, or
error, to be statistically orthogonal to each random variable in the linear combination
(i.e., the expectation of the product of the error and each random variable is zero)”
[13, Sect. 10.4].
By substituting (4.145) in (4.146) and the result in (4.147) we can see that J (w)
is a (N +1)-dimensional quadratic function of the coefficients {wk }. This means that
J (w) corresponds to a (N +1)-dimensional bowl-shaped surface [16, p. 207] and that
the objective of the adaptation algorithm is to find the bottom of this surface. This
corresponds to finding the set of coefficients {wk } responsible for making J (w) → 0.
Figure 4.52 shows a pictorial representation of the error surface J (w) = J (w0 , w1 )
for a 2-tap equalizer (N = 1). By starting from an initial guess value for the coefficients w0 and w1 , it is desired that the adaptation algorithm continuously update
these coefficients through an adaptation path going in a direction that is opposite
to the gradient component in each point on the surface. This adaptation method is
called steepest descent or gradient algorithm [17, p. 456]. In its recursive form, it
can be written as
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1
wk [n + 1] = wk [n] − μ∇ Jn (w) = wk [n] + μRey [k],
2

(4.149)

where μ, called the step-size, is a positive and often small quantity that controls
the adaptation speed. The factor 1/2 in (4.149) cancels the factor 2 in (4.148). In
(4.149) we have made used of the notation ∇ Jn (w) to represent the gradient of the
mean square error J (w) at the n-th adaptation iteration or time step.
One problem with the steepest descent algorithm resides in the fact that we need
to estimate an expectation associated to Rey [k]. For most systems, this expectation
must be approximated and this can be done by the unbiased time average
R̂ey [k] = Ê{e[n]y[n − k]} =

K −1
1 
e[n − i]y[n − k − i],
K i=0

(4.150)

where K indicates the number of samples used in the averaging process. When
K = 1 we have the so-called instantaneous estimate of Rey [k] and we do not
need to spend time to estimate Rey [k]. With this simplification the steepest descent
algorithm is converted into the stochastic gradient algorithm, usually know as least
mean square (LMS) algorithm.

Fig. 4.52 Bowl-shaped error surface for N = 1

Then, at each time step indexed by n the LMS algorithm estimates
ŵk [n + 1] = ŵk [n] + μ R̂ey [k] = ŵk [n] + μy[n − k]e[n].

(4.151)

In words, (4.151) means that the k-th equalizer coefficient estimated in iteration
n + 1 is formed by updating the k-th equalizer coefficient estimated in iteration n by
a correction term given by the multiplication among the step-size, the signal value
applied to the k-th equalizer tap and the error sample generated at iteration n. In its
matrix form the LMS algorithm can be written as
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ŵ[n + 1] = ŵ[n] + μe[n]y[n],

(4.152)

where,
y[n] = [y[n] . . . y[n − N + 1] y[n − N ]]T ,
ŵ[n] = [ŵ0 [n] ŵ1 [n] . . . ŵ N [n]]T and

(4.153)

e[n] = a[n] − y [n]ŵ[n],
T

and where the discrete convolution (4.145) was written as the inner product between
y[n] and ŵ[n]. The LMS algorithm can be summarized as follows:
1. Initialize the tap coefficients at n = 1 with ŵ[1] = 0 or with some set of values
more suitable for a fast convergence, usually a 1 for the center tap coefficient,
and 0 elsewhere;
⎧
⎨ q[n] = yT [n]ŵ[n]
2. For n = 1, 2, . . ., compute e[n] = a[n] − q[n]
;
⎩
ŵ[n + 1] = ŵ[n] + μe[n]y[n]
3. Continue iterations (repeat step 2) until the mean square error converges, fluctuating around a residual value that is the least mean square error possible, not
necessarily the minimum mean square error.
4. If the equalizer is in the training mode, switch to the decision-directed mode. If
the equalizer has been initiated in the decision-directed mode, keep it active.
A tradeoff between convergence speed and residual mean square error must be
adopted, since both parameters are governed by the choice of the step-size. If μ is
small, the convergence is slow, but the residual error is often small. If μ is large,
the convergence is fast, but the residual error tends to increase. As an example, if
channel variations are slow, one can use a sufficient small value for μ to guarantee
the lowest possible residual error. Nevertheless, if the channel varies fast, the value
of μ need to be large enough to permit the equalizer track the channel variations.
Figure 4.53 illustrates a typical convergence behavior of the LMS equalizer as a
function of two values for the adaptation step-size.

Fig. 4.53 Convergence speed
and residual mean square
error as a function of the
step-size
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In some applications the use of a training sequence is not desired, mainly because
of the redundancy introduced, an overhead that would become prohibitively high if
the equalizer needs to be trained frequently. In those cases a blind [8] process can
take place. In this process the equalizer explores some intrinsic characteristic of the
transmitted data stream, e.g. channel code properties, with the purpose of adjusting
the tap coefficients. An alternative hybrid approach combines blind equalization
with trained equalization in a way that the equalizer is able to sustain the adaptation
for some time, reducing the rate in which training sequences are sent, thus reducing
the total overhead and the additional problems resultant from the use of training
sequences [9, p. 37]. A semi-blind approach can take place if some prior information
about the channel is known or even if short training sequences are being used by the
equalizer [9].

Simulation 4.15 – LMS Equalization
File – CD drive:\Simulations\Baseband\LMS Equalizer.vsm
Default simulation settings: Frequency = 500 Hz; End = 100 seconds.
Noise disabled. Step-size μ = 0.002. Initial coefficients: [0 0 1 0 0].
Reference mean square error (MSE) for eye plot enabling: 0.1.
This experiment explores the channel distortion compensation process with an LMS
equalizer. A 4-PAM signal is generated at 5 symbols per second and applied to a
cascade of linear systems representing the combined response of the transmit filter,
the channel and the receive filter. This cascade is not distortion-free and a 5-tap
LMS equalizer is connect to it for combating ISI. Channel noise is also considered
in order to produce a more realistic system behavior.
The configurable settings are the possibility of enabling and disabling noise addition, the value of the step-size μ, the initial equalizer coefficients and the reference
value of the mean square error (MSE) below which the eye diagram of the equalized
signal is plotted.
Using the default settings, run the simulation and observe the eye diagram of
the non-equalized signal. Note that it is almost completely closed, indicating the
presence of a strong ISI (recall that the channel noise is disabled) and that the error
rate would be very high without equalization.
Now observe the eye diagram of the equalized signal and note that the equalizer
has almost completely removed the ISI. The sampling pulses that would be used
for symbol decisions are also shown in this plot. This eye diagram starts to be plotted only after a reference mean square error is reached, as can be seen inside the
“MSE” block. This has been done to avoid plotting eye segments before equalization converges to the specified MSE. Change this reference as desired and observe
the several stages of the equalization convergence through the eye diagram of the
equalized signal.
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Enable noise addition and observe the eye diagrams. You will need to increase
the reference MSE to 0.15 (at least) in order to see the equalized signal eye diagram.
Note that the equalizer is still working, but, as expected, the effect of noise is causing
an additional vertical eye closing. Note also that the residual MSE has also been
increased, which is intuitively satisfying.
Reset the simulation to the default parameters, enable noise addition and then
increase the simulation time end to 1,000 seconds. Run the simulation. Inside the
“MSE” block, take note of the final residual value of the mean square error. You will
find something around 0.08. Note also that the MSE converges around 300 seconds.
Now increase the equalizer step-size to 0.02 and run the simulation. Again, take
note of the final value of the mean square error. You will find something around
0.11. Now the MSE probably will not cross the reference value, but it can be noticed
that the convergence to this higher value of residual MSE was achieved in less than
150 seconds. This demonstrates the tradeoff between the step-size parameter and
the speed of convergence of the LMS equalizer.
Observe that the convergence times are always several orders of magnitude
greater than the symbol duration. Although the specific convergence time will
depend on each specific design and conditions, this behavior can give us the notion
about how long an LMS equalizer can take to adjust its coefficients.
As an exercise, explore inside other blocks. Try to understand how they were
implemented. Give special attention to the “error” block, noticing that it computes
the error sample by subtracting the equalized output signal sample from the closest
4-PAM constellation point. Give attention also to the equalizer block. Consult its
help in order to study its internal implementation and understand its parameters.
Create and investigate for yourself new situations and configurations of the simulation parameters and try to reach your own conclusions.
As another exercise, do some research aiming at investigating the influence of
the initial tap coefficients in the equalizer performance. After that, try to confirm the
conclusions you have obtained using this experiment.
In this section we presented the basic concepts about two types of equalization,
named the zero-forcing (ZF) and the least mean square (LMS). There are several
other equalization structures and algorithm, each of them having its own advantages
and drawbacks. Moreover, adaptive equalization is only part of a broad family of
the so-called adaptive filtering processes, a topic that is covered in the detail in the
classical book by S. Haykin [16].

4.6 Summary and Further Reading
In this chapter we have studied the concepts of baseband transmission. Typical baseband line-codes were presented as a means of adapting the binary data signal to the
channel. The optimum filter for detecting a received signal corrupted by additive,
white Gaussian noise was then discussed and its performance evaluated. Channel
distortion was considered in the sequel, leading to the Nyquist criterion for ISI-
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free transmission. Partial response signaling was then considered as a means for
achieving transmission using minimum bandwidth requirements. Finally, adaptive
equalization was put into focus as a means for compensating for time-varying channel distortions and intersymbol interference. Throughout all these topics, specific
simulations was presented, aiming at helping the reader understand the theoretical
concepts.
Baseband transmission is covered in essentially all good books on digital communications. One of the most cited references is the book by J. G. Proakis [34].
Other invaluable references covering digital transmission and related topics are the
books by S. Benedetto and E. Biglieri [6], E. A. Lee and D. G. Messerschmitt [28],
J. G. Proakis and M. Salehi [35, 36], M. B. Pursley [37], R. E. Ziemer and R. L.
Peterson [43] and those referenced throughout this chapter.
The design of specific pulses for ISI-free transmission is considered in the paper
by A. Assalini and A. M. Tonello [2], and in the papers by N. C. Beaulieu, C. C.
Tan and M. O. Damen [4] and N. C. Beaulieu and M. O. Damen [5].
Since we have used computer simulations in our approach, the classic book by
M. C. Jeruchim, P. Balaban and K. S. Shanmugan [21] must not be forgotten. It represents one of the main references concerning the fundamentals of communication
systems simulation. Another recent work covering this topic is the book by W. H.
Tranter, K. S. Shanmugan, T. S. Rappaport and K. L. Kosbar [42].

4.7 Additional Problems
Several simulation-oriented problems were already proposed in the body of the simulation work plans throughout the chapter. Most of the following additional propositions are also based on simulation or are research-oriented, requiring some sort of
additional reading. A number of exercises involving conventional calculations can
be found in the references cited throughout the chapter.
1. Show that (4.10) is an alternative representation of (2.183) for the characteristics imposed to the M-PAM signaling in Sect. 4.1.2.
2. Do a research and prepare a 5-page dissertation about the Wiener-Hopf filter in
the context of digital communication systems.
3. Using VisSim/Comm, implement a simulation in which the symbol timing in
a binary baseband communication system is extracted by exploring the characteristics of the signal at the output of a root-raised cosine matched filter with
unitary rolloff factor.
4. Discuss with a colleague and construct arguments aiming at verifying if a constant frequency response magnitude and a linear phase response within the
transmitted signal bandwidth are necessary and sufficient or only sufficient
conditions for an ISI-free communication. Assume that the transmitting and
receiving filters where designed to satisfy the Nyquist criterion for ISI-free
transmission.
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5. Do some research and prepare a 5-page dissertation about the advantages and
disadvantages of the fractionally-spaced equalizers when compared to synchronous equalizers.
6. Assume that a communication system with antipodal signaling is operating over
a channel in which the noise that corrupts the decision variable has a uniform
distribution with zero mean and variance N0 /2, where N0 is the unilateral noise
power spectral density. Determine the expression for the average bit error probability for this system as a function of E b /N0 . Compute the threshold value of
E b /N0 , in dB, beyond which the bit error rate is zero. Compute the bit error
rate for an E b /N0 which is 0.001 dB below the threshold previously computed.
7. Implement an experiment using VisSim/Comm, aiming at reproducing or confirming the results obtained in the previous problem.
8. Study and explain how a linear prediction filter works. Use, for example, reference [17, pp. 223–227].
9. Using VisSim/Comm, implement a 2-tap Wiener filter and prepare a work plan
similar to those presented throughout this book, so that it will be possible to
interact with the simulation and extract the main theoretical concepts and implementation aspects from it. Hint: study Example 5.6, p. 210 and the associated
theory in [16]. Chose the system and channel parameters as desired.
10. Do some research about whitening filtering and noise-matching filter in the
context of maximum likelihood detection. Hint: seek for the topic matched filter
for colored noise. See for example [25, pp. 290–294].
11. Study and prepare a 5-page dissertation about the carrierless amplitude-phase
(CAP) signaling. Hint: see for example [15, pp. 373–380].
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Chapter 5

Signal-Space Analysis

In this chapter we move slightly away from the conventional time and frequencydomain analysis of signals and systems by adopting a new domain of analysis which
we can call the vector-domain. We shall be able to synthesize M waveforms by adequately combining a (possible) smaller number N of base waveforms. Nevertheless,
instead of working predominately with functions of time or frequency, we shall work
with vectors. As a consequence, we shall have a group of tools that will make the
communication system analysis easier than usual. This chapter may be viewed as a
smooth transition or interface between the study of baseband transmission, covered
in Chap. 4, and the study of passband transmission to be discussed in Chap. 6, where
we shall make an extensive use the concepts covered here. Chapter 5 starts with a
brief introduction and then moves to the development of tools for signal representation and analysis in the vector-domain. The Gram-Schmidt procedure for generating
base-functions will be considered in the sequel. The vector AWGN channel model
will be revisited in light of the new concepts, and the generalized maximum likelihood receiver structure for an arbitrary M-ary signaling over the AWGN channel
will be developed. Its error probability analysis will be made by applying the union
bound concept. The rotation and translation invariance properties will be studied in
the sequel and, finally, the relation between the symbol error probability and the bit
error probability will be analyzed.

5.1 Introduction
This short introduction aims at summarizing the main notations and conventions that
will be used throughout the chapter. We consider the M-ary communication system
model depicted in Fig. 5.1, where data bits are serial-to-parallel (S/P) converted into
groups of k = log2 M bits that forms the symbols {m i }, i = 1, 2, . . . , M, sent
with a priori probabilities { pi } = {P[m i ]}. These symbols enter the symbol waveform generator, which converts a given symbol m i into the corresponding symbol
waveform si (t). The set of waveforms {si (t)} comprises energy signals confined in
the symbol interval T . They have energy
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T

Ei =

si2 (t)dt,

0

(5.1)

such that the average energy per symbol is
E=

M


pi E i

(5.2)

E
.
log2 M

(5.3)

i=1

and the average energy per data bit is
Eb =

Unless otherwise stated, we shall assume that the transmitted symbols are equally
likely, i.e. their a priori probabilities are pi = 1/M. These symbols are corrupted by
additive white Gaussian noise with zero mean and bilateral power spectral density
N0 /2 watts/hertz. No other source of impairment is considered here, since the main
objective of the chapter is to give us conditions for developing the generalized maximum likelihood receiver for any M-ary, N -dimensional signaling when operating
over the pure AWGN channel. Intersymbol interference is not taken into account
because the related concepts studied in Chap. 4 can also be applied to an M-ary,
N -dimensional signaling, as we shall discuss at the end of this chapter. Moreover,
by decoupling the noise from the intersymbol interference we are able to simplify
the system analysis. This is also the reason for considering that the waveforms {si (t)}
are energy signals.

Fig. 5.1 The communication system model adopted throughout Chap. 5

From the received signal x(t), the receiver generates an estimate of the transmitted symbol, m̂. This estimate is then converted into the corresponding data bits that
it represents. The average symbol error probability can be expressed by
Pe =

M

i=1

pi P [m̂ = m i |m i ] =

M


pi Pe (m i ) ,

(5.4)

i=1

where Pe (m i ) is a shorthand notation for the symbol error probability conditioned
on the event that m i was sent, that is Pe (m i ) = P[m̂ = m i |m i ].
The average bit error probability Pb , which we can also indistinctively denote by
BER (bit error rate), is dependent on the average symbol error probability, but the
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exact relation between them is not straightforward and will be treated at the end of
this chapter after all necessary fundamentals have been studied.

5.2 Geometric Representation of Signals
The geometric representation of signals, also called signal-space representation, is
constructed on the basis of the theory of linear combinations, and it is analogous to
several operations in the vector algebra theory.
Let us define an N -dimensional Euclidian space spanned by N orthogonal axes.
Let us also define a set of orthogonal base-vectors {φj }, j = 1, 2, . . . , N , normalized in the sense that they have unit length. These vectors are said to be orthonormal
and to form an orthonormal basis. Any vector vi , i = 1, 2, . . . , M in the Euclidian
space can be generated by the linear combination
vi =

N


νi j φ j ,

(5.5)

j=1

where the coefficients νi j correspond to the projection of the i-th vector on the j-th
base-vector. The values of νi j can be determined by the dot-product (or inner product) between vi and φj , that is,
νi j = viT φ j ,

(5.6)

where [ ]T denotes a matrix transposition operation, vi = [νi1 νi2 . . . νiN ]T and φj
is also an N -dimensional vector with a “1” in the j-th position and zeros elsewhere.
As an example, for j = 2 we have φj = [0 1 0 0 . . . 0]T .
Figure 5.2 illustrates the above concepts for a two-dimensional (N = 2) Euclidian space and for two arbitrary vectors (M = 2). The axes were labeled in a
way to resemble the orthonormal base-vectors. Note from (5.5) that we can write
v1 = ν11 φ1 + ν12 φ2 and v2 = ν21 φ1 + ν22 φ2 .

Fig. 5.2 Vector-space representation for M = 2 and N = 2
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In a similar way, one can use the Euclidian space to represent coefficients that, in
a linear combination, will give rise to signals instead of vectors. Then, by analogy
to (5.5) we have the synthesis equation given by the linear combination
si (t) =

N


si j φ j (t), i = 1, 2, . . . , M,

(5.7)

j=1

where the set {φ j (t)} comprises N orthonormal base-functions, one function being
orthogonal to each other and having unit energy, that is,


T


φi (t)φ j (t)dt =

0

1, i = j
0, i =
 j.

(5.8)

Similarly to the base-vectors, the set of functions {φ j (t)} are also said to be
orthonormal and to form an orthonormal basis.
From Fig. 5.2 it can be seen that the value of a coefficient is proportional to a
measure of the orthogonality between the synthesized vector and the corresponding
base-vector: the larger the orthogonality, the smaller the value of the coefficient.
Again using the analogy with the vector algebra, we can determine the values of
the coefficients in (5.7) through a measure of orthogonality between the synthesized
waveform and the corresponding base-function, which leads intuitively to the analysis equation


T

si j =
0


i = 1, 2, . . . , M
si (t)φ j (t)dt,
j = 1, 2, . . . , N .

(5.9)

In fact (5.9) has a formal mathematical basement that can be constructed by
operating generically with (5.7) and (5.8), as shown by:


T


x(t)y(t)dt =

0

T

0

=

N


N
N 

j=1 k=1

=

N


x j φ j (t)

j=1

N


yk φk (t)dt

k=1



T

x j yk

φ j (t)φk (t)dt

(5.10)

0

x j y j = xT y.

j=1

Expression (5.10) states that the correlation between the signals x(t) and y(t) in
the time-domain has the inner product of the corresponding signal-vectors x and y
as its equivalent in what we can call the vector-domain.
We are now ready to define the signal-space representation: since the knowledge
of the set of coefficients and base-functions is as good as the knowledge of the
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waveform signals themselves, we can represent signals in a Euclidian space by
representing the coefficients of the synthesis equation. In this representation we use
points instead of vectors, to avoid polluting unnecessarily the graph. This kind of
plot is also called signal constellation. Figure 5.3 shows a two-dimensional signalspace used to represent the arbitrary signals s1 (t) and s2 (t) through the corresponding signal-vectors s1 and s2 .

Fig. 5.3 Signal-space representation for M = 2 and N = 2

A signal-vector in an N -dimensional signal space is generally written as
⎡

⎤
si1
⎢ si2 ⎥
⎢ ⎥
si = ⎢ . ⎥ , i = 1, 2, . . . , M.
⎣ .. ⎦

(5.11)

si N
As can be noticed from Fig. 5.3, the length (or norm) of a signal-vector si can be
determined in light of (5.10) by
si  =


2
si1

+

2
si2

=

*



siT si

T

=
0

si2 (t)dt =



Ei .

(5.12)

Generally speaking, the distance from any signal-vector to the origin of the coordinates is equal to the square root of the corresponding signal energy:


T

Ei =
0

si2 (t)dt = siT si =

N

s2
j=1 i j

= si 2 .

(5.13)

As a complementary result, the squared Euclidian distance between any two
signal-vectors si and sk is obtained through simple vector operations, resulting in
dik2

= si − sk  =
2

N

j=1

si j − sk j

2



T

=
0

[si (t) − sk (t)]2 dt.

(5.14)
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From (5.14) we notice that the squared Euclidian distance between two signalvectors si and sk corresponds to the energy of the difference signal si (t) − sk (t).
As we shall see at the end of this chapter, the Euclidian distance plays an important role in the error probability analysis of a digital communication system whose
signals involved are represented geometrically in the Euclidian space.

5.3 Dimensionality of a Signal and of a Signal-Space
The uncertainty principle of the Fourier transform states that no signal can be both
time-limited to the interval T and band-limited to the bandwidth B in the strict
sense. Nevertheless, a time-limited signal can be approximately band-limited in the
sense that a small amount of energy lies outside the bandwidth B. Similarly, a bandlimited signal can be approximately time-limited in the sense that a small fraction
of the signal lies outside the interval T .
The Landau-Pollak theorem [7, p. 73; 10, pp. 348–351], also known as the
dimensionality theorem, states that if a signal x(t) is time-limited to T seconds,
i.e. x(t) = 0 for |t| > T /2, and the energy of x(t) outside the bandwidth B Hz is no
greater than kE, where k < 1 and E is the total energy in x(t), then there exist a set
of orthonormal functions {φ j (t)}, j = 1, 2, . . . , N such that


∞
−∞

⎡
⎣x (t) −

N


⎤2
x j φ j (t)⎦ dt < 12k E,

(5.15)

j=1

where N is the largest integer less than (2BT + 1). The inequality (5.15) means that
the energy of the error signal between brackets can be made as small as desired
by reducing k, which is equivalent to increasing B. For B → ∞, k → 0 and the
energy of x(t) outside the bandwidth B also tends to zero.
As we have seen in Chap. 4, in communication systems we are restricted to a
finite number of waveforms in the set {si (t)}, i = 1, 2, . . . , M. Then, the maximum number of dimensions needed to represent these M waveforms is N = M, a
situation that arises when the M signals are orthogonal to each other, that is, they
form a linearly independent set. Then, in situations where restrictions are imposed
to the waveforms, we expect to find a number of dimensions sometimes far below
2BT. We can explain this concept by noticing that if a set of vectors is restricted to
a plane, obviously the number of base-vectors used to represent them is two. If the
set of vectors is restricted to be collinear, just one base-vector is needed.
Note that the dimensionality theorem helps confirming the generalized Nyquist
criterion briefly discussed in Chap. 4, at the end of Sect. 4.3.2, which states that the
minimum bandwidth required for transmitting M orthogonal signals is
Bmin =

M
.
2T

(5.16)
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From the Landau-Pollak theorem, the maximum number of dimensions is
N = 2BT. Nevertheless, for an orthogonal signaling the number of symbols, M,
is equal to the number of dimensions N . Then, M = 2BT, from where we also
obtain (5.16).

5.4 Gram-Schmidt Orthogonalization
The Gram-Schmidt orthogonalization is a process which permits that a set of basefunctions {φ j (t)}, j = 1, 2, . . . , N is determined from the knowledge of a set
of waveforms {si (t)}, i = 1, 2, . . . , M. To understand the main concept behind
this process, consider the signal-vectors depicted in Fig. 5.4. We can find a vector
that is orthogonal to the base-vector φ1 by subtracting from a reference vector the
component in the direction of φ1 . Considering s3 as the reference vector, the new
vector (s3 − s31 φ1 ) is orthogonal to φ1 . Now, if we subtract from the vector (s3 −
s31 φ1 ) its component in the direction of φ2 , we find another vector (s3 − s31 φ1 −
s32 φ2 ) that is orthogonal to φ2 and φ1 . Generalizing the above concepts to an N dimensional Euclidian space with M vectors we can write
gi = si −

i−1
j=1

si j φ j

(5.17)

as the i-th intermediate vector that is orthogonal to the previous (i − 1) vectors.
Clearly, by normalizing gi to have unit length we shall obtain the corresponding
base-vector φi . At the end of the process, N ≤ M nonzero base-vectors will remain.
Now let us apply the above vector analysis to signal-vectors and base-functions.
Consider the subtraction of the component of a signal, say, s1 (t) in the “direction”1 of the base-function φ1 (t). By analogy to the vector analysis, the resultant signal [s1 (t) − s11 φ1 (t)] will be orthogonal to φ1 (t). Consequently, the signal
[s1 (t) − s11 φ1 (t) − s12 φ2 (t)] will be orthogonal to φ1 (t) and φ2 (t), and so on. Since
we have created several functions that are orthogonal to each other, if these functions
are normalized to have unit energy, the resultant set of signals can be regarded as
base-functions. This is indeed the idea behind the Gram-Schmidt orthogonalization
procedure, which we shall formally describe in what follows.
Since we can choose quite arbitrarily where is the origin of the Euclidian space
axes and how to orient a reference axis, we can arbitrarily choose any signal from the
set {si (t)} to serve as the reference signal, i.e. the signal from which the first basefunction will be generated. Assuming that this reference signal is s1 (t), analogously
to (5.17) we can write the following intermediate functions:

1 With due care we shall use this term just to resemble the vector algebra concept, since it does not
make any physical sense to say that a waveform signal have a component in the “direction” of a
base-function. However we can interpret this term as equivalent to saying that a given signal has a
component that is correlated with the base-function.
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Fig. 5.4 The concept behind the Gram-Schmidt procedure

gi (t) = si (t) −

i−1
j=1

si j φ j (t), i = 1, 2, . . . , M,

(5.18)

where the coefficient sij are determined from (5.9).
It is easy to verify that a given gi (t) obtained from (5.18) is orthogonal to all preceding intermediate functions gu (t), u < i. After having operated with all possible
values of i in (5.18), a number N ≤ M nonzero intermediate functions will remain.
If these nonzero intermediate functions are normalized to have unit energy, the set
of base-functions will be generated according to
g j (t)
φ j (t) = 
, j = 1, 2, . . . , N .
T 2
0 g j (t)dt

(5.19)

Example 5.1 – Suppose that a quaternary signaling scheme uses the waveforms
shown in Fig. 5.5. These waveforms are given by

si (t) = 2 cos


π
8π t
− (2i − 1)
, i = 1, 2, 3, 4,
T
4

(5.20)

where the symbol duration was arbitrarily chosen as T = 2.
In what follows we present the main results obtained from the Gram-Schmidt
orthogonalization. It is left to the reader to verify the intermediate calculations.
From (5.18) we shall have the intermediate functions:
g1 (t) = s1 (t),
g2 (t) = s2 (t) − s21 φ1 (t) = s2 (t),
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g3 (t) = s3 (t) − s31 φ1 (t) − s32 φ2 (t) = 0 and
g4 (t) = s4 (t) − s41 φ1 (t) − s42 φ2 − s43 φ3 (t) = 0.

(5.21)

In (5.21) we have g2 (t) = s2 (t) because s21 = 0. Similarly, g3 (t) = 0 because
s31 φ1 (t) = s3 (t) and s32 = 0. Moreover, g4 (t) = 0 because s42 φ2 (t) = s4 (t) and
s41 = 0, and φ3 (t) = 0 since g3 (t) = 0.
From (5.21) we notice that the resulting number of base-functions is N = 2.
Then, normalizing g1 (t) and g2 (t) though the use of (5.19) we shall obtain the basefunctions φ1 (t) and φ2 (t), resulting in

8π t
π
and
φ1 (t) = cos
−
T
4


8π t
3π
−
φ2 (t) = cos
.
T
4


(5.22)

These base-functions are equal in shape to s1 (t) and s2 (t), with the difference that
they have unit amplitude so that their energy is unitary.

Fig. 5.5 Waveforms considered in the Example 5.1

Applying (5.9) we obtain the remaining coefficients of the signal-vectors not
obtained in the derivation of (5.21), yielding:
   
2
s
s1 = 11 =
s12
0
   
−2
s
s3 = 31 =
s32
0

   
0
s
s2 = 21 =
s22
2
   
0
s
.
s4 = 41 =
s42
−2

(5.23)

Plotting these signal-vectors in a Euclidian space we finally obtain the constellation depicted in Fig. 5.6. Note that from the signal-vector coordinates in (5.23) and
the waveforms in Fig. 5.5 it is easy to verify the results in (5.21).
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Fig. 5.6 Signal constellation for the Example 5.1

5.5 Signal Constellation with Symbol Transitions
A constellation plot does not provide a complete description of a given signaling scheme. See for example the constellation in Fig. 5.6. Without the additional
information on the complete set of base-functions, it is not possible to know to
which waveform each constellation point refers. A given constellation can represent
infinite possibilities in what concerns the shape of the symbol waveforms. In other
words, a given constellation can represent different signaling schemes.
Sometimes it is useful to add to the constellation plot a set of arrows showing
the possible symbol transitions. Consider for example the quaternary constellations
depicted in Fig. 5.7. Both have identical signal-vectors, but they have different symbol transitions: the constellation on the right is not allowed to have direct transitions
between signal-vectors s1 and s3 and between s2 and s4 .
An additional comment is in order to avoid misinterpretations from this point
on. Sometimes we are tempted in associating the symbol positions in the Euclidian space with some phase information of the corresponding symbol waveforms.
For some signaling schemes, especially for some digital modulations, this association is indeed valid. However, we must not take this interpretation as general. In

Fig. 5.7 Two constellations plus their symbol transitions
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summary, symbol positions in the Euclidian space do not always have a relation
with the phases of the corresponding symbol waveforms.

5.6 Statistics of the Correlator’s Outputs
We saw that the knowledge of a given signal in the set {si (t)}, i = 1, 2, . . . , M is
as good as the knowledge of the corresponding signal-vector in the set {si }, since
we can generate one from the knowledge of the other through the use of the basefunctions {φ j (t)}, j = 1, 2, . . . , N . Then, the synthesis and the analysis equations
given in (5.7) and (5.9), respectively, can be seen as part of a transceiver. Equation (5.7) can be used to generate the symbols to be transmitted and (5.9) can be
used to recover the signal-vector coefficients at the receiver side. Figure 5.8 illustrates how this can be accomplished. Firstly, data bits {b} are serial-to-parallel (S/P)
converted into k = log2 M streams. Through a look-up table (LUT), each group of k
bits is converted into the set of coefficients that, via (5.7), will generate the desired
transmit symbol from the set {si (t)}.

Fig. 5.8 Synthesis and analysis operations as part of a transceiver

A look-up-table is a combination of analog and digital circuitry capable of converting each group of k bits into a group of N signal-vector coefficients. Its specific
implementation is dependent upon creativity and can vary from a combination of
logic gates and operational amplifiers to a more sophisticated combination of a
memory device and a digital-to-analog converter.
In the absence of noise, the received symbol in a given symbol interval would be
si (t). Then, by applying this waveform to a bank of correlators that realize (5.9), the
same set of coefficients used by the transmitter would be recovered. Then, since we
know the rule for mapping bits into coefficients, we would also be able to implement the inverse rule that maps coefficients into bits. Nevertheless, as illustrated in
Fig. 5.8, the additive white Gaussian noise (AWGN) is corrupting the transmitted
signal. Then, from the received waveform we are able to extract only a noisy version
of the signal-vector coefficients, which is given by
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x j = si j + w j .

(5.24)

Since the correlators are linear systems, we can apply the superposition theorem
and state that sij in (5.24) is the signal component of x j due to x(t) = si (t) alone
and that w j is the noise component of x j due to x(t) = w(t) alone.
The task of the rightmost block in Fig. 5.8 is to estimate the transmitted symbol from the noisy decision variables {x j } and then map the estimated symbol into
the data bits that it represents. Note, however, that we have N decision variables
and must decide among M symbols, which means that the task of that block is
not straightforward. Its design starts by characterizing the statistics of the decision
variables from which symbol decisions will be made.
Recall from Chap. 1 that if a Gaussian random process is applied to the input
of a linear system, the output will also be another Gaussian random process. Also
recall that samples of a Gaussian process will generate Gaussian random variables.
Moreover, if the input Gaussian process is zero-mean, so will be the output Gaussian
process. We can conclude then that x j is a realization of a Gaussian random variable
X j whose mean is given by


 
μ X j = E X j = E si j + W j = si j .

(5.25)

With the help of Fig. 5.8, the variance of X j can be computed as follows:
$
 
2
= E W j2
X j − μX j

2 
T
=E
W (t)φ j (t)dt

σ X2 j = E

#

0




T

=E
0

0

W (u)φ j (u)du
0



(5.26)



T

W (t)φ j (t)W (u)φ j (u)dtdu
T

=



T

W (t)φ j (t)dt
0





T

=E



0
T

E [W (t)W (u)] φ j (t)φ j (u)dtdu.

0

Without loss of generality we have chosen the first symbol interval in (5.26).
Note in the last line of this equation that the expectation operation corresponds to
the autocorrelation function of the white noise, which is given by
E [W (t)W (u)] = RW (t, u) =
With this result in (5.26) we obtain

N0
δ(t − u).
2

(5.27)

5.6

Statistics of the Correlator’s Outputs

373





N0 T T
δ(t − u)φ j (t)φ j (u)dtdu
2 0 0

N0 T 2
N0
=
φ j (t)dt =
,
2 0
2

σ X2 j =

(5.28)

where we have made use of the sifting property of the Dirac delta function to solve
the inner integral. In Chap. 4, Sect. 4.2.4 we also obtained the value N0 /2 as the
variance of the noise component in the decision variable at the output of a correlator.
There we assumed that the signal that feeds one of the inputs of the correlator had
unit energy, which is the case here because the base-functions have unit energy.
From those results we can conclude that whenever the energy of the signal applied
to one of the correlators inputs is unitary, the noise variance in the decision variable
will be N0 /2, which is also the value of the bilateral power spectral density of the
additive white Gaussian noise. Moreover, since the noise has zero mean, we again
can interpret the variance N0 /2 as the average noise power corrupting the decision
variables.
Let us analyze the dependence among the random variables {X j }. This can be
accomplished by determining the covariance between any pair of X j , as shown by:




cov X j X k = E X j − μ X j X k − μ X k


= E X j − si j (X k − sik )


= E W j Wk

 T
 T
W (t)φ j (t)dt
W (u)φk (u)du
=E

=
0

0

T



0
T

E [W (t)W (u)] φ j (t)φk (u)dtdu

(5.29)

0

 
N0 T T
=
δ(t − u)φ j (t)φk (u)dtdu
2 0 0
 T
N0
=
φ j (t)φk (t)dt = 0, j = k.
2 0
The result in (5.29) shows that the decision variables are mutually uncorrelated.
Additionally, being Gaussian they are also statistically independent (see Chap. 1,
Sect. 1.9.5). This means that the joint probability density function of the decision
variables is the product of the individual densities.
Let us define the observation vector X as composed by the random variables at
the output of the correlators in Fig. 5.8, that is,
X = [X 1 X 2 · · · X N ]T .

(5.30)
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The conditional probability density function (PDF) of X, i.e. the conditional joint
probability density function of the elements in X, conditioned on the transmitted
symbol m i (see Fig. 5.1 and Fig. 5.8) is then
f X (x|m i ) =

N


f X j x j |m i ,

i = 1, 2, . . . , M.

(5.31)

j=1

In writing (5.31) we have also made use of the fact that the AWGN channel is
memoryless, which means that the PDF of X conditioned on a particular symbol m i
depends only on that particular symbol, not depending on any previous one. Since
the PDFs of each of the random variables in the set {X j } is Gaussian with mean sij
and variance N0 /2, we can write


2
x j − si j
1
exp −
f X (x|m i ) =
√
N0
π N0
j=1
⎡
⎤
N

1
(x j − si j )2 ⎦ , i = 1, 2, . . . , M.
= (π N0 )−N /2 exp ⎣−
N0 j=1
N


(5.32)

In what concerns the decision process, the probability density functions given
by (5.32) are generally named likelihood functions. This name is used due to
the fact that throughout the development of the decision rule and, as a consequence, throughout the development of the receiver structure, we shall modify
the functions in (5.32) so that they will not be treated as probability densities.
This will become clearer when the generalized receiver is developed, later on in
this chapter.
Figure 5.9(a) illustrates a typical set of likelihood functions for a two-dimensional
quaternary signaling. Figure 5.9(b) illustrates the corresponding scatter plot, showing

Fig. 5.9 Likelihood functions (a) and scatter plot (b) for a two-dimensional quaternary signaling
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possible positions for the observed vector x. The center of each “cloud” in Fig. 5.9(b)
corresponds to the position of the noiseless signal-vector.
So far we have not verified if the decision variables carry sufficient information for the decision process or if something is missing. To address this concept, first let us write an expression for the synthesis of x(t) from the decision
variables:

x(t) =

N


x j φ j (t) =

j=1

N


si j φ j (t) +

j=1

N


w j φ j (t).

(5.33)

j=1

This expression is not an equality because: (1) the base-functions are matched to
the functions si (t) that they generate and (2) the random nature of the noise does not
permit that the noise waveform is regenerated from the knowledge of {w j }. To make
(5.33) become true at least in the stochastic sense, we must write
⎤

⎡

⎥
⎢ N
⎥
⎢
⎥
⎢
x(t) =
si j φ j (t) + ⎢
w j φ j (t) + w (t)⎥ .
⎥
⎢
j=1
⎦
⎣ j=1
+ ,- .
+
,.
N


si (t)

(5.34)

w(t)

The first term between brackets in (5.34) is the part of w(t) that can be generated from the noise terms in the decision variables, {w j }. These terms result from
those noise components in w(t) that are correlated with the base-functions {φ j (t)}.
The second term between brackets in (5.34) is w (t), the component of w(t) that is
uncorrelated with the base-functions, i.e., the noise component that was blocked by
the correlators. Obviously, the synthesis equation given in (5.34) is stochastic in
nature, which means that we are not able to regenerate any waveform corrupted by
noise, and the noise waveform itself, even if we know the noise components in the
“direction” of the base-functions.
From (5.34) we see that something that is part of the process of regenerating the received signal from the decision variables is missing, which lead us
to conclude that the decision variables {x j } are incomplete, since it does not
contain all information about x(t). Now we are able to go beyond this intuitive analysis and see that our conclusion is wrong. What we have to do is to
verify if the noise term blocked by the correlators has some statistical dependence on the decision variables. If not, this noise term can be really neglected.
Let us define a random variable W  (tk ) formed by sampling the random process W  (t) at some instant tk and compute the expected value E[X j W  (tk )]. It
is left to the reader to verify the intermediate manipulations in the derivation
below:
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E X j W  (tk )] = E[si j W  (tk ) + E W j W  (tk )
 
:
N

  
= si j E W (tk ) + E W j W (tk ) −
Wu φu (tk )
u=1





= 0 + E W j W (tk ) −




N

u=1

T





E W j Wu φu (tk )


(5.35)

N0
φ j (tk )
W (t)φ j (t)dt −
= E W (tk )
2
0
 T
N0
E[W (tk )W (t)]φ j (t)dt −
=
φ j (tk )
2
0
N0
N0
φ j (tk ) −
φ j (tk ) = 0.
=
2
2
If E[X j W  (tk )] = 0, then X j and W  (tk ) are orthogonal. Since the mean of
W (tk ) is zero, X j and W  (tk ) are also uncorrelated. Additionally, since X j and
W  (tk ) are Gaussian, they are also statistically independent. This means that the
decision variables represent sufficient statistics for the decision process. The noise
component blocked by the correlators does not represent any loss of information in
what concerns the decision process. Only the noise components that are correlated
with the base-functions affect the decision. This is a textual interpretation of the
theorem of irrelevance [6, p. 321], whose alternative treatments can be found for
example in [3, Sect. 1.2.4] and [10, pp. 229–232].


Simulation 5.1 – Signal Space Analysis
File – CD drive:\Simulations\Space\Signal space.vsm.
Default simulation settings: Frequency = 120 Hz; End = 100
seconds. Transmitter output ON. Symbol rate: 10 symbols per second
(sps). Noise ON. Noise power spectral density: 8 dBm/Hz.
This experiment aims at illustrating the concepts about the geometric representation
of signals as well as the concepts behind the correlation detection from the perspective of signal space analysis. Open the simulation file indicated above and follow
the description in the next paragraphs.
The transmitter operates with a two-dimensional quaternary signaling having
configurable symbol rate. The transmitted signal can be turned on or off. The quaternary signaling is a low-pass (complex) equivalent representation of the QPSK
(quaternary phase-shift keying), a digital modulation scheme that will be covered in
detail in Chap. 6. For now it suffices to know that the QPSK modulation has equal
energy symbols similar to those adopted in Example 5.1, with the difference that the
constellation here is rotated 45◦ with respect to that in Example 5.1.
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An average power meter and an average symbol energy computation block are
connected to the output of the transmitter. Additionally, the transmitted symbols are
displayed in a scatter plot according to the signal space representation theory. The
scatter plot is a simple XY-plot in which the real part of the signal feeds the X -axis
and the imaginary part feeds the Y -axis. A point in the plot is generated for each
pair of XY values.
The complex transmitted signal is corrupted by AWG noise with configurable
total power spectral density (PSD) in dBm/Hz. The noise source can be turned on
or off. The total PSD corresponds to the sum of the noise PSDs of the real and
imaginary parts. For example, a total PSD of 8 dBm/Hz corresponds to 5 dBm/Hz
for the real and the imaginary parts of the noise source.
The received signal is also displayed in a scatter plot and then enters the “Detection” block, which is composed by a pair of correlators fed by unit-energy signals.
The outputs of the correlators are sampled and held (S&H) and the results are displayed in a scatter plot. The average power, in dBm, of the complex signal at the
output of the correlators is estimated and displayed.
This simulation is incomplete in the sense that we are not still able to map the
decision variables x1 and x2 into one of the transmitted symbols. We shall have
to wait until this problem is solved with the study of the generalized receiver in
Sect. 5.8.
Let us start the analysis of the diagram. Run the simulation using its default
settings. Observe that the average transmitted power is PTX = 5 watts and that the
average symbol energy is PTX × T = 5 × 0.1 = 0.5 Joule.
We know that the distance from a signal-vector to the origin of the Euclidian
space is equal to the square root of the corresponding symbol energy. Since we
have equal energy symbols in the signaling scheme adopted in this simulation, the
distance from each of the four signal-vectors to the origin is 0.51/2 . This means
that the coefficients of the signal-vectors are ±0.5 volts, depending on the specific
symbol. Observe Constellation A and confirm these values.
Now have a look at Constellation B, which is displaying the signal space representation of the received signal. Note that the influence of noise has caused
the symbols to scatter, forming a “Gaussian cloud” around each original position.
We would be tempted to say that the situation depicted in Constellation B corresponds to a high probability of error, since the noise is strong enough to make a
signal-vector go outside its original quadrant. Nevertheless, we must not forget that
the symbol estimations are made from the decision variables at the output of the correlators. Observing Constellation C we see that the noise influence is much smaller
than that at the receiver input. Then, in fact, no decision errors will be made. This
noise-reduction effect of the correlators has already been predicted by the detection theory presented before this simulation. Recall that only the noise components
correlated with the base-functions affect the decisions. The remaining noise components are blocked by the correlators. This explains the reduction in the dispersion of
the noise “clouds” from the input to the output of the detector.
Double click over the scatter plot connected to the transmitter and, in the Options
tab, change the Line Type configuration from point to line. Using these settings you
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can see the transitions between any pair of symbols in the constellation. Note that
the possible transitions correspond to those illustrated in the left side of Fig. 5.7,
except for the different orientations of the constellations.
Now turn the transmitter off, run the simulation and observe the complex average
power measured at the outputs of the “Detection” block, which corresponds to the
outputs of the correlators inside it. The displayed value is around 8 dBm. This result
is consistent with theory, since for a total unilateral noise PSD of N × N0 dBm/Hz,
the average power at the output of the correlators will be N × N0 dBm.
Turn the transmitter on and change the symbol rate to 40 sps. Since the transmitted signal amplitude is not changed, this corresponds to a fourfold reduction in
the symbol energy, which corresponds to a twofold reduction in the distance from
a symbol to the origin of the Euclidian space. Run the simulation and confirm this
reduction. Since the noise PSD was not changed, the E/N0 ratio was decreased
and, as a consequence, the noise “clouds” are now closer apart than in the case of a
10 sps rate. This would correspond to an increased symbol error rate. This example
illustrates the difficulty of transmitting symbols with a higher rate.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions. As an exercise, justify
the internal structure of the blocks “signal space”.

5.7 The Vector AWGN Channel Revisited
In Chap. 3 we introduced the vector AWGN channel, giving to it the merit of greatly
simplifying the implementation of simulations of communication systems operating
over an AWGN channel. Now we are able to revisit this concept, armed with the
fundamentals developed in this chapter.
Suppose that it is desired to simulate a given digital communication system using
the diagram in Fig. 5.8 as reference. We would be tempted to implement all blocks
mathematically or using a simulation software like VisSim/Comm. However this
is not necessary. Since the decision variables represent sufficient statistics for the
purpose of decision, it suffices to generate them directly, without the use of any
waveform. Figure 5.10 illustrates the process. The blocks that generate the signalvector coefficients as well as the one that estimates the symbols and maps them
to the corresponding bits are kept unchanged as compared to Fig. 5.8. All the
waveform-related operations were substituted by a scalar to vector operation, a
vector AWGN channel and a vector to scalar operation. The scalar to vector and
vector to scalar operations are simply the grouping of the elements {sij } to form the
signal-vector si and the ungrouping to extract the elements {x j } from the observed
vector x. Then, the wide arrows in the diagram must be interpreted just as buses
with N lines.
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From Fig. 5.10 we can write the vector AWGN channel model as
⎧
T
⎪
⎨x = [x1 x2 · · · x N ] ,
x = si + w, where si = [si1 si2 · · · si N ]T ,
⎪
⎩
w = [w1 w2 · · · w N ]T .

(5.36)

Each component of the noise vector w is generated from a zero-mean Gaussian
random variable with variance N0 /2. The Box-Muller method presented in Chap. 3
is suitable for generating these random numbers.

Fig. 5.10 The use of the vector AWGN channel in a simulation-oriented structure

Simulation 5.2 – The Vector AWGN Channel Revisited
File – CD drive:\Simulations\Space\Vector AWGN.vsm.
Default simulation settings: Frequency = 1 Hz; End = 2,000 seconds.
Run in Real Time enabled. RT (real time) Scale Factor = 3. Sequential
symbols enabled in the S/P converter block. Noise vector variance
= 0 volt2 .
This experiment complements Simulation 3.1 presented in Chap. 3. Open the
simulation file indicated above and observe its correspondence with part of the
diagram shown in Fig. 5.10. Here an 8-ary, two-dimensional signaling with equallylikely and equal energy symbols is being simulated. Random data bits are generated
at a rate of 1 bit per second. The serial data stream is then converted into k =
log2 M = log2 8 = 3 parallel streams. Each group of 3 bits from the S/P converter is responsible for generating a specific pair of signal-vector coefficients, si1
and si2 , through a look-up table (LUT). As a consequence, one signal-vector from
the set {si = [si1 si2 ]T }, i = 1, 2, . . . , 8 is generated at each 3 seconds. The
signal-vectors can also be generated sequentially, by configuring the S/P converter
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block correspondingly. When this option is enabled, each group of 3 bits at the
S/P converter output is generated in an increasing order, no matter the input
data bits.
To each signal-vector component is added a component of the noise vector
w = [w1 w2 ]T . These components are Gaussian random variables with zero mean
and configurable variance σ 2 = N0 /2 volts2 . The resultant observed vector x =
si + w = [x1 x2 ]T is displayed in a scatter plot.
As in the case of Simulation 5.1, this simulation is incomplete in the sense that we
are not still able to map the decision variables x1 and x2 into one of the transmitted
symbols. We shall be able to complete the receiver structure with the study presented
in the next section.
Run the simulation using its default settings and try to construct the signal space
representation showing the signal-vectors labels, their correct coordinates and the
bits that they represent. To do this it is recommended that you stop the simulation
as soon as you have obtained all the information about a given symbol. Restart the
simulation to collect the information about the next symbol and so on. You will
obtain the constellation shown in Fig. 5.11. Note that the symbols are not being
mapped according to the conventional binary sequence. The Gray labeling (or Gray
mapping) is being used. This mapping rule will become clear when we analyze the
relation between the symbol error probability and the bit error probability. Just to
give you a clue, note that if the decision is made in favor of a symbol that is the
nearest neighbor of the symbol that was actually transmitted, this will produce just
one bit error.
Now increase the noise vector variance to 0.01 V2 and run the simulation. If
you prefer, disable the Run in Real Time option via the Simulation → Simulation
Properties tab. Note that random values of the noise vector w are being added to the
signal-vectors si , moving the resultant observed vector x to positions different from

Fig. 5.11 Constellation used by Simulation 5.2
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the original. Figure 5.12 shows a single possible realization of the signal-vector s1 ,
the noise vector w and the resultant observed vector x. This figure further illustrates
the effect of the noise in the decision variables in the observed vector x.
Observe that in this simulation we are not using any waveform in the sense
that the actual waveforms that represent the transmitted symbols, the noise and the
received signals are not being generated. This is indeed the motivation for using the
vector AWGN channel model. Observe also that the simulation frequency is 1 Hz,
just the necessary value to generate one bit per second. However, this configuration
could be used for simulating a real system operating at, say, 10 Mbit/s. What we just
have to do is to calibrate the symbol energy and the noise variance according to the
real system, no matter the rate adopted in the simulation.

Fig. 5.12 Example of a single realization of the vectors s1 , w and x

A low simulation frequency decreases the computational burden and, as a consequence, reduces the simulation time. Be aware that the simulation frequency
does not correspond to a real time of one sample per second, unless you configure this option via the Simulation → Simulation Properties tab. Each sample
is generated and processed according to the speed of the processor of your computer. Note that if the simulation is heavy in terms of the number and complexity of operations executed in each simulation step, the resultant simulation time
increases.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

5.8 Generalized Maximum Likelihood Receiver
In this section we shall develop the optimum receiver for detecting and estimating
a received symbol, considering that it was transmitted over a distortionless AWGN
channel. Likewise Chap. 4, Sect. 4.2.5, this receiver will be developed under the
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maximum likelihood (ML) decision rule. Nevertheless, here the concepts are generalized for an M-ary, N -dimensional signaling for any M and N .
We start by writing the textual form of the maximum a posteriori (MAP) decision
rule: given the observation vector, decide in favor of a symbol if the probability that
this symbol was sent is greater than the probability that any other symbol was sent.
This criterion seems to be quite obvious and, in fact, it minimizes the probability of
a decision error. In mathematical terms we can write:
decide for m̂ = m i if P [m k |x] is maximum for k = i.

(5.37)

Applying Bayes rule to the a posteriori probability P[m k |x] we can write:
decide for m̂ = m i if

f x (x|m k ) pk
is maximum for k = i,
f x (x)

(5.38)

where pk = P[m k ] is the a priori probability of sending the symbol m k . Since the
total probability density f x (x) does not depend on the index k, it does not influence
the decision. Furthermore, for equally-likely symbols, the probability pk = 1/M
will not influence the decision. Then we have
decide for m̂ = m i if f x (x|m k ) is maximum for k = i.

(5.39)

The decision criterion described by (5.39) is the general form of the maximum
likelihood (ML) decision rule, whose name is now justified in a more clear form as
compared to what was done in Chap. 4, Sect. 4.2.5. Additionally, if we consider a
binary one-dimensional signaling, note that (5.39) is converted into the same ML
rule derived in Chap. 4.
Substituting the likelihood function defined by (5.32) in (5.39) we have:
⎡

⎤
N

1
2
x j − sk j ⎦ is maximum for k = i. (5.40)
decide for m̂ = m i if exp ⎣−
N0 j=1
In (5.40) we have drop the constant (π N0 )−N /2 because it does not depend on the
index k. By recalling that the logarithm of a number is a monotonically increasing
function of this number, we can avoid the exponential in (5.40) by taking its natural
logarithm. From this point on, the likelihood function becomes the so-called loglikelihood function. Then we can write the decision rule as:
decide for m̂ = m i if −

N
1 
(x j − sk j )2 is maximum for k = i.
N0 j=1

(5.41)

In (5.41) we identify that for a negative number to be maximum, its value must
be minimum. This leads to:
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decide for m̂ = m i if

N


x j − sk j

383
2

is minimum for k = i.

(5.42)

j=1

The decision rule expressed by (5.42) has a very important meaning that will be
extensively explored in the remaining of this book, whenever the maximum likelihood decision criterion is invoked. Interpreting (5.42) we see that the decision is
made in favor of the symbol that is closer to the observed vector in terms of the
Euclidian distance. To better understand the impact of this interpretation, consider
the two-dimensional quaternary signaling depicted in Fig. 5.13. A single realization
of the observed vector x is also shown in this figure. It is clear that the Euclidian
distance from x to s1 is smaller than from x to any other signal-vector. According
to the ML decision rule just described, the receiver will decide in favor of s1 . Generally speaking, for equally-likely symbols the Euclidian distance from x to a given
signal-vector si will be the smallest if x lies in the decision region Ri .

Fig. 5.13 Interpretation of the maximum likelihood decision rule

Now we just to have to convert the decision rule given in (5.42) into a block
diagram to complete the receiver depicted in Fig. 5.8. The resultant diagram will
correspond to the rightmost block in this figure. By expanding (5.42) we can write:
decide for m̂ = m i if

N


x 2j − 2

j=1

N

j=1

x j sk j +

N


sk2j is minimum for k = i. (5.43)

j=1

Due to the fact that the first term in (5.43) does not depend on the index k, we
can simplify:
⎡

⎤
N

1
2
decide for m̂ = m i if − 2 ⎣
x j sk j −
sk j ⎦ is minimum for k = i, (5.44)
2
j=1
j=1
N
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which finally leads to the ML decision rule:
decide for m̂ = m i if

N

j=1

1 2
s is maximum for k = i.
2 j=1 k j
N

x j sk j −

(5.45)

The first term in (5.45) corresponds to the inner product between the observed
vector x and all possible signal-vectors {sk }, k = 1, 2, . . . , M. The second term
is simply half of the energy of the k-th signal-vector. The realization of (5.45) can
be finally added to the bank of correlators to form the generalized maximum likelihood decision receiver shown in Fig. 5.14. This receiver implements a symbol-by
symbol decision and is optimum in the sense that it minimizes the probability of a
decision error for any M-ary, N -dimensional signaling with equally-likely symbols
over an AWGN channel. As we shall see in Chap. 6, this receiver is also a coherent
detection receiver in the sense that the base-functions must be exactly reproduced
at the receiver side at each symbol interval. This concept will become clearer at the
very beginning of Chap. 6, but for now one can take Example 5.1 as reference for
an initial understanding of it. There, the resultant base-functions are two sinusoidal
waveforms, which means that we are dealing with a modulated (passband) signal.
It is not enough to generate these base-functions at the receiver side with the same
frequency used by the transmitter. We also need to generate them in phase (or, more
precisely, in phase coherence) with the corresponding base-functions used at the
transmitter.
In Fig. 5.14 the block S/V (scalar-to-vector) just forms a bus with N lines, each
line carrying an element of the observed vector x. If, for example, x is closer to s3
than to any other symbol in terms of the Euclidian distance, the third output of the
summing operations will be greater than the others and the receiver will decide in
favor of symbol m 3 , which will be mapped into the corresponding data bits.
The diagram shown in Fig. 5.14 can be converted into any ML receiver through
simplifications. In other words, given a specific signaling scheme, the corresponding
receiver is derived from the generalized structure given in Fig. 5.14 by removing
redundant blocks and by simplifying the remaining ones so that the final receiver
becomes as simple as possible.

Fig. 5.14 The generalized maximum likelihood decision receiver
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The equivalence between the correlation receiver and the matched filter receiver
analyzed in Chap. 4 still holds here and we can substitute the correlators in Fig. 5.14
by the corresponding matched filters having impulse responses
h j (t) = φ j (T − t), j = 1, 2, . . . , N .

(5.46)

Simulation 5.3 – Generalized ML Receiver
File – CD drive:\Simulations\Space\ML receiver.vsm.
Default simulation settings: Frequency = 120 Hz; End = 100 seconds.
Transmitter output ON. Symbol rate: 10 symbols per second (sps).
Noise ON. Noise power spectral density: 8 dBm/Hz.
Open the simulation file indicated above and note that this experiment is very
similar to Simulation 5.1, except by the fact that a slightly different quaternary
signaling is being used and the receiver is almost complete, i.e. the ML receiver
structure shown in Fig. 5.14, except the symbol-to-bit demapping, is implemented
according to the specifics of the signaling scheme adopted here. Refer to Simulation 5.1 to recall the functions of all blocks on the left of, and including the,
“Detection” block.
Observe that a shortcut to the file “c:\DAT\4-ary.map” is given in the simulation
worksheet. This file defines the look-up-table (LUT) rule used to map each random
and equally-likely symbol into its coordinates. Using this shortcut you can access
the map file and modify it if you want to test a different constellation. Observe also
that a PSD plot block is available, permitting the visualization of the power spectral
density of the transmitted signal.
The values of the symbol coordinates are given in Table 5.1, normalized for a
symbol rate of R = 1/T = 1 sps. The actual symbol coordinates depend on the
symbol duration and are determined from Table 5.1 according to:
√
si j ← si j T , i = 1, 2, . . . , M. j = 1, 2, . . . , N .

(5.47)

The average symbol energy can be determined by applying (5.47) in (5.13) and
the result in (5.2), with pi = 1/M = 1/4, as shown by:

 
 



1.5
−1
1 
1.5 1.5 ×
E=
T + −1 1 ×
T
4
1.5
1
 
  :




−2
2
+ −2 −2 ×
T + 2 −1 ×
T = 4.875 × T Joules (5.48)
−2
−1
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The average transmitted power is P = E/T = 4.875 watts. Run the simulation
using its default settings and verify the value of P and the validity of (5.48).
Now let us describe the blocks that were missing in Simulation 5.1, but are
present here. The output of the “Detection” block contains the values of the decision variables x1 and x2 that form the observed vector x. These variables enter
the “Decoding” block that will map x into the estimated symbol. According to
Fig. 5.14 and to the specifics of the signaling scheme adopted, the “Decoding”
block must have four inner product and subtracting arms.2 The values of si1 and
si2 used for computing the symbol energies and for the inner product calculations
are extracted from the constellation map defined by the file “c:\DAT\4-ary.map”,
according to (5.47). The remaining blocks select the symbol index corresponding to the largest value among the outputs of the inner product and subtracting
arms.
Table 5.1 Normalized (R = 1 sps) symbol coordinates: original constellation
Symbol index
si1
si2
1
2
3
4

1.5
−1
−2
2

1.5
1
−2
−1

Finally, the estimated symbols are compared to the transmitted ones and an estimate of the symbol error rate (SER) is performed by dividing the number of symbol
errors by the number of transmitted symbols during the simulation interval. As we
already know, this is a typical Monte Carlo simulation in which the variance of the
estimated parameter (the SER) gets smaller as the number of symbol errors becomes
larger.
By running the simulation using the default settings you can see that no symbol errors occur, since the “noise clouds” corresponding to the scatter plot of the
observed vector do not overlap. If the transmission rate, the noise PSD or both are
increased, the “noise clouds” will tend to overlap and, as a consequence, symbol
errors will begin to occur.
Unfortunately, we are not still able to derive the theoretical symbol error rate for
the system at hand to compare with simulated results. This will be done in the next
section, when this simulation will be revisited with this purpose.
Now you are able to interact with the simulation on your own. However, it is
recommended that Simulation 5.1 is revisited, since some propositions made there
can also be explored and complemented here.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the

2 In practice just one arm can be implemented and reused, as long as the computations can be
performed in one symbol interval.
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simulation parameters and try to reach your own conclusions. Open the constellation
map file and, after verifying that it has an exact correspondence with Table 5.1,
create a new constellation and conduct your own tests.

5.9 Error Probability Analysis
In this section we concentrate on the analysis of the probability of a decision error
for an M-ary, N -dimensional signaling in general. We begin with the study of two
simple, but useful properties of symbol error probability invariance. Then we study
the translation of a constellation to a situation where the average symbol energy is
minimized. In the sequel we apply the union bound for estimating the symbol error
probability from a given constellation geometry and noise density. Finally we discuss the relation between the symbol error probability and the bit error probability
and its dependence on the bit-to-symbol mapping rule.

5.9.1 Rotation and Translation Invariance of the Error Probability
We have seen that the Euclidian distance between a pair of signal-vectors in a
constellation plays the major role in what concerns the probability of a decision
error. In fact, if the relative Euclidian distances among any pair of symbols are kept
unchanged, no matter the spatial position of the whole constellation, the average
symbol error probability will remain the same. More specifically, the symbol error
probability is invariant with the rotation or the translation in the signal space. This
is a consequence of the maximum likelihood criterion which, according to (5.45), is
inherently a distance-based rule.
The translation and rotation operations are illustrated in Fig. 5.15 for a twodimensional, quaternary constellation. A translation can be realized by adding a
vector a to each original signal-vector. Each element in a is associated to the translation in the corresponding axis. The resultant symbols si  will be
si = si + a.

(5.49)

The translated constellation in Fig. 5.15 was generated with a = [0.5 0.5]T .
A rotation by θ degrees counter-clockwise is performed through the operation
si = Qsi , where Q =



cos(θ ) − sin(θ )
.
sin(θ ) cos (θ )

(5.50)

For Q to be valid, the product QT × Q = I, where I is a 2 × 2 identity
matrix. The rotated constellation in Fig. 5.15 was generated by using θ = π/2
in (5.50).
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Fig. 5.15 Illustration of the translation and rotation operations

We observe that both translation and rotation keep the relative Euclidian distances between symbols unchanged, thus maintaining the symbol error probability
the same. A rigorous proof of the invariance of the symbol error probability to rotation and translation can be found in [3, Sect. 1.4.1].

5.9.2 Minimum Energy Constellation
Since the probability of symbol error depends on the relative position of the symbols
in the Euclidian space, there exists a specific position that corresponds to the minimum average symbol energy. We call the resultant constellation a minimum energy
constellation. A given constellation can be translated to its minimum energy version
by subtracting a vector of mean values from each signal-vector. Let us define this
vector of mean values as
E [s] =

M


pi si .

(5.51)

i=1

2 3
The symbols si  , i = 1, 2, . . . , M of the minimum energy constellation will
be generated from the original symbols {si } by computing
si = si − E [s] .

(5.52)

We can interpret the translation to the minimum energy as a process that removes
from each symbol a value equivalent to the DC component in each dimension. It is
left to the reader to prove that (5.52) really translates a constellation to its minimum
energy situation.
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Simulation 5.4 – Constellation Rotation and Translation
File – CD drive:\Simulations\Space\ML receiver.vsm.
Default simulation settings: Frequency = 120 Hz; End = 100 seconds.
Transmitter output ON. Symbol rate: 10 symbols per second (sps).
Noise ON. Noise power spectral density: 8 dBm/Hz.

In this experiment we revisit the simulation file used in Simulation 5.3, now with
the aim of analyzing the invariance of symbol error probability with the constellation rotation and translation. We shall also analyze the process of translating the
constellation to its minimum energy.
Recall that the original constellation mapping rule follows Table 5.1. Before
opening the simulation file, let us determine if this mapping corresponds or not to a
minimum energy constellation. We do this by computing the vector E[s] in (5.51)
and making use of (5.47) with T = 1/R = 0.1 seconds, as shown by:
1
1 √
si T =
4 i=1
4
4

E[s] =




      

√
1.5
0.04
−1
−2
2
0.1 ∼
+
.
+
+
=
1.5
−0.04
1
−2
−1
(5.53)

Since E[s] is different from zero, the constellation is not a minimum energy constellation. Nevertheless, notice that the components of E[s] are small, which means
that the DC value in the transmitted signal is also small. To verify this, open the
simulation file indicated in the header, run it and observe the PSD of the transmitted
signal. Maybe you will not be able to identify any discrete component at f = 0,
though it exists.
Let us translate the constellation to its minimum energy version. Using the coefficients of {si } given in Table 5.1, modified according to (5.47) for T = 1/R = 0.1
seconds, and E[s] given in (5.53) we shall obtain from (5.52):
s1 = [0.435
s3 = [−0.672

0.514]T
− 0.593]T

s2 = [−0.356
s4 = [0.593

0.356]T
− 0.277]T .

(5.54)

The average symbol energy considering the signal-vectors in (5.54) can be computed as E min = 0.484 Joule. We have already determined the average symbol
energy for the default constellation map in Table 5.1. Recall from (5.48) that for
R = 10 sps, E = 0.4875 Joule. Observe that the difference between the minimum
energy and the original energy is indeed very small, as indicated by the small values
in E[s] computed in (5.53).
We can replace the coordinates in the map file “c:\DAT\4-ary.map” by those
corresponding to the minimum energy situation. However, first we must undo the
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normalization of the coordinates in (5.54) for R = 10 sps. This is done by dividing
each coordinate in (5.54) by (1/R)1/2 = 0.316, resulting in:
s1 = [1.375

1.625]T

s3 = [−2.125

− 1.875]T

s2 = [−1.125
s3 = [1.875

1.125]T
− 0.875]T .

(5.55)

Save the new file and run the simulation. Observe that the average symbol energy
is approximately 0.484 Joule. Observe the transmitted signal PSD and note that no
discrete component appears.
Now, restore the simulation to its default settings by closing it without saving and
then opening it again. Be sure that the default constellation map given in Table 5.1
is being used. Increase the simulation time to 1,000 seconds and increase the noise
PSD to 18 dBm/Hz. Run the simulation and, after it ends, record the value of the
symbol error rate (SER), which will be around 0.013.
Replace the coordinates in the map file “c:\DAT\4-ary.map” by those in Table 5.2.
As a result you will have a constellation translated by a = (T )1/2 × [0.5 0.5]T =
[0.158 0.158]T . Rerun the simulation and observe that the SER is again around
0.013. Since this situation corresponds to a more pronounced constellation translation, E[s] = [0.198 0.118]T , a value much higher than that analyzed for the original
constellation. As a consequence, the DC value in the transmitted signal is easily
detectable. This can be verified through the PSD of the transmitted signal. Notice
that it is clear the presence of a discrete spectral component at f = 0.
Now replace the coordinates in the map file “c:\DAT\4-ary.map” by those in
Table 5.3. As a result you will have a constellation rotated π/2 radians counterclockwise. Rerun the simulation and note, again, that the value of the SER is approximately equal to 0.013. The situations investigated according to this paragraph and
the two preceding ones demonstrate the validity of the invariance of the symbol
error probability with the rotation and the translation of the constellation.
Table 5.2 Normalized (R = 1 sps) symbol coordinates: translation via a = [0.5 0.5]T
Symbol index
si1
si2
1
2
3
4

2
−0.5
−1.5
2.5

2
1.5
−1.5
−0.5

Table 5.3 Normalized (R = 1 sps) symbol coordinates: π/2 rotation
Symbol index
si1
si2
1
2
3
4

−1.5
−1
2
1

1.5
−1
−2
2
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Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

5.9.3 The Union Bound for Symbol Error Probability Estimation
Sometimes the computation of the exact symbol error probability is not as straightforward as in the binary case considered in Chap. 4. To elaborate a little bit more
on this subject, recall that the maximum likelihood receiver decides in favor of the
symbol that is closest to the observed vector, which corresponds to decide in favor
of the symbol associated to the decision region where the observed vector lies (see
Fig. 5.13). Given that the transmitted symbol was m i , the probability of a correct
decision Pc (m i ) = 1 − Pe (m i ) is the probability that the observed vector x lies in the
decision region Ri . This probability corresponds to the integration of the associated
conditional probability density function f X (x|m i ) within the boundaries determined
by region Ri and weighted by the a priori probability of m i . The average symbol
error probability for equally-likely symbols is then

Pe = 1 − Pc = 1 −

M 
1 
f x (x|m i ) dx.
M i=1 Ri

(5.56)

To see where problems can arise, consider for example the two-dimensional, quaternary signaling whose likelihood functions are depicted in Fig. 5.9. The computation of the probability of a correct decision given that the symbol m 1 was transmitted
involves a two-dimensional integral in which the limits are the boundaries of the
decision region corresponding to m 1 . Now imagine a more complex N -dimensional
constellation with M symbols. The mathematical treatment in this situation can be
very hard and even impossible.
The scenario just described is the main motivation for the adoption of tools that
simplify the computation of the symbol error probability. One of these tools is the
union bound. It represents an elegant, yet relatively precise way of avoiding complex
mathematical manipulations by working geometrically in the signal constellation. In
what follows we describe this tool.
We can state that the probability of symbol error given that message m i was sent
is the probability of occurrence of all events Aik in which the observed vector is
closer to any other symbol sk , k = i than to si . In mathematical terms we have
⎤
M

⎥
⎢
Pe (m i ) = P ⎣ Aik ⎦ .
⎡

i=1
i=k

(5.57)
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Let us define the pair-wise error probability P[si , sk ] as the probability that the
observed vector is closer to sk than si , that is, P[si , sk ] is the binary error probability
of deciding in favor of m k when m i is sent. From Chap. 1, Sect. 1.2, recall the axiom
which states that the probability of a union of events is less than or equal to the sum
of the probabilities of occurrence of the individual events. Applying this axiom we
can rewrite (5.57) as
Pe (m i ) ≤

M


P [si , sk ] .

(5.58)

i=1
i=k

Since P[si , sk ] involves only two signal-vectors, we can apply the
one-dimensional binary error probability analysis presented in Chap. 4, Sect. 4.2.4.
Moreover, we can apply the invariance of the symbol error probability with rotation and translation to draw the schematic representation of the binary decision
shown in Fig. 5.16, no matter the original positions of the vectors si and sk in the
N -dimensional Euclidian space.
Assuming equally-likely symbols, the pair-wise error probability can be computed from the area indicated in Fig. 5.16. Then, still using a result from Chap. 4,
Sect. 4.2.4 we have
P [si , sk ] = P [Y > dik /2]


1
dik /2
= erfc √ √
2
2 N0 /2


dik
1
.
= erfc √
2
2 N0

(5.59)

With this result in (5.58) and taking the average over all symbols according to
(5.4) we finally have the following expression of the union bound on the symbol
error probability for an N -dimensional, M-ary constellation:


M M
1 
dik
.
Pe ≤
pi erfc √
2 i=1 k=1
2 N0

(5.60)

k=i

Expression (5.60) states that the actual symbol error probability of a given system will be equal to or smaller than that predicted by the bound. Although this
bound is often very loose for low signal-to-noise ratios, it becomes tighter as the
SNR increases. This means that we can trust that the symbol error probability computed via (5.60) will be approximately equal to, or slightly grater than the actual
Pe for large values of E b /N0 . Fortunately, error probabilities of interest in practice

5.9

Error Probability Analysis

393

Fig. 5.16 Illustration of the pair-wise decision problem

are often in the regions of relatively high E b /N0 , where the union bound is more
accurate.
High values of E b /N0 correspond to high values of the argument of the complementary error function in (5.60). Recall that the complementary error function has a
“waterfall” behavior, which means that in the region of large arguments, large variations in the value of erfc(u) are produced for small changes in the value of u. From
this interpretation we can conclude that the larger values of Euclidian distances
operated in (5.60) will contribute with very low values of error probabilities, having
a minor effect in the total estimated value of Pe , as long as E b /N0 is high enough.
For this reason it is usual to consider only the errors for the nearest-neighbor symbols when applying (5.60). This will simplify computations, yet producing reliable
results for high values of E b /N0 .
A good side effect of the adoption of errors only for the nearest neighbors is that,
in some cases, the estimated values of Pe via the union bound will become tighter,
and even lower than the actual performance for low values of E b /N0 . We say “in
some cases” because results obtained from the union bound are highly dependent
on the constellation geometry.
An approximation that works in many cases corresponds to consider the average
between the union bound using the nearest neighbors and the union bound using all
symbols in a constellation. For most cases this will result in a curve that is also close
to the actual performance curve for low values of E b /N0 .

Example 5.2 – Let us apply the union bound to the constellation considered in
Simulation 5.3, assuming a symbol rate R = 10 sps. From Table 5.1 and expression
(5.47) we shall have the following signal-vectors:

s1 =


0.474
0.474



−0.632
s3 =
−0.632



−0.316
0.316


0.632
s4 =
.
−0.316
s2 =



(5.61)
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The pair-wise Euclidian distances can be computed via (5.14), resulting in:
d12 = 0.806,
d21 = 0.806,

d13 = 1.565, d14 = 0.806,
d23 = 1,
d24 = 1.14,

d31 = 1.565,
d41 = 0.806,

d32 = 1,
d42 = 1.14,

d34 = 1.304,
d43 = 1.304.

(5.62)

Assume that the two-dimensional (complex) unilateral noise PSD is 18 dBm/Hz.
This value corresponds to the unilateral noise PSD of 15 dBm/Hz, corrupting the
real and the imaginary parts of the transmitted signal. Then, the average noise power
corrupting the decision variables x1 and x2 will be 0.001 × 1015/10 = 0.032 watts.
Since this value corresponds to the theoretical value of N0 /2 watts when a bilateral
noise PSD is considered, we obtain N0 = 2 × 0.032 = 0.063 watts/Hz. Substituting
the Euclidian distances given in (5.62) and this value of N0 in (5.60), assuming
equally-likely symbols, after some simple calculations we shall obtain the average
symbol error probability
Pe ∼
= 0.014.

(5.63)

If we consider symbol errors only to the nearest neighbors in the expression of
the union bound, we shall find Pe ∼
= 0.012, which is approximately equal to the
value obtained by considering errors for all symbols. This approximation would
have been even better if we had considered a lower value for the noise PSD.

Simulation 5.5 – Verifying the Validity of the Union Bound
File – CD drive:\Simulations\Space\ML receiver.vsm.
Default simulation settings: Frequency = 120 Hz; End = 100
seconds. Transmitter output ON. Symbol rate: 10 symbols per second
(sps). Noise ON. Noise power spectral density: 8 dBm/Hz.
This experiment complements Example 5.2. Again we are going to use the simulation file considered in Simulation 5.3, aiming at comparing a theoretical value for
the probability of symbol error with a simulation result.
Open the simulation file indicated above and run it using the default settings.
From (5.48), the theoretical value of the average symbol energy is E ∼
= 0.488
Joule. Confirm that this vale holds in the simulation. The average bit energy is then
E b = E/2 ∼
= 0.244 Joule. For a two-dimensional (complex) unilateral noise PSD
of 18 dBm/Hz, from Example 5.2 we have N0 = 0.063 watts/Hz. Then we have
E b /N0 ∼
= 5.81 dB.
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Figure 5.17 shows the union bound on the symbol error probability as a function
of E b /N0 and some simulation results. First observe that the union bound converges
to the actual system performance as the value of E b /N0 increases. The point beyond
which this convergence occurs is highly dependent on the constellation geometry.
This means that it can happen for even higher values of E b /N0 .
For the case at hand, the theoretical bound and the simulation results agree for
E b /N0 ∼
= 5.81 dB. Increase the simulation time to 1,000 seconds and set the noise
PSD to 18 dBm/Hz. Run the simulation and observe that the estimated symbol error
rate (SER) is around 0.013, a value very close to the Pe ∼
= 0.014 predicted via the
union bound.
Just as a complement, it is informative to know how the union bound in (5.60)
can be plotted as a function of E b /N0 (in dB), so that plots like Fig. 5.17 can be
constructed:
⎛
⎞
M M
d
1 
ik
⎠.
pi erfc ⎝ 
Pe (E b /N0 ) =
E b /N0
2 i=1 k=1
2 10 10 E b

(5.64)

k=i

Fig. 5.17 Comparison between the union bound and a simulation

Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
As an exercise, convert the remaining values of noise PSD to E b /N0 and extract
the corresponding theoretical values of SER from Fig. 5.17 or from (5.64). Compare
the simulation results with these values.
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5.9.4 Symbol Versus Bit Error Probability
Except for the binary case, where symbol error rate and bit error rate3 are equal
to one another, for an M-ary signaling the relation between these two performance
measurements does not exist in a general form. The main reason for this is that different symbol errors can correspond to different numbers of wrong bits, depending
on the bit-to-symbol mapping rule, the a priori symbol probabilities and the constellation geometry. To elaborate a little bit more on this topic, the investigation of
limiting hypothetical situations can give us interesting insights on more specific real
cases. Using this approach, let us analyze the two scenarios depicted in Fig. 5.18,
where both boxes represent excerpts of three nearest-neighbor symbols of a 64-ary
two-dimensional constellation.

Fig. 5.18 Hypothetical scenarios for analyzing the relation between Pe and Pb

Suppose that the average symbol error probability in both cases is Pe = 1×10−3 .
Now suppose that s1 was the only symbol transmitted and that the signal-to-noise
ratio is high enough to cause errors predominantly for s2 or s3 with equal probability.
For each 2,000 transmitted symbols, 2 symbols on average will be decided in error,
one in favor of s2 and the other in favor of s3 . In what concerns the bit error rate, for
scenario (a) we shall have BER = (5+6)/12, 000 ∼
= 0.92×10−3 ∼
= Pe . For scenario
(b) we shall have BER = (1 + 1)/12, 000 ∼
= 1.67 × 10−4 ∼
= Pe /6 = Pe / log2 M.
From these two scenarios and from the didactical hypothesis adopted we can
conclude that if the signal-to-noise ratio is high enough to cause errors predominantly to the nearest-neighbor symbols and if these symbols differ in only one bit
position, the bit error rate will tend to the lower limit of Pe / log2 M. As the number
of positions in which nearest-neighbor symbols differ is increased, the bit error rate
also increases, tending to the upper limit of Pe , a situation that will occur only when
a binary signaling is considered. Generally, this upper limit is (M/2)Pe /(M − 1)
[4, p. 507]. Then we can write the range for the bit error probability as

3 We must be aware about the use of the terms bit error rate (BER) and symbol error rate (SER)
as representative of estimates of the bit error probability Pb and the symbol error probability Pe ,
respectively. However, with this in mind we can use BER and Pb as well as SER and Pe interchangeably.
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MPe
Pe
≤ BER ≤
.
log2 M
2M − 2

(5.65)

Whenever possible, the well-known Gray mapping can guarantee that the labels
of nearest-neighbor symbols differ in only one bit position. In fact, the number of
ways that k bits are attributed to a symbol so that nearest-neighbor labels will differ
in one bit position increase as k increases. Nevertheless, the number of different bit
positions in symbols which are further distant will also affect the bit error rate. In
[1] it is demonstrated that the widely-used binary reflected Gray code (BRGC) is
optimum in the sense of minimizing the bit error rate. Here we shall refer to the
BRGC simply as Gray code, Gray mapping or Gray labeling.
Example 5.3 – Our task in this example is to use an optimum bit-to-symbol mapping rule in two distinct constellations so that the bit error rate is minimized. In
the first constellation 8 symbols form a circumference and in the second constellation 16 symbols are placed in a square grid. For the 8-ary constellation we can use
a sequential map, i.e. we can directly apply a three-bit Gray code sequentially,4
starting from any symbol. A simple rule for generating the Gray code of order
k = log2 M is by means of binary reflection [1]. This is a recursive process following
the steps indexed by z = 1, 2, . . . , k, as explained below:
Table 5.4 Binary reflection for generating a Gray code of order k = 3
C1
C2
C3
c(1)
c(2)
c(3)
c(4)
c(5)
c(6)
c(7)
c(8)

0
1

00
01
11
10

000
001
011
010
110
111
101
100

Table 5.5 Karnaugh map used to Gray-encode a square constellation
00
01
11
10
00
01
11
10

0000
0100
1100
1000

0001
0101
1101
1001

0011
0111
1111
1011

0010
0110
1110
1010

1. To the binary labeling of order z, denoted by the column vector Cz = [c(1)c(2) . . .
c(2z )]T , where the elements are row vectors, we append a sequence of row
4

A Gray counter routine for Mathcad is provided in Appendix A.9.
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Fig. 5.19 Gray-mapped 16-ary square constellation

vectors formed by repeating the codewords of Cz in reverse order, resulting in the
column vector Cz+1 = [c(1)c(2) . . . c(2z )c(2z ) . . . c(2)c(1)]T . The initial labeling
is C1 = [c(1)c(2)] = [0 1]T .
2. To this new vector of binary row vectors, an extra column vector is added to
the left. This extra vector is 0 for the first half of the 2z+1 vectors and 1 for the
second half.
3. We go on until z + 1 = k.

This process is illustrated in Table 5.4 for k = 3.
For the 16-ary square constellation we can use a 4 × 4 Karnaugh map, as shown
in Table 5.5, where the head row and the head column are filled-in with a 2-bit Gray
code and the remaining cells are the augment of the two bits from the corresponding
row and the two bits from the column.
The resultant 8-ary constellation using an adequate Gray mapping was already
presented in Fig. 5.11. In the case of the 16-ary square constellation, the set of 4-bit
words in Table 5.5 was just placed over the symbols, resulting in the constellation
shown in Fig. 5.19.

Now consider the case of M-ary orthogonal signaling with equally-likely and
equal energy symbols carrying k = log2 M bits. The signal constellation will be
composed by equidistant symbols on a hyper-sphere. The simplest case is the binary
orthogonal signaling where each of the two symbols is placed over each of the two
orthogonal axes. It is apparent that the bit-to-symbol mapping has no influence in
the relation between the symbol error rate and the bit error rate, but this relation
needs to be established anyway. We start by noticing that the conditional symbol
error probability Pe (m i ) is the same for any symbol m i . Then we can write
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1 
Pe (m i ) = Pe (m i ).
M i=1

(5.66)

Since symbols are equidistant, the conditional symbol error probability will be
(M − 1) times the probability of a specific symbol error, which we shall denote as
P(m i , m k ) just to differ from the pair-wise error probability P[si , sk ] defined in the
context of the union bound. P(m i , m k ) is the probability that the observed vector
x is closer to sk than to any other signal-vector. P[si , sk ] is the probability that the
observed vector x is closer to sk than to si . Then we have
Pe (m i ) = (M − 1)P(m i , m k ), ∀k = i.

(5.67)

Combining (5.66) and (5.67) we can write that symbol errors will occur with
equal probabilities given by

P (m i , m k ) =

Pe
Pe
= k
.
M −1
2 −1

(5.68)

We shall continue this analysis with the help of an example.
Example 5.4 – Consider an 8-ary orthogonal signaling in which the symbols are
mapped into bits according to Table 5.6. Observe that there are 4 cases, or 2k−1
cases in general, in which a symbol error corresponds to the error in a particular
bit. For example, take symbol m 1 as reference. The errors to m 2 , m 4 , m 6 , and m 8
correspond to an error in the rightmost bit, from 0 to 1. Then, the probability of a
bit error is 2k−1 times the probability of a specific symbol error, that is,

BER = 2k−1 P(m i , m k ) =

MPe
2k−1 Pe
=
.
2k − 1
2M − 2

(5.69)

Expression (5.69) establishes the relation between the symbol error rate and the
bit error rate for an M-ary orthogonal signaling scheme with equally-likely and
equal energy symbols. Note that for large M, this relation approaches BER ∼
= Pe /2.
Not coincidentally, the relation established in (5.69) corresponds to the upper
limit for the BER given in (5.65). It is left to the reader to use the reasoning adopted
in the derivation of (5.69) to justify the upper limit in (5.65).
Note also from Table 5.6 that the cases in which there are 2 bits in error when
a symbol error occurs is reduced to 2, or 2k−2 in general. Then, similarly to what
we have done to derive (5.69), the probability of two bits in error will be given by
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Table 5.6 Bit-to-symbol mapping for an 8-ary orthogonal signaling
Symbol
k-bit word
m1
m2
m3
m4
m5
m6
m7
m8

000
001
010
011
100
101
110
111

2k−2 P(m i , m k ), a result that is different from (BER)2 . This means that, although
symbol errors are independent, bit errors are not.

Expression (5.69) can be determined in a more formal and generic way. Suppose
that b bits are in error for a given specific k-bit symbol error. According to the
binomial coefficient given in Chap. 1, there are NC ways in which this can happen,
where NC is given by
 
k!
k
.
Nc =
=
b
b!(k − b)!

(5.70)

The quantity bNC is the total number of wrong bits due to symbol errors
that produce b wrong bits. Since a specific symbol error occurs with probability
Pe /(M − 1), the average bit error probability is given by
Pb =

 
k
k  
Pe  k b
1
Pe
k
=
b
b M −1
k b=1
M − 1 b=1 b k

k
k
b
Pe 
k!
(k − 1)!
Pe 
=
M − 1 b=1 b!(k − b)! k
M − 1 b=1 (b − 1)!(k − b)!


k 
k−1 
Pe  k − 1
Pe  k − 1
=
.
=
b−1
b
M −1
M −1

=

b=1

(5.71)

b=0

The binomial theorem [2, p. 12] states that
(x + y)z =

z  

z
b=0

b

x z−b y b .

(5.72)

If we make k − 1 = z in (5.71) and apply (5.72) with x = y = 1 we obtain
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k−1 
Pe  k − 1
Pe
2k−1 ,
=
b
M − 1 b=0
M −1

(5.73)

which is the result given by (5.69).

Simulation 5.6 – Symbol Error Rate versus Bit Error Rate
File – CD drive:\Simulations\Space\ML receiver BER.vsm
Default simulation settings: Frequency = 2 Hz; End = 100, 000
seconds. Auto Restart enabled. Symbol mapping file “c:\DAT\4-ary.
map” following Table 5.1.
This experiment aims at verifying the influence of the bit-to-symbol mapping rule
on the relation between the symbol error rate and the bit error rate.
Open the simulation file indicated above and note that the diagram is very similar
to that used in Simulation 5.5, except by the fact that now the bit error rate (BER) is
being investigated instead of the symbol error rate.
Random bits are generated and feed the complex modulator responsible for generating the symbols according to the original constellation given in Fig. 5.15. The
transmitted signal goes through an AWGN channel whose values of E b /N0 are automatically set. A bank of two correlators composes the detection block. Four inner
product and energy compensation arms compose the decoding part of the receiver.
The estimated symbols are then mapped back into the bits they represent.
A complete automated process permits that the estimated BER is plotted against
several values of E b /N0 in dB. The BER estimates can also be compared to the
theoretical union bound on the bit error probability obtained by dividing (5.64) by
log2 4 and considering equally likely symbols, yielding
⎛
⎞
4
4 

dik
1
⎠.
erfc ⎝ 
Pb (E b /N0 ) =
E b /N0
16 i=1 k=1
10
2 10
Eb

(5.74)

k=i

To speed up the simulation, the transmission rate was chosen to be Rb = 2 bps.
Then, from (5.48) the average symbol energy is E = 4.875 Joules, resulting in
Eb ∼
= 2.438 Joules. The Euclidian distances operated in (5.74) are those obtained
from the original constellation shown in Fig. 5.15.
We have seen that by adopting the Gray mapping in adjacent symbols we can
minimize the bit error probability. The best mapping for the constellation at hand
is governed by Table 5.7, which is slightly different from Table 5.1. Note that the
mappings used in nearest-neighbor symbols in Table 5.7 differ in only one bit position. In the original mapping given by Table 5.1, the coordinates for symbol indexes
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3 and 4 are exchanged compared to Table 5.7, resulting in mappings that differs in
2 bit positions between symbols 1 and 4.
Run the simulation using the default settings and wait until the BER plotting is
finished. Observe that the estimated BER is above the union bound on the bit error
probability, a consequence of the suboptimum bit-to-symbol mapping provided via
Table 5.1. Open the mapping file “c:\DAT\4-ary.map” and modify it according to
Table 5.7. Save your modifications and close the file. Run the simulation again and
observe that the estimated BER is following the union bound curve, similarly to
what had happened with the symbol error rate and the corresponding bound shown
in Fig. 5.17.
A quaternary constellation is not a good choice to see a big difference in performance by changing the bit-to-symbol mapping rule, since the worst situation will
correspond to a wrong mapping in only two nearest-neighbor symbols. This will
produce an increase in the BER above Pe /2, but still far below the upper limit Pe ,
which is only two times greater than the lower limit.
Table 5.7 Symbol coordinates with Gray mapping
Data bits
Symbol index
si1
si2
00
01
10
11

1
2
3
4

1.5
1.5
−1
1
2
−1
−2
−2

You are encouraged to modify this experiment and consider, for example, an
8-ary circular constellation with different mapping rules. This represents a good
opportunity to test your knowledge, since you will have to modify several blocks
within the system.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

5.10 Symbol-by-Symbol ML Receiver for Channels with ISI
Up to this point we have considered that time-limited, equally-likely symbols of an
M-ary, N -dimensional signaling were transmitted over a pure AWGN channel, thus
disregarding channel distorting effects like intersymbol interference. By adopting
this approach we were able to simplify the derivation of the generalized maximum
likelihood receiver to operate over this channel, which was the main objective of
the chapter. Nevertheless, we mentioned at the beginning of the chapter that the
concepts associated to intersymbol interference discussed in Chap. 4 can also be
applied to an M-ary, N -dimensional signaling. In this section we give further details
about this topic by considering ISI countermeasures applied to the transmitter and to
the generalized ML receiver structure studied in this chapter. We keep on adopting
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the symbol-by-symbol decision, asking for the reader’s attention to the fact that the
optimum receiver for channels with ISI applies the maximum likelihood sequence
estimation (MLSE) strategy [9, pp. 249–254].
First of all we must recall that to combat ISI we have two main approaches: (1)
transmit pulse shaping according to the Nyquist criterion for ISI-free transmission
and (2) transmit pulse shaping plus channel equalization when the channel distorts
the overall transmitted pulse such that a residual ISI remains. In what concerns
the second approach, the equalizer can operate on the samples at the output of the
detector device such that equalized samples are produced to form the decision variables. From this point of view, the application of channel equalization to the generalized ML receiver seems to be quite straightforward. Then, pulse shaping is of major
concern here and will be discussed in what follows. We must not forget, however,
that pulse shaping can be used for spectrum control, for ISI control or both. When
the Nyquist criterion for ISI-free transmission is adopted, spectrum and ISI control
are achieved. When ISI is not of concern, we are free to shape the transmitted pulses
only for spectrum control. We must also not forget that pulse shaping for spectrum
and ISI control often produces pulse durations not confined in the symbol interval,
as happens with Nyquist pulses. In these cases, the use of a matched filter detector
is mandatory because the correlator would produce an output which is the result of a
T -second integration, where T is the symbol duration. Performance degradation will
be observed, since part of the symbol energy will not be captured by the correlator.
Referring to the transmitter side in Fig. 5.8, recall that the signal-vector coefficients {sij }, i = 1, 2, . . . , M and j = 1, 2, . . . , N are constant values
that remains unchanged for the entire symbol interval, which means that the corresponding waveforms are PAM signals with rectangular pulses. Then, any control on the shapes of the transmitted pulses must be performed by controlling the
shape of the base-functions {φ j (t)}, by filtering the sequence of pulses {si (t)} before
transmission or by moving the shaping effect on {φ j (t)} to the PAM signal paths.
Moreover, any shaping effect imposed to the transmitted pulses must be reproduced at the receiver side by controlling the shape of the base-functions applied
to the correlators or by controlling the impulse responses of the equivalent matched
filters.
As a case study we shall consider the system illustrated in Fig. 5.20, where
Fig. 5.8 and Fig. 5.14 were modified according to what follows. In the upper part of
Fig. 5.20 the indirect filtering effect on {φ j (t)} is being accomplished by converting
the PAM waveforms corresponding to the signal-vector coefficients into a sequence
of PAM impulses and then applying these pulses to the low-pass, pulse-shaping
filters (PSF), designed according to the Nyquist criterion for ISI-free transmission.
The resultant pulses at the output of these filters give the desired shape to the
base-functions. At the receiver side, the matched filters have impulse responses
h j (t) = φ j (T − t) p(T − t), where p(t) is the impulse response of the PSFs.
The outputs of the matched filters are sampled and the resultant samples {x j } feed
the equalizer, which is responsible for producing equalized values that will form
the final decision variables in a set {x j  }. The S/V (scalar-to-vector) operation just
groups these decision variables in a bus representing the observed signal-vector x.
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Fig. 5.20 Pulse shaping for ISI control in a generic communication system diagram

If correlators are used instead, a transmit pulse must be confined in the symbol
interval, which means that pulse shaping will be implemented at the transmitter side
with the main purpose of spectrum control. In this case, each matched filter must be
replaced by the components in Fig. 5.21, where reshaped base-functions are applied
to the correlators’ inputs. Reshaping is realized by passing an impulse train through
low-pass filters identical to those used at the transmitter and then multiplying the
result by the locally-generated base-functions.

Fig. 5.21 Components for replacing each matched filter in Fig. 5.20

For baseband transmission, the approach adopted here for ISI and spectrum control is valid if a base-function with rectangular shape is used, which means that the
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signaling must be one-dimensional. For passband transmission we have a little more
design freedom, since it is only required that the envelope of the base-functions during one symbol interval have rectangular shape. Other pulse or envelope shapes for
both baseband and passband transmission can be used as long as the composite pulse
shaping effect is designed to yield an ISI-free communication. Nevertheless, this
will demand a case-by-case study in terms of the implementation aspects, yielding
approaches different from the one adopted here.
If only spectrum control is of concern, system design can be drastically simplified
and more freedom is achieved, since we can shape the transmitted pulses using any
of the forms described earlier, preferably keeping the symbol waveforms confined
in the T -second interval so that a correlator can be used as the detector part of the
receiver. We can even consider that the base-functions are not constant (for baseband
transmission) or do not have a constant envelope (for passband) during the symbol
interval, which gives to us further design freedom.

5.11 Summary and Further Reading
In this chapter we covered the signal space representation and some of its deployments. We started with an introduction and with the development of tools that
permitted a signal representation and analysis in the vector-domain. The GramSchmidt process for generating base-functions was considered in the sequel. The
vector AWGN channel model was then revisited in light of the new concepts studied. The generalized maximum likelihood receiver structure for an arbitrary M-ary,
N -dimensional signaling was one of the main deployments of the theory considered in this chapter. We also made an analysis of the error probability by applying
the union bound technique to the signal constellation geometry. The rotation and
translation invariance of the symbol error probability was addressed and the relation
between the symbol error probability and the bit error probability was analyzed.
The last section of the chapter was devoted to the analysis of pulse shaping for
intersymbol interference, spectrum control or both, in the context of the generalized
symbol-by-symbol ML receiver.
Signal space analysis is a subject that is not usually covered in a separate chapter.
Instead, it is common that the underlying theory is spread throughout the text and
applied according to specific needs. Examples of entire chapters or sections dedicated to this topic are Chap. 10 of the book edited by J. D. Gibson [5], Chap. 5 of
the book by S. Haykin [6], Sect. 3.3 of the book by U. Madhow [8], Sect. 4.3 and
Appendix 4A of the book by J. M. Wozencraft and I. M. Jacobs [10] and Chap. 9
of the book by R. E. Ziemer and W. H. Tranter [12]. Signal space analysis is also
treated briefly in the book by B. P. Lathi [7, pp. 64–74] and in part of Chap. 4 of
the book by J. G. Proakis [9]. In the book by R. E. Ziemer and R. L. Peterson [11],
signal space representation and analysis is merged with other topics within Chap. 4.
We have decided to devote an entire chapter to this theory to give it the deserved
attention (in the author’s opinion). Signal space representation and analysis represents an important tool for designing and analyzing communication systems and
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signals in an elegant and easy way. Additionally, it represents an important interface
between the concepts of baseband transmission and their application in the study of
digital modulation schemes, the topic of the next chapter.

5.12 Additional Problems
Several simulation-oriented problems were already proposed in the body of the
simulation work plans throughout the chapter. Most of the following additional
propositions are also based on simulation or are research-oriented, requiring some
sort of additional reading. A number of exercises involving conventional calculations can be found in the references cited throughout the chapter.
1. Applying the union bound, find expressions for the symbol error probability
for the constellations in Fig. 5.22. Assume equally-likely symbols and consider
errors only for the nearest-neighbors of each symbol. Write the expressions in
terms of E 0 /N0 , E/N0 and E b /N0 . Analyze the resultant expressions and, by
induction, try to find a single expression valid for any value of M ≥ 2.
2. Applying the union bound, find expressions for the symbol error probability
for the constellations in Fig. 5.23. Assume equally-likely symbols and consider
errors only for the nearest-neighbor symbols. Write the expressions in terms of
E/N0 and E b /N0 .
3. Reach to the most simplified version of the generic ML receiver for all constellations given in Fig. 5.22 and Fig. 5.23. Compare your receiver for the binary
constellation in Fig. 5.22 with the receiver for an antipodal signaling developed
in Chap. 4, Sect. 4.2.3. They must be identical. If they are not, it means that you
did not achieve the most simplified version of the generic receiver.
4. In Sect. 5.8 we developed the generalized ML receiver assuming that the transmitted symbols were equally likely. Using a similar mathematical derivation,
develop the generic MAP receiver in a way that the use of the a priori symbol
probabilities is explicit in the final receiver diagram.
5. Using VisSim/Comm, implement a simulation capable of generating the signalvector coefficients for the constellation on the right of Fig. 5.23, with configurable a priori probabilities. Implement a simplified version of the receiver
developed in Problem 3 for this 8-ary constellation. Note: the most important
part of this simulation is the look-up table, which you probably will use for
both the transmitter and the receiver. Since this is a very useful building block,
study the VisSim/Comm documentation so that you become able to configure a
look-up table in its several possible forms.
6. Let the set of signal waveforms below. You are asked to: a) Apply the GramSchmidt orthogonalization procedure and determine the base-functions,
assuming that s1 (t) will generate φ1 (t) and that the symbol duration is T = 3 μs.
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Fig. 5.22 Constellations considered in Problems 1 and 3

Fig. 5.23 Constellations considered in Problems 2, 3, 5 and 12

b) Sketch the base-functions obtained in “a”. c) Sketch the signal space representation for the set of functions {si (t)}.


1,
s1 (t) =
0,
⎧
⎪
⎨1,
s3 (t) = −1,
⎪
⎩
0,

0≤t ≤2
otherwise
0≤t ≤1
1 <t ≤2
otherwise

⎧
⎪
⎨1,
s2 (t) = −1,
⎪
⎩
0,

s4 (t) =

0≤t ≤2
2<t ≤3
otherwise

−1,
0,

.

(5.75)

0≤t ≤3
otherwise

7. Using Mathcad or Matlab, implement a routine for computing the N orthonormal base-functions for a given set of M input waveforms and to plot the signal
constellation for any M and when N ≤ 3. Use the Gram-Schmidt orthogonalization procedure. Test your routine with the waveforms given in Problem 6.
8. Reach to the most simplified version of the generic ML receiver for M orthogonal and equally-likely symbols with equal energies.
9. Translate the constellation in Fig. 5.24 to the minimum energy situation, considering: (a) Equally-likely symbols. (b) Symbols with a priori probabilities
p1 = 0.2, p2 = 0.3, p3 = 0.1 and p4 = 0.4. Compute and compare the
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average symbol energies in “a” and “b”. Note: Observe that a minimum energy
constellation is not necessarily symmetrically displaced in the signal space, taking the origin of the system of coordinates as reference.

Fig. 5.24 Constellation considered in Problem 9

10. Determine the matrix Q responsible for rotating the constellation in Fig. 5.24
in 45◦ clockwise. Do this exercise without applying (5.50). Instead, solve the
system of equations obtained from si  = Qsi . After that you can apply (5.50)
just to verify if your result is correct.
11. Using VisSim/Comm, implement a diagram capable of converting a sequential
k-bit binary counting into a sequential k-bit Gray counting for k = 2, 3, 4, 5
and 6. Convert your diagram into a look-up table.
12. Applying the union bound and, considering symbol errors for all symbols,
determine the expression of the average symbol error probability for the constellation on the right of Fig. 5.23. With the result obtained from Problem 2, you
will have two expressions for Pe . Plot the Pe versus E b /N0 curves for E b /N0
from −5 dB to 12 dB and observe the differences. Implement a simulation to
obtain the corresponding experimental results and reach your conclusions in
what concerns the accuracy of the union bound in the investigated cases. Note:
do not take you conclusions as general, since, as we have already mentioned,
this accuracy can vary in different regions of the BER curve and is strongly
dependent on the constellation geometry, on the a priori probabilities and on
the possibilities of symbol error events considered.
13. Study Sect. 5.10 and the simulation file “MF Correlator PSF.vsm” located in
“CD drive:\Simulations\Space\”. Your task is to explain the operation of this
simulation and justify the implementation adopted for each of its building
blocks. You are also challenged to construct arguments that are capable of
explaining the influence of the number of taps, the cutoff frequency and the
rolloff factor of the pulse-shaping filters in the equivalence between the matched
filter and the correlation detectors. Prepare a work plan similar to those presented throughout the chapter and submit it to a review by a colleague.
14. Study Sect. 5.10 and Example 5.1 and, using VisSim/Comm, implement a simulation capable of realizing the two-dimensional quaternary signaling scheme
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of Example 5.1 according to Fig. 5.20, assuming that the pulse-shaping filters
have an impulse response p(t) given by the root-raised cosine pulse. Assess the
system performance and compare the results with those provided by the system
without pulse shaping. You probably will find very similar results. Note: use the
simulation file “MF Correlator PSF.vsm” located in “CD drive:\Simulations
\Space\” as a starting point. The solution to the preceding problem can be of
particular value here.
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Chapter 6

Passband Digital Transmission

In this chapter we study various digital modulation schemes. Most of the concepts
covered by the preceding chapters are now applied in a detailed analysis of the
modulated signals and the corresponding receiver. We start with some definitions
and then we move to the study of specific digital modulations. For each modulation
we analyze the mathematical representation of the waveforms, the signal space, the
generation and detection, the spectral content and the performance over the AWGN
channel. Carrier synchronization for coherent detection and symbol timing are covered in a specific section and the performance of some digital modulations over
fading channels is discussed at the end of the chapter.

6.1 Definitions and Basic Digital Modulation Schemes
Based on the definition of baseband signaling given at the beginning of Chap. 4,
we can define passband signaling as a form of transmission that uses modulation,
i.e. the information signal to be transmitted is modulated onto a carrier. Moreover, a
passband waveform has its frequency spectrum concentrated around the carrier frequency f c . When the modulating signal is digital, we call the process of generating
the passband signal of digital modulation [28].
In theory, any baseband digital signal can be used to modulate a carrier, directly
or indirectly, and generate a passband signal. However, as in the case of baseband
waveforms, there are specific digital modulations that are more suitable to a given
channel or more adequate to satisfy design constraints.
Passband transmission is adequate to communication channels whose frequency
response typically have a band-pass response effect, like wireless channels. Some
baseband channels can also carry passband waveforms, usually having moderate-tolow frequency carriers. One typical example is the twisted pair cable when used to
carry signals from voice-band modems.
The system model and the notation that will be used to represent digital communications over an AWGN channel are illustrated in Fig. 6.1. This model is very
similar to the one considered at the beginning of Chap. 5, with the difference that it
is more complete as it incorporates the signal processing at the transmitter and the
receiver according to the concepts presented in Chap. 5. Another specific system
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model will be considered in Sect. 6.9, where the performance of digital modulations
over fading channel is addressed.
In Fig. 6.1 a group of k = log2 M data bits is converted to parallel, forming the
symbol m i , i = 1, 2, . . . , M. A given symbol m i enters a look-up table (LUT) which
is responsible for converting each symbol into its corresponding vector representation si , consisting of coefficients {sij }, j = 1, 2, . . . , N , where N is the modulation
dimensionality. These coefficients will multiply the base-functions in the subsequent
block, and the results are added to generate the symbol waveform si (t).

Fig. 6.1 System model for passband transmission

The AWGN channel adds the noise w(t) to the transmitted signal, forming the
received signal x(t), which is then correlated with each base-function to form the
observed vector x = [x1 x2 · · · x N ]T . The transmitted symbol is then estimated
based on the maximum likelihood criterion and, finally, the estimated symbol is
mapped back into the k data bits it represents.

6.1.1 Basic Digital Modulations
Similarly to the case of analog modulation, in a digital modulation scheme the
digital modulating signal (data bits) alters the amplitude, phase or frequency of a
sinusoidal carrier. A combination of these parameters can be affected by the modulating signal to form variants of basic digital modulations. Figure 6.2 illustrates
these basic modulations in their binary versions. In the binary ASK (amplitude-shift
keying) modulation, the carrier amplitude is switched between two levels according
to the modulating data bits. In the binary PSK (phase-shift keying) modulation, the
carrier phase is switched between two values according to the data bits. In the binary
FSK (frequency-shift keying) modulation, the carrier frequency is switched between
two values according to the modulating data bits. These modulations are the digital
counterparts of the analog AM (amplitude modulation), PM (phase modulation) and
FM (frequency modulation), respectively.
One of the most popular combined digital modulations is the APK (amplitudephase keying), in which different symbols are represented by a carrier signal with
different amplitude levels and phases. One important APK modulation is commonly
referred to as quadrature amplitude modulation (QAM).
In this chapter we cover in detail the basic digital modulation schemes and some
schemes that are variations of the basic forms.
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Fig. 6.2 Basic digital modulation schemes

6.1.2 Coherent and Non-coherent Detection
The transmitted signal can undergo phase changes when traveling through a communication channel. This change can be produced, for example, by the combination
of the channel propagation delay and fading. This means that if we use a basefunction with a given initial phase at the transmitter, the receiver must be fed by a
base-function with a phase that reflects any phase change caused by the channel. In
other words, carrier synchronization between the transmitter and the receiver must
be performed. Any modulation scheme that makes use of this synchronization is said
to be coherently detected. Non-coherent detected modulations do not need carrier
synchronization.
Coherent detection is performed at a cost, that is, the receiver must be equipped
with a carrier recovery circuitry, which increases system complexity, and can
increase size and power consumption. Additionally, there is no ideal carrier recovery
circuit. Then, strictly speaking, no practical digital communication system works
under perfect phase coherence. Non-coherent detection is simpler, but it suffers from
performance degradation as compared to coherent detection, but this difference can
be small in practice for some modulation schemes due to the specifics of the modulation and also due to the penalty caused by imperfections in the carrier recovering
process.
Both coherent and non-coherent detected digital modulation schemes will be
treated in this chapter. Additionally, carrier synchronization techniques for coherent
detection will be studied.

6.1.3 Spectral Efficiency and Power Efficiency
The spectral efficiency of a digital modulation is the ratio between the transmitted
bit rate Rb and the occupied bandwidth B, that is,
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ρ

Rb
, bit/s/Hz.
B

(6.1)

The result, expressed in bits per second per hertz (bit/s/Hz), is a measure of
the data packing capability of the modulation. Note that to compute the spectral
efficiency, first we have to define the occupied bandwidth B according to one of
the criterions discussed in Chap. 2, Sect. 2.7. Obviously, the definition chosen must
be in accordance with the characteristics of the filtering process imposed to the
transmitted signal.
Power efficiency is a measure of the E b /N0 ratio needed for a target symbol or
bit error probability. Unfortunately, for most of the systems, spectral efficiency and
power efficiency are conflicting parameters, which means that increasing one will
often cause a reduction in the other.
Throughout this chapter we analyze the power spectral density of all digital
modulations studied, so that their spectral efficiencies can be determined. Additionally, expressions for their symbol and bit error probability are given, permitting
the assessment of their power efficiency.

6.1.4 A Note on a Frequently Used Notation
Throughout the study of virtually all modulation schemes considered in this chapter
we shall face sine or cosine functions of the form

z(t) =

2ξ
cos(2π f c t), 0 ≤ t < T,
T

(6.2)

where f c is an integer multiple of 1/T . The use of this notation is of great value,
since it permits the prompt identification of the waveform energy ξ , as shown by:



2ξ T
z 2 (t)dt =
cos2 (2π f c t)dt
T
0
0

 
2ξ T 1 1
+ cos(4π f c t) dt
=
T 0
2 2
 T
1
cos(4π f c t)dt = ξ.
=ξ+
2
,.
+ 0

Ez =

T

(6.3)

zer o

Note that a residue remains in this computation if we do not adopt f c as an integer
multiple of 1/T . Since in practice it is common to have f c >> 1/T , we shall not
see big differences between theoretical and actual values of T -seconds integrals
involving the carrier signal.
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6.2 M-PSK Modulations with Coherent Detection
The M-ary phase-shift keying (M-PSK) family of linear modulations is perhaps the
most used in practical digital communication systems. We shall start the study of
these modulations with their simplest form, the binary PSK, usually referred to as
2-PSK or BPSK. Later we shall generalize the concepts with the study of the M-ary
PSK modulations for M > 2.

6.2.1 Binary PSK Modulation
In the binary PSK modulation the phase of a sinusoidal carrier is switched between
two values depending on the input data bits.

6.2.1.1 BPSK Waveform
The BPSK modulated symbols can be written as
*
si (t) =

⎧
⎪
⎨0 ≤ t < Tb ,
2E b
cos[2π f c t + (i − 1)π ], i = 1, 2
⎪
Tb
⎩
f c = n/Tb ,

0 elsewhere
(6.4)
integer n,

where E b is the average bit energy, Tb is the bit duration and f c is the carrier frequency. If it is desired to have phase transitions occurring in the same points of
the carrier signal, f c must be an integer multiple of 1/Tb . Nevertheless, it is not
mandatory to satisfy this condition.
We note from (6.4) that s1 (t) = −s2 (t), which means that the BPSK modulation
is an antipodal passband signaling.

6.2.1.2 BPSK Base-Function
Since BPSK is an antipodal signaling scheme, it is a one-dimensional modulation.
Then, the base-function can be determined by normalizing s1 (t) or s2 (t) to unit
energy. Normalizing s1 (t) we shall have
*
φ1 (t) =

2
cos(2π f c t).
Tb

(6.5)
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6.2.1.3 BPSK Constellation
The BPSK signal-vector coefficients are given by


Tb

s11 =


0
Tb

s21 =

s1 (t)φ1 (t)dt =



E b and


s2 (t)φ1 (t)dt = − E b ,

(6.6)

0

resulting in the constellation shown in Fig. 6.3.

Fig. 6.3 Binary PSK (BPSK) constellation

6.2.1.4 BPSK Symbol and Bit Error Probability over the AWGN Channel
We can easily determine the symbol error probability of the BPSK modulation,
which is equal to the bit error probability, by applying the invariance of the error
probability with translation (see Chap. 5) to the constellation in Fig. 6.3, so that
symbol s2 is placed at position 0. Assuming equally-likely symbols we can write

Pe =

∞
√

f (x1 |m 2 )dx1 ,

(6.7)

Eb

where f (x1 |m 2 ) is the probability density function of the decision variable x1 , conditioned on the transmission of symbol m 2 . From Chap. 1 we recall that


γ − μx
1
.
P[X > γ ] = erfc
√
2
σx 2

(6.8)

Since the likelihood function f (x1 |m 2 ) in (6.7) is Gaussian with zero mean (after
translation) and variance N0 /2, applying (6.8) we can write


1
x1
dx1
exp
−
√
√
2N0
π N0
Eb
 √

Eb
1
= erfc √
√
2
N0 /2 2


Pe =

∞

(6.9)

from where we obtain the expression for the symbol and the bit error probabilities of
the BPSK modulation with coherent detection over an AWGN channel with bilateral
power spectral density N0 /2 W/Hz:
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1
Pe = BER = erfc
2
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'*

Eb
N0

(
.

(6.10)

Note that (6.10) is exactly the same expression derived in Chap. 4 for the baseband bipolar NRZ signaling. This is an expected result, since the BPSK modulation and the bipolar NRZ signaling are antipodal, having the same signal space
representation.
It is left to the reader, as an exercise, to derive the expression for computing the
symbol error probability for the BPSK modulation using the union bound. You will
realize that, in this case, the union bound produces an exact result.

6.2.1.5 BPSK Generation and Coherent Detection
From (6.4) it is easy to derive the structure of the BPSK modulator, which is shown
in Fig. 6.4. Data bits are level-converted using, for example, the mapping rule: bit
1/2
1/2
“0”→ −E b and bit “1”→ +E b . The resultant bipolar NRZ signal multiplies the
base-function, generating the BPSK signal.

Fig. 6.4 Block diagram of the binary PSK (BPSK) modulator

The BPSK receiver can be derived from the generic maximum likelihood receiver
studied in Chap. 5, whose diagram is repeated in Fig. 6.5 for convenience. For the
case at hand, the detection part of the receiver will have just one correlator, since the
BPSK signaling is one-dimensional. At the decoder part are anticipated two inner
product and energy compensation arms. However, the energy compensations are
not necessary because BPSK symbols have the same energy. At the output of the
inner product computations we shall have the values xT s1 and xT s2 . Nevertheless,
xT s2 = −xT s1 because s2 = −s1 . Then, when xT s1 is positive, xT s2 will be negative
and the decision will be made in favor of m 1 . When xT s1 is negative, xT s2 will be
positive and the decision will be made in favor of m 2 . As a consequence, we can
decide based only upon the polarity of xT s1 , eliminating the need for one of the
anticipated inner product arms.
Recall from Chap. 5 that the inner product has the correlation as its equivalent
operation in the time-domain. Moreover, recall that the signal s1 (t) is equal to the
base-function φ1 (t), except by a scale factor, which permits us to write
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Fig. 6.5 Generic ML receiver derived in Chap. 5



Tb

x s1 =
T

x(t)s1 (t)dt
0

=




Eb

(6.11)

Tb

x(t)φ1 (t)dt.
0

Note from (6.11) that deciding in favor of the polarity of xT s1 will produce the
same result as deciding in favor of the polarity of the correlator output. Then, we
can also eliminate the remaining inner product computation and compare the output
of the correlator with zero. This is done by first sampling and holding the correlator
output at the end of the integration period and then comparing the sample value
with zero: if the sample is positive, decision is made in favor of bit “1”; otherwise,
decision is made in favor of bit “0”. Figure 6.6 shows the structure of the resultant
BPSK demodulator with coherent detection.

Fig. 6.6 Block diagram of the binary PSK demodulator with coherent detection

Just as a matter of curiosity, recall from Chap. 4 that the receiver structure for
bipolar NRZ receiver is essentially the same as the one shown in Fig. 6.6, except
that, there, the base-function can be regarded as a replica of the transmit baseband
pulse, which is consistent with the fact that, here, the base-function is indeed a
replica of a passband rectangular-envelope sinusoidal pulse.
A word is in order in what concerns the correct interpretation of the coherent
detection process. Observe that Fig. 6.5 is reproducing exactly the generic ML
receiver derived in Chap. 5, which means that it must implicitly consider that the
detection process is coherent when a passband signal is in focus. Note also from
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Fig. 6.6 that the phase coherence here means that the phases of the base-functions
locally generated at the receiver are equal to the phases of the base-functions used
by the transmitter. We must be aware that we are considering that the phase of the
transmitted signal is not being affected by the channel, just for not complicating
unnecessarily the notation and the system analysis. It is apparent that, if the channel
produces a phase change of θ , this value must be added to the phase of the basefunctions at the receiver side. Unless otherwise mentioned, throughout this chapter
we assume θ = 0.
6.2.1.6 Power Spectral Density of a BPSK Modulated Signal
From Chap. 2, Sect. 2.5, we can write the modulated signal s(t) in terms of its
in-phase and quadrature components s I (t) and s Q (t), as shown by
s(t) = s I (t) cos (2π f c t) − s Q (t) sin (2π f c t).

(6.12)

Comparing (6.4) with (6.12) we conclude that s Q (t) = 0 and that s I (t) can
be seen as a bipolar NRZ random signal composed by equally-likely rectangular pulses p(t) of duration Tb and amplitudes ±(2E b /Tb )1/2 . Also from Chap. 2
(see Example 2.5), the power spectral density of such waveform can be determined
by dividing the squared magnitude of the Fourier transform of p(t) by the pulse
duration. Then, with the help of Table 2.4 we have
SB ( f ) =

2E b Tb2 sinc2 (fTb )
= 2E b sinc2 (fTb ).
Tb
Tb

(6.13)

The PSD of the BPSK signal is determined by applying
1
[S B ( f − f c ) + S B ( f + f c )],
4

(6.14)

Eb
Eb
sinc2 [( f − f c )Tb ] +
sinc2 [( f + f c )Tb ].
2
2

(6.15)

S( f ) =
which results in
S( f ) =

A similar PSD has already been determined in Chap. 2, Example 2.4. The PSD
given by (6.15) is plotted in Fig. 6.7 with the vertical axis in logarithmic scale,
so that secondary lobes can be easily identified and measured. Only normalized
positive frequencies are shown, which justifies the peak value of the PSD of E b
W/Hz instead E b /2 W/Hz.
6.2.1.7 Spectral Efficiency of a BPSK Modulated Signal
Unless otherwise explicitly mentioned, to compute the spectral efficiency throughout the chapter we shall consider the minimum theoretical occupied bandwidth
B = Bmin , the one that would be obtained with the use of an ideal brick-wall
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Fig. 6.7 Power spectral density of a BPSK modulated signal

band-pass filter. For some baseband signals, Bmin is half of the signaling rate per
dimension. For some passband signals Bmin becomes equal to the signaling rate
per dimension,1 which is the case for the BPSK modulation. Then, its maximum
spectral efficiency is given by
ρmax =

Rb
Rb
=
= 1 bit/s/Hz.
Bmin
1/Tb

(6.16)

If a root-raised cosine filter is used at the transmitter side, the spectral efficiency
can be controlled via α, the rolloff factor of the filter, as shown by:
ρ=

Rb
1
=
bit/s/Hz.
Bmin (1 + α)
1+α

(6.17)

Simulation 6.1 – BPSK Generation and Coherent Detection
File – CD drive:\Simulations\Passband\BPSK modem.vsm
Default simulation settings: Frequency = 12 Hz; End = 10,000
seconds. Auto Restart enabled. Noise enabled in the AWGN
channel.
This experiment is intended to illustrate the concepts related to the BPSK modulation. Open the simulation file indicated above and follow the description. Random
data bits are generated at 1 bit/second and feed the BPSK modulator, which was
constructed according to the diagram shown in Fig. 6.4. The carrier frequency is
3 Hz and its initial phase can be configured by the user. The modulated signal goes
through an AWGN channel whose values of E b /N0 are automatically varied so that
1 We must use this statement with caution, since the relation between the signaling rate and the
occupied bandwidth may not be as straightforward as in the case of M-PSK, M-QAM and other
linear modulations. We shall encounter exemplifying situations throughout this chapter.
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the system performance can be analyzed through a BER plot. The BPSK signal can
also be analyzed through a power spectral density (PSD) plot and a time plot. Additionally, a scatter plot inside the transmitter is provided to permit the visualization
of the BPSK constellation, where E b = 1 Joule.
The received signal enters a BPSK demodulator constructed according to Fig. 6.6.
The local base-function is also a 3 Hz carrier with configurable initial phase. The
output of the correlator is in the “hold” mode, i.e. the correlator block also incorporates the sample and hold function. The output of this device is displayed via a
scatter plot, permitting the visualization of the signal constellation from which the
transmitted data bits will be estimated. The final decision is made by comparing
the correlator output with a zero threshold. The estimated bits are compared to the
transmitted bits and an estimate of the bit error rate (BER) is performed. The results
are plotted against the predefined values of E b /N0 of 0, 1.5, 3, 4.5, and 6 dB. The
theoretical BER obtained from (6.10) is also shown for reference. Just to see how
the results are presented, run the simulation using its default settings.
After running the simulation, observe the PSD plot and compare it to the theoretical PSD shown in Fig. 6.7. Let us perform an approximate comparison between the
peak values of the theoretical and the estimated PSDs. Since the average bit energy
is E b = 1 Joule, the theoretical peak of the unilateral PSD is 1 W/Hz. In dBm/Hz
this value corresponds to 10×log10 (1/0.001) = 30 dBm/Hz, a value approximately
equal to the peak of the estimated PSD.
To see a time plot of the BPSK signal, it is better to reduce the simulation time
to, say, 10 seconds, increase the simulation frequency to 1,200 Hz and uncheck the
Auto Restart option. By doing this, you will be able to have a clear view of the
BPSK signal in a 10-bit interval.
Now let us investigate the influence of the carrier phase misalignment on the
system performance. Restore the simulation to its default settings and set the “initial
phase” of the modulator and the demodulator to any, but equal pair of values. Run
the simulation and observe that the system performance is unchanged, as expected.
Now set to zero the “initial phase” of the modulator and to 45◦ the “initial phase”
of the demodulator. Run the simulation and observe that the performance has been
drastically degraded. This illustrates how the lack of sync between the modulating and the demodulating carriers can affect system performance. Still using the
45◦ for the “initial phase” of the demodulating carrier, disable the noise in the
“AWGN channel” and run the simulation, while observing the constellation inside
the “BPSK demodulator” block. The Euclidian distance between the signal-vectors
is 2E b 1/2 cos(45◦ ) = 21/2 . Reset the “initial phase” of the demodulator to zero
and observe again this constellation. Note that the original Euclidian distance is
2E b 1/2 cos(0) = 2. The performance degradation can be easily predicted by modifying expression (6.10) to take into account the phase difference θ between the
modulating and the demodulating carrier phases, as shown by:
* (
'
Eb
1
Pe = BER = erfc cos θ
.
2
N0

(6.18)
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For example, for an E b /N0 = 6 dB, the theoretical BER obtained from (6.18)
with θ = 45◦ = π/2 radians is approximately 2.3 × 10−3 , which is consistent with
the value obtained by simulation. As an exercise, demonstrate the validity of (6.18).
In practice, for coherent detected modulations, θ will be a random variable which
is the result of an imprecise carrier recovery process. As a consequence, the performance predicted by the theoretical expression for Pe , which is (6.10) for BPSK, will
be considered as a benchmark or lower bound.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

6.2.2 M-ary PSK Modulation
We are now able to generalize the concepts related to the BPSK modulation to consider the remaining M-ary PSK (M-PSK) modulations for M > 2. We shall give
special attention to the quaternary PSK modulation due to its didactical appeal and
wide use in practice.

6.2.2.1 M-PSK Modulated Signal
The set of symbols pertaining to the M-PSK modulation can be written as

si (t) =

⎧
⎪
⎨0 ≤ t < T,
#
$
2E
π
cos 2π f c t − 2(i − 1)
, i = 1, 2, . . . , M
⎪
T
M
⎩
f c = n/T,

0 elsewhere
integer n,
(6.19)

where E is the energy of each symbol, which for equally-likely symbols is also the
average symbol energy. We note from (6.19) that the digital information is represented by M different phases of the carrier.

6.2.2.2 M-PSK Base-Functions
Using the trigonometric identity cos(a − b) = cos(a) cos(b) + sin(a) sin(b) we can
rewrite (6.19) as

si (t) =






2(i − 1)π
2(i − 1)π
2E
2E
cos (2π f c t) +
sin (2π f c t),
cos
sin
T
M
T
M
(6.20)

from where we readily identify two base-functions:
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2
cos(2π f c t),
T

2
φ2 (t) =
sin(2π f c t).
T

φ1 (t) =

(6.21)

6.2.2.3 M-PSK Constellation
Since M-PSK is a two-dimensional signaling, an M-PSK symbol for M > 2 can be
synthesized through the linear combination (see Chap. 5):
si (t) = si1 φ1 (t) + si2 φ2 (t).

(6.22)

From (6.20) we can obtain the coefficients of the signal-vectors and write:

si
i=1,2,...,M

=

 √

E cos[2(i − 1)(π/M)]
si1
= √
.
si2
E sin[2(i − 1)(π/M)]

(6.23)

Figure 6.8 illustrates the constellations for the QPSK (or 4-PSK) and the 8-PSK
modulations, from where we notice that the symbols are placed on a circumference
with radius E 1/2 . Gray mappings are also shown for both constellations.

Fig. 6.8 QPSK (a) and 8-PSK (b) constellations

6.2.2.4 M-PSK Symbol and Bit Error Probability over the AWGN Channel
Recall from Chap. 5 that the union bound on the symbol error probability can produce relatively precise results depending on the constellation geometry and on the
value of E b /N0 . Let us apply the technique to the M-PSK constellation for M > 2,
considering that the signal-to-noise ratio is high enough to cause errors only between
nearest-neighbor symbols. Additionally, since M-PSK symbols are on a circumference, the error probability conditioned on the transmission of a given symbol is the
same, regardless the specific transmitted symbol. From Fig. 6.8 we observe that the
angle between two adjacent symbols is generically 2π/M rd. The sketch in Fig. 6.9
shows only three signal-vectors of an M-PSK constellation. Assume that symbol m 1
was transmitted, which corresponds to signal-vector s1 . Without loss of generality,
assume also that symbols are labeled sequentially counterclockwise. From Fig. 6.9
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Fig. 6.9 Determining the
Euclidian distance between
nearest-neighbor M-PSK
symbols

we notice that the Euclidian distance between s1 and s2 and between s1 and s M is
d12 = d1M = 2E 1/2 sin(π/M). Then, from the expression for the union bound,
considering equally-likely symbols, we obtain:
Pe ≤





M M
M 
1 
dik
d1k
=
pi erfc √
erfc √
2 i=1 k=1
2M k=2
2 N0
2 N0
k=i

k=M


'*
 √
(
2
2 E sin(π/M)
E
π
= erfc
sin
= erfc
.
√
2
N0
M
2 N0

(6.24)

Then, for high enough signal-to-noise ratios, the average symbol error probability
for an M-ary PSK modulation, for M > 2, over the AWGN channel is
'*
Pe ∼
= erfc

E b log2 M
π
sin
N0
M

(
.

(6.25)

Expression (6.25) can also be used to estimate the symbol error probability for
a BPSK modulation provided that we divide the result by two. This must be done
because in the derivation (6.24) we have considered errors for two nearest-neighbor
symbols. Obviously, the BPSK modulation has only one possibility for decision
error given the transmission of a symbol.
An exact expression for evaluating Pe for an M-ary PSK modulation, valid for
any M ≥ 2, is given in [76, p. 230] and is presented here without proof:
1
Pe =
π


0

(M−1)π/M




E b log2 M sin2 (π/M)
exp −
dθ.
N0
sin2 θ

(6.26)

The result provided by (6.25) and (6.26) for M = 2, 4 and 8 are plotted in
Fig. 6.10, remembering that (6.25) must be divided by 2 in the case of M = 2. We
can observe from this plot that the average symbol error probability estimated via
the union bound is indeed very close to the exact Pe , except for M = 4 at very low,
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Fig. 6.10 Exact and approximate average symbol error probabilities for M-PSK

impractical values of E b /N0 . For M > 8 the union bound and the exact Pe curves
become closer as M is increased.
For high values of E b /N0 and Gray mapping, the average bit error probability
can be determined from the average symbol error probability as
BER ∼
=

Pe
.
log2 M

(6.27)

With M = 4 in (6.25) and with the result in (6.27) we obtain the average bit error
probability for the QPSK modulation, considering Gray mapping and high E b /N0 .
We can see that this BER coincides with that obtained for the BPSK modulation,
i.e. BPSK and QPSK modulations have the same power efficiency. However, as we
shall see after a few paragraphs, the spectral efficiency of a QPSK modulation is
twice the spectral efficiency of BPSK.
A technique for evaluating the exact bit error probability for M-PSK constellations with any bit-to-symbol mapping rule is proposed in [34]. The results confirm that, for high E b /N0 and Gray mapping, the approximation given by (6.27) is
indeed valid. Nevertheless, this approximation can not be applied to fading channels,
where the instantaneous signal-to-noise ratio varies from very low to high values
[76, p. 233]. This will be taken into account at the end of this chapter, when the
performance of digital modulations over fading channels is considered.
Recently, J. Lassing and others [41] reached to a relatively simple expression to
compute the exact bit error rate for M-PSK modulations with Gray (more precisely,
binary reflected Gray) labeling. Figure 6.11 shows the average bit error probability
computed according to [41] for several M-PSK modulations. Approximate results
computed according to Pb ∼
= Pe / log2 M = Pe /k are also shown for comparison
purposes, where Pe was computed via (6.26).
We observe from Fig. 6.11 that, for more dense constellations, the approximate
results given by (6.27) become poorer at higher error probabilities. However, we
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Fig. 6.11 Exact and approximate (Pe /k) average bit error probability for M-PSK

can notice that for Pb < 0.1 the exact and the approximate computations produce
virtually the same results. Since practical values of Pb are far below 0.1, again
we conclude that (6.27) is a good approximation, except in those situations where
E b /N0 varies up to very low values, as in the case of mobile fading channels.
6.2.2.5 M-PSK Generation and Coherent Detection
A block diagram of an M-PSK modulator for M > 2 is shown in Fig. 6.12. The
data bit stream is first converted into k = log2 M parallel streams. Each group of k
bits, which is associated to a specific symbol m i , i = 1, 2, . . . , M, enters a look-up
table (LUT) responsible for generating the corresponding pair of signal-vector coefficients si1 and si2 . These coefficients multiply the base-functions φ1 (t) and φ2 (t)
given in (6.21), respectively, and the results are added to form the M-PSK signal.
The corresponding coherent M-PSK demodulator is shown in Fig. 6.13. Since
all M-PSK modulations are two-dimensional, except the BPSK, the received signal

Fig. 6.12 M-PSK modulator for M > 2
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Fig. 6.13 Coherent M-PSK demodulator for M > 2

must feed two correlators. The output of these correlators generate the decision variables x1 and x2 that form the observed vector x = [x1 x2 ]T . Inner product operations
between x and all possible signal-vectors in the set {si } are then performed. Recall
from the generic receiver that, after these inner product operations, a set of halfenergy subtractions are performed. Nevertheless, these subtractions are not needed
in the M-PSK receiver because all symbols have the same energy. As a result, the
decision is made in favor of the symbol whose index corresponds to the maximum
inner product result. The estimated symbol is finally mapped back into the k bits
that it represents.
In what follows we shall give special attention to the generation and detection of
a QPSK signal due to interesting particularities of this modulation and due to the
fact that it is largely used in practice.
Figure 6.14 shows a block diagram of a QPSK modulator. From the generic
modulator shown in Fig. 6.12, data bits are first serial-to-parallel converted into two
streams, ae (t) and ao (t), where ae (t) carries the even-indexed data bits and ao (t) carries the odd-indexed data bits, or vice-versa. For conveniences that we shall reveal
soon, the signal-vector coefficients are not generated according to (6.23). Instead,
they follow the slightly modified rule:
  √
  √ 
  √
E cos[(2i − 1)(π/M)]
±√ E/2
±√ E b
si1
√
=
.
=
=
si =
s
E/2
±
± Eb
E
sin[(2i
−
1)(π/M)]
i2
i=1,2,3,4
(6.28)
1/2

If we associate bit “0” with the coefficient −E b and bit “1” with the coef1/2
ficient E b , the LUT shown in Fig. 6.12 turns into a simple level converter, as
shown in Fig. 6.14. As a consequence, the resultant QPSK constellation becomes
the one shown in Fig. 6.15, which is a π/4 counterclockwise-rotated version of the
QPSK constellation shown in Fig. 6.8. Two of the conveniences mentioned before
are related to the easy bit-to-coefficient conversion and to the fact that Gray mapping
1/2
is being automatically applied by adopting the convention: bit “0” → −E b and bit
1/2
“1” → E b .
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Fig. 6.14 QPSK modulator

Finishing the explanation about the QPSK modulator in Fig. 6.14, the signalvector coefficients multiply the base-functions given in (6.21) and the results are
added to form the QPSK signal.

Fig. 6.15 An alternative and convenient QPSK constellation

There is another convenience in adopting the structure shown in Fig. 6.14 for
the QPSK modulator: observe that at the output of the two multipliers we actually have two BPSK signals. The upper one is generated by the modulation of the
cosine base-function by a signal which is the bipolar version of the even-indexed bit
stream ae (t) and the lower BPSK signal is generated by the modulation of the sine
base-function by a signal which is the bipolar version of the odd-indexed bit stream
ao (t). Since φ1 (t) and φ2 (t) are orthogonal functions, the modulator in Fig. 6.14 is
in fact implementing an orthogonal multiplexing of two BPSK signals. As a consequence, we can detect and estimate independently the streams ae (t) and ao (t) by
means of two BPSK demodulators in parallel. This is illustrated in the coherent
QPSK demodulator shown in Fig. 6.16. Note that after the estimates of the bit
streams ae (t) and ao (t) are performed, a parallel-to-serial converter produces the
estimate of the transmitted data bit stream.
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Fig. 6.16 Coherent QPSK demodulator

The receiver shown in Fig. 6.16 is optimum in the sense that it provides a maximum likelihood estimation of the transmitted symbols. Then, simplifications made
in the generic ML receiver depicted in Fig. 6.5 must end up in the structure given in
Fig. 6.16. It is left to the reader to confirm this statement.
Note that the demodulator shown in Fig. 6.16 will produce a symbol error whenever the upper, the lower or both decision arms produce incorrect bit estimates.
Then, a correct decision is made whenever both decisions are correct. Denoting the
average bit error probability in one of the BPSK arms by PeB , and realizing that the
estimations in the parallel arms are independent from one another, the probability
of a correct decision in both arms is given by
'*
Pc = (1 − PeB )2 = 1 − erfc
'*
∼
= 1 − erfc

Eb
N0

(

Eb
N0

'*

(
+ erfc2

Eb
N0

(
(6.29)

,

where we have discarded the [erfc(·)]2 term because it is much smaller than the
erfc(·) term for practical values of E b /N0 . Then, since Pe = 1 − Pc , from (6.29)
we can obtain an average symbol error probability which is the same as the one
estimated via (6.25) for M = 4. This error probability is also very close to the exact
value obtained via (6.26) for M = 4 (see Fig. 6.11).
6.2.2.6 The I&Q Modulator
From the modulator structures analyzed above and recalling some signal space representation concepts from Chap. 5 we can easily conclude that any two-dimensional
modulation can make use of the so-called I&Q modulator shown in Fig. 6.17. The
inputs I and Q are fed by the signal-vector coefficients or scaled versions of them.
The carrier input is fed by a sinusoidal signal generated by the local oscillator. Internally, the phase of this carrier is rotated π/2 radians to generate the other quadrature
carrier. The quadrature carriers, after being multiplied by the values in I and Q are
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Fig. 6.17 Block diagram of
an I&Q modulator

added to form the desired modulated signal. Note that we can place signal-vectors
wherever we want in a two-dimensional Euclidian space, just by choosing adequate
values applied to I and Q. In other words, we can generate any pair of signal-vector
coordinates by using an adequate mapping between the input data bits into the lookup table outputs that will feed the I and Q inputs.
We can find I&Q modulators as components in specialized stores of radiofrequency (RF) components. Among the manufacturers of such and other related components we can mention, for example, Mini-Circuits [54].
6.2.2.7 Power Spectral Density of an M-PSK Modulated Signal
If we compare the expression of a modulated signal in terms of its in-phase and
quadrature components s I (t) and s Q (t), as given by (6.12), with the M-PSK modulated signal given by (6.20), we see that



2E/T cos[2(i − 1)(π/M)] = si1 2/T and


s Q (t) ≡ − 2E/T sin[2(i − 1)(π/M)] = −si2 2/T .
s I (t) ≡

(6.30)

Observing the possible values for the signal-vector coefficients in all twodimensional M-PSK constellations depicted in previous figures, we can realize that
both s I (t) and s Q (t) are multilevel baseband signals, whose pulses are of rectangular
shape and of duration T . Assuming equally-likely symbols generated by equallylikely and statistically independent data bits, we can conclude that the values of si1
are statistically independent, as well as the values of si2 , though they are not necessarily equally-spaced in amplitude. Additionally, it is apparent that the probability
mass function of the values of si1 or si2 is symmetric about 0. As a consequence, we
can state that s I (t) and s Q (t) are zero mean sequences of statistically independent
multilevel pulses that have rectangular shape and duration T . Although these pulses
are independent, for M > 4 the waveforms s I (t) and s Q (t) are not independent.
This is easy to see from one of the M-PSK constellations for M > 4. We can notice
that some pairs of coefficients are not allowed to occur simultaneously, since this
would produce a non valid signal-vector. If s I (t) and s Q (t) were independent, all
possible combinations of the coefficients would be allowed. These statements will
be confirmed later on via simulation. For now they can be used to correctly apply
the expression for the power spectral density of multilevel baseband signals given

6.2

M-PSK Modulations with Coherent Detection

431

in Chap. 2, Sect. 2.6.3. From that section, the PSD of the signals s I (t) and s Q (t),
which are equal to one another, can be determined by
SB I ( f ) = SB Q ( f ) =

|P( f )|2 2
σ ,
T

(6.31)

where P( f ) is the Fourier transform of the shaping pulse and σ 2 is the variance of
s I (t) or s Q (t). This variance is equal to the average power in the signal, since both
s I (t) and s Q (t) have zero mean. Then we have
σ2 =

E
.
T

(6.32)

The squared modulus of the Fourier transform of a rectangular pulse with duration T and unit amplitude was already determined in Chap. 4 and is given by
|P( f )|2 = T 2 sinc2 (fT).

(6.33)

With the results (6.32) and (6.33) in (6.31) we obtain
S B I ( f ) = S B Q ( f ) = Esinc2 (fT) ⇒
S B ( f ) = 2Esinc2 (fT).

(6.34)

With this result in (6.14) we finally obtain the power spectral density of an M-ary
PSK modulated signal with equally-likely symbols:
S( f ) =

E
E
sinc2 [( f − f c )T ] + sinc2 [( f + f c )T ].
2
2

(6.35)

The unilateral representation of this PSD is plotted in Fig. 6.18. Note that for a
binary PSK modulation E = E b , T = Tb and Fig. 6.18 becomes equal to Fig. 6.7.

Fig. 6.18 Power spectral density of an M-ary PSK modulated signal
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6.2.2.8 Spectral Efficiency of an M-PSK Modulated Signal
Following the same reasoning used to analyze the spectral efficiency of the BPSK
modulation, the maximum spectral efficiency of the M-PSK modulation is
ρmax =

Rb
Rb
= log2 M bit/s/Hz.
=
Bmin
1/T

(6.36)

If a root-raised cosine filter is used at the transmitter side, the spectral efficiency
can be controlled via the rolloff factor of the filter, as shown by:
ρ=

Rb
log2 M
=
bit/s/Hz.
Bmin (1 + α)
(1 + α)

(6.37)

From (6.36) or (6.37) we notice that the spectral efficiency of the M-PSK modulation increases as the value of M increases. For example, the spectral efficiency of
a QPSK modulation is twice the spectral efficiency of a BPSK.

Simulation 6.2 – M-PSK Generation and Coherent Detection
File – CD drive:\Simulations\Passband\MPSK modem.vsm
Default simulation settings: Frequency = 2 Hz; End = 200,000
seconds. Auto Restart enabled. QPSK modulation and detection
selected. AWGN channel noise enabled. Channel gain: 1.
This experiment complements the one considered in Simulation 6.1 by exploring
other modulations of the M-PSK family, for M > 2. Specifically, the modulations
QPSK, 8-PSK, 16-PSK and 32-PSK and the corresponding coherent demodulations
are explored here. The main objective of this simulation is to challenge the reader
to justify all variables used throughout the diagram and establish their relation to
the parameter M of the modulation chosen for analysis. Open the simulation file
indicated in the header and follow the description below.
Random data bits are generated at 1 bit/second and feed a serial-to-parallel (S/P)
converter with k = log2 M outputs. The output of this S/P block is the symbol
index ranging from 0 to (M − 1). The output of the S/P converter feeds a VisSim/Comm built-in complex M-PSK modulator. Its output is the complex envelope
s̃(t) = s I (t) + js Q (t) multiplied by the complex exponential exp( j2π f c t). Since
we are using f c = 0, the modulator output is the complex envelope waveform
s̃(t) = s I (t) + js Q (t). It is possible to see the time plot, the histogram, the power
spectral density and the scatter plot of s̃(t).
The transmitted signal goes through a complex AWGN channel whose values of
E b /N0 are automatically set according to the modulation, varying from 0 to 10 dB
in steps of 2 dB. Noise can be enabled or disabled in this block. Different channel
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gains can also be simulated. Noise is also affected by this gain in order to keep the
values of E b /N0 unchanged.
The received signal enters a complex integrate and dump, which can be seen as
two real integrate and dump blocks, one operating on the real part of the received
signal and the other operating on the imaginary part. Note that because we are using
f c = 0, the multiplications of the received signal by the base-functions are not
needed. No further multiplication are needed at all, since the pulse shapes in s I (t)
and s Q (t) are rectangular. Then, as also pointed out in Chap. 4, Sect. 4.2.3, in this
case a correlator is simply composed by an integrator and dump.
Inside the complex integrator and dump the sampled values at the end of each
integration interval T are held. In other words, the sample and hold process is incorporated into the “integrate and dump” block. The complex samples, which form
the observed vector x, enter another built-in VisSim/Comm block responsible for
mapping the sample values into the closest constellation point, which means that
this block performs the decoding part of the optimum ML receiver.
Finally, the estimated symbols are mapped back into groups of k bits and the
result is parallel-to-serial converted to form the estimated stream of the transmitted
data bits. The estimated bits are compared to the transmitted bits and a BER versus E b /N0 curve is plotted. The values of E b /N0 and BER are stored in the file
“c:\PbPSK.dat” so that you can use the results as desired.
Run the simulation using the default settings, while observing the PSD of the
transmitted signal. Note its similarity with the plot shown in Fig. 6.18. Note also
that the first spectral null is at f = 0.5 Hz, which is consistent with theory, since
Tb = 1 second and, for the QPSK modulation, T = 2Tb = 2 seconds. Then,
1/T = 0.5.
Change the modulation to 8-PSK. To do this, change the value of the configurable
M to 8-PSK and select 8-PSK in the configurable modulator and in the configurable
detector blocks. Observe the PSD of the transmitted signal again, noticing that now
the first spectral null is at f = 0.333 Hz, which is consistent with theory: Tb = 1
second and T = 3Tb = 3 second for the 8-PSK modulation, yielding 1/T =
0.333. Repeat this procedure for the 16-PSK and for the 32-PSK modulations and
compare the values of the first spectral null in each case with the theoretical value.
As expected, as M increases the bandwidth of the main spectral lobe decreases.
Since the main lobe contains most of the signal power, we can see that the spectral
efficiency increases as M is increased.
Now, for each of the modulations considered in this experiment, run the simulation while observing the time plot and the histogram of the transmitted signal.
For a better view of the results, disable the noise in the AWGN channel. This will
force each run of the simulation last 200,000 simulation seconds. Stop the simulation before it restarts or disable the Auto Restart option. Run the experiment
and note that, as pointed out before, the waveforms s I (t) and s Q (t) are multilevel
signals with rectangular-shape pulses. Magnify the time plot if you want a better
or a more detailed view of these waveforms. Observe that the number of levels
in these waveforms corresponds to the number of projections of the signal-vectors
on each constellation axis, which is the number of values that the corresponding

434

6 Passband Digital Transmission

signal-vector coefficients can assume. Observing the histograms of the signals s I (t)
and s Q (t) we see that, in fact, the levels are equally-likely and the mass function is
symmetric about zero. Note that the estimated mean values are approximately equal
to zero.
We have mentioned that the waveforms s I (t) and s Q (t) are not independent for
M > 4. By observing these waveforms for M = 4 we see that all the combinations
between the two levels pertaining to these waveforms are allowed to occur simultaneously. However, in the case where M = 8 for example, note that the lowest
positive or negative level never occur simultaneously in s I (t) and s Q (t).
Close the simulation without saving and restart it to restore the default settings.
For each of the modulations, QPSK, 8-PSK, 16-PSK and 32-PSK, compare the estimated values of BER with the theoretical ones for E b /N0 = 0 dB, 2 dB, 4 dB, 6 dB,
8 dB and 10 dB. You will find a very close agreement between them.
By changing the channel gain to any value you will find out that no changes in the
BER values are produced. This is an expected result because M-PSK receivers do
not need to know the received symbol energies or any other similar information to
estimate the transmitted symbols. Additionally, E b /N0 is not being affected by the
channel gain in this simulation, a situation that do not corresponds to practice, since
system performance is affect by E b /N0 at the receiver input and E b is dependent on
the transmitted power and on the channel attenuation.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
As an exercise, identify and justify the relation between each variable used in the
simulation to permit its correct operation for any value of M, except 2. You can do
this by entering each block, analyzing each parameter and identifying the relation
between these parameters and the value of M.

6.3 M-QAM Modulations with Coherent Detection
The quadrature amplitude modulation (QAM) is a type of amplitude-phase keying (APK) modulation in which symbols are represented by different phases and
amplitudes of a sinusoidal carrier. QAM modulations are classified in two families,
according to the geometric shape of their constellations. Those modulations with an
even number of bits per symbol can have square constellations and are called square
QAM modulations. Those modulations with an odd number of bits per symbol can
not have square constellation shapes and are called non-square QAM modulations.
In what follows we present both families.

6.3.1 M-QAM Modulated Signal
The M-QAM modulation is a two-dimensional signaling in which the waveform
symbols can be written as
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si (t) = si1

2
cos(2π f c t)+si2
T



2
sen(2π f c t),
T
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0 ≤ t < T,
i = 1, 2, 3, . . . , M

0 elsewhere

(6.38)
Both si1 and si2 are multi-amplitude coefficients which give rise to amplitudemodulated quadrature carriers that, after combined, form the M-QAM signal. The
name “quadrature amplitude modulation” is justified by this fact.

6.3.2 M-QAM Base-Functions
From (6.38) it is apparent that the base-functions are, as in the case of M-PSK
modulations,


2
cos(2π f c t) and
T

2
φ2 (t) =
sin(2π f c t).
T

φ1 (t) =

(6.39)

6.3.3 Square M-QAM Modulations
As pointed out before, square M-ary QAM modulations are those with square constellation geometry and an even number of bits per symbol. Since the number of
symbols is a power of two, square M-QAM modulations can have 2k |k even = 4, 16,
64, etc. symbols. Since the number of symbols has an integer square root, the signalvectors of a square M-QAM modulation can be arranged in a square geometry with
(M 1/2 × M 1/2 ) points. This is illustrated in Fig. 6.19 for a 16-QAM constellation.
Gray mapping is also shown in Fig. 6.19. This mapping was made based on a simple
rule described in Chap. 5, Sect. 5.9.4.

Fig. 6.19 16-QAM square constellation

.
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To understand how an square QAM constellation is implemented, consider two
L-PAM constellations, with L = M 1/2 , whose symbol coordinates are given by

√
M − 1) E 0
 , j = 1, 2, . . . , M,
√
= (2 j − M − 1) E 0 ,

x j1 = (2 j −
x j2

√

(6.40)

where E 0 is the smallest symbol energy in both L-PAM constellations. Equivalently,
E 0 = (dmin /2)2 , where dmin is the minimum Euclidian distance between any pair of
symbols in the square M-QAM constellation.
The Cartesian product between the two sets X = {x j1 } and Y = {x j2 } of L-PAM
coordinates is the set denoted by X × Y and given by
X × Y = {(x, y)|x ∈ X and y ∈ Y }.

(6.41)

The set X × Y contains all ordered pairs in which the first element belongs to
X and the second belongs to Y . The resultant M-element set will contain the coordinates of the square M-QAM constellation. An example will be given after a few
paragraphs to clarify this process.
From (6.38) we can conclude that the average symbol energy of the square MQAM modulation is the sum of the average symbol energies of the two component
L-PAM constellations, because the component L-PAM signals are orthogonal to
each other. Considering equally-likely symbols, exploring the symmetry of the constellations around zero and the fact that the average symbol energy of the L-PAM
constellations are equal to one another, we can write
 $2
1 #
(2 j − 1) E 0
E =2 2
L j=1
L/2

=

L/2
4E 0 
(2 j − 1)2
L j=1

=

2(M − 1)
E0,
3

(6.42)

where we have used the following finite series to solve the summation [64, p. 12]:
m


k=

k=1
m


m(m + 1)
and
2

m(m + 1)(2m + 1)
k =
.
6
k=1
2

(6.43)
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Example 6.1 – Let two 4-PAM constellations be constructed with signal-vectors
with the following coordinates, adopting E 0 = 1:
{x j1 } = {x j2 }
= {(2 j −
= {−3

√


M − 1) E 0 }, j = 1, 2, 3, 4

−1

1

(6.44)

3}.

The Cartesian product between these two sets of coordinates will result in
⎡

(−3, −3)
⎢(−1, −3)
(si1 , si2 ) = ⎢
⎣ (1, −3)
(3, −3)

(−3, −1)
(−1, −1)
(1, −1)
(3, −1)

(−3, 1)
(−1, 1)
(1, 1)
(3, 1)

⎤
(−3, 3)
(−1, 3)⎥
⎥,
(1, 3) ⎦
(3, 3)

(6.45)

which are the signal-vector coefficients of the 16-QAM constellation shown in
Fig. 6.19. From (6.42), the average symbol energy for this constellation is
E=

2(16 − 1)
1 = 10 Joules,
3

(6.46)

which is the same value obtained by applying:
E=

M
M
1 
1  T
Ei =
si si = 10 Joules.
M i=1
M i=1

(6.47)

It is left to the reader to check the above result.

6.3.4 Non-square M-QAM Modulations
Non-square M-ary QAM modulations are those with non-square constellations
geometries, a consequence of an odd number of bits per symbol. A variety of constellation geometries can be used, each one having its advantages and disadvantages,
mainly related to the peak-to-average power ratio (PAPR) and symbol error probability. A largely used non-square constellation geometry is the cross constellation,
whose construction rule is depicted in Fig. 6.20. The total number of signal-vectors
(or points) in the constellation is M = 2k |k odd . A subgroup of 2k−1 points is arranged
in a square geometry. The remaining points are divided into four subgroups with
2k−3 points and each subgroup is placed above, below, on the left and on the right
of the square geometry previously constructed.
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Fig. 6.20 The rule for
constructing a cross
constellation for non-square
M-QAM modulations

Example 6.2 – Let us construct a non-square constellation for a 32-QAM modulation based on the rule depicted in Fig. 6.20. Since M = 32, k = 5 bits per symbol.
First, 2k−1 = 16 symbols form a square array. Then, 2k−3 = 4 symbols are placed
above, below, on the left and on the right of the square array. The resultant 32-QAM
constellation is shown in Fig. 6.21.

Fig. 6.21 32-QAM cross constellation

A drawback of cross constellations is that it is not possible to guarantee a Gray
mapping for all nearest-neighbor symbols. The best we can do is to guarantee a Gray
mapping for most of the symbols that have the largest number of nearest neighbors,
which corresponds to the inner points in the constellation.
A good approximation for determining the average symbol energy for an M-QAM
cross constellation, which is tight for large M, is given by [6, p. 234]. The exact
value is derived in [12, p. 63] and is given by
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E=

 2
d
31
M − 1 min ,
32
6
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(6.48)

where dmin is the minimum Euclidian distance between any pair of symbols in the
M-QAM cross constellation.

6.3.5 M-QAM Generation and Coherent Detection
We have seen that the M-QAM signal expressed by (6.38) corresponds to two PAM
signals in quadrature. Moreover, observing the symbol-to-bit mapping in the constellation of Fig. 6.19, we notice that the two most significant bits (MSB) determine
the row to which a symbol belongs and the two least significant bits (LSB) determine
the column. In other words, the selection of a row of symbols is independent of the
selection of a column, since LSB and MSB bits are independent from each other.
Then, for the case of square M-QAM modulations, we can interpret (6.38) as two
independent L-PAM signals, with L = M 1/2 , each signal responsible for carrying
k/2 = (log2 M)/2 = log2 L bits. This leads us to the diagram shown in Fig. 6.22.

Fig. 6.22 Square M-QAM modulator

Since the modulator in Fig. 6.22 is carrying two L-PAM signals multiplexed in
orthogonal carriers, both signals can be detected and estimated independently, which
leads to the coherent square M-QAM demodulator shown in Fig. 6.23.

Fig. 6.23 Coherent M-QAM demodulator for square constellations
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Observe that, for M = 4, the modulator in Fig. 6.22 becomes identical to that
in Fig. 6.14 and the demodulator in Fig. 6.23 becomes identical to the one shown
in Fig. 6.16. This indicates that the square 4-QAM modulation is identical to the
QPSK modulation.
In the case of M-QAM modulations with an odd number of bits per symbol,
i.e. those with non-square constellations, it is not possible to generate the modulated
signal by combining two PAM constellations. The alternative is to use the modulator
depicted in Fig. 6.24. In fact this modulator is generic for any two-dimensional
modulation, as long as the look-up table is implemented accordingly. Note that,
being generic, the modulator in Fig. 6.24 can also be used to implement square
M-QAM modulations. Observe that the diagram in Fig. 6.24 is (as it should be)
identical to the one depicted in Fig. 6.12.

Fig. 6.24 Generic M-QAM modulator

Starting from the generic ML receiver shown in Fig. 6.5, to detect an M-QAM
signal we need two correlators to generate the decision variables that form the
observed vector x. No more simplifications can be made and the resultant M-QAM
receiver becomes the one shown in Fig. 6.25. Note that by changing the symbol-tobit demapping rule according to the transmitter, any two-dimensional modulation
can be demodulated by the diagram shown in Fig. 6.25.

Fig. 6.25 Generic coherent M-QAM demodulator
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It is worth mentioning that the need for subtracting half of the received symbol
energies in the demodulator of Fig. 6.25 or the need for determining the correct
decision thresholds for the L-PAM decoders in Fig. 6.23 imply that an M-QAM
receiver must be equipped with an automatic gain control (AGC) to establish a fixed
reference received level from which symbol energies and PAM thresholds can be
determined. This is particularly important to the design of M-QAM receivers for
fading channels.

Simulation 6.3 – I&Q Generation of a 32-QAM and a 64-QAM
File – CD drive:\Simulations\Passband\32-64QAM.vsm
Default simulation settings: Frequency = 1 Hz; End = 383 seconds.
Run in Real Time enabled. RT Scale Factor: 5. Sequential symbols
enabled in the S/P converter blocks.

This is a very simple experiment which aims at illustrating the generation of a square
and a non-square QAM signal. Random data bits are produced at 1 bit per second.
These bits feed a 5-output and a 6-output serial-to-parallel (S/P) converters. The
5-output S/P converter is connected to a look-up table (LUT), which selects the I
and Q coefficients according to the input bits, at a rate of 1/5 symbol per second.
These I&Q signals correspond to a 32-QAM with a cross constellation. Each group
of three outputs from the 6-output S/P converter is connected to an 8-PAM generator,
each of them being responsible for generating one of the I&Q signals corresponding
to a 64-QAM with a square constellation. The symbol rate in this case is 1/6 symbol
per second. In a real system, I and Q outputs would be connected to the inputs of
an I&Q modulator to generate the passband QAM modulated signals.
Run the simulation using its default settings, while observing the 32-QAM constellation. Note that one symbol appears each second, because the RT Scale Factor
is set to 5, i.e. the simulation is running five times faster than the real time. The
symbols are appearing in a sequential order of their decimal values. Restart the simulation, now observing the 64-QAM constellation. Note that symbols appear slightly
slower than in the case of the 32-QAM, since the symbol rate for the 64-QAM is
slightly smaller compared to the 32-QAM.
As an exercise, draw a 32-QAM cross constellation and a 64-QAM square
constellation and apply the bit-to-symbol labeling by following the simulation
step-by-step. Note that lights are connected to the S/P outputs, so that you can
associate a given symbol to the k = log2 M bits it represents (a red light represents a
bit “1” and a green light represents a bit “0”). By observing your results you will be
able to identify the Gray mapping used in the 64-QAM constellation. You will also
be able to see that Gray mapping is not being guaranteed for all nearest-neighbor
symbols in the 32-QAM constellation.
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Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

6.3.6 M-QAM Symbol and Bit Error Probability
over the AWGN Channel
The expression for computing the symbol error probability for a square M-QAM
modulation is quite easy to derive and is generic for any value of M. However,
due to the variety of possibilities for non-square constellations, no such generic
expression exists for non-square M-QAM modulations. In what follows we derive
the expression for Pe for square constellations and give an approximate expression
for the special case of cross constellations.
Similarly to what we have done in the case of QPSK modulation, from the
receiver in Fig. 6.23 we can see that an M-QAM symbol will be decided correctly
if and only if both component L-PAM decisions are correct. Then, if we denote
the symbol error probability of one of the L-PAM branches as PePAM , the average
symbol error probability for a square M-QAM modulation is
Pe = 1 − Pc = 1 − (1 − PePAM )2 .

(6.49)

To evaluate PePAM we shall resort to the union bound and apply it to the L-PAM
constellations shown in Fig. 6.26, where the leftmost symbol refers to m 1 . We consider equally-likely symbols and assume that the signal-to-noise ratio is high enough
to produce symbol errors predominantly to the nearest-neighbors. By noticing that
1/2
the Euclidian distance between a symbol and its nearest neighbors is dmin = 2E 0 ,
the union bound for the symbol error probability of an L-PAM constellation can be
computed by
PePAM =

L

i=1

pi Pe (m i ) =

L
1
Pe (m i ).
L i=1

(6.50)

The conditional symbol error probability in (6.50) is given by
'* (


L
J


1
E0
1
d
ik
=
erfc √
erfc
Pe (m i ) ∼
,
=
2 k=1
2 k=1
N0
2 N0

(6.51)

k=i

where J = 1 for all outer symbols and J = 2 for all inner symbols. Using the
shorthand notation γ0 = E 0 /N0 , for L = 2 we have
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⎤

1⎢
√
√
√ ⎥ 1
Pe2PAM ∼
= ⎣ 12 erfc γ + 12 erfc γ ⎦ = erfc γ .
2 + ,- . + ,- .
2
Pe (m 1 )

(6.52)

Pe (m 2 )

For L = 4 we have
⎡

⎤

1⎢
√
√
√ ⎥
Pe4PAM ∼
= ⎣ 12 erfc γ + 2 · 2 · 12 erfc γ + 12 erfc γ ⎦
4 +
,. +
,. +
,.
Pe (m 1 )

=

Pe (m 2 )+Pe (m 3 )

(6.53)

Pe (m 4 )

3
√
erfc γ .
4

For L = 8 we have

Pe8PAM

⎡1
√
erfc γ +
2
+
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1⎢
⎢ Pe (m 1 )
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√
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8 ⎣+ 2 erfc γ
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⎥
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Pe (m 2 )+Pe (m 3 )+Pe (m 4 )+Pe (m 5 )+Pe (m 6 )+Pe (m 7 )⎥

(6.54)

Pe (m 8 )

= Pe =

7
√
erfc γ .
8

From the results in (6.52), (6.53) and (6.54) we can obtain, by induction, the
average symbol error probability for any L-PAM constellation with equally-likely
symbols over the AWGN channel:
'* (
E0
L
−
1
L
−
1
√
PePAM ∼
erfc ( γ0 ) =
erfc
.
(6.55)
=
L
L
N0
Surprisingly, simulation results unveil that (6.55) is very tight, providing accurate
results even for low signal-to-noise ratios. If instead of considering only nearestneighbor symbols we had considered all possibilities of symbol errors in the L-PAM
constellation, we would obtain a loose bound for low signal-to-noise ratios. Recall
that we have already made similar comments in Chap. 5, when discussing about the
union bound.
Substituting (6.55) in (6.49) with L = M 1/2 we obtain the average symbol error
probability for a square M-QAM modulation as a function of E 0 , that is,
'* (2
M −1
E0
Pe = 1 − 1 − √
erfc
N0
M
'* ( ' √
'* (
(2
√
E0
M −1
E0
2( M − 1)
2
erfc
=
erfc
−
√
√
N0
N0
M
M


√

(6.56)
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For large values of E 0 /N0 the term in [erfc(·)]2 becomes negligible and can be
discarded, yielding


1
Pe ∼
=2 1− √
M

'*


erfc

E0
N0

(
= 2PePAM .

(6.57)

From the relation between E and E 0 given in (6.42) and using E = E b log2 M
we can write (6.57) as a function of E b /N0 , leading finally to


1
Pe ∼
=2 1− √
M

'*


erfc

3 log2 M E b
2(M − 1) N0

(
.

(6.58)

The relation between the average symbol error probability and the average bit
error probability for a square M-QAM modulation depends on the bit-to-symbol
mapping adopted. Using Gray mapping in nearest-neighbor symbols, for high
signal-to-noise ratios we can apply the well-know relation Pb = Pe / log2 M.

Fig. 6.26 Constellations used to derive the symbol error rate for L-PAM modulations

In [76, p. 227] is it provided an expression for Pb that it is claimed to be precise
at low values of E b /N0 , considering Gray mapping. Such expression is
2
Pb ∼
=
log2 M

*
'
(

 √ M/2−1

1
3 log2 M E b
1− √
erfc (2i + 1)
.
2(M − 1) N0
M
k=0

(6.59)

Note that (6.59) can be regarded as (6.56) divided by log2 M, including erfc terms
that take into account not only nearest-neighbor symbol errors in the component
L-PAM constellations. Nevertheless, as mentioned before, these extra symbol errors
in fact cause the theoretical values to get distant from actual results for very low
signal-to-noise ratios. In other words, nearest-neighbor symbol errors in the L-PAM
branches happens in the great majority of time, which means that other symbol
error events can be really discarded. This is intuitively satisfying, since non nearestneighbor symbols have Euclidian distances that are two o more times greater than
1/2
the minimum distance 2E 0 .
Figure 6.27 shows some results for the average symbol error probability for a
64-QAM modulation. The exact result corresponds to (6.56), modified to be a func-
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tion of E b /N0 . The approximation 1 corresponds to (6.58) and the approximation 2
corresponds to (6.59) times log2 M. A simulation result is also shown for comparison
purposes. It can be seen that all results merge together for Pe < 0.1 and that the exact
result is indeed very precise even for very high and useless values of Pe . However,
note that if the value of Pb in (6.59) is multiplied by log2 M, a loose value of Pe
results for low E b /N0 .

Fig. 6.27 Average symbol error probabilities for a 64-QAM modulation

Figure 6.28 shows some bit error rate results computed from (6.59) for M = 16,
64 and 256. Estimates from a simulation are also shown for comparison. From this
figure we can see that as M gets large, (6.59) becomes loose for very low values of
E b /N0 . For practical values of Pb below 0.1, (6.59) indeed produces very accurate
results. Dividing the value of Pe predicted via (6.56) by log2 M leads to precise
results for Pb below 0.01, for M = 16, 64 and 256.
As already mentioned, no generic expression for the symbol error rate of nonsquare M-QAM constellations exists. Nevertheless, in [15] J. W. Craig describes a
method for calculating the probability of error for two-dimensional constellations.
In his paper, Craig claims that his method produces exact results. For example, when
applied to a square 16-QAM constellation, Craig’s method yields exactly the result
given by (6.56) for M = 16. For a 32-QAM with a cross constellation, Craig’s
method results in
'* (
'* (

E0
E0
1 27
23
erfc
Pe32 =
− erfc2
,
(6.60)
8 2
N0
4
N0
where, as previously defined E 0 = (dmin /2)2 . A simulation of a 32-QAM system
was conducted and the result was compared with the result given by (6.60). An
exact match has been produced for E b /N0 ranging from −5 dB to 15 dB.
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Fig. 6.28 Average bit error rates for some square QAM modulations

In [32, p. 373] S. Haykin gives an expression for the symbol error rate for
M-QAM modulations with cross constellations, whose derivation can be found in
[12, p. 64]. The resultant expression is


1

Pe ∼
=2 1− √
2M

'*


erfc

E0
N0

(
,

(6.61)

which gives good approximations for high values of E b /N0 . For a 32-QAM, (6.61)
produces results that merge with simulation results for Pe < 0.1.
A semi-empirical bound on Pe for 16-, 32-, 64-, 128- and 256-QAM is given in
[14, p. 507]. This bound seems to be slightly looser than (6.61) for low E b /N0 , but
is quite precise for high values of E b /N0 .
Finally, the relation between the symbol error probability and the bit error probability for non-square QAM modulations is highly dependent on the bit-to-symbol
mapping, since it is not possible to guarantee Gray encoding for the entire constellation. As a result, a case-by-case analysis must me made.

6.3.7 Power Spectral Density of an M-QAM Modulated Signal
From (6.38) we see that the in-phase and the quadrature components s I (t) and s Q (t)
are multilevel sequences of rectangular pulses of duration T , just as in the case of MPSK signals. These pulses are statistically independent from each other, since data
bits are also independent from each other. Furthermore, for equally-likely symbols
the levels are symmetric about zero, that is, the mean of s I (t) and s Q (t) is zero. Additionally, for square M-QAM signals, s I (t) and s Q (t) are statistically independent
because k/2 data bits define the row, i.e. the value of s I (t), and the remaining k/2

6.3

M-QAM Modulations with Coherent Detection

447

bits define the column, i.e. the value of s Q (t), of signal-vectors in the constellation.
For non-square constellations, s I (t) and s Q (t) are statistically dependent because it
is not allowed all combinations of the signal-vector coefficients.
From above we can conclude that the power spectral density of M-QAM signals
is identical to that of M-PSK signals. It is then given by (6.35) and is illustrated in
Fig. 6.18.

6.3.8 Spectral Efficiency of an M-QAM Modulated Signal
From the preceding item we conclude that the spectral efficiency of M-QAM signals
is also identical to that of M-PSK signals. Its maximum value is given by (6.36). For
root-raised cosine filtered signals with rolloff α, the spectral efficiency of M-QAM
signals is given by (6.37).

Simulation 6.4 – M-QAM Generation and Coherent Detection
File – CD drive:\Simulations\Passband\MQAM modem.vsm
Default simulation settings: Frequency = 2 Hertz; End = 5,000,000
seconds. Auto Restart enabled. 16-QAM modulation and detection
selected. AWGN channel noise enabled. Channel gain: 1.

This experiment is very similar to the one considered in Simulation 6.2, with the
differences that here M-QAM modulations are considered and the values of E b /N0
and BER are stored in the file “c:\PbQAM.dat”.
Before running the simulation, it is strongly recommended that you revisit the
description of the blocks in Simulation 6.2, so that you can easily adapt the concepts
to the operation of the M-QAM modem considered here.
Run the simulation using the default settings, while observing the PSD of the
transmitted signal. Note its similarity with the plot shown in Fig. 6.18. Note also
that the first spectral null is at f = 0.25 Hz, which is consistent with theory, since
Tb = 1 s and for the 16-QAM modulation T = 4Tb = 4 s. Then, 1/T = 0.25.
Change the modulation to 32-QAM. To do this, change the value of the “configurable M” to 32-QAM and select 32-QAM in the “configurable modulator” and in
the “configurable detector” blocks. Observe the PSD of the transmitted signal again,
noticing that the first spectral null is at f = 0.2 Hz, which is consistent with theory,
since Tb = 1 s and for the 32-QAM modulation T = 5Tb = 5 s. Then, 1/T = 0.2.
Repeat this procedure for the 64-, 128- and 256-QAM, comparing the values of
the first spectral null in each case with the theoretical value. As expected, as M
increases the bandwidth of the main spectral lobe decreases. Since the main lobe
contains most of the signal power, we can see that the spectral efficiency increases
as M is increased, which is also the case of M-PSK modulations.
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Now, for each of the modulations considered in this experiment, run the simulation while observing the time plot and the histogram of the transmitted signal. For
a better view of the results, disable the noise in the AWGN channel. This will force
each run of the simulation last 5,000,000 simulation seconds. Stop the simulation
before it restarts or disable the Auto Restart option. Run the experiment and note
that, as pointed out before, the waveforms s I (t) and s Q (t) are multilevel signals
with rectangular-shape pulses. Magnify the time plot if you want a better or a more
detailed view of these waveforms. Observe that their number of levels corresponds
to the number of projections of the signal-vectors on each constellation axis, which
is the number of values that the corresponding signal-vector coefficients can assume.
Observing the histograms of the signals s I (t) and s Q (t) we see that the levels are
equally-likely for square QAM signals. For cross constellations, outer levels are less
probable because of the absence of symbols in the constellation corners. Note also
that the mass function is symmetric about zero, resulting in a zero mean values for
both s I (t) and s Q (t).
By observing s I (t) and s Q (t) for square constellations, we see that all the combinations between the levels pertaining to these waveforms are allowed to occur
simultaneously. Nevertheless, for cross constellations, the values corresponding to
the “missing symbols” at the constellations corners never occur simultaneously.
Close the simulation without saving and restart it to restore the default settings. For each of the available M-QAM modulations compare the estimated values
of BER with the theoretical ones for all values of E b /N0 . You will find a very
close agreement between them, especially for BER < 0.1. For the case of the
16-QAM modulation, the final results are produced after a relatively long time.
Interrupt the simulation if you want and consider only those BER values already
displayed.
By setting the channel gain to any value different from 1 you will find out that
the BER values can be drastically affected. This is an expected result because MQAM receivers need to know the expected received symbol energies to estimate the
transmitted symbols. As previously mentioned, this is guaranteed by automatic gain
control (AGC) subsystems, which maintain internal received levels at prescribed
values or set reference values for symbol estimation according to the channel gain.
You can simulate the effect of an AGC in the M-QAM demodulator by changing
the “constellation spacing” parameter in the “M-QAM detector” block according to
the channel gain. Note that this parameter is set to dmin /(T 1/2 ). Then, if the channel
gain is set to G, the parameter must be set to G × dmin /(T 1/2 ) so that the system
works properly. This is equivalent to multiplying the symbol energies in the receiver
of Fig. 6.25 by G 2 . Internally to the AWGN channel, the gain is associated to the
variable G. Then, it suffices to set the constellation spacing to G × dmin /(T 1/2 ) so
that all modulations can work properly for any value of G.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
As an exercise, identify and justify the relation between each variable used in the
simulation to allow for its correct operation for any value of M. You can do this by
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entering each block, analyzing all parameters and identifying the relation between
the parameters and the value of M.

6.3.9 Comparing M-PSK and M-QAM Modulations
Let us put together the results for the average symbol error probabilities of M-QAM
modulations with square and cross constellations and of M-PSK over the AWGN
channel. From the relation between E 0 and dmin we have dmin 2 = 4E 0 . With this
result and the relation E b = E/ log2 M in (6.48), for M-QAM modulations with
cross constellations we obtain


31
1
96 log2 M E b
E0
4E 0
Eb =
=
.
(6.62)
M −1
⇒
log2 M 32
6
N0
62M − 64 N0
With this relation in (6.61) we obtain, for cross M-QAM,


Pe ∼
=2 1− √

'*



1

erfc

2M

96 log2 M E b
62M − 64 N0

(
.

(6.63)

For square M-QAM constellations we already have the exact expression
'*

(
3 log2 M E b
erfc
.
Pe = 2 1 − √
2(M − 1) N0
2M
'*
(

2
1
3 log2 M E b
2
− 1− √
erfc
.
2(M − 1) N0
2M


1



(6.64)

For M-PSK we also know that the exact symbol error probability is given by
1
Pe =
π


0

(M−1)π/M


E b log2 M sin2 (π/M)
dθ.
exp −
N0
sin2 θ


(6.65)

Some results using (6.63), (6.64) and (6.65) are shown in Fig. 6.29 for QPSK,
4-QAM, 8-PSK, 8-QAM, 16-PSK, 16-QAM, 32-PSK and 32-QAM modulations.
We can observe that the performance of M-QAM for M > 8 overcome by far the
corresponding performance of M-PSK. For M = 8 the performance of the 8-PSK
modulation is worse, but this modulation is sometimes preferred over the 8-QAM
due to its constant envelope.
Recall that the spectral efficiencies of M-PSK and M-QAM are the same, but the
complexity of M-QAM receivers can be greater, mainly due to the need of precise
AGC circuitry to establish a reference level for L-PAM detection or symbol energy
computations at the receiver side.
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Fig. 6.29 Average symbol error probability for M-PSK and M-QAM

6.4 M-FSK Modulations with Coherent Detection
In this section we focus on the modulations of the M-ary frequency-shift keying
(M-FSK) family. These modulations have symbol waveforms that are orthogonal to
each other, meaning that M-FSK is a form of orthogonal signaling in which symbols
are represented by different frequencies of the carrier. We start by verifying the
frequency spacing necessary to maintain the orthogonality between symbols. Next
we move to the analysis of the binary FSK modulation and then we extend the
concepts to the M-ary case, for M > 2.

6.4.1 Tone Separation and Carrier Frequency for Orthogonality
To be coherently orthogonal in the signaling interval T , two cosine functions with
different frequencies must satisfy


(i+1)T

cos(2π f 1 t + θ ) cos(2π f 2 t + θ )dt = 0.

(6.66)

iT

The term “coherently orthogonal” means that the initial phases of the two cosines
in (6.66) are equal to one another. Using the identity cos(a) cos(b) = 1/2[cos(a−b)+
cos(a + b)] in (6.66) we obtain
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1 (i+1)T
cos[2π ( f 1 + f 2 )t + 2θ ]dt
2 iT
iT
(i+1)T

1
sin[2π ( f 1 − f 2 )t]
=
4π ( f 1 − f 2 )
iT
(i+1)T

1
sin[2π ( f 1 + f 2 )t + 2θ ]
+
4π ( f 1 + f 2 )
iT
1
{sin[2π ( f 1 − f 2 )(i + 1)T ] − sin[2π ( f 1 − f 2 )iT]}
=
4π ( f 1 − f 2 )
⎧
⎫
sin[2π ( f 1 + f 2 )(i + 1)T ] cos 2θ ⎪
⎪
⎪
⎪
⎨
⎬
1
+ cos[2π ( f 1 + f 2 )(i + 1)T ] sin 2θ
,
+
− sin[2π ( f 1 + f 2 )iT] cos 2θ ⎪
4π ( f 1 − f 2 ) ⎪
⎪
⎪
⎩
⎭
+ cos[2π ( f 1 + f 2 )iT] sin 2θ

1
2

(i+1)T
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cos[2π ( f 1 − f 2 )t]dt +

(6.67)

where we have also used the identity sin(a + b) = sin(a) cos(b) + cos(a) sin(b) to
apply the limits in the solution of the rightmost integral. To satisfy (6.66), in (6.67)
we must satisfy simultaneously: 2π ( f 1 − f 2 )T = mπ and 2π ( f 1 + f 2 )T = 2nπ ,
where m and n are integers. From these two equations we have the restrictions for
f 1 and f 2 :
f1 =

2n + m
2n − m
m
, f2 =
and f 1 − f 2 =
.
4T
4T
2T

(6.68)

From (6.68) we conclude that to be coherently orthogonal in the signaling interval, the frequencies f 1 and f 2 must be integer multiples of 1/(4T ) and their frequency separation must be an integer multiple of 1/(2T ).
It is usual to define a nominal carrier frequency f c , whose value is the arithmetic
mean of the FSK tones. From (6.68) we have
fc =

n
f1 + f2
=
,
2
2T

(6.69)

from where we see that the nominal carrier frequency must be an integer multiple
of half of the signaling rate 1/T so that the FSK symbols are perfectly coherently
orthogonal to each other. In practice, since the carrier frequency is much greater
than f 1 and f 2 , the restriction in (6.69) need not to be followed. As a consequence,
the correlation between a pair of different symbols will lead to a non-zero, but very
small value.

6.4.2 Binary FSK Modulation
In the binary FSK (BFSK or 2-FSK) modulation, one data bit is represented by a
tone with frequency f 1 and the other is represented by a tone with frequency f 2 .
The frequencies f 1 and f 2 are chosen such that the symbols s1 (t) and s2 (t) are kept
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orthogonal to each other in the signaling interval T = Tb , which means that f 1 and
f 2 must satisfy (6.68).
6.4.2.1 BFSK Waveform
The symbol waveforms for a BFSK modulation can be represented by
*
si (t) =


2E b
0 ≤ t < Tb , 0 elsewhere
cos(2π f i t),
i = 1, 2,
Tb

(6.70)

where E b = E is the average bit energy, f 1 and f 2 are the carrier frequencies
representing each data bit and Tb is the bit duration. When the tone separation is
1/Tb , we have the so-called Sunde’s BFSK modulation [78; 32, p. 381], also usually
referred to as the conventional BFSK modulation.
6.4.2.2 BFSK Base-Functions
Since we are dealing with an orthogonal signaling, the number of base-functions N
is equal to the number of symbols, M. Additionally, the base-functions are simply
the symbol waveforms normalized to have unit energy. From (6.70),
*
φi (t) =

2
cos(2π f i t), i = 1, 2.
Tb

(6.71)

6.4.2.3 BFSK Constellation
The BFSK constellation is composed by two orthogonal axes and the signal-vectors
are placed over the corresponding axis, as illustrated in Fig. 6.30.

Fig. 6.30 BFSK constellation
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The signal-vector coefficients are determined as follows. From the synthesis
equation studied in geometric representation of signals in Chap. 5 we have:
*
s1 (t) = s11 φ1 (t) + s12 φ2 (t) = s11
*
s2 (t) = s21 φ1 (t) + s22 φ2 (t) = s21

*
2
cos(2π f 1 t) + s12
Tb
2
cos(2π f 1 t) + s22
Tb

*

2
cos(2π f 2 t) and
Tb
2
cos(2π f 2 t).
Tb
(6.72)

To satisfy (6.70) we must have s11 = E b 1/2 , s12 = 0, s22 = E b 1/2 and s21 =
0. Then,

  √ 
  
0
s
s
Eb
and s2 = 21 = √
.
(6.73)
s1 = 11 =
s12
s22
0
Eb
Alternatively, we can determine the coefficients using the analysis equation


Tb

sij =

si (t)φ j (t)dt, i = 1, 2

j = 1, 2.

(6.74)

0

6.4.2.4 BFSK Symbol and Bit Error Probability over the AWGN Channel
We have at least three ways of finding the error probability for the BFSK modulation over the AWGN channel: directly, by using the constellation geometry given
in Fig. 6.30, by applying the rotation and translation invariance of the symbol error
probability to the constellation in Fig. 6.30 and by applying the union bound. We
show the first two solutions and leave the third as an exercise for the reader.
Recall that, for a two-dimensional constellation, the observed vector x is formed
by the coordinates x1 and x2 , which corresponds to the decision variables. Through
a simple analysis from Fig. 6.30, considering equally-likely symbols, one can conclude that x will be above the decision threshold whenever x1 is smaller than x2 .
Similarly, x will be below the threshold whenever x1 is larger than x2 . Than, for
equally-likely symbols the decision criterion is reduced to compare x1 with x2 and
decide in favor of the symbol with the corresponding index. We can do this by
defining another decision variable Y = X 1 − X 2 and compare it to zero, i.e. decide
for m 1 if y > 0, decide for m 2 if y < 0 and decide arbitrarily if y = 0.
Let us determine the statistical properties of Y , assuming that m 1 and s1 are
associated to a bit “0” and that m 2 and s2 are associated to a bit “1”. First we observe
that Y will be a Gaussian random variable, since both X 1 and X 2 are Gaussian
distributed. Then, we need to know only the mean and the variance of Y :

Eb − 0 = Eb ,


E[Y |1] = E[X 1 |1] − E[X 2 |1] = 0 − E b = − E b and
var[Y ] = var[X 1 ] + var[X 2 ] = N0 ,
E[Y |0] = E[X 1 |0] − E[X 2 |0] =



(6.75)
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where we have used the fact that X 1 and X 2 are statistically independent. Then,
for equally-likely symbols, the average symbol error probability can be determined
only by the probability P[Y > 0|1] or P[Y < 0|0]. From Chap. 1 we recall that
P[A > γ ] =



γ − μA
1
erfc
.
√
2
σA 2

(6.76)

Applying the results (6.75) in (6.76) we obtain
√


0 − (− E b )
1
Pe = P[Y > 0|1] = erfc
.
√ √
2
N0 2

(6.77)

Then, the average symbol error probability of a BFSK modulation over the
AWGN channel, which is equal to the average bit error probability, is given by
1
Pe = BER = erfc
2

'*

Eb
2N0

(
.

(6.78)

Observe that the BFSK modulation is 3 dB less power-efficient than BPSK and
QPSK, which means that for the same bit error probability a BFSK modulation will
need twice the average power used for a BPSK or a QPSK modulation.
Now suppose that we rotate and translate the constellation of Fig. 6.30 so that
it is placed on the horizontal axis and symmetrically around zero, as illustrated in
Fig. 6.31. Note that we have transformed the constellation into an antipodal representation with equivalent bit energy E b , = E b /2. With this result in the expression
for Pe of an antipodal signaling we shall obtain the same result given in (6.78).

Fig. 6.31 Translation and rotation of a BFSK constellation

It is left as an exercise for the reader to apply the union bound to the constellation
in Fig. 6.30. As in the case of the BPSK modulation, the union bound will produce
an exact result, also leading to (6.78).
6.4.2.5 Continuous-Phase and Non-continuous-phase FSK Modulations
There are two families of FSK modulations: continuous-phase FSK (CPFSK) and
non-continuous-phase (or discontinuous-phase)FSK. In the first case, symbol transitions do not produce abrupt phase transitions in the modulated carrier, which is not
the case for discontinuous-phase FSK modulations. CPFSK modulations [68, vol.1,
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pp. 593–598] are part of a broader class of continuous-phase modulations (CPM)
[2, pp. 50–53; 86, Chap. 6; 68, vol. 1, pp. 984–593; 79]. In CPM, phase continuity
is guaranteed by creating dependence among successive symbols, which in turn will
demand special forms of detection and demodulation that take advantage of such
dependence to improve system performance. The broad family of continuous-phase
modulations is called Multi-h CPM [72; 87, pp. 271–284; 86, Chap. 7].
The several aspects of CPM in general will not be covered in this book. However, we shall give special attention to one CPM, the MSK (minimum shift keying)
modulation, which will be discussed in detail in the next section.
6.4.2.6 BFSK Generation and Coherent Detection
Intuitively we can imagine that a BFSK modulator is made by a simple switching
between two tones, depending on the bit to be transmitted. A question remains if this
switching will or will not maintain phase continuity between successive symbols.
To answer to this question, let us investigate the phases of the cosine base-functions
with frequencies f 1 and f 2 at t = iT, considering f 1 − f 2 = n/T , for integers n and
i, and an initial phase θ , as shown by:
2π f 1 iT + θ = 2π ( f 2 + n/T )iT + θ
= 2π f 2 iT + 2π in + θ
= 2π f 2 iT + θ mod2π.

(6.79)

From (6.79) we notice that the phases of the two tones will be identical (modulo
2π ) at t = iT, if the tone separation is an integer multiple of 1/T . Nevertheless, it
is easy to see that if we had chosen a tone separation of n/2T for odd n in (6.79),
equality would not have held, which means that it is not possible to maintain phase
continuity by switching between two tones with frequencies separated by n/2T ,
odd n. Figure 6.32 illustrates the above concepts considering f 1 − f 2 = 1/T and
f 1 − f 2 = 1/(2T ). Note that, for f 1 − f 2 = 1/T , both base-functions have the same
amplitude at integer multiples of T , which is not the case for f 1 − f 2 = 1/(2T ).

Fig. 6.32 BFSK tones with different frequency spacing
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Simulation 6.5 – Analysis of Tones Used by an FSK Modulation
File – CD drive:\Simulations\Passband\FSK tones.vsm
Default simulation settings: Frequency = 200 Hz; End = 4 seconds.
Symbol duration: 1 second. Frequency f 1 : 2 Hz. Tone separation: 1/T .

This is a very simple experiment aiming at illustrating the concepts related to the
choice of the tones to implement an FSK modulation.
Open the simulation file indicated above. The upper part of the experiment is
where the symbol duration T , the reference tone frequency f 1 (which is the lowest
tone frequency here) and the tone separation are configured and displayed. Note
that four tones are being generated in this experiment to show that the concepts
previously presented about tone choice can be extended and also hold for M>2. The
frequencies of the tones are generated from f 1 according to: f 2 = f 1 + Δf, f 3 =
f 2 + Δf , and f 4 = f 3 + Δf , where Δf is the tone separation. The nominal carrier
frequency f c is also computed and displayed. Its value is the arithmetic mean among
the tone frequencies.
In the lower, left part of the experiment four cosine signals are generated according to the frequencies previously configured. These signals correspond to non normalized base-functions of a 4-ary FSK. You can see them in a time plot.
The first T seconds of each waveform is selected through a gating process and
the result is the M = 4 symbol waveforms. You can also see them in a time plot.
Finally, the lower, right part of the experiment computes the approximate correlations between any pair of symbol waveforms. When correct tone frequencies are
chosen, these correlations are almost equal to zero.
Let us first verify if the default selected tone frequencies are correct. The tone
separation is set to 1/T = 1 Hz, which leads to f 1 = 2 Hz, f 2 = 3 Hz, f 3 =
4 Hz and f 4 = 5 Hz. All these values are in agreement with (6.68), i.e. the tone
frequencies are integer multiples of 1/(4T ) and their frequency separation are an
integer multiple of 1/(2T ). Moreover, the nominal carrier frequency is f c = 3.5 Hz,
which agrees with (6.69) since it is an integer multiple of 1/(2T ).
Running the simulation you will observe the above values and notice that the
correlation between any pair of symbols is virtually zero, which means that symbols
are indeed orthogonal to each other.
Now observe the time plot of the tones. Note that at multiples of T = 1 second,
the tone phases are the same, modulo 2π . In other words, if a tone is switched as
a result of a change in the symbol to be transmitted by an FSK modulation, this
will result in a continuous phase because one symbol will exhibit in its end the same
amplitude exhibited at the beginning of the next symbol. Change the tone separation
to 1/(2T ) Hz, run the simulation and observe the tone waveforms. Now there is no
common phase value in all multiples of T . This means that if a tone is switched
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as a result of a change in the symbol to be transmitted, this can result in a phase
discontinuity.
Now you can interact with the simulation and search for situations in which the
symbols are not orthogonal to each other. To do this, just select simulation parameters that disagree with (6.68) and (6.69). Explore inside the individual blocks. Try
to understand how they were implemented. Create and investigate for yourself new
situations and configurations of the simulation parameters and try to reach your own
conclusions.
We are now able to construct the BFSK modulator, which is simply a selector that
chooses the tone to be transmitted according to the data bit. This modulator is shown
in Fig. 6.33. As indicated in the caption of this figure, any frequency separation that
is an integer multiple of the signaling rate 1/T = 1/Tb is allowed and will produce
a continuous-phase BFSK signal. We shall see later on in a simulation the effect of
choosing odd multiples of 1/(2Tb ) as the separation between the frequencies of the
base-functions φ1 (t) and φ2 (t) in Fig. 6.33.

Fig. 6.33 Continuous-phase BFSK modulator ( f 1 − f 2 = n/Tb , integer n)

The modulator shown in Fig. 6.33 can also be implemented by means of a
voltage-controlled oscillator (VCO) configured with a free-running oscillation frequency equal to f c = ( f 1 + f 2 )/2 and a gain parameter configured to( f 1 − f 2 )/2 =
Δf /2 = n/2Tb Hz/volt, n integer, assuming that the VCO design is such that its
input must be a digital waveform derived from the dada bits, having amplitudes
±1 volt.
Based on the error probability analysis we can construct the BFSK coherent
demodulator by correlating the receiver signal with the base-functions,comparing
the decision variables and deciding in favor of the largest. The corresponding
demodulator is shown in Fig. 6.34.
The diagram shown in Fig. 6.34 can also be obtained by simplifying the generic
receiver derived in Chap. 5 and reproduced in Fig. 6.5. Since the BFSK signaling is
two-dimensional, two correlators are needed. For M = 2, two inner product arms
are needed. These arms will compute
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Fig. 6.34 Coherent BFSK demodulator



Tb

x T s1 =


x(t)s1 (t)dt =

0
Tb

x s2 =
T

0

x(t)s2 (t)dt =






Tb

Eb
0


Eb

Tb


x(t)φ1 (t)dt = x1 E b and


(6.80)

x(t)φ2 (t)dt = x2 E b .

0

From (6.80) we see that the inner product computations will produce scaled versions of the variables x1 and x2 . Then, for the purposes of decision, these inner
products are not necessary and can be eliminated. Furthermore, the subtractions of
half of the symbol energies in the generic receiver are not necessary because these
energies are the same. Then, it suffices to decide in favor of the largest value between
x1 and x2 , which is exactly what is done by the demodulator of Fig. 6.34.

6.4.2.7 Power Spectral Density of a BFSK Modulated Signal
In what concerns the power spectral density, we can divide the BFSK modulations
in three classes:
• Continuous-phase BFSK with tone separation of n/T , integer n.
• Continuous-phase BFSK with tone separation n/2T , odd n.
• Discontinuous-phase BFSK.
Since discontinuous-phase FSK modulations are of small interest in practice, we
shall restrict our analysis to the final effect of a phase discontinuity on the PSD of
the modulated signal. To do this we shall consider the modulator shown in Fig. 6.33,
with a tone separation of 1/Tb seconds. In this case we have a conventional form
of the Sunde’s BFSK modulation. We consider two situations for the initial phases
of the base-functions. In the first and correct situation the initial phases are equal
to one another, and the modulated signal exhibits phase continuity between symbol
transitions. In the second situation, simulating tones being generated by two independent oscillators, the base-functions have initial phases that differ in 60 degrees.
Figure 6.35 shows the resultant time plots and estimated PSDs, in dBm/Hz over a
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Fig. 6.35 Effect of a discontinuous-phase on the PSD of a BFSK signal

50 Ω load. Note that the phase discontinuity has caused the PSD of the modulated
signal to exhibit higher side-lobes than in the case of phase continuity. This is the
main reason for preferring continuous-phase FSK, since lower side-lobes lead to
lower adjacent channel interference and easier filtering.
Now let us determine the theoretical expression for the PSD of the continuousphase Sunde’s BFSK modulation for the case where f 1 − f 2 = 1/Tb . First we rewrite
(6.70) as a function of the nominal carrier frequency f c , as shown by:
*
s(t) =



2E b
πt
,
cos 2π f c t ±
Tb
Tb

(6.81)

where the minus sign is associated to the tone with frequency f 1 and the plus sign
corresponds to the tone with frequency f 2 (or vice-versa). Applying the trigonometric identity cos(a ± b) = cos(a) cos(b) ∓ sen(a)sen(b) to (6.81) we obtain
*
s(t) =

*
 
 
2E b
2E b
πt
πt
cos(2π f c t) ∓
sin(2π f c t),
cos
sin
Tb
Tb
Tb
Tb

(6.82)

from where we have the data-independent in-phase component
*
s I (t) =

 
2E b
πt
, ∀t,
cos
Tb
Tb

(6.83)

and the data-dependent quadrature component

s Q (t) =


i

*
ai

  
2E b
πt
ai = +1
,
sin
Tb
Tb
ai = −1

for binary 0
for binary 1.

(6.84)
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From (6.84) we see that s Q (t) is an antipodal sequence of random pulses whose
shape is a half-cycle sine function. The PSD of s I (t) is just the PSD of a cosine
function of frequency 1/(2Tb ), that is,
sBI ( f ) =

 



1
1
Eb
δ f −
+δ f +
.
2Tb
2Tb
2Tb

(6.85)

From Chap. 2, the PSD of s Q (t) is given by
sBQ ( f ) =

|{g(t)}|2
,
Tb

(6.86)

where g(t) is the half-cycle sine function

g(t) =

% &

2E b
Tb

sin

0,

πt
Tb

, 0 ≤ t ≤ Tb

(6.87)

otherwise.

We have already determined the squared magnitude of the Fourier transform of
an identical pulse g(t) in Chap. 4, Simulation 4.4, with the difference that there
the peak amplitude of the pulse was unitary. Taking this into consideration, from
Simulation 4.4 we obtain
|G( f )|2 =

E b [4 + 4 cos(2π fTb )]
Tb π/Tb − 4π f 2 Tb

2

.

(6.88)

With this result in (6.86) we have
sBQ ( f ) =

E b [4 + 4 cos(2π fTb )]
π − 4π f 2 Tb

2

.

(6.89)

Then, the PSD of the equivalent baseband BFSK signal is given by
s B ( f ) = sBI ( f ) + sBQ ( f )
 



1
1
E b [4 + 4 cos(2π fTb )] (6.90)
Eb
δ f −
+δ f +
+
.
=
2
2Tb
2Tb
2Tb
π − 4π f 2 Tb 2
Recall that the passband modulated signal will have a PSD determined by substituting (6.90) in (6.14). The resultant unilateral power spectral density is plotted in
Fig. 6.36 for a normalized frequency and amplitude. Note that this PSD corresponds
to the estimated power spectral density of the continuous-phase BFSK modulation
shown in Fig. 6.35.
Note from (6.90) that the power in the discrete spectral components of the
Sunde’s BFSK signal is half of the total signal power E b /Tb . When the modulator is
properly configured for a tone separation of n/2T , odd n, these discrete components
disappear from the PSD, as we shall verify through the next simulation.
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Fig. 6.36 Normalized PSD of a continuous-phase Sunde’s BFSK signal

6.4.2.8 Spectral Efficiency of a BFSK Modulated Signal
We have seen that the spectral efficiency is determined after the signal bandwidth
B is defined. In the case of a BFSK modulation we have two situations: the conventional continuous-phase Sunde’s BFSK, in which the tone separation is n/Tb , n
integer, and the continuous-phase BFSK with tone separation n/2Tb , n odd. If we
define Bnn as the bandwidth between the first nulls on the right and on the left of the
discrete components in Fig. 6.36, it is easy to see that the spectral efficiency of the
Sunde’s BFSK with Δf = n/2Tb , n even, will be given by
ρnn =

Rb
Rb
1
bit/s/Hz.
=
=
Bnn
[(n/2) + 2]/Tb
(n/2) + 2

(6.91)

The above result will be confirmed in the next computer experiment. Using a
simulation result we can see that the spectral efficiency of a binary CPFSK in which
tone separation is Δf = n/2Tb , n odd, is given by
ρnn =

Rb
Rb
2
bit/s/Hz,
=
=
Bnn
(n + 2)/2Tb
n+2

(6.92)

a result that will also be confirmed in the next computer simulation.

Simulation 6.6 – BFSK Modulation Methods
File – CD drive:\Simulations\Passband\BFSK mod.vsm
Default simulation settings: Frequency = 100 Hz; End = 10 seconds.
Symbol duration: 1 second (not configurable). Frequency f 1 :
1/T Hz. Tone separation: 1/(2T ) Hz.
This experiment is intended to show different ways of generating a BFSK signal.
Open the simulation file indicated above and observe that the upper part of the diagram is very similar to the upper part of the diagram of Simulation 6.5. This part
is used to configure the modulation parameters. The lower part of the simulation
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contains a random bit generator, operating at a rate of Rb = 1/Tb = 1/T = 1
bit/second. These data bits are applied to five BFSK modulators:
• Modulator A was constructed according to Fig. 6.33, i.e. the modulated signal is
generated by switching between two tones according to the data bits. It produces
phase continuity only for tone separations equal to n/T , integer n.
• Modulator B was implemented according to expression (6.82) and produces a
modulated signal identical to that generated by Modulator A.
• Modulator C was implemented via a VCO whose input is +1 for a data bit “1”
and −1 for a binary “0”. The center (free-running) frequency of this VCO is set
to f c and its gain is set to ( f 1 − f 2 )/2 = Δf /2 = n/4T Hz/volt, n integer. This
modulator produces a continuous-phase modulated signal for any allowed tone
separation, that is, for Δf = n/2T, n integer.
• Modulator D was constructed according to the diagram shown in Fig. 6.37. Its
purpose is to permit a deeper analysis of a continuous-phase BFSK signal when
( f 1 − f 2 ) = n/2T , for odd n. This modulator produces a continuous-phase modulated signal only with these tone separations.
• Modulator E is a built-in block of VisSim/Comm. It is configured to be a
continuous-phase modulator, but can also be configured to operate in discontinuous-phase mode. In the first case it is probably implemented via a VCO-like
process and in the second case it is probably implemented via a switching-like
process. In its default configuration, this modulator produces a continuous-phase
signal for any allowed tone separation, that is, for Δf = n/2T, n integer.
Additional blocks were inserted in some modulators to facilitate their analysis.
Run the simulation using the default settings and observe the waveforms shown
in the time plot. Enlarge the plot for a better view. Observe that a data bit “1”
corresponds to the highest tone frequency, whose value is f 2 . Observe also that the
waveforms generated by the Modulators A and B, which operate under the switching
principle, are exhibiting phase discontinuities. As pointed out before and illustrated
by Fig. 6.32, this happens because the base-functions do not have common phases,
modulo 2π , at multiples of the symbol interval when the tone separation is n/2T ,
odd n. Set the tone separation to any odd multiple of 1/(2T ) and notice that phase
discontinuity will happen in all of these cases.
Increase the simulation time end to 1,000 seconds and run the simulation while
observing the frequency plot. This plot displays the frequency content of the BFSK
signals generated by Modulator A (switching approach) and Modulator C (VCO
approach). Observe that the spectral densities are equal to one another for tone
separations that are integer multiples of 1/T . In these cases, Modulators A and
C generate identical continuous-phase signals. However, for tone separations that
are odd multiples of 1/(2T ), observe that the spectral components of the signal
generated by Modulator A have higher levels at higher frequencies, a consequence
of the phase discontinuities in the modulated signal. Observe also that, for tone
separations which are odd multiples of 1/(2T ), discrete components always appear
in the PSD of the signal generated by Modulator A and never appear in the PSD of
the signal generated by Modulator C. This characteristic will be explored ahead.
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Fig. 6.37 Alternative implementation of a continuous-phase BFSK signal, Δf = n/2T , odd n

Look inside Modulator A and run the simulation using the default settings. The
time plot that you see is showing the components of the modulated signal generated by switching each of the base-functions (tones). We can interpret these components as amplitude modulated signals in which the modulating signals are random
sequences of unipolar NRZ pulses. Since these sequence have a non-zero DC component, this will cause the resultant on-off keying (OOK) signal to have a discrete
spectral component which will be carried to the resultant BFSK modulated signal,
no matter the tone separation.
Now choose a tone separation that is an odd multiple of 1/(2T ) and run the
simulation while looking inside Modulator C. In a first look we would be tempted
to state that the modulated signal components are OOK waveforms equal to those
generated by Modulator A. To see that these OOK waveforms do not correspond
to those analyzed in Modulator A, look inside Modulator D. The OOK waveforms
shown are identical to those extracted from the signal generated by Modulator C.
Nevertheless, Modulator D was constructed so that you can see the signals used to
modulate each tone. Observe that these signals, which were generated by modified
(zero DC) duobinary coders, are bipolar. If the simulation time end is increased you
can verify that the mean of these signals are zero. As a result, the OOK signals will
not have discrete spectral components, as well as the resultant BFSK modulated signal. By analyzing the waveforms inside Modulator D you will be able to understand
its operation (see also Fig. 6.37).
Using a tone separation of n/2T = n/2Tb with even n, let us confirm the validity
of the spectral efficiency given by (6.91). Increase the simulation time end to 1,000
seconds and run the simulation while observing the frequency plot from Modulator
A or C. The bandwidth Bnn = (n/2 + 2)/Tb must be measured between the first
nulls on the right and left of the discrete spectral components.
Let us also confirm the validity of the spectral efficiency given by (6.92), now
using only the frequency plot from Modulator C. We shall apply the same procedure
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described in the previous paragraph, except that the tone separation must be n/2T =
n/2Tb with odd n. Since the spectral densities do not exhibit discrete components
anymore, the bandwidth Bnn = (n + 2)/2Tb must be measured between the first
nulls on the right and left of the two main lobes, in the case of n > 1, or of the
single main lobe in the case of n = 1.
More details about the spectral characteristics of an FSK signal will be considered in the next subsection, where the general M-FSK signaling will be discussed.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
As an exercise, use the idea behind Fig. 6.37 (or Modulator C) to design a
continuous-phase 4-FSK modulator with tone separations that are odd multiples of
1/(2T ). Implement your diagram using VisSim/Comm and do some research trying to find advantages and disadvantages of using this approach over a VCO-based
implementation from the perspective of complexity and performance.

6.4.3 M-ary FSK Modulation
In this subsection we shall generalize the concepts presented in the previous subsection to the M-ary frequency-shift keying modulation with M > 2.
6.4.3.1 M-FSK Waveform
The symbol waveforms for an M-FSK modulation can be represented by

si (t) =

2E
cos(2π f i t),
T



0 ≤ t < T, 0 elsewhere
i = 1, 2, . . . , M,

(6.93)

where E = E b log2 M is the average symbol energy, { f i } is the set of carrier frequencies representing the modulation symbols and T = Tb log2 M is the symbol duration.
As in the binary case, symbol waveforms in M-FSK are coherently orthogonal to
each other if the tone separation is an integer multiple of 1/(2T ) Hz.

6.4.3.2 M-FSK Base-Functions
Analogously to the binary modulation, M-FSK base-functions are normalized versions of the symbol waveforms so that they have unit energy, that is,

φi (t) =

2
cos(2π f i t), i = 1, 2, . . . , M.
T

(6.94)

6.4

M-FSK Modulations with Coherent Detection

465

6.4.3.3 M-FSK Constellation
Since the M symbol waveforms are orthogonal to each other, the M-FSK constellation could be represented in an N -dimensional Euclidian space where N = M,
with signal-vectors located on the corresponding axes. The elements {sij } of the
signal-vector si are zero, except in the i-th position, where its value is E 1/2 , that is,
si = [si1 si2 · · · siM ]T , where
√
E, j = i,
sij =
0, otherwise.

(6.95)

We are limited to see a constellation with maximum size N = M = 3, a case
that happens when a ternary signaling scheme is adopted. For example, if we apply
a duobinary signal (which is ternary) to an M-FSK modulator, three orthogonal
symbols are generated according to the value of the duobinary input. Figure 6.38
illustrates such a constellation, from where we see that the Euclidian distances
between any pair of signal-vectors are equal to one another.
Fig. 6.38 A ternary FSK
constellation

6.4.3.4 Continuous-Phase and Non-continuous-phase M-FSK Modulations
Analogously to the binary FSK modulation, discontinuous-phase M-FSK modulations lead to higher spectral components at higher frequencies. In other words, the
“tails” of the power spectral density of a continuous-phase M-FSK modulation have
lower intensities than the tails of the PSD of discontinuous-phase M-FSK. For this
reason, we shall concentrate on continuous-phase M-FSK modulations.
6.4.3.5 M-FSK Generation and Coherent Detection
Phase continuity between successive symbols in an M-FSK modulation can be
guaranteed in two ways: (1) if the tone separation is an even multiple of 1/(2T ),
a simple switching among the M coherent tones suffices. (2) if the tone separation
is an odd multiple of 1/(2T ), a voltage-controlled oscillator (VCO) is an adequate
and commonly adopted choice. Obviously, a VCO can also be used in the first case.

466

6 Passband Digital Transmission

The switching operation is equivalent to the multiplication of each signal-vector
coefficient in (6.95) by the corresponding base-function and the sum of the results.
This can be done by the modulator shown in the left side of Fig. 6.39. The VCO
implementation is shown in the right part of this figure.

Fig. 6.39 Two possible implementations of an M-FSK modulator

We can construct the general coherent M-FSK demodulator using the same reasoning used to construct the BFSK demodulator shown in Fig. 6.34. The generic
maximum likelihood receiver can be simplified and result in the diagram shown
in Fig. 6.40, where the received signal x(t) is correlated with the N = M basefunctions (tones) and the decision is made in favor of the largest decision variable.
The estimated symbol is then mapped back into the k = log2 M bits.
6.4.3.6 M-FSK Symbol and Bit Error Probability over the AWGN Channel
The average symbol error probability of an M-FSK signaling can be derived by
analyzing the maximum likelihood receiver shown in Fig. 6.40. Let Pc (m i ) be the
probability of a correct decision given the symbol m i was sent. This probability can
be written as
Pc (m i ) = P[X j < X i ], for all j = i.

(6.96)

When m i is sent, the decision variable at the output of the i-th correlator will be
X i = E 1/2 + Ni , where E is the average symbol energy and Ni is the result of the
correlation between the noise waveform and the i-th base-function, that is,

Ni =

T

w(t)φi (t)dt.

(6.97)

0

Since the M-FSK symbols are orthogonal within the signaling interval, the
remaining correlators will produce a value of X j which is formed only by the noise
component N j , for j = i. Then we can rewrite (6.96) as
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Fig. 6.40 Coherent M-FSK demodulator

&$
#
%√
Pc (m i ) = P N j <
E + Ni , for all j = i.

(6.98)

In Chap. 5 we saw that the vector of decision variables, X, is a random vector
whose components X 1 , X 2 , . . . , X N are independent Gaussian random variables
with variance N0 /2 and mean si1 , si2 , . . . , siN , respectively. Due to the statistically
independency we can write (6.98) as
Pc (m i ) =

M


&$
#
%√
P Nj <
E + Ni ,

(6.99)

j=1
j=i

where P[N j < (E 1/2 + Ni )] is the probability that a zero mean Gaussian random
variable X j is smaller than another Gaussian random variable X i with mean E 1/2 .
Then we can apply (6.76) and the relation 1 − 1/2erfc(x) = 1/2erfc(−x) to write
Pc (m i ) =

M


&$
#
%√
P Nj <
E + Ni

j=1
j=i

' √
(
M

1
E + Ni
erfc − √
=
2
N0
j=1

(6.100)

j=i


=

* ( M−1
'
1
Ni
E
erfc − √ −
.
2
N0
N0

To compute the unconditional Pc , we must average (6.100) over the Gaussian
1/2
probability density function of the new zero-mean random variable Z = Ni /N0
whose variance is var[Z ] = (1/N0 )var[Ni ] = 1/2. Then, the average symbol error
probability Pe = 1 − Pc will be given by

468

6 Passband Digital Transmission


Pe = 1 −

∞

−∞



* ( M−1
'
1
E
1
erfc −z −
√ exp(−z 2 )dz.
2
N0
π

(6.101)

An alternative expression for Pe can be determined via the union bound. We
consider equally-likely symbols and notice that the conditional error probability
given that the symbol m i was sent is the same for all i. Additionally, in light of
Fig. 6.38, the Euclidian distance between a symbol and any other symbol in the
constellation is (2E)1/2 . The union bound for the symbol error probability is then


M
M M
1 
1 
dik
Pe =
Pe (m i ) ≤
erfc √
M i=1
2M i=1 k=1
2 N0
1
=
2

M




dik
erfc √
2
N0
k=1



k=i

'√
(
2E
(M − 1)
=
erfc √
,
2
2 N0

(6.102)

k=i

which finally yields
M −1
Pe ≤
erfc
2

'*

E
2N0

(
.

(6.103)

Results obtained from (6.101) and (6.103) for M = 2, 4, 8 and 16 are plotted in
Fig. 6.41 as a function of E b /N0 . From this figure we can see that the union bound
gives an exact result for M = 2 (as already pointed out). For Pe < 0.01 the union
bound is a good approximation for other values of M.

Fig. 6.41 Symbol error probability for coherent M-FSK modulations
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As an additional result, from Chap. 5, Sect. 5.9.4, we obtain the exact relation
between the symbol error probability and the bit error probability of an orthogonal
signaling, which is given by
Pb = BER =

M Pe
.
2M − 2

(6.104)

Note that, for large M, the result in (6.104) approaches BER = Pe /2. Note also
that the result in (6.104) does not depend on the symbol-to-bit mapping. In other
words, (6.104) is valid no matter the way we map the M-FSK symbols onto each
k = log2M bits. This is due to the fact that the Euclidian distance between any pair
of symbols is the same.
6.4.3.7 Power Spectral Density of an M-FSK Modulated Signal
The derivation of a general expression for the power spectral density of M-ary
CPFSK modulations is very intricate. Fortunately, some authors have already dedicated much effort in such direction. See for example [3], [31], [56], [63] and [66,
pp. 209–219]. In what follows we present the final expression derived by R. R.
Anderson [3], as quoted in [86, pp. 102–104]. Some specific PSDs obtained from
the general expression are then plotted and discussed.
The low-pass power spectral density of an M-ary continuous-phase FSK modulation with variable modulation index h = ΔfT is given by [86, p. 103]
⎛
⎞
M
M
sin γi sin γ j ⎠
A2 T  ⎝ 1 sin2 γi
1 
+
Ai, j
SB ( f ) =
M i=1 2 γi2
M j=1
γi
γj

(6.105)

where A is the carrier peak amplitude, T is the symbol duration and the remaining
parameters are given by:

h
π, i = 1, 2, . . . M,
2
cos(γi + γ j ) − Ca cos(γi + γ j − 2π f T )
,
=
1 + Ca2 − 2Ca cos 2π f T


γi =
Ai, j

Ca =

f T − (2i − M − 1)

(6.106)

M/2
2 
cos[hπ (2i − 1)].
M i=1

A similar expression is given in equation (4-4-51) in the book by J. G. Proakis
[66, pp. 213–214]. However, to produce the result obtained via (6.105), Proakis’
expression must be multiplied by the total signal power A2 /2. Although the modulation index h can assume any positive value, we shall concentrate in those values
corresponding to tone separations that are integer multiples of half of the symbol
rate, i.e. h = ΔfT = n[1/(2T )]T = n/2, for integer n. Figure 6.42 shows some
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Fig. 6.42 Normalized PSD of a continuous-phase M-FSK signals

results obtained from (6.105) for M = 2, 4 and 8 and h = 0.5 and 1, considering
the total average signal power A2 /2 = 1. As we have seen in the case of binary
CPFSK, discrete spectral components do not exist for h = 0.5, which corresponds
to a tone separation of 1/(2T ) Hz. Discrete components exist for h = 1, which
corresponds to Δf = 1/T Hz. Note also that as the modulation index increases, the
signal bandwidth also increases, which is characteristic of M-FSK modulations.
The case of M = 2 and h = 1 in Fig. 6.42 corresponds to the PSD plotted in
Fig. 6.36, with the difference that to plot Fig. 6.36 we have used a logarithmic scale
for the vertical axis. A linear scale was adopted in Fig. 6.42 to permit a better view
of the discrete spectral components.
It can be shown that the ratio between the average power in the discrete spectral
components and the total average power in the modulated signal is 1/8 for M = 8,
1/4 for M = 4 and 1/2 for M = 2, that is,
1
Pdiscrete
.
=
Ptotal
M

(6.107)

In special cases where M is odd, as in the case of a polybinary signaling applied
to an M-FSK modulator, the parameter Ca in (6.106) is given by [86, p. 103]

Ca =

M

i=1

pi exp( j hπ L i ),

(6.108)
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where pi is the a priori probability of symbol m i and L i = 2i − (M + 1), for
i = 1, 2, . . . , M is the level of the symbol m i .
6.4.3.8 Spectral Efficiency of an M-FSK Modulated Signal
From power spectral densities obtained via (6.105) we can extend the results given
by (6.91) and (6.92). Again we shall consider the bandwidth Bnn as the bandwidth
between the first “nulls” on the right and on the left of the main lobes of the power
spectral density, even though these “nulls” do not correspond to zero PSD values
and are not as pronounced as true spectral nulls.
The spectral efficiency of a continuous-phase M-ary FSK modulation with tone
separation Δf = n/2T, n even, is given by
ρnn =

log2 M
Rb
Rb
=
bit/s/Hz.
=
Bnn
[(n/2)(M − 1) + 2]/T
(n/2)(M − 1) + 2

(6.109)

For the cases where Δf = n/2T, n odd, the spectral efficiency is given by
ρnn =

2 log2 M
Rb ∼
Rb
=
bit/s/Hz.
=
Bnn
[M(n + 1) − n]/2T
[M(n + 1) − n]

(6.110)

Observe that for M = 2, expressions (6.109) and (6.110) specializes to (6.91)
and (6.92), respectively. Furthermore, note that the spectral efficiency of M-ary FSK
modulations decrease as M increases, a behavior that is opposite to what happens
with the modulations of the family M-PSK and M-QAM. Recall that the symbol
error rate of M-FSK modulations decreases with an increasing M, which is also
opposite to the behavior of M-PSK and M-QAM modulations.

Simulation 6.7 – M-FSK Generation and Coherent Detection
File – CD drive:\Simulations\Passband\MFSK modem.vsm
Default simulation settings: Frequency = 32 Hz; End = 10,000,000
seconds. Auto Restart enabled. Frequency f 1 : 1/T Hz. Tone
separation Δf : 1/(2T ) Hz. Selected modulation: BFSK. Selected
mode: Switching-based. AWGN channel noise enabled. Channel gain:
1. Absolute (Abs) value operation inside the M-FSK detector block
disabled.
This experiment illustrates the implementation and operation of an M-FSK modem
for M = 2, 4 and 8. In the upper part of the worksheet, the tone frequencies are
computed from the lowest frequency f 1 and tone separation Δf . Although f 1 can
be modified by the user, it is recommended that you do not change its value so
that the simulation works properly. Depending on the value of f 1 , the highest tone
frequency can become greater than half of the simulation frequency, yielding inaccurate simulation results.
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The M-FSK modem is located in the lower part of the worksheet. Random symbols are generated according to the “selected modulation”. These symbols feed two
configurable modulators. The upper one is implemented using the tone switching
approach, which means that continuous-phase signals are guaranteed only for tone
separations Δf that are even multiples of 1/(2T ). Phase discontinuities at symbol
switching times are produced if the tone separation is an odd multiple of 1/(2T ).
The lower modulator is implemented using a voltage-controlled oscillator (VCO).
As a result, phase continuity is produced for any tone separation. If Δf is an even
multiple of 1/(2T ), the VCO-based modulator will produce the same modulated
signal produced by the switching-based modulator.
The “selected mode” block permits the selection of the modulated signal used by
the subsequent blocks in the simulation. The time and the frequency content of the
modulated signal are displayed via the “time and frequency plot” block connect to
the output of the selected modulator.
The selected modulated signal goes through an AWGN channel whose value of
E b /N0 is automatically set during a simulation. Specifically, the value of E b /N0
starts with 0 dB and at each run is increased in 2 dB, up to 8 dB. A new run starts
when the number or symbol errors arrives a predefined value or when the simulation
time end is reached, whichever occurs first.
The coherent M-FSK demodulator was implemented according to Fig. 6.40,
except that a symbol-to-bit demapping is not being performed. Additionally, a lookup table is used to enable only M correlators, according to the selected modulation.
The estimated symbols are compared to the transmitted ones and a symbol error
rate (SER) computation is performed. The results are plotted and exported to the
file “c:\PeFSK.dat” so that you can use them as desired.
Let us analyze the power spectral density of the modulated signals. Starting from
the default simulation settings, change the simulation time end to 500 seconds, disable the Auto Restart option and select the VCO-based modulator. Run the simulation while observing the time and frequency plot. Through the time plot you can
verify that the modulated signal exhibits phase continuity. Through the frequency
plot you can see that the PSD of the modulated signal is indeed very similar to the
theoretical PSD shown in the upper-left graph of Fig. 6.43. Verify this similarity
also for the 4-FSK and the 8-FSK modulations.
Change the tone separation to 3/2T Hz and repeat the procedure described in the
previous paragraph, now comparing the estimated PSDs with those in the lower-left
graph of Fig. 6.43.
For the tone separations of 1/T and 2/T , repeat again the procedure above. For
Δf = 1/T you will compare the estimated PSDs with those in the upper-right graph
in Fig. 6.43. For Δf = 2/T you will compare the estimated PSDs with those in the
lower-right graph in Fig. 6.43. You will see that all estimated PSDs are indeed very
similar to their theoretical counterparts.
Now change the selected mode to the switching-based modulation. Observe
the PSDs of the modulated signals for the tone separations 1/(2T ) and 3/(2T )
and compare them to the PSDs shown in the upper-left and lower-left graphs
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Fig. 6.43 PSD (dBm/Hz, 1Ω) for the M-FSK modulations considered in Simulation 6.7

of Fig. 6.43, respectively. You will find two main differences between the estimated and theoretical PSDs:
• The highest frequency components of the modulated signals have higher levels
than the theoretical PSDs, a consequence of the phase discontinuities produced
by the tone switching mode of operation for Δf = 1/(2T ) or Δf = 3/(2T ).
• Discrete spectral components are produced in the estimated PSDs, also a consequence of the use of the switching approach to generate the modulated signals
(refer to Simulation 6.6 to review this concept).
It is worth mentioning that the differences between estimated and theoretical
PSDs produced by a switching-based modulator for Δf = 1/(2T ) or Δf = 3/(2T )
were expected, since the theoretical PSDs were obtained from (6.105), which was
derived for continuous-phase modulated signals.
Still maintaining the Auto Restart option disabled, reduce the simulation end
time to 10 seconds and observe the modulated signal for all modulations and all
tone separations available. Note that phase continuity is maintained in all cases if
the VCO-based modulator is selected. Discontinuities appear if the switching-based
modulator is selected, for tone separations that are odd multiples of 1/(2T ).
Close the simulation file and reopen it to restore the default configurations. If
you are willing to wait until the end of the simulation, compare the estimated
symbol error rate (SER) values with the theoretical symbol error probabilities
determined via (6.101) and plotted in Fig. 6.41. You will find a very close agreement
between them.
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Now change the modulation mode to the VCO-based and repeat the experiment.
You will find out that for Δf = 1/(2T ) and 3/(2T ) the error rate will be very
high, indicating that the detection is not being performed properly. This behavior
is happening because phase continuity imposed by the VCO-based approach cause
the symbols with a given tone frequency to be out-of-phase with the corresponding
base-function at the receiver. Fortunately, when frequency coherence occurs, the
phase is also coherent or is 180◦ reversed. This is illustrated in Fig. 6.44 for the
BFSK modulation and a tone separation of 3/2T .

Fig. 6.44 Illustration of the phase coherence in the VCO-based BFSK receiver

It is still possible to make correct decisions by applying an absolute value operation at the output of each correlator, before the decision is made in favor of the
largest correlator output. This works for the VCO-based modulations with tone
separations that are equal to odd multiples of 1/(2T ). Enable the absolute (Abs)
value operation at the correlators’ outputs (inside the “M-FSK detector and symbol
estimation” block) and note that the system now works with all modulations and all
tone separations. Nevertheless, a slightly increase in the symbol error rate will be
produced in all cases. The reason for this increased error rate will be analyzed in
more detail in the next section, in the context of the minimum shift keying (MSK)
modulation.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of
the simulation parameters and try to reach your own conclusions. Note: the PSD
estimates in this experiment can be obtained with more accuracy if you enable the
“absolute value” operation in the “M-FSK detector and symbol estimation” block,
disable noise addition and set the PSD computation block (inside the “Time and
frequency plot”) to perform an 8k-point FFT with 10 averages. With the noise addition disabled and the demodulator properly working for all modulations and tone
spacing, more samples can be collected by the PSD computation block during the
simulation interval.
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6.4.3.9 Concluding Remarks About M-ary FSK Modulations
From the preceding discussion we can conclude that frequency-shift keying is, in
principle, a very simple modulation. However, it carries lots of important concepts
and particularities, depending mainly on the tone separation and on the modulation
approach and detection rule adopted. A particular form of FSK, the MSK modulation, will be analyzed in detail in the next section, unveiling additional particularities of this class of modulations. When studying non-coherent detection, we shall
see that even more concepts can be explored. For the time being, some concluding
remarks about the M-FSK modulations are in order:
• A continuous-phase FSK (CPFSK) modulation with tone separation of n/2T, n
even, can be implemented via a voltage-controlled oscillator (VCO) or a switching process, resulting in identical modulated signals. These signals can be detected
using a bank of M correlators fed by the M base-functions.
• A CPFSK modulation with tone separation of n/2T, n odd, can be implemented
via a voltage-controlled oscillator (VCO), but can not be implemented by a
switching process. To explore the phase information contained in the transmitted
signal, special forms of receivers (not covered here) must be designed.
• A CPFSK modulation with tone separation of n/2T, n odd, can be detected by a
bank of M correlators fed by the M base-functions. Nevertheless, due to the fact
that inverted phase coherence occurs in some signaling intervals (see Fig. 6.44),
an absolute value operation can be inserted between the bank of correlators and
the decision block, still permitting that the system works. Performance degradation in comparison to the perfect coherent detection is expected. An application
of this solution will be covered in detail in the next section, where the minimum
shift keying (MSK) modulation is analyzed.
• A discontinuous-phase FSK modulation with tone separation of n/2T, n odd,
can be implemented via by a switching process. This FSK signal can be detected
using a bank of M correlators fed by the M base-functions.
• The spectral efficiency of M-ary FSK modulations decrease as M increases, a
behavior that is opposite to what happens with M-PSK and M-QAM.
• The bit and symbol error rate versus E b /N0 of M-FSK modulations decreases
with an increasing M, which is also opposite to the behavior of M-PSK and
M-QAM.

6.5 MSK Modulation with Coherent Detection
This section covers key aspects of the MSK (minimum shift keying) modulation.
Signal generation and demodulation are analyzed in detail. Common questions
concerning the study of the MSK modulation are presented and answered. These
questions are related to the similarities and differences among MSK, Sunde’s BFSK
and SQPSK (staggered quaternary phase-shift keying) or OQPSK (offset QPSK);
the relation among the modulating data stream, its differentially-decoded version,
the frequency shifts and the phase shifts of the modulated signal, and the MSK
signal-space representation.
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The MSK modulation, also known as “fast FSK” [11], was first considered during
the early 1960s and 1970s [17, 60]. It has features such as constant envelope, compact spectrum and good error performance, which are all desirable in many digital
communication systems. Its utilization goes from the Global System for Mobile
Communication (GSM), in which a Gaussian-filtered MSK (GMSK) modulation is
employed, to micro-satellite communications, positioning and navigation systems,
hybrid optical/wireless communication systems, deep space communications and,
more recently, the Blu-ray disc technology [9], only to mention a few examples. Like
many recent rediscovered technologies developed several years, or even decades
ago, MSK modulation seems to be an idea whose time has come.
Although covered in many papers and good books on digital communications,
some of the concepts of this modulation are hidden or difficult to understand, representing opportunities for alternative approaches, like the one adopted in this section.
We discuss about some key questions on the MSK modulation, such as:
1. To which extent the MSK modulation can be regarded as a special case of the
conventional Sunde’s BFSK modulation?
2. To which extent the MSK modulation can be detected in the same way as the
Sunde’s BFSK modulation?
3. To which extent the MSK modulation can be regarded as a special case of the
SQPSK or OQPSK (staggered or offset QPSK) modulations?
4. To which extent the frequency and phase shifts of an MSK signal are related to
the modulating data sequence?
5. To which extent the phase shifts of an MSK signal can be related to the phase
transition diagram on its signal-space representation?

6.5.1 MSK Signal Generation and Detection
In this subsection we analyze in detail the MSK signal generation and detection,
based first on a complex representation approach and, subsequently, based on a
signal-space representation approach.
6.5.1.1 The Reason for the Term “Minimum” in the MSK Nomenclature
It is apparent that MSK is a form of orthogonal frequency-shift keying modulation.
From (6.68), the minimum frequency separation between two cosine tones for an
orthogonal BFSK with coherent detection is
f1 − f2 =

1
.
2Tb

(6.111)

Since this is the tone separation used by the MSK modulation, the name minimum
shift keying is justified.
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6.5.1.2 MSK and Conventional Binary FSK
A binary continuous-phase, frequency-shift keying (CPFSK) signal can be described
as a phase-modulated signal by applying the representation (2.148) given in Chap. 2,
Sect. 2.5, yielding
*
s(t) =

2E b
cos[2π f c t + θ (t)],
Tb

(6.112)

where E b is the average energy per bit, Tb is the bit duration and θ (t) is the phase
evolution of the modulated signal departing from the carrier phase 2π f c t. The
time derivative of the phase evolution θ (t) in (6.112) with respect to t gives rise
to the CPFSK instantaneous angular frequency shift. Then, in a given bit interval
θ (t) increases or decreases linearly, depending on the desired transmitted tone, as
described by
θ (t) = θ (0) ±

πh
t, 0 ≤ t < Tb ,
Tb

(6.113)

where θ (0) accounts for the accumulated phase history up to t = 0 and h = Δf Tb
is the modulation index, which is a measure of the frequency deviation. If h = 1
we have the conventional Sunde’s BFSK modulation in which the tone separation
is obtained from (6.113) as Δf = 1/Tb Hz. Extending the result in (6.113) to any
time instant, the phase evolution of the modulated signal can be determined by
πh
θ (t) = θ (0) +
Tb



t

b(u)du,

(6.114)

0

where b(t) ∈ { ± 1} is the NRZ waveform related to the information sequence,
such that a “−1” represents a binary “0” and a “+1” represents a binary “1”. The
modulated signal described by (6.112) and (6.114) can be generated by means of
a voltage-controlled oscillator having b(t) as its input, and configured with center
frequency f c Hz and gain h/(2Tb ) Hz/volt.
Example 6.3 – Suppose that we want to transmit the information sequence
[10100011]. From (6.114) with h = 1, we shall have the phase evolution θ (t)
illustrated in Fig. 6.45. Also in Fig. 6.45 are plotted the waveform b(t) and the
resultant FSK modulated signal s(t) for f c = 2/Tb Hz. The resultant tones in this
example are at frequencies f 1 = 5/(2Tb ) Hz and f 2 = 3/(2Tb ) Hz.
A careful look at Fig. 6.45 reveals that phase transitions from one bit to the next
are associated to the same value, using modulo 2π algebra. That is to say that a
phase transition of +π is equal to a phase transition of −π, modulo 2π. Then, the
receiver is not able to explore any phase information with this conventional Sunde’s
BFSK modulation.
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Fig. 6.45 Information sequence (a), phase evolution (b) and modulated signal (c) for the Sunde’s
BFSK modulation

Example 6.4 – Suppose again that we want to transmit the information sequence
[10100011]. According to (6.114), now with h = 1/2, we shall have the phase evolution shown in Fig. 6.46. By making h = 1/2 in (6.114) and using the result in (6.112)
we shall generate an MSK signal whose tone separation is the minimum value of

Fig. 6.46 Information sequence (a), phase evolution (b) and modulated signal (c) for the MSK
modulation
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1/(2Tb ) Hz. The waveform b(t) and the resultant MSK modulated signal s(t) for
f c = 1/Tb Hz are also plotted in Fig. 6.46. The resultant tones in this example are
at frequencies f 1 = 5/(4Tb ) Hz and f 2 = 3/(4Tb ) Hz.
As can be noticed from Fig. 6.46, phase transitions from one bit to the next
are associated to different values, modulo 2π. As a consequence, the receiver can
explore some phase information. Besides a compact spectrum, this is another motivation for the use of MSK: the receiver can explore phase transitions in order to
benefit from this additional information to improve performance.

Simulation 6.8 – BFSK and FFSK Generation via VCO
File – CD drive:\Simulations\Passband\FSK FFSK VCO.vsm
Default simulation settings: Frequency = 100 Hz; End = 8 seconds.
Frequency deviation h = 1. Random data bits enabled.

Complementary to the Example 6.3 and Example 6.4, this experiment generates a
conventional Sunde’s BFSK or an FFSK signal through a VCO. The bit rate is 1
bit/second and the carrier frequency is set automatically to f c = 2h/Tb = 2h Hz,
depending on the value of the modulation index h. The generated 8-bit data stream
can be configured as random [10100011] or [10101010].
Set the simulation parameters according to Example 6.3 or Example 6.4 and
observe the waveforms plotted in each case. Justify their aspects and values in light
of the theory. Have a look inside the VCO block. The first plot (from top to bottom)
shows the time derivative of the VCO phase, which results in the instantaneous
angular frequency of the modulated signal. Since it is divided by 2π , the waveform
plotted shows the instantaneous frequency of the modulated signal in hertz. According to Example 6.3 and Example 6.4, justify the values of these frequencies for
h = 1 and h = 1/2. Now observe the phase evolution of the modulated signal. Note
that there are only two different slopes, justifying the two instantaneous frequencies
analyzed through the proposition made in the previous paragraph. By definition,
θ (t) is the phase evolution caused by the frequency shifts in the modulated signal.
Then, θ (t) is obtained by subtracting the phase evolution of a carrier generator with
frequency f c from the phase evolution at the output of the VCO-based modulator.
The result is plotted in multiples of π/2 radians. This plot is also reproduced outside
the modulator, along with the Sunde’s BFSK or FFSK signal.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
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6.5.1.3 MSK Signal Generation and Detection from the Complex
Representation
The generation of s(t) through (6.112) and (6.114), though straightforward from the
implementation point of view, brings no or little insight on how the receiver can be
constructed in order to explore the phase information in the modulated signal. Then,
an alternative mathematical representations for s(t) is welcome. To simplify matters,
we consider initially only the first bit interval and later we generalize the reasoning
for any t. Using h = 1/2 in (6.113) and the identity cos(a ± b) = cos(a) cos(b) ∓
sin(a) sin(b), we can rewrite (6.112) and obtain
*



2E b
π
cos θ (0) ±
t cos(2π f c t)
Tb
2Tb
*


2E b
π
sin θ (0) ±
t sin(2π f c t)
−
Tb
2Tb

s(t) =

(6.115)

= s I (t) cos(2π f c t) − s Q (t) sin(2π f c t), 0 ≤ t < Tb .
Assuming initially that θ (0) = 0 and using cos(±x) = cos(x), the in-phase component of s(t) can be written as
*



2E b
π
cos ±
t
Tb
2Tb
*


π
2E b
cos
t , −Tb ≤ t < Tb .
=
Tb
2Tb

s I (t) =

(6.116)

Since θ (0) = 0, before t = 0 the phase evolution was a positive or a negative
slope going towards zero, depending on the previous bit. Then, the result in (6.116)
is an increasing cosine function from −Tb to 0. Thus, s I (t) can be interpreted as a
half-cycle cosine function from the whole interval [−Tb , Tb ). Similarly, the quadrature component of s(t) can be written as
*
s Q (t) = ±



2E b
π
sin
t , 0 ≤ t < 2Tb ,
Tb
2Tb

(6.117)

where we have made use of θ (0) = 0 and sin(±x) = ± sin(x). A consequence
of adopting θ (0) = 0 is that θ (Tb ) = ±π/2, depending on the information
bit during the interval [0, Tb ). Then we shall have sin[θ (t)] going towards zero
during the interval Tb to 2Tb , regardless the information bit during this interval.
Thus, s Q (t) can be viewed as a half-cycle sine function from the whole interval
[0, 2Tb ), the polarity of which depending on the information bit during the interval
[0, Tb ).
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Considering that θ (0) can be different from zero, we conclude that the polarity of
s I (t) can also vary during the interval [−Tb , Tb ) and during any other 2Tb -interval.
Similarly, s Q (t) can also vary during any other 2Tb -interval, not only in [0, 2Tb ).
The we can apply (6.116) and (6.117) in (6.115) and write
*



2E b
π
cos
t cos(2π f c t)
s(t) = ±
Tb
2Tb
*


π
2E b
sin
t sin(2π f c t), ∀t,
±
Tb
2Tb

(6.118)

where the polarity of both terms in a given bit interval are not necessarily equal to
one another and are determined as follows. Based on [60, p. 18], we can rewrite
(6.118) as
*



2
π
a I (t) cos
t cos(2π f c t)
Tb
2Tb
*


2
π
a Q (t) sin
t sin(2π f c t),
−
Tb
2Tb

s(t) =

(6.119)

where we have defined a I (t) and a Q (t) as random sequences of rectangular pulses
1/2
with amplitudes ±E b and duration 2Tb seconds. These sequences are associated
to the polarities of the half-cycle cosine and sine functions according to the rule: if
a I (t) is positive, s I (t) follows the function cos {[π/(2Tb )]t}; if a I (t) is negative, s I (t)
corresponds to − cos {[π/(2Tb )]t}. The same happens with s Q (t): if a Q (t) is positive,
s Q (t) follows the function sin {[π/(2Tb )]t}; if a Q (t) is negative, s Q (t) corresponds
to − sin {[π/(2Tb )]t}.
From the above discussion we can conclude that, depending on the information
bit to be transmitted, the in-phase and quadrature components of s(t) can change
their polarities each 2Tb seconds. We can also conclude that the half-cycle cosine
and sine functions are offset from each other by Tb seconds. However, we are not
still able to easily obtain the information sequence responsible for generating a given
sequence of polarities. This would demand us to come back to the signal generation expressed by (6.112), thus making it difficult the visualization of alternative
implementation aspects for the MSK modem. Then, for the time being we assume a
given sequence of pulses for s I (t) and s Q (t), and later we determine the information
sequence based on the analysis of this assumption. A general rule will arise from
this analysis.
Example 6.5 – Let s I (t) and s Q (t) assume the sequence of half-cycle cosine and
sine pulses shown in Fig. 6.47, for an 8-bit interval. The functions cos {[π/(2Tb )]t}
and − sin {[π/(2Tb )]t} are also plotted, in dashed lines, and the polarities of the
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waveforms a I (t) and a Q (t) are indicated with the “+” and “−” signs. Combining the
waveforms in Fig. 6.47 according to (6.115) we obtain the results in Fig. 6.48. The
waveforms s I (t) and s Q (t) are also plotted in this figure, in dashed lines. The carrier
frequency in this example is f c = 1/Tb Hz. The resultant tones are at frequencies
f 1 = 5/(4Tb ) Hz and f 2 = 3/(4Tb ) Hz.
Fig. 6.47 Generation of the
MSK signal: baseband
in-phase and quadrature
components

Observing the modulated signal s(t) in Fig. 6.48 we can notice that if a data
bit “1” is associated to the tone of largest frequency, the corresponding modulating
sequence should be d = [11100100]. Let us define a new sequence i such that
an exclusive-or (XOR) operation between a given bit in i and the previous one
will result in a bit of the sequence d. For the present example the sequence is
i = [101000111], since [0 ⊕ 1 1 ⊕ 0 0 ⊕ 1 0 ⊕ 0 0 ⊕ 0 1 ⊕ 0 1 ⊕ 1 1 ⊕ 1] =
[11100100] = d. The sequence d can be seen as a differentially-decoded version of

Fig. 6.48 Generation of the MSK signal: modulated in-phase and quadrature components and the
resultant MSK signal
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i. Additionally, suppose that the sequence i is parallelized to form the sequences of
odd and even symbols of duration 2Tb , io = [11011] and ie = [0001], respectively.
1/2
Suppose that each symbol in these sequences is converted to ±E b . The interesting
achievement here is that these new parallel sequences, if they are off-set to each
other Tb seconds, are exactly the waveforms a I (t) and a Q (t) given in (6.119).

From the above example we conclude that the MSK signal can be generated
according to (6.119), where the waveforms a I (t) and a Q (t) are the serial-to-parallel
(S/P) converted versions of the information data sequence, with bit “1” converted
1/2
1/2
to +E b and bit “0” converted to −E b . Additionally, the sequence a Q (t) has to
be offset Tb seconds from a I (t) before they multiply the corresponding remaining
terms in (6.119). Figure 6.49 illustrates the structure of the MSK modulator constructed according to the complex representation approach just described. Using
this approach, the correspondences “0” → f 1 and “1” → f 2 (or vice-versa) are lost,
but a differential encoder is avoided at the input of the S/P converter.
The MSK signal can also be generated by means of a VCO configured with center
frequency f c Hz and gain 1/(4Tb ) Hz/volt. Nevertheless, since the tone frequencies
in the modulated signal do not directly correspond to the information data sequence,
the input of the VCO must be a differentially-decoded version of this data sequence,
converted to { ± 1}.

Fig. 6.49 MSK modulator built according to the complex representation approach

Simulation 6.9 – MSK Generation via Complex Representation
File – CD drive:\Simulations\Passband\MSK mod cplx.vsm
Default simulation settings: Frequency = 100 Hz; End = 12 seconds.
Random data bits enabled.
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This experiment deals with the two forms of MSK signal generation analyzed so far:
the complex representation approach and the voltage-controlled oscillator approach.
The first one was built according to Fig. 6.49 and the second one was built by means
of a VCO configured with center frequency f c = 1/Tb Hz and gain 1/(4Tb ) Hz/volt.
Let us have a look inside the VCO-based modulator. Observe that the information
bits are processed by a differential decoder, then converted to {±1} and finally
applied to the VCO. The differential decoding was done because, in the complex
representation approach, the frequency shifts in the modulated signal do not directly
correspond to the information sequence (see Example 6.5). Then, in order to compare both implementations, the VCO-based modulator was slightly modified, as
compared to the one analyzed in Simulation 6.8, in light of the arguments presented
in Example 6.5. The 3-seconds delay at the output of the VCO-based modulator
will be better justified later, but for the time being it suffices to say that it was
inserted to align in time the output signals from the two modulators considered in
this experiment. Using the default settings, run the simulation several times and
observe the waveform of the modulated signals. Note that they are equal to one
another after the time interval of 4 seconds.
The bit stream applied to both modulators can be configured as random or as
one of the repeating patterns [10101010 . . .] or [10100011 . . .]. Select the pattern
[10100011 . . .], which is the one used in Example 6.5, and run the simulation. First
note that if we associate the tone with the highest frequency with bit “1”, the modulated signal will correspond to the sequence [11100100], which is the sequence d in
Example 6.5. Confirm this statement by observing the waveforms inside the VCObased modulator. Note that the first valid bit at the output of the differential decoder
starts, as expected, after the first bit has entered the decoder. As a consequence, the
VCO output waveform is valid after one bit interval (1 second in this experiment).
Look inside the complex representation based modulator and then look inside the
serial-to-parallel (S/P) converter. Analyze the waveforms shown and try to justify
them in light of the operation of a normal S/P converter. Notice that the first pair
of valid bits can not be made available at the S/P output before two valid bits have
entered the converter.
In (6.119) we have defined a I (t) and a Q (t) as bipolar random sequences of
rectangular pulses with duration 2Tb seconds. These sequences are associated to
the polarities of the half-cycle cosine and sine pulses given in (6.116) and (6.117)
according to the explanation just after the (6.119). Based on Fig. 6.47, to align in
time the first pulse in a I (t) with the first complete half-cycle cosine in the experiment, we had to impose a delay of Tb = 1 second to the stream of odd bits in
the S/P converter output. Then, adding to this delay the 2-seconds delay normal to
the S/P operation, a I (t) becomes valid after 3 seconds. Confirm these statements
observing the waveforms a I (t), cos {[π/(2Tb )]t} and s I (t) in the simulation. Compare these waveforms with those shown in Fig. 6.47, considering that the instant
t = 0 in this figure corresponds to t = 4 seconds in the simulation. Then, instant
t = 8 seconds in Fig. 6.47 corresponds to t = 12 seconds in the simulation.
Now look at the plot of a Q (t) and − sin {[π/(2Tb )]t}. Since the sequences a I (t)
and a Q (t) are shifted Tb seconds from one another, this corresponds to imposing a
2Tb = 2 seconds delay to the stream of even bits at the output of the S/P converter.
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Adding the 2-seconds delay of the S/P operation, a Q (t) becomes valid after 4 seconds. Compare a Q (t), − sin {[π/(2Tb )]t} and s Q (t) with the lower part of Fig. 6.47.
The results are equal to one another during the simulation interval from 4 to 12
seconds.
Note that a Q (t) is being multiplied by − sin {[π/(2Tb )]t} instead of + sin
{[π/(2Tb )]t}. This was done to maintain the association of a bit “1” to the tone
with the highest frequency. To verify this, change the signal of the amplitude of
the sine generator from −1 to 1. Run the simulation and observe that a bit “1” has
become associated to the tone with the lowest frequency.
Finally, look at the plot for s I (t) cos(2π f c t), s Q (t) sin(2π f c t) and s(t). Compare
the results with the waveforms shown in Fig. 6.48 from 4 to 12 seconds.
Now it is easy to complete the justification for the 3-seconds delay at the output
of the VCO inside the VCO-based modulator. Since the VCO output is valid after
Tb = 1 second and the output of the complex representation approach is valid after
4Tb = 4 seconds, a 3Tb = 3 seconds delay must be added at the VCO signal output
to align it to the output of the other modulator.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

Some authors claim that the MSK modulation is a special form of off-set QPSK
(OQPSK) or staggered QPSK (SQPSK) modulation. Before proceed, we must go
slightly ahead and visit Sect. 6.6.1 to make a brief study about the OQPSK signal
generation and detection. For now it suffices that you are able to see some similarities between the OQPSK modulator and the MSK modulator shown in Fig. 6.49.
Later you will be able to perform a deeper analysis and also compare the corresponding demodulators.
After having studied the basic ideas behind the OQPSK modulation, we can state
that the MSK modulation is a special form of OQPSK in which the pulse shape are
half-cycle cosine and sine functions, instead of the rectangular shaping functions
used in the OQPSK modulation. However, in spite of being true, this statement
must be carefully interpreted, as we discuss in the sequel.
From (6.118) we can see that, in fact, the shapes of the pulses that modulate the
quadrature carriers are half-cycle cosine and sine functions. Nevertheless, they are
not a simple reshaping of the waveforms a I (t) and a Q (t). Before modulating the
quadrature carriers, a I (t) and a Q (t) are modified by the polarities of the waveforms
cos {[π/(2Tb )]t} and sin {[π/(2Tb )]t} in each 2Tb interval.
We can make a small modification in the above construction rule to implement
the MSK modulation in the same way that we implement an OQPSK modulator, the
unique difference being, indeed, the shape of the pulses that modulate the quadrature
carriers. We just have to use the modulus | cos {[π/(2Tb )]t}| and | sin {[π/(2Tb )]t}|
in (6.119). The resultant diagram is shown in Fig. 6.50, where we have used
additional simplifications to make the MSK modulator structure closer to a more
practical one, i.e. the quadrature carriers were generated from a single oscillatorand
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Fig. 6.50 An MSK modulator built according to the equivalence with the OQPSK modulation

the pulse-shaping functions were implemented via low-pass filters with identical
impulse responses given by

h(t) =

%
sin

π
t
2Tb

&

,

0 ≤ t < 2Tb

(6.120)

0, otherwise.

The inputs applied to these filters are PAM sequences having very short pulse
1/2
durations (approximating unit impulses) and having amplitudes ±E b , depending
on the S/P output bit.
From the beginning of this subsection, recall that we have made the assumption
that θ (0) = 0. This assumption was adopted only to facilitate the initial mathematical description of the MSK modulation. From an implementation perspective,
any initial phase is allowed for the quadrature carriers. However, regardless of this
initial phase, the designer must guarantee the correct time alignment among the
quadrature carriers, the pulse shaping functions and the sequences a I (t) and a Q (t).
The next computer simulation permits that such alignment is analyzed.

Simulation 6.10 – MSK Generation via OQPSK Approach
File – CD drive:\Simulations\Passband\MSK mod oqpsk.vsm
Default simulation settings: Frequency = 100 Hz; End = 12 seconds.
Data bits pattern [10100011] enabled.
This experiment addresses the construction of an MSK modulator based on the
OQPSK approach, allowing for the comparison between the signal generated with
this modulator and the signal generated by the VCO-based modulator.
According to the previous paragraphs, to generate an OQPSK-based modulated
signal we just have to use the modulus | cos {[π/(2Tb )]t}| and | sin {[π/(2Tb )]t}|
in (6.119). This is accomplished by making a small modification in the previous simulation file (MSK mod cplx.vsm). We just have to add an “abs” (absolute
value) block between the cos {[π/(2Tb )]t} generator and associated multiplier and
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add another “abs” block between the − sin {[π/(2Tb )]t} generator and the associated multiplier. If you have an editable version of VisSim\Comm, make this
modification, run the simulation and compare the signals generated by the OQPSKbased and by the VCO-based modulators. As expected, they are not equal to each
other, since we have violated the original MSK signal generation rule.
Open the file indicated in the header, where the OQPSK-based modulator was
constructed according to Fig. 6.50. Run the simulation and note the dissimilarity
between the signals generated by the modulators. Have a look inside the OQPSKbased modulator. Note that the rectangular pulses at the outputs of the S/P converter
were converted to half-cycle sine pulses, first converting these rectangular pulses to
bipolar unit impulses and then passing the impulses through a shaping filter with
impulse response given by (6.120). The cosine and sine generators with frequency
f c were replaced by a single generator followed by a Tb /2 delay, generating the
quadrature carriers as a result.
Observe the waveforms x I (t) cos(2π f c t), x Q (t) sin(2π f c t) and the modulated
signal s(t). Compare them to those waveforms shown in Fig. 6.48. Try to justify
the differences according to the modification made to transform the complex representation based modulator into the OQPSK-based one.
As an exercise, try to identify some mapping rule between the information bit
stream and the bits represented by the OQPSK-based modulated signal. Assume that
the tone of higher frequency is associated to bit “1”. Hint: think about successive
and alternating XNOR and XOR operations between pairs of bits in the information
stream.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.
In light of the similarities between the MSK and OQPSK modulations, we are
now able to understand possible structures for the MSK demodulator. We know
from previous discussions that a conventional QPSK modulator can be interpreted
as two independent BPSK modulators, each of them making use of one out of
two quadrature carriers. As a consequence, the QPSK demodulator can be implemented as two independent BPSK demodulators. The decisions made by each of
them are parallel-to-serial (P/S) converted to form the estimate of the transmitted
bit sequence. The OQPSK demodulator (see Sect. 6.6.1) follows the same rule, with
the difference that one of the estimated parallel streams is offset Tb seconds from the
other. Then, before parallel-to-serial conversion these sequences must be aligned in
time.
From the above comments and from the complex representation based modulator
shown in Fig. 6.49 we reach to the demodulator presented in Fig. 6.50. If we use
| cos {[π/(2Tb )]t}| and | sin {[π/(2Tb )]t}| in the modulator of Fig. 6.49 or adopt a
more practical solution, as shown in Fig. 6.50, we just have to use | cos {[π/(2Tb )]t}|
and | sin {[π/(2Tb )]t}| in the demodulator in Fig. 6.51. In this case the correspondence between the MSK and the OQPSK demodulators exists, the unique difference
being indeed the shape of the pulses that multiply the quadrature carriers.
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Fig. 6.51 MSK demodulator built from to the complex representation and OQPSK approaches

The received signal in Fig. 6.51 is coherently correlated in one arm of the receiver
with the result of the multiplication between the in-phase carrier and the shaping
function cos {[π/(2Tb )]t} (see also Fig. 6.49). In the other arm, the received signal is
correlated with the result of the multiplication between the quadrature carrier and the
shaping function − sin {[π/(2Tb )]t}. These correlations are made in a 2Tb -interval,
reflecting the duration of the half-cycle cosine and sine shaping pulses, and are
time-aligned with these pulses. The estimated sequences ı̂e and ı̂o are then aligned
in time and parallel-to-serial converted to form ı̂, the estimate of the transmitted
sequence.
If, for some reason, it is made necessary to represent a bit “1” in the sequence d
by the tone with lower frequency, the only thing we have to do is to invert the minus
sign in the summation block in Fig. 6.49 or Fig. 6.50, and invert the minus sign in
the bottom multiplier block in Fig. 6.51.

Simulation 6.11 – MSK Modem via OQPSK Approach
File – CD drive:\Simulations\Passband\MSK modem oqpsk.vsm
Default simulation settings: Frequency = 100 Hz. End = 50 seconds.
VCO-based modulator connected to the AWGN channel. Alternating
shaping pulses enabled inside the demodulator. AWGN noise
disabled. Received E b /N0 = 6 dB.
In this experiment we can analyze a complete MSK modem. Open the file indicated
above and note that a random bit generator is connected to an OQPSK-based and to
a VCO-based modulators. As verified earlier, the VCO-based modulator produces
the same waveform as the modulator constructed according to the complex (Cplx)
representation approach, but produces an MSK signal different from the OQPSKbased modulator. The user can select which of the modulated signals will be sent
through the AWGN channel for subsequent analysis.
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The AWGN channel block can be configured to enable or disable noise addition
and the value of the received E b /N0 can also be determined.
The MSK demodulator was constructed according to the block diagram shown
in Fig. 6.51, also adopting some practical hints used in the modulator of Fig. 6.50.
Inside this demodulator you can apply or not the absolute value operation to the
cos {[π/(2Tb )]t} and sin {[π/(2Tb )]t} shaping functions. This is done by not alternating or by alternating consecutive half-cycle sine pulses. If this alternation is
enabled, the cos {[π/(2Tb )]t} and sin {[π/(2Tb )]t} functions are generated as such
and the receiver is able to demodulate the VCO-based or the Cplx-based signal. If
the alternation is disabled, the OQPSK-based signal will be demodulated instead.
The estimated bit stream is then compared to the transmitted sequence and a bit
error rate (BER) estimation is performed and displayed, along with the number of
bit errors and the total number of transmitted bits during the simulation interval.
Run the simulation using the default configurations and analyze the waveforms
throughout the demodulator. First, look at the plots associated to the generation and
alternation of the half-cycle sine pulses. Via “Time plot A” you can notice that the
valid pulses start aligned in time with the first valid bit generated by the modulator,
or 3Tb from the beginning. In “Time plot B” the valid pulses start Tb seconds later,
or 4Tb from the beginning. Uncheck the alternate shaping pulses facilities and verify the influence in the output waveforms. After that, check the alternating pulses
option back.
To detect the bit streams transmitted by each of the quadrature carriers, the upper
and lower correlators perform 2Tb -seconds successive correlations between the
received signal and the signals cos {[π/(2Tb )]t}×cos(2π f c t) and−sin {[π/(2Tb )]t}×
sin(2π f c t) or | cos {[π/(2Tb )]t}| × cos(2π f c t) and −| sin {[π/(2Tb )]t}| × sin(2π f c t),
if the alternating facilities options are checked or unchecked, respectively (see
Fig. 6.51). These correlations start at instants 3Tb = 3 seconds and 4Tb = 4 seconds,
respectively, according to the timing-related statements in the previous paragraph.
Observe the waveforms at the outputs of the integrator-and-dump (I&D) blocks and
of the decision devices via “Time plot C” and “Time plot D”. Confirm the delays
mentioned above and note that the first valid I&D outputs occur after the first complete 2Tb -seconds correlation. Then, the output of the I&D devices are valid after
5Tb = 5 and 6Tb = 6 seconds, respectively for the upper and bottom devices.
After estimated, the parallel data streams are aligned in time, becoming valid
after 6Tb = 6 seconds (see “Time plot E”). These streams are then parallel-to-serial
(P/S) converted, forming the estimated data bit stream that is compared with the
transmitted bits for a BER estimation and displaying.
Now select the OQPSK-based modulator. Run the simulation and verify that
the BER is very high, since the demodulator is not set properly. Inside the “MSK
demodulator” block, uncheck the alternate pulse shaping facilities. Run the simulation again and see that the BER is zero. Look at the time plots again and analyze the
waveforms, comparing them with those produced when the VCO-based modulator
and the corresponding demodulator were enabled.
Enable the AWGN channel noise and repeat the analysis of the waveforms, just
to see the effect of the noise on them. If you want to make a more precise BER
estimation, increase the simulation “End” parameter to, say, 5,000 seconds. Change
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the value of the E b /N0 to perform new BER estimations as desired. Later, when
the MSK system performance is put into focus, we will be able to compare the
estimated BER results with theoretical ones. If you prefer, go some pages ahead,
find the expression for Pe and make such comparisons right now.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions.

6.5.1.4 MSK Signal Generation and Detection from the Signal-Space
Representation
We are now able to determine the orthonormal base-functions responsible for generating an MSK signal. Recalling that we are talking about a binary orthogonal
signaling, the base-functions can be directly obtained from (6.119) as
*



2
π
φ1 (t) =
cos
t cos(2π f c t) and
Tb
2Tb
*


2
π
sin
t sin(2π f c t).
φ2 (t) =
Tb
2Tb

(6.121)

These base-functions have unit energy in the interval of 2Tb . Comparing (6.119)
with (6.121) we readily see that the MSK signal-vectors are determined by the
amplitudes of the waveforms a I (t) and a Q (t) defined in (6.119), that is,

si =

  √ 
±√ E b
si1
=
, i = 1, 2, 3, 4.
si2
± Eb

(6.122)

Note that, although each of these coefficients are also defined for a whole 2Tb
interval, the pair (si1 , si2 ) can change every Tb seconds because the waveforms
a I (t) and a Q (t) are off-set Tb seconds from one another.
As shown in Fig. 6.52, the signal-space diagram for the MSK modulation comprises four signal-vectors, despite of the fact that MSK is a binary modulation.
The mapping between these vectors and the information bits is determined via the
differentially-decoded version of the information bits. The following example is
meant to clarify these statements.
Example 6.6 – Let the sequence of signal-vector polarities be [+−], [+−],
[+−], [−−], [−−], [+−], [++] and [++], generated on a bit-by-bit basis. In
this sequence, the polarities on the left refer to si1 , and those on the right refer
to si2 . These polarities are the same as those considered in Fig. 6.47 and, as we
already know from Example 6.5, they are associated with the information sequence
i = [101000111] and to its differentially-decoded version d = [11100100]. From
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Table 6.1 Mapping between the MSK signal-vectors and the differentially-decoded version of the
information bits (denoted as DD-bit)
i

DD-bit

1

0

2

1

3

0

4

1

Signal-vector coordinates
si1
√
+ Eb
√
+ Eb
√
− Eb
√
− Eb

si2
√
+ Eb
√
− Eb
√
− Eb
√
+ Eb

the present example it is possible to draw the mapping between the signal-vectors
and the differentially-decoded version of the information bits, as shown in Table 6.1.

Since MSK is a continuous phase modulation, no abrupt phase transition occurs
during symbol transitions. The circumference in Fig. 6.52 illustrates this smooth
phase trajectory. It can be observed in a x-y plot, with s I (t) applied to the x-axis and
s Q (t) applied to the y-axis (see Fig. 6.47).
Fig. 6.52 MSK constellation

Observing (6.121) we see that the base-functions φ1 (t) and φ2 (t) correspond to
the modulation of the quadrature carriers by the waveforms cos {[π/(2Tb )]t} and
sin {[π/(2Tb )]t}, respectively. Comparing (6.121) with (6.119) we see that the basefunction φ1 (t) are multiplied by a I (t), the base-function φ2 (t) is multiplied by a Q (t)
and the results are added to form the MSK signal s(t). Figure 6.53 illustrates the
generation of the MSK signal form this signal-space representation approach. The
signal-vector polarities associated to the waveforms a I (t) and a Q (t) are the same as
those adopted in Example 6.5.
As we did while analyzing the complex representation approach, in what follows
we shall construct the modulator structure based on the signal-space representation.
As a matter of fact, if we group together the two upper mixers and group together
the two lower mixers in Fig. 6.49 this job is done. However, we shall manipulate the
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base-function expressions to get an alternative structure. First, let us expand φ1 (t)
using the identity cos(a) cos(b) = 1/2[cos(a − b) + cos(a + b)]:
*



2
π
cos
t cos(2π f c t)
Tb
2Tb
*
*
1
1
cos(2π f 2 t) +
cos(2π f 1 t).
=
2Tb
2Tb

φ1 (t) =

(6.123)

Now, let us expand φ2 (t) using sin(a) sin(b) = 1/2[cos(a − b) − cos(a + b)]:
*



π
2
φ2 (t) =
sin
t sin(2π f c t)
Tb
2Tb
*
*
1
1
cos(2π f 2 t) −
cos(2π f 1 t).
=
2Tb
2Tb

(6.124)

Figure 6.54 shows the MSK modulator constructed according to the interpretation of expressions (6.123) and (6.124). The two cosine functions are multiplied
to generate the tones with frequencies f 1 and f 2 , according to (6.123). Each of
these tones is separated from the composite signal via band-pass filters (BPF) and
the results are combined according to (6.123) and (6.124) to generate the basefunctions. These base-functions are multiplied by the corresponding waveforms
a I (t) and a Q (t) and the results are added to form the MSK signal. The approach
at hand can also make use of the demodulator shown in Fig. 6.51, where we readily
identify the use of the base-functions φ1 (t) and φ2 (t) feeding the correlators.

Fig. 6.53 Generation of the
MSK signal: base-functions,
signal-vector coefficients and
the resultant MSK signal
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We can notice that, operating in different ways with the mathematical model of
the MSK signal, it is possible to construct different, but equivalent structures. More
structures would be possible if even more alternative mathematical models were
adopted. These comments are also valid to the construction of the MSK demodulator. In [6, pp. 299–307] the reader can find several forms for the implementation of
an MSK modem, along with different approaches on its construction.

Fig. 6.54 MSK modulator constructed according to the signal-space representation approach

Simulation 6.12 – MSK Modem via Signal-Space Approach
File – CD drive:\Simulations\Passband\MSK modem sspace.vsm
Default simulation settings: Frequency = 500 Hz. End = 1.5 seconds.
Run in Real Time (RT) enabled. RT Scale Factor: 0.5. Pattern
[10100011] enabled in the data bit generator. Implementation A
connected to the output (inside the modulator). AWGN noise enabled.
Received E b /N0 = 10 dB.
This experiment shows an MSK modem implemented according to the signalspace representation approach. The data bit generator can be configured to produce
random bits or the patterns [10100011] or [10101010]. The modulator contains
two equivalent implementations, one of them made according to the signal-space
approach shown in Fig. 6.54 (implementation A) and the other one made according
to the complex representation rules (implementation B). The later uses 4 oscillators
and the former uses a more practical implementation with only 2 oscillators.
The modulated signal is applied to the AWGN channel, where noise addition can
be enabled or disabled. The E b /N0 ratio can also be configured.
The received signal is demodulated with a device constructed according to the
signal space representation. According to what was stated before, this approach
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can also make use of the demodulator shown in Fig. 6.51. The estimated bits are
compared to the transmitted bits and a BER computation is carried out. The BER
result is displayed along with the number of bit errors and the total number of transmitted bits during the simulation interval.
Run the simulation using the default settings. Look inside the modulator and
then inside its “implementation A”. Compare this implementation with Fig. 6.54
and verify the correspondence between them. Note that the relative delay between
the in-phase (odd) and the quadrature (even) streams a I (t) and a Q (t) is Tb . Note also
that the absolute delays are 4Tb and 5Tb . These values were chosen to compensate
for the delay introduced by the band-pass filters (BPF) centered in the frequencies
f 1 and f 2 . As an exercise, determine the carrier frequency and the frequency of
the tones f 1 and f 2 . Analyze the parameters of the band-pass filters and plot their
gain versus frequency. Compute their cutoff frequencies and observe their output
waveforms, comparing the frequencies of these waveforms with the values of f 1
and f 2 that you have found. When analyzing the parameters of the filters inside the
“implementation A” of the modulator, note that the number of taps was chosen to be
301. The gain response of these filters would be also adequate if some other number
of taps, say, 400, were adopted. Nevertheless, with 301 taps the phase response is
such that the delay imposed by these filters easily permits the correct time alignment
between the waveforms a I (t) and a Q (t) with the base-functions φ1 (t) and φ2 (t). As
an example, look at the waveforms a I (t), a Q (t), φ1 (t) and φ2 (t) in the simulation
and compare them to the ones shown in Fig. 6.53. Notice that they are equal to
their counterparts. Now change the number of taps of the filters to 400 and look at
these waveforms again. Note that the time alignment was lost and, as a result, the
modulated signal is not being correctly generated.
Now, have a look inside the “implementation B” of the modulator. Compare this
implementation with Fig. 6.49 and verify the correspondence between them. Note
that the absolute delays used in the a I (t) and a Q (t) paths are also 4Tb and 5Tb . These
values aim at aligning the modulated signals generated by the implementations A
and B of the MSK modulators.
Still using the default simulation parameters, lets us analyze the I&Q/time plots
generated from the streams a I (t) and a Q (t) inside the “implementation B” of the
modulator. Run the simulation and observe the waveforms a I (t) and a Q (t) during
the valid interval (from 0.7 to 1.5 seconds). Compare them to the corresponding
waveforms in Fig. 6.53. According to the signal-space analysis, the sequence of
sequence
polarities of a I (t) and a Q (t) in a bit-by-bit basis determine
√
√
√the following
E
−
E
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√ b √ b
E b ], [+ E b + E b ]. This sequence is related to the sequence of differentiallydecoded bits d = [11100100] and to the sequence of information bits i = [101000111].
From the constellation shown in Fig. 6.52 we readily see that this sequence corresponds to the generation of the bottom-right signal-vector three times, then the
bottom-left signal-vector two times, the bottom-right signal-vector one time again
and, finally, the upper-right signal-vector two times. You can barely observe this
sequence of symbols through the I&Q plot A. If you prefer, have a look at the I&Q
plot C inside the demodulator. Since it is associated to the received signal-vectors,
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noise addition can allow you to have a more precise view of the sequence of transmitted symbols. If the events are still occurring too fast (depending on the speed
of your computer), change the simulation RT Scale Factor from 0.5 to 0.1. Still
analyzing the “implementation B” of the modulator, look at the I&Q plot B, which
refers to the waveforms s I (t) and s Q (t). Note that they show the smooth phase
transitions between successive symbols, as shown by the dashed circumference in
Fig. 6.52.
Now you are invited to work for yourself. Explore inside the individual blocks.
Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation parameters and try to reach your own
conclusions in light of the theory.

6.5.2 MSK Bit Error Probability
We can see from Fig. 6.50 and (6.119) that the modulator transmits two independent sequences using two quadrature carriers, and from Fig. 6.51 we can see that
the demodulator detects these sequences independently. As a consequence, we can
interpret the modulator as formed by two independent BPSK-like modulators and
the demodulator as formed by two independent BPSK-like demodulators. The only
difference from conventional BPSK is the presence of half-cycle sine and cosine
pulse-shaping functions. The energy per symbol for each of these two component
BPSK-like modulators is easily found to be



π
t cos2 (2π f c t)dt
2Tb
0


 2Tb
π
2E b
=
sin2
t sin2 (2π f c t)dt = E b ,
Tb 0
2Tb

ξ=

2E b
Tb



2Tb

cos2

(6.125)

where we have considered that the carrier frequency f c is an integer multiple of
1/(2Tb ). The energy per MSK symbol is the sum of the symbol energies in the
quadrature modulated carriers, that is, E = 2E b , a value that can also be obtained
from the constellation in Fig. 6.52. Confusions may arise here, since the duration of
one bit is of course Tb seconds, and we must make bit decisions in a bit-by-bit basis.
But the phase information at the MSK receiver is explored within intervals of 2Tb ,
so that the effective energy collected by the receiver corresponds to observations
made during 2Tb .
From the above discussion we can conclude that the bit error probability for
the MSK modulation over the AWGN channel, considering equally-likely bits, can
be determined by the average of the bit error probabilities for the two component
BPSK-like detectors [66, p. 271], which results in
1
Pb = erfc
2

'*

Eb
N0

(
,

(6.126)
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where N0 is the AWGN unilateral noise power spectral density and erfc(u) is the
complementary error function of the argument. This result shows that the performance of the MSK modulation is identical to the performance of the BPSK and
QPSK modulations, and that MSK is 3 dB more energy-efficient than the conventional BFSK with coherent detection.

Simulation 6.13 – MSK Modem Performance
File – CD drive:\Simulations\Passband\MSK modem BER.vsm
Default simulation settings: Frequency = 100 Hz. End = 1,270
seconds. AWGN noise enabled. Received E b /N0 = 0 dB.

In this simple experiment we analyze the performance of an MSK modem. Random
data bits are generated at 1 bit/s and applied to a VCO-based MSK modulator. The
transmitted signal goes through an AWGN channel with configurable E b /N0 , in
dB. It is also possible to disable noise addition via this block. The received signal
is processed by an MSK demodulator identical to the one used in Simulation 6.11.
Estimated data bits are compared to the transmitted ones for a BER computation.
The BER, the number of bit errors and the total number of transmitted bits during
the simulation interval are displayed.
We shall estimate the modem performance for E b /N0 = 0, 2, 4 and 6 dB, which
correspond to E b /N0 = 1, 1.585, 2.512 and 3.981, respectively. Applying (6.126)
we obtain the theoretical values of BER shown in Table 6.2.
Table 6.2 Theoretical BER results for the MSK modulation
E b /N0

BER

0 dB
2 dB
4 dB
6 dB

7.9 × 10−2
3.8 × 10−2
1.3 × 10−2
2.4 × 10−3

We have seen in Chap. 4 that we must wait for about 100 errors to occur in
order to obtain a good estimate of the BER. Using this rule, the number of bits to
be generated for each value of E b /N0 is: 100/7.9 × 10−2 ∼
= 1, 270; 100/3.8 ×
−2 ∼
2,
670;
100/1.3
×
10
8,
000
and
100/2.4
×
10−3 ∼
10−2 ∼
=
=
= 42, 000 bits.
Since the bit rate in the simulation is 1 bit/second, it suffices to set the values of the
E b /N0 in the AWGN channel block and configure the simulation “End” parameter
to 1,270 seconds, 2,670 seconds, 8,000 seconds and 42,000 seconds for the values
of E b /N0 = 0, 2, 4 and 6 dB, respectively.
Follow the guidelines above and construct your own table of estimated BER for
each of the values of E b /N0 . You will find results approximately equal to those
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listed in Table 6.2. If you want to increase the accuracy of the estimates, duplicate
or triplicate the values of the simulation “End” parameter. In these cases it will be
expected around 200 and 300 bit errors, respectively.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate for yourself new situations and configurations of the
simulation parameters and try to reach your own conclusions, comparing them to
the theory whenever possible.

6.5.3 MSK with Conventional FSK Detection
Suppose now that we aim at generating an MSK signal using the conventional FSK
approach, but with the minimum tone separation ( f 1 − f 2 ) = 1/(2Tb ) Hz. Based on
Fig. 6.34, the modulator would appear like in Fig. 6.55. Nevertheless, we already
know that this form of FSK signal generation guarantees phase continuity only if
the tone separation is an integer multiple of 1/Tb . As a consequence, the modulated
signal generated by the modulator in Fig. 6.55 will show phase discontinuities,
which does not correspond to an MSK signal.
Now, following [30], suppose that we want to detect an MSK signal using a
conventional coherent BFSK demodulator. We would be tempted to think that it
suffices to correlate the received signal with base-functions formed by the cosine
tones with frequencies f 1 and f 2 , during Tb seconds intervals, and that the decision
would be made in favor of the largest correlator output. However, the phase continuity and phase dependency imposed by the MSK signal construction do not permit
the use of this approach. This is illustrated in Fig. 6.56, were we have plotted an
MSK signal and the cosine base-functions with frequencies f 1 and f 2 separated by
1/(2Tb ) Hz. Observe that, in several intervals, there is no phase coherence between
the modulated signal and the base-functions with the same frequency, a behavior

Fig. 6.55 Discontinuousphase BFSK with minimum
tone separation
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that would lead to detection errors. Nevertheless, from Fig. 6.56 we can see that
when no phase coherence occurs, the MSK signal is at 180◦ out of phase from the
corresponding base-function. Then, by comparing the magnitudes of the correlators
outputs we would still be able to make correct decisions. We cannot forget that,
unless the MSK signal is generated directly from the realization of (6.112) and
(6.114) with h = 1/2, the estimated bits will correspond to a differentially-decoded
version of the information data bits. To get the estimates of the information bits
we have to apply the inverse operation on the estimated bits through the exclusive
OR (XOR) between a given bit and the previous XOR result (see Example 6.5 and
the corresponding comments). However, this operation can yield inverted decisions,
since a differentially-decoded “1” can result from the information sequence 01 or
10, and a differentially-decoded “0” can result from the information sequence 00
or 11. Inserting a differential encoder at the transmitter input and a differential
decoder at the receiver output easily solves this ambiguity problem. As a result
we have the transmitter and receiver structures shown in Fig. 6.57. Using a more
practical and simplified implementation, the MSK modulator in Fig. 6.57(a) can
be replaced by a VCO-based MSK modulator. This allows for the elimination of
the differential encoder shown in Fig. 6.57(a) and the differential decoder inside
the VCO-based modulator, reducing the modulator to a single VCO. Clearly, the
differential encoder and the differential decoder in Fig. 6.57(b) can also be eliminated. The resultant simplified modem will be revisited in the next computer
simulation.

c 2008 IEICE)
Fig. 6.56 MSK signal s(t), cos(2π f 1 t) and cos(2π f 2 t) [30] (

Since the conventional FSK receiver is not exploring any phase information, we
expect a worse performance as compared to the one provided by the appropriate
MSK receiver. Furthermore, although the channel noise is Gaussian, the noise in the
decision variable is not. Then, the analytical process for obtaining an expression for
the bit error probability Pe for the receiver under investigation is quite involved and
is beyond the scope of this book. Nevertheless, a numerical calculation of Pe was
made according to [30], as shown below.
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Fig. 6.57 MSK modulator with conventional FSK detection: (a) modified MSK transmitter and
(b) detection via a modified coherent binary FSK receiver

Consider a reference Gaussian density function p X (x, μ X ) with variance σ 2 =
N0 /2 and mean μ X . Furthermore, consider x1 and x2 as being samples of the random variables X 1 and X 2 at the output of the upper and lower correlators shown in
Fig. 6.57(b), respectively. Considering equally-likely symbols, the following set of
conditional densities can be written:

1
p X (x, E b ) +
2
p X 1 (x1 |0) = p X (x, 0),
p X 2 (x2 |1) = p X (x, 0) and

1
p X 2 (x2 |0) = p X (x, E b ) +
2

p X 1 (x1 |1) =


1
p X (x, − E b ),
2
(6.127)

1
p X (x, − E b ).
2

The above densities are plotted in Fig. 6.58 for E b = 1 and E b /N0 = 2 dB. These
densities were written based on the fact that a bit is represented by one of the MSK
tones, but not necessarily with the same phase. Then, when this bit is transmitted,
according to Fig. 6.56 one of the correlators outputs will produce opposite values
if the received signal and the cosine base-function coincide in frequency, and will
produce zero if these frequencies do not coincide.
The conditional densities related to the outputs of the absolute value operations
shown in Fig. 6.57(b) are:
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c 2008 IEICE)
Fig. 6.58 Conditional densities of x1 and x2 for E b = 1 and E b /N0 = 2 dB [30] (

p|X 1 | (|x1 ||1) = [ p X 1 (x1 |1) + p X 1 (−x1 |1)]u(x1 ),
p|X 1 | (|x1 ||0) = [ p X 1 (x1 |0) + p X 1 (−x1 |0)]u(x1 ),
p|X 2 | (|x2 ||1) = [ p X 2 (x2 |1) + p X 2 (−x2 |1)]u(x2 ) and

(6.128)

p|X 2 | (|x2 ||0) = [ p X 2 (x2 |0) + p X 2 (−x2 |0)]u(x2 ),
where u(x) is the unit-step function. Due to the quadrature carriers, the random
variables |X 1 | and −|X 2 | are independent and the density function of the decision
variable Y = |X 1 | − |X 2 | is given by the convolution between the density functions
of |X 1 | and −|X 2 |, that is,
pY (y|1) = p|X 1 | (|x1 ||1) ∗ p|X 2 | (−|x2 ||1) and
pY (y|0) = p|X 1 | (|x1 ||0) ∗ p|X 2 | (−|x2 ||0).

(6.129)

These conditional densities are plotted in Fig. 6.59 for E b = 1, and for E b /N0 =
2 dB and 8 dB. It can be noticed that they are not Gaussian, though for high E b /N0
they tend to become (visually) more similar to Gaussian densities.

Fig. 6.59 Conditional densities of the decision variable y for E b = 1 and E b /N0 = 2 dB or 8 dB
c 2008 IEICE)
[30] (
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For equally-likely symbols, the probability of symbol error Pe for the receiver
shown in Fig. 6.57(b) can be numerically computed as

Pe =

∞

pY (y|0)dy.

(6.130)

0

A simulation of the system under analysis was carried out. Numerical and simulation results agreed and showed that the performance of this system lies in-between
a coherently detected and a non-coherently detected binary FSK (see Sect. 6.7), as
shown in Fig. 6.60, and is approximately 3.05 dB worse than the Pe obtained with
a conventional MSK receiver. This is an attractive result, since the Pe curves for the
coherent and the non-coherent FSK differs asymptotically in about only 1 dB, and an
MSK transmitted signal that has the most compact spectrum among the orthogonal
CPFSK modulations is being used.
In Fig. 6.60 it is also plotted the theoretical Pe obtained by considering that
the noise in the decision variable is Gaussian, with mean and standard deviation
given according to the densities in (6.129). As can be noticed, this approximation tends to become poorer as E b /N0 increases, despite the visual similarity with
Gaussian densities for high values of E b /N0 , as mentioned earlier and shown in
Fig. 6.59.
The approach of using an absolute-value operation at the output of the correlators
can also be extended to M-ary FSK modulations with tone separation equal to an
odd multiple of 1/(2T ), so that a conventional coherent receiver can be used to
detect and decode a VCO-based continuous-phase M-FSK modulation.

Fig. 6.60 Performance results for MSK, coherent and non-coherent BFSK and for the system
c 2008 IEICE)
depicted in Fig. 6.57 over the AWGN channel [30] (
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Simulation 6.14 – MSK with Conventional FSK Detection
File – CD drive:\Simulations\Passband\MSK FSK dem.vsm
Default simulation settings: Frequency = 100 Hz. End = 2,300
seconds. AWGN noise enabled. Received E b /N0 = 6 dB.

In this experiment an MSK signal is detected by a modified coherent BFSK demodulator. As previously analyzed, the transmitted signal occupies the minimum bandwidth for coherent detection, but the conventional FSK demodulation produces the
side-effect of increasing the bit error rate, since no phase information is explored by
the receiver.
Open the simulation file indicated in the header. The corresponding diagram
shows two systems: in the upper system the MSK modulator and the BFSK demodulator were constructed according to Fig. 6.57. In the lower part of the diagram these
devices were constructed without the differential encoders and decoders due to the
replacement of the entire modulator in Fig. 6.57(a) by a VCO configured with freerunning frequency of 1/Tb hertz and gain 1/(4Tb ) Hz/volt. The transmitted signals
are applied to identical AWGN channels and the received signals are processed to
produce estimates of the transmitted bits. The AWGN channels can have their value
of E b /N0 configured and the noise addition can be enabled or disabled.
Run the simulation using the default settings. The theoretical BER estimated
numerically via (6.130) at E b /N0 = 6 dB is equal to 4.5 × 10−2 . Observe that the
estimated BER is around this value for both systems. Try other values of E b /N0 and
compare them with theoretical results. You will also find agreements.
Increase the simulation “End” parameter to 10,000 seconds and run the simulation while observing the histograms inside the simplified FSK demodulator. Note
that they resemble the densities shown in Fig. 6.58 and Fig. 6.59. Note: be aware of
the fact that the histograms are showing “combined” densities.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

6.5.4 Power Spectral Density of the MSK Signal
The power spectral density of an MSK signal can be determined via (6.105) and
(6.106) with M = 2 and h = 1/2, but in what follows we also give an alternative
method. Recall that it is possible to obtain the PSD of some modulated signals from
the PSD of their complex envelope representation. From (6.115), the MSK signal
can be represented by
s(t) = s I (t) cos(2π f c t) − s Q (t) sin(2π f c t),

(6.131)
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from where the complex envelope is
s̃(t) = s I (t) + js Q (t).

(6.132)

For the MSK modulation, the low-pass in-phase and quadrature components in
(6.132) are random waveforms in which the pulses with duration 2Tb can assume
positive or negative values according to
⎫
Ik p(t − 2kTb ) ⎬

s I (t) =
s Q (t) =

k

Q k p(t − 2kTb ) ⎭

k

, −∞ ≤ k ≤ ∞,

(6.133)

where p(t) is the half-cycle sine shaping pulse given by
*
p(t) =



2E b
π
sin
t , 0 ≤ t < 2Tb ,
Tb
2Tb

(6.134)

and {Ik } and {Q k } are random antipodal sequences ∈ {±1} associated to the odd and
even information bits, respectively (see Example 6.5) or, equivalently, associated to
the waveforms a I (t) and a Q (t) in (6.119). We already know that the power spectral
density of a random antipodal sequence of equally-likely pulses can be determined
by dividing the energy spectral density (ESD) of the shaping pulse by the pulse
duration (see Chap. 2, Sect. 2.6.3). Since the ESD of a pulse is the squared-modulus
of its Fourier transform, then the PSD of s I (t), which is equal to the PSD of s Q (t),
can be easily determined. Additionally, we know that the in-phase and quadrature
components of the MSK signal are independent to each other. Then, the PSD of
(6.132) can be determined by
SB ( f ) = 2

|P( f )|2
.
2Tb

(6.135)

The PSD of the MSK signal can be obtained by applying the above result in
S( f ) =

1
[S B ( f − f c ) + S B (− f − f c )].
4

(6.136)

Following the procedure just described, the PSD of the baseband signal in (6.132)
can be obtained from Chap. 4, Simulation 4.4 and is given by:
SB ( f ) =

4E b [1 + cos(4π fTb )]
.
(π/2 − 8π f 2 Tb2 )2

(6.137)

Equation (6.137) is plotted in Fig. 6.61, along with the baseband PSD of the
QPSK modulation for comparison purposes. To draw this figure, both MSK and
QPSK signals were set to the same average power.
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It can be seen from Fig. 6.61 that, though the main lobe of the MSK spectrum
is wider that the main lobe of the QPSK spectrum, the PSD of the MSK decreases
faster with frequency. For QPSK, approximately 90% of the modulated signal power
is concentrated in the main lobe. For MSK, this quantity increases to approximately
99%. This is a desired attribute of the MSK, which makes it attractive due to easy
filtering and, consequently, low adjacent channel interference.
Fig. 6.61 Normalized
baseband PSD, in dBm/Hz,
for MSK and QPSK

Simulation 6.15 – Power Spectral Density of the MSK Signal
File – CD drive:\Simulations\Passband\MSK PSD.vsm
Default simulation settings: Frequency = 100 Hz. End = 1,400
seconds.

In this simple experiment we analyze the power spectral density of an MSK signal
and compare it to the PSD of a QPSK signal.
Open the simulation file indicated above. The upper part of the diagram shows
a random bit generator operating at 1 bit/s and connected to the inputs of an MSK
and a QPSK modulators. The modulators are using a carrier frequency f c = 1 Hz.
The outputs of the modulators are applied to PSD estimation and plot blocks. The
lower part of the diagram shows an impulse generator connected to the half-cycle
sine pulse shaping filter used by the MSK modulator. The output of this filter, which
is equal to a scaled version of its impulse response, enters a block that estimates the
energy spectral density (ESD) of the pulse.
Run the simulation and look inside the “PSD plot A”. You will see the estimated
PSDs of the MSK and of the QPSK modulations. Considering that we are using
f c = 1 Hz, make a detailed comparison between the estimated PSDs and those
shown in Fig. 6.61. As an exercise, verify if the peaks of the main lobes of the PSDs
correspond to the theoretical values.
As we have already mentioned, the power spectral density of some modulated
signals can be determined through the PSDs of their equivalent low-pass representations. For the case under analysis, the PSD of the MSK signal can be determined
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through the PSDs of the in-phase and quadrature components, s I (t) and s Q (t). Look
inside the MSK modulator and observe the PSD of the signals s I (t) and s Q (t). Confirm that the PSD of the modulated signal is the sum of the PSDs of s I (t) and s Q (t),
properly scaled and shifted to the carrier frequency position.
We have also mentioned that the PSD of a random antipodal sequence of equallylikely pulses can be determined by dividing the energy spectral density of the shaping function p(t) by the pulse duration. In the lower part of the experiment you
can see the aspect of the ESD of the shaping pulse and compare it to the estimated
PSDs of s I (t) and s Q (t). Recall that the signals s I (t) and s Q (t) are nothing more than
antipodal sequences having pulse shapes equal to p(t).
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

6.5.5 Further Attributes and Uses for the MSK Modulation
In this subsection we summarize some MSK-related topics and mention additional
attributes and applications of this modulation. We start by revisiting the application
of the MSK in the recently-developed Blu-ray technology [9], and as the base for
implementing the GMSK modulation used, for instance, in the GSM standard [32,
pp. 396–400]. In the case of the GSM standard, a Gaussian-filtered version of the
information sequence is applied to an MSK modulator, resulting in the GMSK signal. This is done to increase the spectral efficiency of the MSK modulation, with
the penalty of a possibly small reduction in performance due to inter-symbol interference introduced by the Gaussian filtering process. GMSK modulation will be
covered with more details in Sect. 6.6.3.
As mentioned at the beginning of this section, MSK modulation is also attractive
because of its constant envelope, a characteristic that can be observed in all FSKtype modulations. Although M-PSK modulations also have constant envelopes, this
is valid only if no filtering is applied to the signal. When the modulated signal is
filtered before going through some nonlinear distortion, such as nonlinear amplification, out-of-band and in-band spurious can be generated due to envelope fluctuations
that occur during abrupt phase transitions. Non-constant envelopes can also exhibit
high peak-to-average power ratios (PAPR), making it difficult the project of high
dynamic range and power-efficient nonlinear amplifiers. The MSK modulation has
low PAPR, even after filtering, becoming attractive in these situations (refer to the
beginning of Sect. 6.6 for more details).
MSK modulation can also be viewed as a special form of coded-modulation in
which the phase continuity restrictions introduce some sort of redundancy and, consequently, error correction capabilities. This attribute is explored in detail in [44].
In fact, MSK is a special case of Multi-h continuous-phase modulations (Multi-h
CPM) in which coding and modulation are combined to increase power efficiency
[72, 87, pp. 271–284; 86, Chap. 7].
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In [57], the MSK modulation is used to achieve code-division multiple access
(CDMA) capability in a spread spectrum system.
Although MSK is usually associated to the binary case, that is, M = 2, its
concepts are generalized to the M-ary case in [38] and [73]. A multi-amplitude,
continuous-phase modulation approach is considered in [66, pp. 200–203], where
the signal amplitude is allowed to vary, while the phase trajectory is constrained to
be continuous. Generalized MSK is also considered in [71].

6.5.6 Answering Some Questions About the MSK Modulation
We are now armed with enough concepts to give possible answers (A) to the questions (Q) listed at the beginning of this section:
• Q: To which extent the MSK modulation can be regarded as a special case of
the Sunde’s BFSK modulation? A: We saw that MSK is in fact a special form of
BFSK with the minimum tone separation for orthogonality and coherent detection. Nevertheless, the MSK signal construction gives to the receiver the ability to explore phase information for performance improvement, which does not
happen with the conventional BFSK modulation. The conventional BFSK signal
with minimum tone separation does not correspond to an MSK signal and does
not exhibit phase continuity for all bit transitions, except when a VCO-based
approach is adopted.
• Q: To which extent the MSK modulation can be detected as the conventional
Sunde’s BFSK modulation? A: An MSK signal can be detected as a conventional
binary FSK, but it is necessary to make modifications at the transmitter and at the
receiver, according to the block diagram shown in Fig. 6.57. Since the modified
receiver explores no phase information, the performance will not be the same as
that provided by the appropriate MSK receiver.
• Q: To which extent the MSK modulation can be regarded as a special case of the
SQPSK or OQPSK modulations? A: The MSK modulation is indeed a special
form of OQPSK where the pulse shape are half-cycle cosine and sine functions
instead of the rectangular shaping functions used in OQPSK. But this is not a
direct interpretation of the MSK signal construction. To show perfect equivalence with the OQPSK modulation, the MSK transmitter must be implemented
according to Fig. 6.50. The receiver structure is kept unchanged, according to the
block diagram in Fig. 6.51.
• Q: To which extent the frequency and phase shifts of an MSK signal are related
to the modulating data sequence? A: If the modulated signal is generated through
the realization of (6.112) and (6.114), using h = 1/2, then there will be a direct
correspondence, that is, bit “0” will be represented by the tone with frequency,
say, f 2 (or vice-versa), and bit “1” will be represented by the tone with frequency f 1 (or vice-versa). However, when the MSK signal is generated through
the other ways shown is this section, the frequency shifts will correspond to a
differentially-decoded version of the modulating data sequence.
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• Q: To which extent the phase shifts of an MSK signal can be related to the phase
transition diagram on its signal-space representation? A: The MSK signal is constructed in a way that, besides phase continuity, it exhibits phase dependences
that helps the receiver improve the detection performance. This is done because
phase transitions from one bit to the next lead to different values, modulo 2π (see
Fig. 6.46). A bit “1” increases the phase in π/2 radians and a bit “0” decreases the
phase in π/2 radians. If these bits are or are not the information bits, it depends
on how the MSK signal is generated: via (6.112) or indirectly (see former question and answer). Concerning the phase shifts of an MSK signal, they cannot be
directly mapped on the signal-space symbol transitions. Two reasons support this
conclusion: firstly, since a given signal-space diagram can represent a baseband
or a passband signaling, it is not always able to represent phase transitions of a
modulated signal, though it can happen with some modulations, such as M-PSK
and M-QAM. Secondly, discrete points in a signal space are not the most adequate solution to represent continuous-phase signals, because the phase of the
carrier is time-variant [66, pp. 199–200]. As an example, two consecutive ones
correspond to the same coordinates in Fig. 6.52, but we know that the carrier
phase changes +π/2 radians from its preceding value, in a continuous way. A
solution to this is to have a three-dimensional diagram with axes s I (t), s Q (t) and
t, in which the phase trajectory can be recorded [66, pp. 194–195]. Figure 6.62
illustrates such representation, where the projection of the three-dimensional
phase trajectory on the (φ1 , φ2 ) plane gives rise to the two-dimensional phase
trajectory shown by the circumference in Fig. 6.52.

Fig. 6.62 Phase trajectory of
an MSK signal. The
projections on all planes are
also shown

6.6 OQPSK, π/4QPSK and GMSK Modulations
As mentioned in the last section, when a phase-modulated signal is filtered before
going through some nonlinear distortion, such as nonlinear amplification, out-ofband and in-band spurious can be generated due to envelope fluctuations that occur
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during abrupt phase transitions. The resultant non-constant envelopes can also
exhibit high peak-to-average power ratios, making it difficult the project of high
dynamic range and power-efficient nonlinear amplifiers. Possible solutions to these
problems are:
• To reduce phase transitions so that envelope fluctuation after filtering is reduced;
• To use modulations that exhibit constant envelope after filtering.
In this section we shall present two signaling schemes derived from the QPSK
modulation, the offset QPSK (OQPSK) and the π/4-shifted QPSK (π /4QPSK),
aiming at reducing phase transitions. As a result, envelope fluctuations in the filtered modulated signals are also reduced, leading to lower distortion in the case
of nonlinear amplification. The use of an FSK-based modulation leads naturally to
approximately constant envelope after filtering, being adequate for nonlinear amplification. As a complement to the set of FSK-based modulations we shall study in
this section the Gaussian-filtered MSK (GMSK).
Before entering into the details about each modulation, we first analyze the distortion caused by nonlinear amplification with the help of a computer simulation.

Simulation 6.16 – Distortion Caused by Nonlinear Amplification
File – CD drive:\Simulations\Passband\Nlin amp.vsm
Default simulation settings: Frequency = 5,000 Hz. End = 5 seconds.
Gain applied to the generated signals: 1.49. Input selected for
analysis: unmodulated signal.
In this experiment we analyze the effect of nonlinear amplification on three different signals: an unmodulated carrier, an amplitude-modulated (AM) signal with
adjustable modulation index and a filtered QPSK-modulated signal.
Open the simulation file indicated in the header. The diagram shows three signal generators, as described above. Through the “select input” block it is possible to choose which signal is applied to a 10 dB power gain amplifier. The level
gain applied to the input signal can be set by varying the “slider” control in the
upper-left side of the diagram. The selected input signal s(t) is also applied to a
peak-to-average power ratio (PAPR) estimator. The value of the PAPR is defined
here by
PAPR =

max |s(t)|2
,
2E[s 2 (t)]

(6.138)

where E[s 2 (t)] is the total average power in the signal. Note that for an unmodulated
carrier with peak amplitude A, the PAPR is A2 /(2A2 /2) = 1.
The input and the output of the amplifier can be analyzed in the time and in
the frequency domains via the “time and frequency plot” block. Additionally, the
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average power Pout at the amplifier output is measured so that it can be compared with the expected value, which is 10 dB above the input power Pin . The
expected and actual output powers are also plotted in a bar graph for a better visual
analysis.
The input-output curve of a real amplifier diverges from the ideal linear curve as
illustrated in Fig. 6.63, where y is the output voltage and x is the input. Typically,
the input-output curve follows a Taylor polynomial of the form [19, p. 91]
y = a0 + a1 x + a2 x 2 + a3 x 3 + a4 x 4 + a5 x 5 + · · · ,

(6.139)

where a0 is a biasing term commonly negligible in practice, a1 is the desired linear
amplification coefficient and the remaining coefficients represent undesired nonlinear terms in the x − y transfer function. These terms will produce undesired frequency components, distorting the signal at the output of the amplifier. If the input
signal is a single tone, the undesired terms will be harmonics of the tone frequency.
If the input signal is formed by more than one frequency component, undesired
signals with other frequencies will also be produced. These frequencies will be
combinations of the frequencies of the input signals and are called intermodulation
products. Then, when a modulated signal is subjected to a nonlinear amplification,
both harmonically-related undesired components and intermodulation products will
result.

Fig. 6.63 Typical and ideal
voltage transfer curve of an
amplifier

Amplifiers can be grouped into classes according to how much of the input signal excursion the active device (transistor or vacuum tube) conducts current. For
Class A amplifiers, the active device conducts all the time, which corresponds to
a conduction angle of 2π . As the amplifier is biased towards the cutoff region the
conduction angle decreases. Typical values are π to 2π for Class AB, π for Class B
and less than π for Class C. As a consequence, Class A amplifiers have lower power
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efficiencies and Class C amplifiers are more power efficient due to the reduced heat
dissipation when operating near the cutoff region.
Effects of nonlinearity on the signal path are covered in Chap. 4 of [19]. Fundamentals about RF power amplifiers from the design perspective can be found in
Chap. 17 of [26]. Nonlinear distortion is also covered in [14, pp. 251–256]. The
reader is encouraged to refer to theses references for more information.
The built-in RF amplifier model of VisSim/Comm used in this experiment has
the following parameters, whose description was obtained from its “help” option.
When applicable, the input reference signal used for determining those parameters
is a single unmodulated tone.
• Gain: indicates the small signal gain of the amplifier in decibels (dB).
• 1 dB Compression Point: specifies the output power level in dBm where the
amplifier output is 1 dB below the ideal gain.
• IP2: specifies the theoretical output power level in dBm where the power in the
second order terms would equal the power in the fundamental (linear) term. The
value of IP2 is typically 20 ∼ 25 dB above the 1 dB compression point.
• Output Offset: specifies whether the output DC offset due to the IP2 and IP4
terms is positive or negative.
• IP3: specifies the theoretical output power level in dBm where the power in the
third order terms would equal the power in the fundamental (linear) term. The
value of IP3 is typically 10 ∼ 15 dB above the 1 dB compression point.
• IP4: specifies the theoretical output power level in dBm at which the power in
the intermodulation components due to fourth order terms equals the power in
the fundamental term.
• Noise Figure: specifies the equivalent input noise figure of the amplifier, in dB.
When the “Add Noise” option is selected, white noise is added to the output
according to the specified “Noise Figure” and “Gain”.
Run the simulation using its default settings. Observe that the output power is
1 dB below the value that it should be. This is consistent with the nonlinear behavior
of the amplifier and with the fact that the 1 dB compression point was set exactly
to 12 dBm. The parameters IP2, IP3 and IP4 are theoretical values that can not be
checked here due to the fact that the amplifier will clip the output signal, preventing
the output power to reach the values specified for those parameters.
The input-output transfer function for the amplifier used in this simulation can
be seen through the “see x-y curve” block below the amplifier block. Note that the
amplifier reaches the negative cutoff region for a slightly smaller value of the input
(x/xmax ∼
= 0.6) as compared to the value needed to reach the positive cutoff region
(x/xmax ∼
= 0.7). This is a consequence of the values chosen for the amplifier parameters. As an exercise, find valid parameters that make equal the input values enough
to reach both positive and negative cutoff regions.
Still using the default settings run the simulation and open the time and frequency
plot. For a better view, magnify a portion of the time plot so that you can see both
the input and the output unmodulated tones with frequency 250 Hz. A careful look
will permit you to conclude that some visible distortion is already present in the
output signal as compared to the input. Now observe the frequency domain plot
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and, after switching it to show the output signal, run the simulation and observe the
presence of several harmonic components created due to the nonlinear behavior of
the amplifier. By varying the amplitude of the input signal via the “slider” you can
notice that the higher this amplitude, the lower the difference between the power in
the fundamental frequency of 250 Hz and the power in its harmonics at the amplifier
output. This is an expected result, since higher amplitude signals are subjected to
more pronounced nonlinearities.
Switch the input to the AM modulated signal. Run the simulation while observing
the time and frequency plots. Note that the input now is composed by three tones:
a tone in the carrier frequency and two tones that appeared due to the amplitude
modulation of the carrier by a tone of frequency 20 Hz. Analyze the time plot as
before and then analyze the frequency content of the amplifier output. Note that not
only harmonic distortion is present, but also intermodulation distortion produced
by the various input tones after passing through the nonlinear amplifier. By varying
the AM signal level or the modulation index you will experiment different levels
of distortion. Perform variations in the AM signal level and then in the modulation
index. You will observe that, as in the case of the unmodulated carrier, signals with
higher amplitudes will produce more pronounced undesired frequency components.
You will also observe that higher modulation indexes, i.e. AM signals with higher
PAPR, also produce undesired components with higher levels. Note also that distortion does not manifest only out of the signal band. In-band distortion can also
happen as a consequence of intermodulation.
From the preceding investigation we can draw an important conclusion: constant
envelope signals, i.e. those with PAPR close to one tend to produce lower undesired frequency components when going through a nonlinear amplifier. Non constant envelope signals tend to produce more undesired components, a phenomenon
normally referred to as spectral regrowth [26, pp. 6–16].
Finally, restore the simulation settings to its default values and switch the input
signal to the filtered QPSK signal. Run the simulation and observe that the PAPR is
around 1.8, which means that the filtered QPSK signal does not have a constant
envelope, despite of the constant envelope of its unfiltered version. To confirm
this, open the time and frequency plot and magnify the time plot so that you can
see the envelope fluctuations. Now compare the power spectral density of the filtered QPSK signals at the input and at the output of the amplifier. You will see
something similar to Fig. 6.64 when the maximum input level is used. Note the
pronounced spectral regrowth caused by the nonlinear amplification of the filtered
QPSK signal. In practice, such a high spectral regrowth can cause severe adjacent
channel interference, demanding the use of high power, high selective and expensive filters, normally made of resonant cavities. Additionally, we must not forget
that in-band distortion is also present in the amplified signal, though not visually
detectable.
A measure of the adjacent interference is the adjacent channel power ratio
(ACPR), which is the ratio between the total interference power in a specified adjacent channel bandwidth, at a given frequency offset from the carrier frequency, and
the channel power in the specified channel bandwidth [26, p. 6–17].
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Fig. 6.64 Spectral regrowth caused by nonlinear amplification of a filtered QPSK signal

Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.
The preceding simulation has shown to us that the large envelope fluctuations
corresponding to high PAPR signals are not welcome, since linear amplifiers with
high dynamic ranges should be designed, which by itself represents a challenging
task and result in low power efficiency. For a given amplifier’s dynamic range, if the
average power of a high PAPR signals is increased, higher power efficiencies can
be obtained at the cost of an spectral regrowth and, thus, lower spectral efficiencies.
Motivated by these problems, in what follows we shall study two phase-shift keyed
modulations that were modified to reduce envelope fluctuations and an MSK-based
modulation that intrinsically exhibits low envelope fluctuations. These low PAPR
signals better match to the linear dynamic region of the amplifier, thus leading to
higher power efficiency and lower distortion.

6.6.1 Offset QPSK Modulation
The idea behind the offset QPSK (OQPSK) or staggered QPSK (SQPSK) modulation is very simple, though very interesting. To understand it, recall from Sect. 6.2
that a QPSK signal can be formed by adding to independent BPSK signals, one
carrying even data bits and the other carrying odd data bits, as can be seen in the
block diagram in Fig. 6.14 and through the waveforms shown in Fig. 6.65.
We notice from Fig. 6.65 that whenever the in-phase or the quadrature component BPSK signal exhibits a phase transition, the corresponding QPSK phase
transition is ±π/2. Whenever the in-phase and the quadrature component BPSK
signals exhibit a phase transition, the corresponding QPSK phase transition is ±π .
6.6.1.1 OQPSK Modulator
Now consider the block diagram shown in Fig. 6.66, in which the insertion of a
delay in the even data stream is the only difference between a conventional QPSK
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Fig. 6.65 In-phase, quadrature and composite phase transitions of a QPSK signal

modulator and the resulting OQPSK modulator. This delay guarantees that phase
transitions in the in-phase and quadrature component BPSK signals never occur
simultaneously, avoiding the occurrence of phase transitions of ±π in the resultant OPQSK signal. As a consequence, a filtered OQPSK signal will exhibit lower
envelope fluctuations, becoming a more attractive choice as compared to the conventional QPSK modulation when nonlinear distortion is present in the signal path.

Fig. 6.66 OQPSK modulator

As a consequence of the implementation shown in Fig. 6.66, the constellation
and phase transitions for an OQPSK modulation are shown in Fig. 6.67, where we
can see that no phase transitions of ±π are allowed to occur.
6.6.1.2 OQPSK Coherent Demodulator
The implementation shown in Fig. 6.66 still corresponds to the multiplexing of two
independent data streams through orthogonal carriers, as in the case of the conventional QPSK modulation. Then, the OQPSK demodulator is very similar to the
QPSK demodulator, the only difference being the fact that the two BPSK detectors operate Tb seconds delayed from one another. Then, before parallel-to-serial
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Fig. 6.67 OQPSK
constellation and phase
transitions

conversion, the estimated data streams must be aligned in time by using a delay
block placed in the arm opposite to the one where the delay was inserted at the
modulator. Figure 6.68 illustrates the coherent OQPSK demodulator.

Fig. 6.68 Coherent OQPSK demodulator

Due to obvious reasons, the power spectral density and error probability for
the OQPSK modulation are the same as those derived for the conventional QPSK
modulation.

Simulation 6.17 – OQPSK Signal Generation
File – CD drive:\Simulations\Passband\OQPSK mod.vsm
Default simulation settings: Frequency = 100 Hz. End = 200 seconds.
Delay in the delay block set to Zero. Root-raised cosine (RRC) filters
disabled in the LPF blocks.

6.6

OQPSK, π /4QPSK and GMSK Modulations

515

This experiment aims at complementing the concepts just presented about the
OQPSK modulation. Open the simulation file indicated in the header and follow the
description: random data bits are serial-to-parallel (S/P) converted into two streams,
one carrying even data bits and the other carrying odd data bits. A configurable delay
is placed in the lower S/P output path. If a zero delay is used, a QPSK modulated
signal is generated. If the delay is set to Tb , an OQPSK modulated signal results. The
delayed and non-delayed streams are converted into bipolar impulses by the PAM
blocks. The resultant impulses are applied to pulse-shaping low-pass filters (LPF)
whose impulse responses can be configured to be rectangular or root-raised cosine.
The waveforms at the output of the LPFs modulate the in-phase and quadrature
carriers and the results are added to form the QPSK or the OQPSK signal. A x − y
plot shows the phase transitions in the constellation and a time and frequency plot
shows the in-phase, the quadrature and the modulated signal in the time domain and
the power spectral density of the modulated signal.
Run the simulation using the default settings, which correspond to the generation
of a QPSK signal. From the results you are able to review the phase transitions, the
time and the frequency characteristics of the QPSK modulation. By enlarging an
interval corresponding to 5 symbols (10 seconds) you will be able to see waveforms
very similar to those shown in Fig. 6.65.
Change the delay to Tb and run the simulation. Now, an OQPSK signal is being
generated and you can see that phase transitions are restricted to ±π/2. Observe
the frequency plot and note that the PSD of the OQPSK signal is indeed equal to
the PSD of the QPSK signal. Enlarge an interval corresponding to 5 symbols (10
seconds) in the time plot and observe that the in-phase and the quadrature modulated
carriers never change their phases simultaneously, which avoids phase transitions of
±π in the composite OQPSK signal. Nevertheless, observe that phase transitions in
the OQPSK signal occur twice, on average, as faster than in the OQPSK signal. This
explains how a symbol diagonally opposed to a given symbol is sent: the required
phase transition of ±π is performed in two steps of ±π/2, i.e. going through the
phase corresponding to an adjacent symbol.
Now enable the RRC filters thorough the LPF blocks and run the simulation. Pay
attention to the new phase transition plots for both modulations. You will observe
the behavior illustrated in Fig. 6.69, depending on the modulation selected. Observe
that the effect of filtering is equivalent to smoothing phase transitions. From the
PSD plot, observe also that the effect of low-pass filtering before carrier modulation
is equivalent to band-pass filtering after modulation.
An interesting information obtained from the phase transition plots shown in
Fig. 6.69 is that the lines farther away from the origin correspond to the peak
amplitudes of the modulated signal envelopes. Similarly, the lines closer to origin
correspond to the lower amplitudes of the modulated signal envelopes. To verify
this behavior, observe the time plot for the QPSK modulation and see that the peak
is around 1.95 volts and the valley is essentially zero. For the OQPSK modulation,
the peak is around 1.8 volts and the valley is around 1.1 volts, the same values read
directly from the phase transition plots in Fig. 6.69.
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Fig. 6.69 Phase transitions of a filtered QPSK (a) and a filtered OQPSK (b) signal

Observe also that the envelope fluctuations in the case of the filtered OQPSK
signal are by far smaller than those produced in a filtered QPSK signal. Later on
we shall revisit the OQPSK modulation to analyze its behavior when a nonlinear
amplification is performed.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

6.6.2 π/4DQPSK Modulation
The π/4-shited differential QPSK modulation also aims at reducing phase transitions, thus yielding lower envelope fluctuations as compared to the QPSK modulation when the signal is submitted to filtering. π /4DQPSK modulation also has the
attractive property of being differentially encoded, i.e. data bits are represented by
the phase difference between consecutive symbols. Then, it can be differentially
detected, reducing the receiver complexity at the cost of performance degradation.
6.6.2.1 π /4DQPSK Modulator
As the name indicates, the π /4DQPSK modulation is a quaternary signaling. However, as illustrated in Fig. 6.70(a), it uses two conventional QPSK constellations
shifted π/4 radians from one another in a way that successive symbols are associated to different constellations. This is accomplished by following the phase transition rule given in Table 6.3. An example of symbol sequence is presented in
Fig. 6.70(a) assuming that the initial carrier phase is π/4 and that the input data
bits are 00, 10, 01 and 10. From Fig. 6.70(b) it can be concluded that, since phase
transitions of ±π are not allowed, a filtered π /4DQPSK signal will exhibit less

6.6

OQPSK, π /4QPSK and GMSK Modulations

517

envelope fluctuations than its QPSK counterpart, but these fluctuations will be more
pronounced than those produced by the OQPSK modulation.
Let Ik and Q k be the input coefficients to an I&Q modulator at the discrete time
symbol interval k and let Ik−1 and Q k−1 be the corresponding values at the preceding
interval. Likewise, let Δφ be the phase transition at the k-th interval, determined
according to Table 6.3. These values are related according to [87, p. 258]:
Ik = Ik−1 cos Δφ − Q k−1 sin Δφ,
Q k = Ik−1 sin Δφ + Q k−1 cos Δφ,
√
cos Δφ = ek / 2 and
√
sin Δφ = ok / 2,

(6.140)

where ek = −1 (or ok ) if the input data bit b = 1 and ok (or ek ) = +1 if the data bit
b = 0 [52].
Table 6.3 Phase transitions as a function of the input data bits for a π /4DQPSK modulation
Input bits

Phase transition Δφ

00
01
10
11

π/4
−π/4
3π/4
−3π/4

The π /4DQPSK modulator can be implemented by realizing (6.140), which
results in the block diagram shown in Fig. 6.71. Note that ek and ok in (6.140)
are associated with the even and odd streams at the output of the S/P converter,
respectively.

Fig. 6.70 π /4DQPSK symbol sequence example (a) and possible phase transitions (b)
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Fig. 6.71 π /4DQPSK modulator

6.6.2.2 π /4DQPSK Differentially Coherent Demodulator
One possible structure for a π /4DQPSK demodulator is shown in Fig. 6.72, where
differential detection is performed at baseband. An alternative approach is given
in [52], where two correlators are used to estimate cos Δφ and sin Δφ from an
intermediate frequency. The sequences {ek } and {ok } are estimated directly from the
output of these correlators. In Fig. 6.72 the initial phase θ of the quadrature carriers
is assumed to be a random variable uniformly distributed in (0, 2π ]. The modulo2π correction is performed to guarantee that the inner angle between consecutive
received signal-vectors is correctly computed. This correction is made according to:
Δφ ← Δφ + 2π if Δφ < −π,
Δφ ← Δφ − 2π if Δφ > π,

(6.141)

Δφ ← Δφ otherwise.
In a real implementation the estimated phase differences correspond to a 4-PAM
signaling, which means that symbol estimation can be made in the same way as for
a 4-PAM signal. For example, this can be accomplished via level comparisons and
subsequent symbol-to-bit demapping. The forthcoming computer simulation will
help clarify these implementation aspects.

Fig. 6.72 π /4DQPSK differential demodulator
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The derivation of the error probability for a differentially detected π /4DQPSK
signal is somewhat intricate. For this reason we shall give the final expression for the
bit error probability without proof. The interested reader is encouraged to consult
[52], [66, pp. 274–278] and [76, pp. 245–249] for additional material. The bit error
probability of a π /4DQPSK modulation with differential detection over an AWGN
channel is given by [52, eq. 38c]
The terms between brackets seem to be part of a matrix. The correct is:
*
(
'*

√
√
Eb
Eb
1
(2 + 2),
(2 − 2)
Pb =
1 − Q1
2
N0
N0
(6.142)
*
(
'*
√
√
Eb
Eb
+Q 1
(2 − 2),
(2 + 2)
N0
N0
where Q 1 (a, b) is the first-order Marcum Q-function, which can be expressed by
 b 2 2
z +a
ze 2 I0 (za)dz,
(6.143)
Q 1 (a, b) = 1 −
0

where I0 (x) is the modified Bessel function of zero order and first kind. A simple
expression for computing the symbol error probability is given by [61, Eq. 11a]:



2
1 3π/4
Eb
dz.
(6.144)
Pe =
exp −
√
π 0
N0 2 + 2 cos z
Since for high E b /N0 we can approximate Pb ∼
= Pe / log2 M, we can use (6.144)
divided by 2 as a good approximation for Pb . In fact, by plotting (6.142) against
(6.144) divided by 2 one can see that the curves merge together for E b /N0 greater
than 0 dB.
Another useful expression for determining the approximate bit error probability
of a π /4DQPSK modulation with differential detection over an AWGN channel is
given by equation (42) of [52], written here in terms of the complementary error
function as
'*
(
E
1
b
0.58
.
(6.145)
Pb ∼
= erfc
2
N0
This approximation is very tight for high values of E b /N0 , producing errors
starting in 0.5 dB only for Pb > 0.1. From (6.145) we can see that the π /4DQPSK
modulation needs approximately 10 log(1/0.58) ∼
= 2.3 dB more average power to
achieve the same performance of a coherently detected BPSK, QPSK, OQPSK or
MSK modulation.
6.6.2.3 Power Spectral Density of a π /4DQPSK Signal
The power spectral density of the π /4DQPSK signal is the same as for the QPSK
and OQPSK signals [75, p. 12].
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Simulation 6.18 – π/4DQPSK Generation and Detection
File – CD drive:\Simulations\Passband\Pi4DQPSK modem.vsm
Default simulation settings: Frequency = 1 Hz. End = 200,000
seconds. Auto Restart enabled. AWGN channel noise enabled.
Channel gain: 1.
In this experiment we analyze a complete π /4DQPSK modem. Random symbols at
a rate of 1 symbol per second are applied to a π /4DQPSK modulator constructed
according to Fig. 6.71, without the I&Q modulator. As a result, a low-pass complex
π /4DQPSK signal is being generated. From this signal it is possible to see the phase
transition plot and the constellation of the π /4DQPSK modulation. The transmitted signal goes through a complex AWGN channel, whose E b /N0 is automatically
adjusted during the simulation to have the values 0, 2, 4, 6, 8 and 10 dB. The channel
gain can also be configured and noise addition can be disabled or enabled.
The received signal is processed by a complex integrate and dump whose function is equivalent to the pair of correlators shown in Fig. 6.72 for a passband signal.
The block “phase difference computation” calculates the arctg(Q/I) and computes
the phase difference. The modulo-2π correction is also performed by this block,
according to (6.141). This correction is followed by a level adjustment, responsible
for converting the phase differences into a 4-PAM signal via
4
Δφ + 3 = 4, 2, 6 and 0,
(6.146)
π
for Δφ = π/4, −π/4, 3π/4 and −3π/4, respectively. Symbol decision is finally
made from the 4-PAM signal and a symbol error rate (SER) estimation is performed
and plotted against E b /N0 . The SER results are exported to the file “c:\PePi4QPSK.
dat” so that you can use them in your investigations as desired.
Run the simulation while observing the phase transition plot. Note that it is equal
to the transition plot shown in Fig. 6.70(b). Now observe the SER versus E b /N0
plot. Similar results divided by 2 are plotted as circular marks in Fig. 6.73. Observe
that the resultant values are in agreement with the exact bit error probability computed via (6.142). Observe also that a good estimation of Pb results by dividing the
exact symbol error probability in (6.144) by 2. This result is not precise only for very
low values of E b /N0 , below 0 dB. Once again the approximation Pb ∼
= Pe / log2 M
yields a good estimation for all practical values of Pb if Gray mapping is adopted.
Gray mapping for π /4DQPSK modulation means to guarantee only one different bit
between neighbor phase transition values (see Table 6.3).
Observe in Fig. 6.73 that the approximate value of Pb estimated via (6.145)
is tight for E b /N0 greater than zero. Finally, observe that the performance of the
π /4DQPSK modulation is around 2.3 dB away from the coherently detected QPSK
modulation, as predicted via (6.145).
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.
L=
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Fig. 6.73 Bit error probabilities for π /4DQPSK and QPSK modulations

The π /4DQPSK modulation is attractive for applications in mobile communication systems due to its differential detection attribute. Phase rotation imposed by the
channel is accepted to can be time-varying as long as it is approximately constant
for at least two symbol intervals, allowing for the correct computation of phase
differences. As a matter of fact, π /4DQPSK is one of the standard modulations
adopted in the TIA/EIA-136 third generation cellular system [81]. In this standard
the filtering process is performed at baseband via a root-raised cosine filter with
rolloff 0.35.

6.6.3 GMSK Modulation
The Gaussian minimum shift keying (GMSK) modulation, as the name suggests,
is a variation of MSK and, as such, is also a continuous-phase modulation. Using a
simplistic definition, in GMSK the data bit stream goes through a Gaussian low-pass
filter before MSK modulation. GMSK is used, for instance, in the Global System for
Mobile (GSM) communication system [20]. Bluetooth [10] adopts a similar modulation, the Gaussian-filtered frequency-shift keying (GFSK).
6.6.3.1 GMSK Modulator
One way of generating a GMSK signal is to use a direct implementation via a
voltage-controlled oscillator (VCO) configured with center frequency f c Hz and
gain 1/(4Tb ) Hz/volt, fed by the Gaussian-filtered data signal. Nevertheless, since
the frequency shifts in the MSK signal do not correspond to the data sequence,
the input to the VCO must be the differentially-decoded version of the data bits
(see Sect. 6.5.1). This direct implementation suffers from some drawbacks, as
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pointed-out in [22, p. 168], [45], [55] and [75, p. 63], motivating us to find alternative ones. In what follows we analyze the mathematical representation for the
direct synthesis of the GMSK signal and then we move to the so-called quadrature
implementation of the GMSK modulator.
We have seen in Sect. 6.5 that a continuous-phase, frequency-shift keyed signal
can be written as a phase modulated signal according to (6.112), where the phase
θ (t) is given by (6.114). Combining those expressions, we can write a continuousphase modulated signal as
*
2E b
cos[2π f c t + θ (t)]
Tb
*



2E b
πh t
cos 2π f c t + θ (0) +
b(u)du
=
Tb
Tb 0
*



2E b
πh t
cos 2π f c t +
b(u)du ,
=
Tb
Tb −∞

s(t) =

(6.147)

where, as previously defined, θ (0) accounts for the “differential” phase history accumulated up to t = 0. The term “differential” here refers to the fact that θ (t) is the
phase variation around the carrier phase. The waveform b(t) is defined by
b(t) =

∞


ak g(t − kTb ),

(6.148)

k=−∞

where {ak } ∈ ±1 such that ak = +1 for a data bit “1” and ak = −1 for a data
bit “0”. The function g(t) corresponds to a rectangular pulse of amplitude 1/Tb and
duration Tb for MSK. For GMSK g(t) is a Gaussian pulse given by
g(t) =





√
√
t − Tb
t
1
1
−
, (6.149)
erfc
2π BTb √
erfc
2π BTb √
2Tb
2Tb
Tb ln 2
Tb ln 2

where Tb is the bit duration and B is the 3 dB bandwidth of the Gaussian low-pass
filter. Expressions (6.147), (6.148) and (6.149) can be seen as the mathematical
representation of the direct synthesis of a GMSK signal.
The time-bandwidth product BTb in (6.149) is the parameter that governs the
Gaussian filter behavior. The magnitude of the frequency response of this filter is
also Gaussian and is given by
  

f 2 ln 2
|H ( f )| = exp −
.
B
2

(6.150)

The Gaussian pulse in (6.149) has unit area and is the result of the convolution
between a rectangular pulse of duration Tb and the impulse response of the Gaussian
low-pass filter, given by
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2π 2 B 2 t 2
2B 2 π
exp −
,
ln 2
ln 2
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(6.151)

which is a zero mean Gaussian density function with variance ln 2/4π 2 B 2 .
Figure 6.74 shows the Gaussian pulse g(t) for different values of BTb . Note that, as
BTb increases, the Gaussian pulse tends to a rectangular function. For BTb = ∞ no
filtering effect occurs and the GMSK modulation becomes the conventional MSK.
Note also that the pulse g(t) as defined in (6.149) has infinite duration and is the
result of a non-causal filtering process. To solve the problem, in practice the pulse
is truncated and the impulse response of the filter is shifted an arbitrary amount
enough to become causal.

Fig. 6.74 Gaussian pulse for
different values of the
parameter BTb

The effect of the Gaussian filtering is to smooth the phase transitions as compared
to the MSK modulation. Figure 6.75 illustrates the differential phase evolution of
an MSK and a GMSK signal, where is apparent the smoothing effect. Although this
phase smoothing results in a compact power spectral density, the GMSK modulation
suffers from intersymbol interference (ISI) caused due to the fact that the pulses g(t)
are not confined within the bit interval, i.e. GMSK is a partial response signaling.
This ISI causes performance degradation, as we shall see later on in this subsection.

Fig. 6.75 Comparison between the phase evolution of GMSK and MSK, in radians departing from
the carrier phase
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We are now ready to address the quadrature implementation of the GMSK modulation. Applying the identity cos(a + b) = cos(a) cos(b) − sin(a) sin(b) to the final
expression in (6.147) we obtain
*





2E b
πh t
cos(2π f c t) cos
b(u)du
s(t) =
Tb
Tb −∞

4

πh t
b(u)du
− sin(2π f c t) sin
Tb −∞

(6.152)

from where we readily obtain the quadrature modulator shown in Fig. 6.76. A similar structure is discussed in [22, p. 165] and [75, p. 65]. Practical implementation
aspects of the modulator shown in Fig. 6.76 are also discussed in [22]. In [45] the
mathematics behind this structure is explored and an alternative implementation
with a more adequate practical appeal is suggested.

Fig. 6.76 Quadrature GMSK modulator

It is interesting to observe that by varying the modulation index h in the modulator of Fig. 6.76, other Gaussian-filtered continuous-phase binary FSK signals with
different tone spacing can be generated. If the Gaussian filter is bypassed, which
is equivalent to have BTb = ∞, an MSK and other binary continuous-phase FSK
signals with different tone spacing can be generated with minor additional modifications discussed ahead.
6.6.3.2 Power Spectral Density of a GMSK Signal
Figure 6.77 shows the computer estimated baseband PSD of a GMSK signal for
some values of the parameter BTb . From this figure we can notice that the lower the
value of BTb , the lower the signal bandwidth. In this figure we can see the spectral characteristics of the GMSK modulation adopted in the GSM standard, whose
BTb = 0.3 [20]. As we shall see later, this value of BTb provides a good tradeoff
between spectral shaping and performance degradation due to ISI. For a theoretical
treatment on the GMSK power spectral density the reader is invited to consult [39],
[74] and [75, p. 77]. The power spectral analysis of several digital phase modulations
is considered in Chap. 4 of [2].
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Fig. 6.77 Baseband PSD of the GMSK modulation obtained via computer simulation

6.6.3.3 GMSK Coherent Demodulator
Likewise the modulator, there are several structures for demodulating a GMSK signal. The most generic one treats GMSK as a CPM signal and, as such, uses the
Viterbi algorithm to find the maximum likelihood phase path along the phase trellis.
This maximum likelihood sequence estimation (MLSE) approach minimizes the
probability of detecting a sequence with a defined length in error and is optimum in
this sense [4, 5, 66, pp. 284–301; 75, pp. 82–84; 86, pp. 311–317].
For binary CPM signals, e.g. GMSK, simpler suboptimum approaches can be
adopted by reducing the complexity of the Viterbi detection [2, pp. 279–295; 86,
p. 317; 35] or by using conventional MSK-type coherent receivers [2, pp. 295–329;
55; 75, pp. 87–91; 86, pp. 326–330; 80]. As we shall verify through a simulation, the
performance of an MSK-type receiver for a GMSK modulated signal can be very
close to the optimal coherent detection of an MSK signal.
Figure 6.78 shows the block diagram of a parallel MSK-type coherent receiver
for a GMSK signal. Its counterpart is commonly referred to as a serial MSK-type
receiver. Parallel and serial MSK-type receivers can have identical performances,
though this does not happen in all situations, but the serial structure is sometimes
preferred since it is simpler to implement [80]. There are also non-coherent detection procedures for GMSK, like the one considered in [53].
From Fig. 6.78 we see that the parallel GMSK demodulator is very similar to
the OQPSK-based MSK demodulator described in Sect. 6.5. A similar structure is
also considered in [79] and [80], from where the impulse response of the optimum
low-pass filters for MSK reception is given by

a(t) =

 % &
πt
,
cos 2T
b
0,

|t| < Tb
otherwise.

(6.153)
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We expect that the coherent GMSK receiver in Fig. 6.78 can be used to detect an
MSK signal when the GMSK transmitter uses BTb = ∞. However, due to the fact
that the modulator in Fig. 6.76 generates a GMSK signal that does not correspond
to an MSK signal when BTb = ∞, the modifications shown in Fig. 6.79 have to be
implemented. As a consequence, the demodulator shown in Fig. 6.78 must include
the logic at the output of the parallel-to-serial (P/S) converter. This logic inverts
two consecutive bit decisions spaced by two other bit decisions that are correctly
performed.

Fig. 6.78 Parallel MSK-type coherent demodulator for GMSK

Note in Fig. 6.79 that the sine and cosine arms were exchanged in their positions
and that the polarity of one of the quadrature components was reversed before the
final sum as compared to Fig. 6.76.

Fig. 6.79 Modified quadrature GMSK modulator

The bit error probability of the coherent demodulator shown in Fig. 6.78 when
connected to the modulator in Fig. 6.79 is dependent on the parameter BTb of the
Gaussian filter. For BTb = ∞ no ISI occurs and the performance is identical to
that provided by the conventional coherent MSK system. The bit error probability
increases as BTb is reduced. For BTb ranging from ∞ up to 0.3 the degradation is
smaller that 0.5 dB. For values of BTb below 0.2, which corresponds to a degradation
of about 1 dB, the system performance gets dramatically worse, reaching to a degradation greater than 3 dB for BTb ∼
= 0.1 [55].
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Simulation 6.19 – GMSK Generation and Detection
File – CD drive:\Simulations\Passband\GMSK modem.vsm
Default simulation settings: Frequency = 40 Hz. End = 300, 000
seconds. Auto Restart enabled. BTb parameter in the GMSK
modulator: 0.3. AWGN channel noise enabled. Channel gain: 1.

In this experiment we analyze a complete GMSK modem. Random data bits at a rate
of 1 bit/s are applied to a GMSK modulator constructed according to Fig. 6.79, with
a carrier frequency f c = 4 Hz. The time-bandwidth product BTb can be configured
to any value in the range 0.15 to 10. Nevertheless, it is recommended to use one
of the values: 0.15, 0.2, 0.3, 0.4, 0.5, 0.6, 1 and 10, so that the number of taps of
the Gaussian filter parameters is set properly. Inside the GMSK modulator block
you can see the differential phase trajectory θ (t), the eye diagrams of the baseband
I and Q signals, the phase transition diagram and the power spectral density of
the modulated signal. The transmitted signal goes through an AWGN channel in
which the value of E b /N0 is automatically configured during the simulation to 0, 2,
4, 6 and 8 dB. The channel gain can also be configured and noise addition can be
disabled or enabled. The received signal enters a GMSK demodulator constructed
according to Fig. 6.78. Inside this demodulator it is possible to see the eye diagrams
of the signals at the output of the low-pass filters. A clean view of these diagrams is
possible if noise addition is disabled. Finally, the estimated bits are compared to the
transmitted ones and a bit error rate (BER) computation is performed and displayed.
The values of E b /N0 and the BER results are stored in the file “c:\PbGMSK.dat”
so that you can use them as desired.

Fig. 6.80 Estimated bit error probabilities for GMSK for different BTb values
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Running the simulation with the default parameters allows you to obtain the system performance for BTb = 0.3 and compare the result with the corresponding
curve shown in Fig. 6.80. The estimated BER results in this figure were obtained
from this simulation by varying BTb . The only difference is that the values of E b /N0
were allowed to vary from 0 to 10 dB instead of 0 to 8. Obviously, lower values of
E b /N0 yield smaller simulation times. You can vary BTb to confirm the other results
presented in Fig. 6.80 or to test you own choices. If you delete all plot blocks within
the diagram, the simulation becomes faster.
By disabling the noise and comparing the I&Q eye diagrams inside the transmitter and inside the receiver for different values of BTb we can conclude that
the amount of intersymbol interference present at the receiver is greater than that
observed at the transmitter. The difference diminishes as the value of BTb increases.
For BTb = 0.5 or greater the ISI level at the receiver is approximately equal to
the corresponding ISI level at the transmitter and for BTb = 10, which practically
results in a MSK signal, no more ISI is visually observed at all. This behavior was
expected, since the low-pass filters of the receiver was designed to be optimum for
the MSK signal. This also justifies the performance of the GMSK modulation very
close to the MSK for BTb = 0.5, as shown in Fig. 6.80.
For verification purposes, Fig. 6.81 shows eye diagrams of the in-phase signal at
the transmitter for different values of BTb . Observe that ISI is severe for BTb = 0.15,
though it is very small for BTb = 0.5. Set the value of BTb to values above 0.5 and
verify that ISI is progressively reduced for higher BTb .

Fig. 6.81 I&Q eye diagrams at the GMSK modulator for different BTb values
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While the simulation is running we can also verify the circular shape of the phase
transition plot, the waveform and the power spectral density of the modulated signal.
By varying BTb we can see that no changes occur in the phase transition plot, as
expected. However, as we already know, the PSD is influenced by the value of BTb .
Compare the observed PSDs with those plotted in Fig. 6.77 and note that they agree
with one another.
Now set the BTb parameter to 10, so that the influence of the Gaussian filter
becomes small, i.e. the shape of the output pulses is approximately rectangular (see
Fig. 6.74). As a result, an MSK signal is being generated. You can confirm this by
observing the PSD of the modulated signal, which corresponds to the PSD of an
MSK signal. You can also analyze the differential phase trajectory plot: note that it
corresponds to straight segments, as illustrated by the thin line in Fig. 6.75. If the
value of BTb is set to progressively smaller values, you will find out that the effect
of the Gaussian filter is to smooth phase transitions. For example, for BTb = 0.5
the phase trajectory will look like the thick curve shown in Fig. 6.75. For a better
view of the phase evolution and time waveforms, reduce the simulation time to 30
seconds. You will be prompted with a warning message related to an insufficient
runtime for the correct FFT operation in the PSD estimation block. Just allow the
simulation to continue and disable future warnings.
Reset the simulation to its default settings and then set the BTb parameter to 10
and disable the “Auto Restart” option. Inside the modulator, find the constant that
represents the value of the modulation index h. Change it to 1, which means that the
tone separation will become equal to the bit rate. Observe the phase trajectory plot,
the I&Q eye diagram, the phase transition plot and the PSD and time plots. Note
that everything indicate that the modulator is generating a conventional continuousphase binary FSK signal with tone separation 1/Tb . Change the modulation index
to other values, like 3/2, 2 and 5/2 and observe that the corresponding binary FSK
signals will be generated. We then can conclude that the modulator constructed
according to Fig. 6.76 can indeed be used to generate a continuous-phase BFSK
signal with any tone separation, as pointed out before. Since the demodulator was
not correspondingly modified, it is obvious that it will not work for modulation
indexes different from 1/2, resulting in a high BER.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

6.6.4 Nonlinear Amplification Distortion Revisited
We are now able to compare the performance of the modulations OQPSK, π/4DQPSK and GMSK with other modulations when they are subjected to nonlinear
amplification. Some theoretical background about this topic was already discussed
at the beginning of this section, and a simulation was also provided. In what follows
we complement this discussion with the help of another simulation.
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Simulation 6.20 – Nonlinear Amplification of Modulated Signals
File – CD drive:\Simulations\Passband\Nlin amp mod.vsm
Default simulation settings: Frequency = 1, 000 Hz. End = 50
seconds. Level gain applied to the generated signals: 2. Modulation
selected: QPSK. Amplifier’s 1 dB compression point: 25 dBm.
This experiment complements Simulation 6.16, now taking into account the effect
of nonlinear amplification on digital modulated signals with different characteristics
in terms of peak to average power ratio (PAPR). Specifically, we shall compare the
modulations QPSK, OQPSK, π/4DQPSK, MSK and GMSK.
Open the simulation file indicated in the header and follow the description of the
diagram: a sequence of random symbols is generated in different output formats,
depending on the needs of the modulators. A serial (S) bit stream at 20 bit/second
is generated for GMSK. This serial stream is internally converted to parallelized
streams (b0 and b1) at a rate of 10 symbols per second, as required by the OQPSK,
the π/4DQPSK and the MSK modulators. Symbol indexes (Sy) are sent to the
QPSK modulator, also at a rate of 10 symbols per second. One of the complex modulated signals with zero carrier frequency is selected via the “modulation selector”
block to be applied to the I&Q modulator whose carrier frequency is f c = 50 Hz.
The phase transition diagram from the I and Q signals can be observed at the input
of the I&Q modulator. The selected modulated signal is modified by the level gain
(G) according to the slider shown in the upper-left part of the diagram. The modulated signal at the output of the I&Q modulator can be analyzed via “time plot A” and
through the “PSD plot”. The PAPR for this signal is also measured and displayed.
The modulated signal then goes through a band-pass filter whose band-pass was
adjusted to approximately correspond to the main lobe of the modulated signal. The
band-pass of this filter is increased automatically when the MSK signal is selected
and the filter is automatically bypassed if the GMSK signal is selected. The filtered
signal can be analyzed via “time plot B” and “PSD plot”. Its PAPR is also measured
and displayed. Additionally, the average power contained in the filtered signal is
measured and displayed, after multiplied by the amplifier gain. As a result we have
the expected value of the average power at the output of an ideal linear amplifier.
The filtered signal is then applied to a nonlinear amplifier with gain 10 dB, in which
you can configure the “1 dB compression point”. By modifying this parameter, you
are able to simulate different levels of distortion imposed to the amplified signal.
This signal can be analyzed via “time plot C” and “PSD plot”. Additionally, its
average power is measured and displayed, so that you can compare it to the output
power that would be produced by an ideal linear amplifier. These power levels are
also displayed in a bar graph to facilitate visual comparisons. Finally, an alternative
method of generating the modulated and filtered signal is considered in the lowest
part of the diagram. Since ideal I&Q modulation and filtering are linear operations,
they can be interchanged, so that the filtering effect can be accomplished by using
two low-pass filters instead of one band-pass filter. In practice this solution might
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be preferred, since it can be easier or more convenient to design low-pass filters
than band-pass filters, mainly in situations in which digital signal processing (DSP)
techniques perform most of the tasks in the modulator. Real I&Q modulators can
exhibit some nonlinear behavior, sometimes forcing the use of band-pass filters,
even if their task is to suppress spurious signals produced by those nonlinearities.
Run the simulation using the default settings. Observe the phase transition plot,
which corresponds to a QPSK modulation. Observe “time plot A” and note that the
QPSK waveform has a constant envelope. Observe also that, as expected, its PAPR
is approximately 1. Now observe “time plot B”. Magnify around 0.5 seconds of
the waveform so that you can have a better view. Observe the envelope fluctuation,
which looks like the upper-left waveform shown in Fig. 6.82. Deeper envelope fluctuations correspond to phase transitions of ±π . Shallow fluctuations correspond to
phase transitions of ±π/2.
Repeat the analysis above for the modulations OQPSK, π/4DQPSK, MSK and
GMSK. The envelope fluctuations for OQPSK, π/4DQPSK and MSK will look like
those show in the upper-right, lower-left and lower-right waveforms in Fig. 6.82,
respectively. For OQPSK the fluctuations are dramatically reduced, since phase transitions are restricted to ±π/2. For π/4DQPSK the fluctuation levels are in-between
those for QPSK and OQPSK, due to the restrictions in the phase transitions to ±π/4
and ±3π/4. MSK has no abrupt phase transition, but the filtered signal still exhibits
some small fluctuation. This is a quite interesting result which shows us that even
FSK-based modulations can exhibit envelope fluctuations after filtering. Comparing to GMSK, which has a perfect constant envelope (not shown in Fig. 6.82), we
conclude that filtering is realized in different ways. In GMSK, filtering is performed
at the baseband data level, which preserves the constant envelope in the modulated
signal. In MSK, post-modulation filtering is adopted, which affects the envelope
characteristics of the signal. We can explain this behavior by noticing that, although
MSK is a continuous-phase signal, there are points with abrupt changes in the slope
of the phase trajectory, as illustrated in Fig. 6.75. Since these changes correspond
to the spectral components with highest frequencies in the MSK signal, the filter

Fig. 6.82 Envelopes of some band-pass filtered modulated signals
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will attenuate them, reducing the level of the envelope in those points. Note that the
level of envelope fluctuation can be directly measured by the signal PAPR at the
output of the band-pass filter. The PAPR is around 1.7 for QPSK, around 1.5 for
OQPSK, 1.6 for π/4DQPSK, 1.2 for MSK and exactly 1 for GMSK. Each value is
in agreement with the corresponding envelope fluctuation, which means that a low
PAPR refers to a low envelope fluctuation and a high PAPR refers to a high envelope
fluctuation.
Now suppose that we want to generate phase transition plots of the filtered I&Q
signals, like those shown in Fig. 6.69, for all modulations considered in this experiment. The block in the lower part of the diagram generates the modulated signals
by filtering the I&Q signals before I&Q modulation. Open this block and notice
that two low-pass filters are substituting the effect of a band-pass filter, permitting
the analysis of the phase transition plot in the way we want. Observe the phase
transition for each modulation. Note again that filtering corresponds to a smoothing
in the phase transitions. Recall that the minimum and maximum distances of a line
in the phase transition plot to the center of the plot correspond to the minimum
and maximum amplitudes of the filtered signal envelope, respectively. In the case of
MSK, observe that the phase transition plot is not anymore a perfect circumference
and that the minimum and maximum distances from the trajectories to the center of
the plot do correspond to the envelope fluctuations shown in the lower-right part of
Fig. 6.82. Note: do not consider the transitory initial behavior in any plot, since it is
caused by initial transitory and low levels of the corresponding waveforms. Observe
also that the power spectral densities of the signals generated via the two forms of
filtering are equal to one another.
Now let us analyze the effect of a nonlinear amplification in each modulated and
filtered signal. Restore the default settings and run the simulation, while observing
the PSD plot. In this plot you see three power spectrums: the upper one corresponds
to the modulated signal, without filtering. The middle one shows the modulated
and filtered signal and the lowest one corresponds to the modulated, filtered and
amplified signal. Using the default simulation settings you see the PSDs associated
to the QPSK modulation. The middle and lowest PSDs are plotted in Fig. 6.83,
so that you can check the results. Note that the spectral regrowth caused by the
nonlinear amplification in the case of QPSK is very severe. Repeat this analysis for
the remaining modulations, comparing the results with those presented in Fig. 6.83.
Observe that the spectral regrowth of the π/4DQPSK is in-between those produced
by OQPSK and QPSK. Note also that MSK can produce relatively high spectral
regrowth, although with a smaller intensity as compared to QPSK, OQPSK and
π/4DQPSK. The GMSK modulation is the best in this context, since the spectral
regrowth it produces is very small compared to all other modulations considered
here. Note in Fig. 6.83 that the vertical axis of the PSD for the GMSK modulation was expanded to show the small spurious that was generated at DC level and
nearby 100 Hz. For all modulations, additional spurious are also being generated far
away from the carrier frequency, but they were not shown in Fig. 6.83. If the “fixed
bounds” option of the PSD plot is disabled in the simulation you will be able to see
most of these additional undesired components.
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Now you are able to investigate the influence of the input signal level on the level
of the undesired frequency components. To do so, move the slider in the upper-left
corner of the diagram to the minimum (1) and then to the maximum (3) gain. In each
situation run the simulation while observing the PSD plot. Note that larger signal
levels produce higher spurious, which is an expected result since higher input levels
implies that the amplifier will be operating in nonlinear regions in a greater part of
the time. Observe that, for input signals with higher levels, the difference between
the expected and the real output power becomes greater.
The degree of nonlinearity of the amplifier is governed by all its parameters.
Nevertheless, the 1 dB compression point (1dB-CP) is the most critical, since it is
directly related to the dynamic range of the amplifier. Restore the default simulation
settings and select the MSK modulation. Run the simulation and observe that the
difference between the expected and the real output power is 1 dB. If you verify,

Fig. 6.83 Power spectral densities (dBm/Hz) at the input/output of a nonlinear amplifier
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the value of the 1 dB compression point is set to 25 dBm, which corresponds to
the output power. This also happens in the case of GMSK, although the 1dB-CP is
defined considering an unmodulated input signal, which is the reference signal with
a PAPR equal to 1.
Now vary the 1dB-CP from 10 dBm to 40 dBm and note that when its value is
higher, the level of distortion is lower and the difference between the expected and
real output power is smaller. The opposite situation happens for low values of the
1dB-CP. We then conclude that the 1dB-CP must be designed according to the input
signal level for a maximum power efficiency and minimum distortion.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

6.7 Non-coherent M-FSK and Differentially Coherent BPSK
So far, except for the π/4DQPSK modulation when differentially-detected, we have
considered that the local carrier generator at the receiver provides a carrier signal for demodulation in perfect phase alignment with the carrier used for modulation, taking into account any phase rotation caused by the channel. In other
words, we have considered demodulation with coherent detection. In this section we
shall study another differentially detected phase modulation, the binary differential
phase-shift keying (DBPSK), and the non-coherent detected versions of the M-FSK
modulations.

6.7.1 Non-coherent M-FSK Modulations
Non-coherent M-FSK modulations correspond to non-coherent detection of coherent or non-coherent orthogonal FSK signals. In other words, to coherently-detect
an FSK signal, the modulation must be coherent orthogonal, i.e. the initial phases
of the tones must be equal to one another. In the case of non-coherent detection,
this restriction is relaxed, which means that the phases of the tones need not to be
coherent orthogonal. We start this subsection by considering the tone separation for
non-coherent detection of binary FSK signals. We analyze in detail the non-coherent
detection of M-ary FSK modulations in the sequel.

6.7.1.1 Tone Separation for Non-coherent Detection of BFSK Signals
We have seen in Sect. 6.4.1 that the tone separation between two sinusoidal signals
in order to guarantee orthogonality in the signaling interval T is an integer multiple
of 1/(2T ). There we have considered that initial phases were the same. To be noncoherently orthogonal in the signaling interval T , two cosine functions with different
frequencies must satisfy
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(i+1)T

cos(2π f 1 t) cos(2π f 2 t + θ )dt = 0,
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(6.154)

iT

where θ is the initial phase difference between the two cosines. Following a procedure similar to the one adopted in Sect. 6.4.1, we are able to show that the tone
frequencies and tone separation of the two cosine functions must satisfy
f1 =

m+n
m−n
n
, f2 =
and f 1 − f 2 = ,
2T
2T
T

(6.155)

where m and n are integers. From (6.155) we see that, to be non-coherently orthogonal in the signaling interval, frequencies f 1 and f 2 must be integer multiples of
1/(2T ) and their frequency separation must be an integer multiple of 1/T [86,
p. 101]. Note that the minimum tone separation here is twice greater than the minimum tone separation for coherent detection.

6.7.1.2 M-FSK Modulated Signal and Non-coherent Demodulation
The M-FSK symbols can be written in the form:

si (t) =

2E
cos(2π f i t + θ ), i = 1, 2, . . . , M,
T

(6.156)

where E is the average symbol energy, f i is the i-th tone frequency and θ is a
random initial phase, considered uniformly distributed in (0, 2π ). This signal can be
generated by means of the modulators depicted in Fig. 6.39 or any other equivalent
structure that will produce a continuous-phase signal.
The received signal will be x(t) = si (t) + n(t), where n(t) is the additive white
Gaussian noise with bilateral power spectral density N0 /2 W/Hz. The detection
of si (t) from x(t) is essentially a problem of detection of signals with unknown
phases in noise [47, pp. 253–258; 66, pp. 301–313; 67, pp. 581–588; 84, Sect. 4; 86,
Appendix B]. Based on these references, in what follows we give a condensed view
of the main results. The interested reader can resort to those references for detailed
and additional information.
Since the carrier phase is not known at the receiver, we can not use just one
correlator for each tone, as we have done in the case of coherent detection. By
doing so, we run into the risk of obtaining a very low correlation whenever the
phase non-coherence is around π/2. Then, inserting another correlation arm using a
quadrature carrier per M-FSK tone avoids this behavior in a compensating fashion:
if the correlation in one arm is low, it will be higher in the other arm. Correlating the
received signal with two quadrature carriers for each M-FSK tone results in a bank
of 2M correlators fed by the set of base-functions
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2
cos(2π f i t) and
T

2
φs j (t) =
sin(2π f i t), j = 1, 2, . . . , M,
T

φcj (t) =

(6.157)

where the subscripts c and s are related to the cosine and sine correlation branches,
respectively. The observed vector x will be a 2M-dimensional vector that can be
written in the form
x = [xc1 xs1 xc2 xs2 · · · xcM xsM ]T .

(6.158)

Assuming that the signal si (t) was transmitted, it is easy to verify that the elements of x are given by

xcj =

T


x(t)φcj (t)dt =

0


xsj =

T


x(t)φsj (t)dt =

0

wcj , j = i
√
and
E cos θ + wci , j = i
wsj√, j = i
− E sin θ + wsi , j = i,

(6.159)

where

wcj =

T

n(t)φcj (t)dt and
0


wsj =

(6.160)

T

n(t)φsj (t)dt.
0

Based on the observation of x, the optimum decision rule [86, Appendix B] for
equally-likely symbols corresponds to decide in favor of the i-th symbol if
yj =



xcj2 + xsj2 is maximum for j = i.

(6.161)

The structure that implements (6.161) permits the decision in favor of the symbol
that will cause the largest envelope y j or, equivalently, the largest squared envelop
y j 2 , computed from the outputs of the correlators, i.e. from the vector x. The optimum receiver for non-coherent detection of an M-ary FSK modulated signal is
shown in Fig. 6.84, considering equally-likely symbols with equal energy. Two
sample and hold (S&H) blocks are shown in each quadrature branch to explicitly
produce the observed vector elements as shown in (6.158). In a more practical
implementation, just one S&H is needed after each summation block to produce
each decision variable y j 2 , j = 1, 2, . . . , M.
A non-coherent matched filter followed by a real envelope detector can replace
each pair of quadrature correlations in this figure [47, pp. 256–258; 84, pp. 341–344;
69, pp. 471–477]. The sampled and held output of the M envelope detectors will
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Fig. 6.84 Optimum non-coherent M-FSK demodulator for equally-likely symbols

2 3
also produce the decision variables y j 2 . This approach can simplify the receiver
design and will be addressed experimentally, via simulation.
6.7.1.3 Symbol and Bit Error Probability for Non-coherent M-FSK
A very elegant derivation of the expression for the symbol error probability of
M-ary non-coherent FSK is given in [87, pp. 232–235]. Alternative approaches can
be found in [67, pp. 588–591], [69, pp. 464–471] and [86, Appendix B]. In what
follows we give the final expression without proof.
The average symbol error probability for a non-coherent detected M-ary FSK
modulation, as provided by the optimum receiver in Fig. 6.84, is given by
Pe =

M−1

k=1




k
Eb
M − 1 (−1)k+1
exp −
log2 M .
k
k+1
(k + 1) N0

For M = 2, (6.162) specializes to

(6.162)
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Pe =



Eb
1
.
exp −
2
2N0

(6.163)

In what concerns the bit error probability, from Chap. 5 we have the following
relation, which is applicable to any orthogonal signaling with equally-likely and
equal energy symbols:
Pb =

M
Pe .
2M − 2

(6.164)

As in the case of coherent M-FSK, symbol and bit error probabilities for noncoherent M-FSK are reduced with an increase in the value of M. However, the
spectral efficiency reduces as M increases.

Simulation 6.21 – Non-coherently Detected Binary FSK
File #1 – CD drive:\Simulations\Passband\BFSK nc.vsm
File #2 – CD drive:\Simulations\Passband\BFSK nc modem.vsm
Default simulation settings for file #1: Frequency = 100 Hz.
End = 200 seconds. Random bits selected. Modulator initial phase:
0 deg. Modulator output turned ON. AWG channel noise disabled.
E b /N0 =10 dB. Channel gain: 1. Default simulation settings for file #2:
Frequency = 100 Hz. End = 250,000 seconds. Auto Restart enabled.
Modulator initial phase: 0 deg. Modulator output turned ON. AWG
channel noise enabled. Channel gain: 1. Correlation detector selected
in the non-coherent BFSK demodulator.
In this experiment we analyze the non-coherent demodulation of a binary continuousphase FSK signal. The experiment is divided into two parts: the first one, corresponding to the simulation file #1, addresses the details behind the non-coherent
detection of an FSK signal. The second one, corresponding to the file #2, considers
an entire BFSK modem with non-coherent detection.
Open file #1. The “data bits generator” is capable of producing random bits or a
single bit “1” or “0” at the middle of the simulation interval, according to the user
selection. When the single bit transmission is selected, the modulator is switched
off during the rest of the time. The selected data bit pattern is the input of a binary
continuous-phase FSK modulator, whose initial carrier phase can be configured
by the user. The output of the modulator can be switched on or off. The selected
input data bits and the BFSK modulated signal waveforms can be observed via the
time plot connected to the input and to the output of the modulator. The modulated
signal goes through an AWGN channel whose gain and E b /N0 are configurable.
The noise addition can also be enabled or disabled. The received signal enters two
non-coherent BFSK detectors. One of them was constructed according to Fig. 6.84
for M = 2, that is, by using two pairs of quadrature correlators. The other detector
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uses a non-coherent matched filter followed by a real envelope detector replacing
each pair of quadrature correlations. Each envelope detector was implemented by
a rectifier (absolute value operation) followed by a low-pass filter. The filters were
designed so as to minimize the mean square error between the actual and the ideal
envelopes of the input signal. Inside the detector block it is also possible to observe
some waveforms processed by the matched filter based and by the correlation based
detectors. The waveforms produced by these detectors are used to plot eye diagrams
and then are converted to decision variables by means of sample and hold (S&H)
processes. Eye diagrams are also shown after the decision variables are formed.
Additionally, an estimation of the variance and mean of the decision variables are
performed.
Run the simulation using its default settings. Observe the data bits and the modulator output via “time plot A”, just to recall the basic concepts about the FSK
modulation. Open the “non-coherent detectors” block. Observe the construction of
the correlation detector based on Fig. 6.84. Note that this
is producing the
3
2 detector
decision variables {y j } instead of the decision variables y j 2 . The same is happening with the matched filter based detector. Still observing inside the detector block,
open the “time plot B” connected to the non-coherent correlation detector. Note that
a maximum correlation produced in one arm corresponds to a zero correlation produced in the other for the same time instant. This was expected and is a consequence
of the use of an orthogonal signaling.
Now look at the “time plot C” connected to the matched filter based detector.
You can see the waveforms at the output of the rectifiers (absolute value operations)
and at the output of the low-pass filters. Observe that, when the waveform in one
arm exhibits a high peak, the other exhibits essentially zero and vice versa. As in
the case of the correlation receiver, this is a consequence of the use of an orthogonal
signaling. Observe also that the envelopes are not perfect. To better illustrate this
behavior, Fig. 6.85 shows responses of a non-coherent matched filter, considering
three values for the initial phase of the corresponding tone and the reception of just
one pulse without noise. Observe that there exists a small difference between the
ideal and the actual envelopes and that this difference is somewhat dependent on the
amount of phase non-coherence. A plot similar to Fig. 6.85 can be observed if the
input data bit pattern is configured for a “0” in the middle of the simulation interval.
After this setting is configured, run the simulation while observing the “time plot
C”. Magnify the plot around the instant 101.5 seconds and compare the result with
Fig. 6.85 for different values of the initial phase at the modulator. Be aware that,
intentionally, Fig. 6.85 is shown the waveform at the output of a matched filter,
while the “time plot C” is shown this waveform after rectification. Additionally, the
ideal envelope is not being displayed in the simulation plot, but it also corresponds
to a pulse with triangular shape.
As we have seen in Chap. 4, to determine the optimal sampling instant for
a waveform coming from a correlator is easy, because it corresponds to a small
interval before the integrator is dumped. This task, however, is not easy when the
waveform comes from a matched filter, unless we can plot an eye diagram from
it. This is done in this experiment via the “eye plot A” connected to the output of
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Fig. 6.85 Single pulse matched filter responses and envelopes for some different initial phases

the detector. Restore the default settings and run the simulation while observing
this plot. Observe that sampling is being realized at the maximum eye opening
of the correlators’ and matched filters’ waveforms. Vary the initial phase at the
modulator and observe that practically no changes are observed in the peak values
of the waveform from the correlation detection, although some small changes can
be observed in the waveform from the matched filter detector. Observe also that a
small intersymbol interference can be detected in the eye diagram corresponding to
the matched filter detector, which is a consequence of the filter used in the envelope
detector. Nevertheless, the degradation effect of ISI can be supplanted by a reduction
in the noise variance present in the final decision variable. Run the simulation while
observing the “eye plot B”, which shows the waveforms of the decision variables,
that is, after sampling and holding the waveforms at the output of the matched filter
and the correlation detectors. Observe that they are practically equal to one another,
but the matched filter eye is unveiling a small degree of ISI.
Now turn the modulator OFF and enable the AWG noise. Increase the simulation time to, say, 2,000 seconds and run the experiment. All the plots related to the
receiver are now showing only the system responses to the noise. Particularly in the
case of the eye diagrams that show the decision variables, now they are showing
only the noise that affects the decisions. Observe the values of the variances of the
noise in the decision variables and note that the smaller value corresponds to the
matched filter detector, as anticipated before. If the amount of ISI is not enough to
supplant this noise reduction, system performance will be better than that achieved
by the correlation receiver. This fact will be verified in the sequel.
Now open simulation file #2. It corresponds to a non-coherent binary FSK
modem in which the modulator is identical to the one used by file #1. The transmitted signal goes through an AWGN channel in which E b /N0 is automatically
configured during the simulation to have the values 0, 2, 4, 6, 8, 10 and 12 dB.
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The channel gain can be configured by the user and noise addition can be disabled
or enabled. The received signal enters a non-coherent receiver in which a correlation based or a matched filter based detection can be selected. The estimated
bits are compared to the transmitted ones and a bit error rate (BER) computation is performed. The values of E b /N0 and the BER results are stored in the file
“c:\PbBFSKnc.dat” so that you can use them as desired.
Running the simulation with the default parameters allows you to obtain the system performance and compare the result with those obtained via (6.163). It would
be possible to detect a small degradation in performance in the matched filter implementation of the non-coherent receiver when compared to the correlation receiver,
since practical envelope detectors are not able to extract the exact real envelope of
a non-coherent matched filter output. This degradation would become negligible
for f c >>1/T , which is the case in the majority of practical applications. On the
other hand, it was verified here that the low-pass filter used in the envelope detector
is able to contribute to a reduction of the noise variance in the decision variable,
accompanied by some degree of intersymbol interference. This experiment can be
used to show us that the negative effect of ISI can be supplanted by the positive
effect of noise reduction, leading to a performance improvement, though small, as
compared to the non-coherent correlation receiver.
Figure 6.86 shows some experimental results where we can see a small difference
in performance between the matched filter and the correlation approaches. Note also
that in both cases the performance was insensitive to the initial carrier phase. As an
exercise, try to reproduce these results using file #2.

Fig. 6.86 Bit error probabilities for non-coherent BFSK for different initial phases

Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

542

6 Passband Digital Transmission

If we compare the performance of non-coherent M-FSK obtained from (6.162)
with that obtained for a coherent M-FSK modulation, as given by (6.101), we will
see that they differ asymptotically (as E b /N0 increases) in about 1 dB or less in
favor of the coherent M-FSK. In some applications, however, this is a small price
to pay, since a coherent detection demands the implementation of a carrier recovery
scheme that increases the receiver complexity. This seems to be the main reason for
the difficulty to find practical applications using coherent M-FSK modulations.

6.7.2 Differentially-Coherent BPSK Modulation
Similarly to the π /4DQPSK modulation, in DBPSK the information is carried by
the relative phase shift from a symbol to the previous one. A bit “0” maintains the
phase from one symbol to the next and a bit “1” shifts in π radians the carrier phase.
This rule can be changed so that the bit “0” becomes responsible for shifting the
carrier phase. DBPSK has the attractive feature of permitting differentially-coherent
detection, which means that the receiver does not need to establish carrier synchronism. As a consequence, receiver design can be drastically simplified. Nevertheless,
channel-induced phase rotations must be constant (or at least approximately constant) for two symbol intervals so that relative phase shifts are properly computed
by the receiver.

6.7.2.1 DBPSK Signal Generation
A DBPSK modulated signal can be written in the form
⎧
⎨ 2Eb cos(2π f c t + θ ), −Tb ≤ t < 0
T
si (t) =  b
⎩ 2Eb cos[2π f c t + θ + π (i − 1)], 0 ≤ t < Tb , i = 1, 2,
Tb

(6.165)

where E b is the average bit energy, f c is the carrier frequency and θ is a random
initial phase, considered uniformly-distributed in (0, 2π ]. The realization of (6.165)
can be accomplished by simply cascading a differential encoder with a conventional
BPSK modulator, as illustrated in Fig. 6.87.

Fig. 6.87 Differential BPSK modulator
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By changing the XOR operation in Fig. 6.87 to XNOR, the bit responsible for
inverting the carrier phase changes. The following example illustrates how a DBPSK
signal is generated according to the modulator shown in Fig. 6.87.
Example 6.7 – Assume that the initial state of the delay block (which is typically a
flip-flop) in the differential encoder is “0”, and that the initial carrier phase is 0. Let
us determine the carrier phase in the consecutive symbol transitions, assuming that
the input bits are [10010011]. Table 6.4 shows the data bits {bk }, the differentiallyencoded sequence {dk } and the resulting carrier phases. The leftmost bit in {dk } is
the initial state of the flip-flop.
Table 6.4 Phase transitions for a DBPSK modulated signal
Data bits {bk }
Differentially-encoded sequence {dk }
Carrier phases

0
0

1

0

0

1

0

0

1

1

1
π

1
π

1
π

0
0

0
0

0
0

1
π

0
0

Note that an input data bit “0” maintain the carrier phase and an input data bit “1”
causes a phase shift of π radians. As an exercise, reconstruct Table 6.4 assuming that
the initial state of the delay block in the differential encoder is “1”. Repeat the exercise considering a XNOR operation instead of a XOR. Comment about the results.

6.7.2.2 DBPSK Differential Detection
There are several ways of detecting a DBPSK signal, as shown for example in [58],
[32, pp. 414–417], [69, pp. 460–463] and [87, pp. 235–241]. The optimum DBPSK
receiver structure is derived, for example, in [86] and it is shown in Fig. 6.88. We
explain its operation first by recalling that, since the carrier phase is not known
at the receiver, we can not use just one correlator fed by, say, the cosine carrier.
By doing so, we run into the risk of obtaining a very low correlation whenever
the phase non-coherence is around π/2. Likewise we have done in the case of the
non-coherent M-FSK receiver, inserting another correlation arm using a quadrature
carrier avoids this behavior in a compensating fashion. From the values at the output
of the correlators we need to know if a phase inversion has occurred or not, so that
we can decide upon the transmitted bit. This can be accomplished by means of an
arc-tangent operation similar to what we have done in the case of the π /4DQPSK
demodulator. The next step would be determining in which decision region of the
phase plane lies the computed phase difference. We can also determine the occurrence of a phase inversion by computing the correlation of the received waveform
in one bit interval with the waveform in the preceding bit interval. Nevertheless, we
must recall that a correlation in the time domain corresponds to an inner-product
of the corresponding vectors representations. Then, we just have to compute the
decision variable
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Fig. 6.88 Optimum differential BPSK demodulator

y=

xTk xk−1



= x Ik x Q k






x Ik−1
×
= x Ik x Ik−1 + x Q k x Q k−1
x Q k−1

(6.166)

and compare it with zero: if y > 0 it means that a phase inversion has not occurred
and the transmitted bit was probably a “0”; if y < 0 it means that a phase inversion
has occurred and that a “1” has probably been transmitted, or vice-versa.
Since we have placed the sample and hold block after the summation, we must
interpret the values of the intermediate decision variables in (6.166) as the values of
the corresponding waveforms at the input of the summation block in the optimum
sampling instant.

6.7.2.3 Bit Error Probability for a Differentially-Coherent BPSK Modulation
The bit error probability of a binary DPSK system over the AWGN channel, for
equally-likely bits, is given by [58]

Pe = BER =



Eb
1
exp −
.
2
N0

(6.167)

Expression (6.167) can be derived by noticing that the DBPSK signal as written in (6.165) corresponds to an orthogonal signaling in a 2Tb interval. Then, the
problem of detecting a DBPSK signal can be seen as the problem of detecting
orthogonal signals with unknown phases, similarly to what we have done for the
non-coherent detection of M-FSK signals. As a consequence, the bit error probability for a DBPSK modulation can also be determined via (6.163), now considering
the energy collected in two consecutive bit intervals [48, p. 187; 86, p. 133]. This
justifies the absence of the factor 2 in the argument of the exponential function in
(6.167) as compared to (6.163).
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Simulation 6.22 – DBPSK Generation and Detection
File – CD drive:\Simulations\Passband\DBPSK modem.vsm
Default simulation settings: Frequency = 1 Hz. End = 3, 000, 000
seconds. Auto Restart enabled. Initial carrier phase of the DBPSK
modulator: 45 degrees. Channel noise enabled. Channel gain: 1.
This is a simple experiment, aiming at illustrating how a complete DBPSK modem
can be implemented and how it operates. Open the simulation file indicated in the
header. Observe that random data bits are applied to a complex DBPSK modulator
configured with zero carrier frequency. This modulator was constructed according
to Fig. 6.87. The initial “carrier” phase can be configured so that you can be sure
that differential demodulation is working properly. The transmitted signal, whose
constellation can be visualized via the “constellation plot” block, is sent through a
complex AWGN channel whose values of E b /N0 are automatically set during the
simulation, assuming the values 0, 2, 4, 6, 8 and 10 dB. The channel gain can also
be configured by the user and noise addition can be disabled. The received signal
enters a demodulator constructed according to Fig. 6.88. However, since no carrier is being used, the received signal enters directly a complex integrate and dump
(I&D), internally implemented with two real I&D. Real and imaginary parts of the
complex integrate and dump are then used to compute the inner product according to (6.166). The decision is then performed from the inner product computation
result and compared to the transmitted bits. A bit error rate estimation is computed
and the results are plotted against the corresponding values of E b /N0 . The BER
results are also stored in the file “c:\PbDBPSK.dat” so that you can use them as
desired.
Run the simulation using its default settings, while observing the signal constellation plot. Now look at the BER results and compare them to the theoretical ones
obtained via (6.167). A very close agreement will be observed.
Change the initial carrier phase at the modulator as you whish and run the simulation while observing the signal constellation. Go to the BER results and verify
that they have not suffered any influence of the initial carrier phase, which was an
expected and desired behavior. This result confirms to us that the system is working
properly, independent on the carrier phase non-coherence.
Explore inside the individual blocks. Try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

If we compare the performance of the DBPSK modulation, obtained from
(6.167), and that of a coherent BPSK, obtained from (6.101), we will see that
they differ asymptotically (as E b /N0 increases) in about 1 dB. In some applications,
however, this is a small price to pay, since a coherent detection would demand the
implementation of a carrier recovery scheme that increases receiver complexity.
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6.7.2.4 Power Spectral Density and Spectral Efficiency of a DBPSK Signal
The differential encoding does not change the spectral characteristics of the BPSK
modulated signal, since it produces a sequence of independent data bits if the input
bits are also independent from one another. Then, the power spectral density and the
spectral efficiency of the DBPSK modulation is the same as for the BPSK modulation (see Sect. 6.2.1).
6.7.2.5 Multiple Symbol Differential Detection
The differential modulations covered in this chapter, π /4DQPSK and DBPSK, are
special cases of a broader class of M-ary differentially-coherent PSK (M-DPSK)
modulations [61; 76, pp. 71–78; 86, pp. 148–154]. Additionally, we have considered the observation of only two consecutive symbol intervals to perform symbol
decisions. Nevertheless, differential detection with multiple symbol observation is
also possible, leading in some cases to performance improvements, at a cost of an
increased receiver complexity. The seminal work in this topic seems to be the paper
by D. Divsalar and M. K. Simon [16]. The subject is also treated in several textbooks; see for example Sects. 3.4.2.3 and 8.1.5.2 of the book by M. K. Simon and
M.-S. Alouini [76].

6.8 Carrier and Symbol-Timing Recovery
Carrier and symbol timing recovery are part of a broader process called synchronism. As the name suggests, synchronism is the process responsible for keeping
coordinated all time-dependent tasks in a communication system in a way that the
events associated to the information recovery at the receiver side are performed
in the correct time-instants and pace. Carrier synchronization corresponds to the
establishment of phase coherence between the transmit carrier and the carrier used
for detection, taking into consideration any phase rotation caused by the channel.
Symbol-timing synchronization corresponds to the establishment of a reference
clock at the receiver so that sampling time and rate are properly set.
Synchronism can be performed with the aid of some signal transmitted along
with the information-bearing signal or with no aid. The last one is usually preferred,
since it does not demand the insertion of any redundancy. However, in cases like
communication through dispersive fading channels, it is very difficult to establish
synchronism without the help of some signal dedicated to this purpose.
Synchronization can be divided into self-synchronization and pilot-aided synchronization. In self-synchronization the receiver derives synchronism from the
received signal and in pilot-aided synchronization special purposes channels carry
pilot signals used to facilitate the synchronization process. Self-synchronization can
be derived without exploiting any additional signal inserted in the informationbearing signal. In this case we have a blind synchronization. On the other hand
we have a trained synchronization process.
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Figure 6.89 illustrates the typical locations of the synchronization processes
in a digital communication receiver. The carrier recovery circuit extracts a frequency reference for down-conversion, not necessarily in phase coherence with
the received signal. Nevertheless, phase coherence is necessary if coherent detection is employed, to cancel out any channel-induced phase rotation. Symbol-timing
recovery usually works in baseband, providing clock reference for sampling and, if
necessary, pulse-shaping generation to feed the correlation process.

Fig. 6.89 Typical locations of the carrier and symbol-timing recovery functions

In practice, it is common to use a sufficiently stable local oscillator to provide frequency reference for down conversion, so that the carrier recovery circuitry will be responsible for establishing carrier phase synchronization for coherent
detection.
In real applications, the estimation of the parameters carrier phase and symboltiming is not enough. A tracking operation must be performed in a way that time
variations of the parameters can be followed. This is particularly necessary in communication systems over fading channels, where the carrier phase must be continuously tracked so that the phase rotations caused by the channel are compensated
for. Carrier and clock generators also exhibit some phase and frequency drifts with
time, demanding the use of tracking loops at the receiver. As we shall see, the initial
acquisition of the estimated parameters and the subsequent tracking are typically
performed by a single subsystem.
In this section we give an introductory view on the main concepts about carrier
and symbol-timing recovery. We consider the classical approach where the necessary estimations are realized via analog processing. In this approach, the hart of the
synchronization is the phase-locked loop (PLL) and similar tracking loops. Another
approach, not covered here, is the algorithmic one. In this alternative the carrier
phase and the symbol-timing are estimated via discrete-time signal processing,
using algorithms like the LMS discussed in Chap. 4. An example of such alternative
can be found in [32, pp. 448–458].
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6.8.1 Parameter Estimation
The estimation of the carrier phase and the symbol-timing is a typical parameter
estimation problem [48, pp. 159–170; 84, Chap. 6] that can be tackled by applying
the maximum likelihood (ML) or the maximum a posteriori (MAP) criterion [24;
49, Sect. 2.3; 66, Chap. 6]. Carrier and symbol-timing recovery schemes can be
designed in light of these criterions, starting from the definition of a received signal
model and then deriving likelihood functions associated to the unknown parameter.
After that, the ML (or MAP) criterion is applied, giving insight on the main building
blocks of the parameter estimator.
Consider a distortion-free channel having unit gain and producing a delay τ in the
passband transmitted signal s(t). After added to the AWG noise n(t), the received
signal can be written as
r (t) = s(t − τ ) + n(t)


= Re sl (t − τ )e j2π fc (t−τ ) + n(t)
3

2
= Re sl (t − τ )e− j2π fc τ + n l (t) e j2π fc t
3

2
= Re sl (t − τ )e jθ + n l (t) e j2π fc t ,

(6.168)

where n l (t) is the low-pass equivalent of the passband noise n(t). The complex representation was adopted in (6.168) to show explicitly that the received signal is a
function of the channel delay τ and the phase θ = −2π f c τ . Following [66, p. 334],
we can write the received signal as
r (t) = s(t; τ, θ ) + n(t)
= s(t; u) + n(t),

(6.169)

where u = [τ θ ]T is the vector containing the parameters that we want to estimate.
We are tempted to state that once the channel delay τ is found, the channel-induced
carrier phase shift θ can be determined via θ = −2π f c τ . However, note that a small
error in the estimate of τ , measured for example as a percentage of the symbol
duration T , could produce a large error in θ because the carrier frequency f c is
usually much greater than 1/T . Then, in practice, both τ and θ must be estimated.
To proceed with the ML estimation, we need to determine the conditional density of the observed signal given the parameter of interest, p(r|u), since the ML
estimation rule can be written as
?
@
uML (r) = arg max [ p (r|u)]
u
@
?
(6.170)
= arg max [ln p (r|u)]
u

where in the last line we have chosen to maximize ln[ p(r|u)], which is a monotonically increasing function of p(r|u). Sometimes it turns out that operating with
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ln[ p(r|u)] can be easier and more convenient than operating with p(r|u). The
observed signal r is the vector representation of r (t) on the orthonormal basis
{φ j (t)}, j = 1, 2, . . . ∞. We shall consider an approximation, assuming that the
orthonormal expansion of r (t) is N -dimensional, N < ∞. Then, from now on we
are assuming an approximation of the ML estimation rule.
Recall that, when dealing with the estimation of the transmitted symbols in a
symbol-by-symbol basis, which can also be interpreted as a parameter estimation
problem, all information about a given symbol had to be captured in the corresponding symbol interval T . Now we have a different picture, since both the carrier phase
and the channel delay can be assumed constant during several symbol intervals. As
a result, we are not restricted to the interval T ; our new observation interval will
be T0 = kT, where k ≥ 1. Then, from the signal space representation theory, the
components of r = [r1r2 . . . r j . . . r N ]T can be written as

rj =

r (t)φ j (t)dt.

(6.171)

T0

Analogously, the components of the transmitted signal can be represented by

s j (u) =

s(t; u)φ j (t)dt.

(6.172)

T0

Similarly to what we have done in Chap. 5 in the context of the symbol estimation
problem, here the conditional density of the observed signal, given the parameter of
interest can be written as the joint conditional density
⎧
⎨

⎫
N
⎬

1
[r j − s j (u)]2 ,
p(r|u) = (π N0 )−N /2 exp −
⎩ N0
⎭
j=1

(6.173)

where we have made the assumption that the components of r are independent
Gaussian random variables with means {s j (u)} and variance2 N0 /2. Using a result
from Chap. 5, Sect. 5.2 we can write the summation in (6.173) as
N

j=1


[r j − s j (u)]2 =

[r (t) − s(t; u)]2 dt

(6.174)

T0

Additionally, since the maximization of p(r|u) is not affected by the constant
(π N0 )−N /2 , we can define the log-likelihood function

Note that the noise variance N0 /2 is obtained if we assume that the base-functions {φ j (t)} have
unit energy in the observation interval T0 .

2
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⎤⎫
N
⎬

1
Λ(u) = ln exp ⎣−
[r j − s j (u)]2 ⎦
⎭
⎩
N0 j=1

1
=−
[r (t) − s(t; u)]2 dt.
N0 T0
⎧
⎨

⎡

(6.175)

The approximate ML estimation rule in (6.170) can then be written as
?
@
uML (r) = arg max[Λ(u)] .
u

(6.176)

Note that this is a satisfying result, since the maximization of Λ(u) is equivalent
to the minimization of the energy of the difference between the transmitted and the
received signals.
By expanding the binomial term in (6.175) we can realize that the maximization of Λ(u) is also equivalent to the maximization of the correlation between the
transmitted and the received signals, which is also an intuitively satisfying result.
Nevertheless, this interpretation is valid if the energy in s(t; u) is not dependent (or
at least is weakly dependent) on the variations of the parameters in u. It is left as an
exercise to the reader to demonstrate the validity of these arguments.
It is worth noting that if we use the log-likelihood (6.175) as a means to estimate
the symbols m i , i = 1, 2, . . . , M in a communication system, we can write
Λ(m i ) = −
=−

1
N0


[x(t) − si (t)]2 dt
T0

N
1 
(x j − si j )2 .
N0 j=1

(6.177)

Note that the maximization of Λ(m i ) is equivalent to finding the index i that
minimizes the summation in (6.177). This is equivalent to finding the signalvector si = [si1 si2 . . . sij . . . siN ]T that is closest to the observation vector x =
[x1 x2 . . . x j . . . x N ]T in terms of the Euclidian distance. Note that this is indeed the
solution to the optimum ML receiver design for signals transmitted over an AWGN
channel, as derived in Chap. 5.
When searching for estimators we may want to evaluate the accuracy that can be
achieved, so that a benchmark reference for practical implementations can be established. This accuracy can be measured using the Cramér-Rao bound (CRB), which
is a lower limit to the mean square error (or variance) of any unbiased estimator [47,
pp. 398–400; 49, p. 54; 65, p. 171; 84, p. 66].
Not only the variances of the carrier phase and the symbol-timing are good
measures of the performance of a synchronization scheme. Another useful figure
of merit is the acquisition time, which is the time interval spent by the parameter estimator to achieve values at least coarsely close to the desired ones, so that
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subsequent tracking (or fine tuning) functions can work properly. In a first approach
we can conclude that the acquisition time will depend on the observation time T0 .
After this brief review on the basic concepts of parameter estimation, we are now
ready to address the specific problem of carrier and symbol synchronization.

6.8.2 Carrier Synchronization
The maximization of the likelihood function in (6.175) with respect to u = [τ, θ ]T
is a typical problem of joint estimation. However, independent estimation of the
synchronization parameters, individually, usually leads to more robust estimation
schemes [49, p. 40]. Joint estimation yields estimators that are as good as, but usually better than independent estimations [66, p. 365].
We proceed assuming that the channel delay τ is known and, without loss of
generality, we assume that it is zero.3 In practical terms, this means that symboltiming recovery is performed before carrier recovery starts. Then, writing (6.175) as
a function of the carrier phase only we obtain
Λ(θ ) = −

1
N0


[r (t) − s(t; θ )]2 dt.

(6.178)

T0

Expanding the binomial term in (6.178) yields
Λ(θ ) = −

1
N0


r 2 (t)dt +
T0

2
N0


r (t)s(t; θ )dt −
T0

1
N0


s 2 (t; θ )dt,

(6.179)

T0

from where we notice that only the second term influences the estimation. This is
due to the fact that the first term is independent of θ and the third term is simply the
energy of the transmitted signal in the interval T0 , which is also independent of θ .
Then we have to work on the maximization of the new log-likelihood function
2
Λ(θ ) =
N0


r (t)s(t; θ )dt.

(6.180)

T0

To proceed, let us assume that the transmitted signal is the unmodulated carrier
s(t; θ ) = A cos(2π f c t + θ ).

(6.181)

This assumption, though somewhat nonsensical from the perspective of a digital
communication system, will prove to be very useful later. With (6.181) in (6.180)
we obtain

3 Since the likelihood function between braces in (6.175) is a quadratic and positive function of
the unknown parameters τ and θ, setting τ = 0 does not change the location of the minimum in θ.
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Λ(θ ) =

2A
N0


r (t) cos(2π f c t + θ )dt.

(6.182)

T0

Differentiating (6.182) with respect to θ and equating the result to zero yields4

r (t) sin(2π f c t + θML )dt = 0.

(6.183)

T0

The realization of (6.183) can be accomplished by the closed loop shown in
Fig. 6.90. This diagram corresponds to the widely known phase-locked loop (PLL).
The voltage-controlled oscillator (VCO) is responsible for forcing the equality in
(6.183). In practice, the integrator is usually substituted by the so-called loop filter,
one of the most critical elements of a PLL.
As a short conclusion we can state that the PLL provides an approximate maximum likelihood estimation of the phase of an unmodulated carrier. Nevertheless, in
a real communication system the received signal is modulated and the PLL can not
be used directly. Fortunately, in these cases there are ways of still using the PLL as
the hart of the synchronization process, as we shall see in the sequel.

Fig. 6.90 Block diagram of a phase-locked loop (PLL)

We will not go into further details about design aspects of a PLL, since this
is beyond the scope of this book. However, some of its basic concepts will be
studied via simulations. The interested reader can have access to a vast literature
about PLLs. Among them we recommend [7], [8], [25] and [77]. For a condensed
approach we recommend [6, pp. 434–440] and [66, pp. 341–343]. For a study of the
PLL from the simulation viewpoint, see [82, Chap. 6].
6.8.2.1 The Costas Loop
The Costas loop was first proposed in 1956 by J. P. Costas [13] and was used for synchronously demodulating AM-DSB-SC signals [32, p. 96]. Later it was identified
as a good tracking loop for binary phase modulation as well. Figure 6.91 shows a
block diagram of a Costas loop used to track the carrier phase of a BPSK modulated
signal. We can think of the Costas loop as a dual PLL working in parallel. In fact, it
is equivalent to a squarer followed by a single PLL [24].
4

The derivation of (6.183) is made in a slightly different way in [48, p. 169].
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Assuming a zero channel delay, the phase θ introduced by the channel can be
transferred to the transmitted BPSK signal, that is,
s(t) = A(t) cos(wπ f c t + θ ),

(6.184)

where the waveform A(t) is a sequence of bipolar NRZ pulses with arbitrary amplitude and θ is the initial carrier phase. We have dropped the dependence on θ in
s(t; θ ) for notational simplicity.
The received signal in Fig. 6.91 is r (t) = s(t) + n(t), where n(t) is a narrowband Gaussian noise centered about f c . After low-pass filtering, whose objective
is to attenuate double frequency terms resulting from the multiplications [s(t) +
n(t)] cos(2π f c t + θ̂ ) and [s(t) + n(t)] sin(2π f c t + θ̂ ), the signals at the output of the
cosine and sine arms are approximately given by

1
A(t) cos(θ − θ̂) + noise terms,
yc (t) ∼
=
2

1
ys (t) ∼
A(t) sin(θ − θ̂ ) + noise terms.
=
2

(6.185)

Multiplying yc (t) by ys (t) and taking into account the effect of the loop filter, at
the input of the VCO we shall have, after simple manipulations,
y(t) ∼
=

A2 (t)
sin[2(θ − θ̂)] + noise terms.
8

(6.186)

from where we see that the error signal which controls the VCO is proportional
to the sine of the phase difference. Furthermore, we see that the data dependence
was completely removed from the error signal, since the bipolar NRZ signal A(t)
is squared. The loop will start with a (probably) large phase difference, producing
a large control signal. The VCO will then change the phase of its output signal
in the direction of a reduced phase difference. The loop will lock when the phase

Fig. 6.91 Costas loop for carrier phase tracking of a BPSK signal
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difference becomes approximately equal to zero. After that, under certain limits, any
change in the phase of the incoming signal will be tracked.
The ultimate performance measurement of a phase tracking loop is the phase
noise, which is related to the variance of the phase error produced at the output of
the VCO. Phase noise is also used as a measure of the precision of oscillators, as it
quantifies the dispersion on the spectral content of the generated signal as compared
to a pure spectral line. This dispersion is the result of phase fluctuations, which also
justifies the use of the term “phase noise” to quantify it.
6.8.2.2 Phase Ambiguity
Revisiting expression (6.186), which corresponds to the signal that controls the
VCO in Fig. 6.91, we see that its value is proportional to the sine of twice the phase
difference between the received signal and the VCO output. A plot of this control
signal is shown in Fig. 6.92, considering the absence of noise and peak amplitude
normalized to 1 volt. This kind of curve is called S-curve and the one shown in
Fig. 6.92 is characteristic of the phase discriminator used by the Costas loop, which
corresponds to the multiplier followed by the low-pass loop filter.
From Fig. 6.92 we see that there are several phase differences that produces a
zero VCO control signal. Nevertheless, from the PLL literature we know that only
some of them are stable lock points, as indicated by the alternate circles and squares
in the figure. As an example, if the phase difference is π/2, which corresponds to
an unstable lock point, the loop will lock in the first stable lock point in the right or
in the left. As a consequence, the Costas loop will exhibit a phase ambiguity of π
radians, which means that the loop can lock in situations where the phase difference
is π or any integer multiple of π . Just to get a glimpse of the consequences of the
phase ambiguity, if the carrier recovery circuit of a BPSK system locks π radians
out of phase, all bits will be decided inverted as compared to the situation of perfect
carrier sync.
A simple mathematical analysis of the PLL in Fig. 6.90 will reveal that the VCO
control signal is proportional to the sine of the phase difference, not on the sine of
twice the phase difference, which is the case of the Costas loop. This means that

Fig. 6.92 S-curve for the Costas loop given in Fig. 6.91
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the S-curve of a PLL will exhibit nulls at integer multiples of π . However, odd
integer multiples will correspond to unstable lock points. Then, in fact, a PLL alone
will lock in situations where the phase difference is an integer multiple of 2π , thus
exhibiting no phase ambiguity.
An efficient method of combating phase ambiguity is to use differential data
encoding at the input of a modulator and perform differential decoding at the output of the coherent demodulator. Another method consists of transmitting a known
preamble, so that the receiver can determine if its decisions are or are not being
inverted. Differential data encoding of coherent detected signals is the solution
adopted in most of the cases. Nevertheless, it yields a performance penalty due to the
fact that differential decoding would produce a wrong bit whenever the preceding
input bit is in error and the present is not, or the present input bit is in error and
the preceding is not. If we denote PE as the average bit error probability associated
to the conventional coherently-detected BPSK signal, after differential decoding the
average bit error probability is
Pe = 2PE (1 − PE )
'* ( 
'* (
Eb
Eb
1
= erfc
1 − erfc
.
N0
2
N0

(6.187)

As E b /N0 becomes large, the bit error rate of a coherent detected and differentially-encoded BPSK approaches two times the error rate of a coherent detected
BPSK with no differential encoding/decoding. This happens because the event of
two consecutive bit errors before differential decoding (which does not produce an
error after differential decoding) becomes rare as E b /N0 increases.

Simulation 6.23 – PLL Response
File – CD drive:\Simulations\Passband\PLL response.vsm
Default simulation settings: Frequency = 200 Hz. End = 15 seconds.
Auto Restart enabled. Run in Real Time enabled. RT Scale Factor:
100. Frequency offset: 0.2 Hz. Phase offset: 90 degrees. Noise
addition blocks disabled. Open loop options disabled.
In this simulation we analyze the PLL responses to a phase offset and to a frequency
offset.
In the upper part of the experiment, a complex tone with frequency (2 + f o ) Hz,
where f o is an initial frequency offset, is applied to a complex PLL whose VCO
center frequency is 2 Hz. The value of f o can be varied from 0 to 0.5 Hz. The VCO
output tone and the PLL input tone are displayed by “time plot A” and the phase
difference between the VCO output and the input tone is displayed in the rightmost
time plot. In this part of the experiment we can investigate the response of the PLL
to a frequency offset, considering the initial phase offset null. Noise can be added to
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the input complex tone to simulate a more realistic situation. Furthermore, the PLL
loop can be broken to simulate an open loop operation.
In the lower part of the experiment, a complex tone with frequency 2 Hz is also
applied to a complex PLL whose VCO center frequency is 2 Hz. The value of the
initial phase of the input tone can be varied from 0 to 450 degrees. The VCO output
tone and the PLL input tone are displayed by “time plot B” and the phase difference
between the VCO output and the input tone is displayed in the rightmost time plot.
In this part of the experiment we can investigate the response of the PLL to a phase
offset, considering that the frequency offset is null. Noise can also be added to the
input complex tone and an open loop operation can be simulated.
Run the simulation using its default settings and observe the PLL’s frequency
offset response, which refers to the upper part of the experiment. It starts from zero,
since at the beginning of the simulation both the input tone and the VCO output
have the same initial phases. As time elapses, the phase error increases due to the
difference between the frequencies of the input tone and of the VCO. The PLL
then starts reducing the phase error by changing its VCO frequency to follow the
frequency of the input tone. After the acquisition time of around 6 seconds, the
PLL is generating a tone with frequency (2 + f o ) Hz and the phase error becomes
approximately equal to zero. After that the PLL is in lock state.
Now run the simulation using its default settings and observe the PLL phase
offset response, which refers to the lower part of the experiment. It starts from a
phase error of 90 degrees, since at the beginning of the simulation this is the phase
offset between the input tone and the VCO output. As time elapses, the PLL reduces
the phase error by forcing the VCO phase to follow the phase of the input tone. After
the acquisition time of around 6 seconds the PLL is generating a tone with frequency
2 Hz and the phase error becomes approximately equal to zero. After this time the
PLL is in lock state.
Run the simulation and, while changing the phase offset, observe the PLL
response. Note that around a phase offset slightly greater than 180 degrees, the
phase error jumps from zero (after the acquisition time) to 360 degrees. As mentioned before, this is characteristic of the unstable lock points at a phase difference
of odd multiples of 180 degrees. Since 0 and any integer multiple of 360 degrees
corresponds to the same phase, modulo 2π , this part of the experiment allows us to
verify that the PLL does not exhibit phase ambiguities.
Run the simulation while changing the frequency offset and observing the PLL
response. Notice that around 0.464 Hz the phase error also jumps from zero (after
the acquisition time) to 360 degrees. This means that the initial frequency offset
f o = 0.464 Hz was capable of producing a phase error of 180 degrees, which occurs
after 3.5 seconds, approximately. Observe that if the VCO output and the input
tone were running independently at 2 Hz and (2 + 0.464) Hz, respectively, a phase
offset of 180 degrees would be produced after τ = π/2π f o = π/(2π0.464) ∼
=
1.08 seconds. However, since the PLL is already in action by this time, this phase
offset happens later. You can verify this by opening the loop, what can be done
by checking the corresponding option in the “open loop?” block in the upper part
of the experiment. If the loop is opened in the lower PLL system, you will see
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that the phase offset is kept unchanged for the entire simulation time, which is a
consequence of the use of the same value for the input tone frequency and for the
PLL’s free-running (or center) frequency.
As a matter of curiosity, note that always exist an overshoot in the phase error
before it stabilizes around zero. The amount of overshoot and the total acquisition
time is governed mainly by the loop filter characteristics. Open the dialog box of
this device inside the PLL. Change (slightly) the values of the loop bandwidth and
damping factor, observing the effect of these parameters on the overshoot shape and
on the acquisition time. In brief comments we can conclude that, when the damping
factor is around 0.7, the overshoot is not so high and the acquisition time becomes
relatively small. As the damping factor is reduced below 0.7, the overshoot and
the acquisition time increase. Damping factors greater than 1 tend to reduce the
overshoot, but increase the acquisition time. In what concerns the loop bandwidth,
we can see that faster acquisition times are obtained with higher bandwidths. The
damping factor has also a major impact on the stability of the PLL, but unfortunately
this can not be investigated by means of this experiment.
Finally, let us investigate the influence of the noise in the PLL operation. Close
and reopen the simulation to restore the default settings. Enable the noise addition blocks. As in the previous paragraph, change (slightly) the values of the loop
bandwidth and damping factor, observing the effect of these parameters on the PLL
response. Note that the loop bandwidth has a major influence in the noise immunity
of the PLL. However, larger noise immunities are followed by increased acquisition
times, which means that the loop becomes slow, loosing its capabilities of tracking
rapid phase variations. Larger loop bandwidths permit fast tracking capabilities, but
increase the phase variance of the VCO output signal.
A word is in order in what concerns the investigation of the loop bandwidth and
dumping factor on the PLL performance. The conclusions drawn here are simplistic, not taking into account any mathematical analysis or possible variations of the
system conditions. As such, these conclusions must not be taken as general. The
interested reader can find deeper analysis in [7], [8], [25] and [77].
As an exercise, explore inside individual blocks. Try to understand how they
were implemented. Create and investigate new situations and configurations of the
simulation parameters and try to reach your own conclusions in light of the theory.

Simulation 6.24 – BPSK Phase Tracking with Costas Loop
File – CD drive:\Simulations\Passband\BPSK tracking.vsm
Default simulation settings: Frequency = 100,000 Hz. End = 0.05
seconds. Initial carrier phase: 60 degrees. AWGN E b /N0 = 30 dB.
Differential encoding/decoding disabled in the “Random data bits”
generator. Loop bandwidth in the “Complex Costas loop” block:
250 Hz. Time in the “Enable after specified time” block: 0.02 seconds.
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In this experiment a Costas loop is used to acquire and track the carrier phase of a
BPSK modulated signal. Random data bits at 5 kbit/second are applied to a complex
BPSK modulator, for which we can configure the initial carrier phase via a slider
in the upper-left part of the worksheet. To combat phase ambiguity, differential
encoding/decoding can be enabled in the “Random data bits” generator, resulting
in a differentially-encoded BPSK (DEBPSK) modulation. Differential decoding is
automatically set inside the receiver if this option is enabled. The modulated signal
goes through a complex AWGN channel whose value of E b /N0 can also be set via
a slider in the upper-left part of the diagram. The received signal enters a complex
Costas loop, where the carrier phase is estimated and tracked. The complex multiplication of the received signal by the Costas loop output (VCO output) cancels the
phase rotation set by the slider in the upper-left part of the diagram. Note that this
is a complex envelope simulation. Then, the carrier frequency is set to 0 Hz in both
the modulator and VCO. After phase correction, data bits are estimated and an error
counting is performed. The constellation corresponding to the detector output signal
is also displayed. In the “Enable after specified time” block it is possible to set the
time after which the constellation is plotted, so that any transitory behavior is hidden
or not. The phase of the VCO signal and the BPSK carrier phase are subtracted to
generate a phase error which is displayed in the lower-right plot. The variance and
the mean of this phase error are estimated and displayed. The variance estimation
starts after 0.05 second to guarantee that the transitory behavior of the phase error
is not taken into account.
Run the simulation using its default settings. Since E b /N0 is very high (30 dB),
all 150 bits transmitted after 0.02 second will be estimated correctly. Since the bit
rate is 5 kbit/second, during the simulation time of 0.05 second we have 250 transmitted bits. Nevertheless, the first 100 bits are discarded to avoid counting erroneous
bits before the phase tracking loop has reached to a stable condition.
Note that the phase error starts in 60 degrees and goes to approximately zero after
about 0.015 second. Vary the loop bandwidth (LBW) in the “Complex Costas loop”
block to recall that a greater LBW yields faster convergence, while a smaller LBW
leads to an increased convergence time.
Set the enable time for the constellation scatter plot to zero and run the simulation. What you see in the plot is the entire process of phase alignment, with the
constellation starting with a 60 degrees rotation and going towards zero as the time
elapses. Vary the initial phase of the BPSK signal while observing the scatter plot.
Note that up to ±90 degrees the constellation is rotated back so that the phase error
is zero. When the initial phase becomes slightly greater than ±90 degrees the phase
error jumps to ±180 degrees, illustrating the occurrence of phase ambiguity in the
Costas loop (recall that odd multiples of 90 degrees corresponds to unstable lock
points). Note that in this case all bit decisions are inverted.
Still using a BPSK initial phase greater than ±90 degrees, enable the differential
encoding/decoding in the “Random data bits” block. When this is done the input
data is differentially encoded prior to BPSK modulation and differential decoding is
performed after coherent BPSK detection and decision. Observe that bit decisions
are now correct, despite of the occurrence of phase ambiguity.
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Close without saving and reopen the simulation to easily restore the default settings. Let us compare the BER of the coherently detected BPSK modulation with
and without differential encoding/decoding. Set the AWGN channel E b /N0 to 6 dB
and increase the simulation “End” time to 8 seconds. Run the simulation and record
the number of bit errors, which will be around 110. This corresponds to a BER of
around 2.4×10−3 , which is approximately equal to the theoretical BER of a coherent
BPSK for E b /N0 = 6 dB. Now, enable the differential encoding/decoding and rerun
the simulation. You will find an increased number of bit errors, something around
220. This increased error rate reflects the introduction of the differential decoding
in the estimated data path, as predicted by (6.187). Note that the error rate has been
almost doubled.
Reset the simulation to its default settings. Set E b /N0 = 6 dB and the simulation
“End” time to 8 seconds. Record the number of bit errors for the loop bandwidths of
100 Hz and 500 Hz. Take also note of the variance and mean of the phase error. For
a loop bandwidth of 100 Hz you will find approximately 110 bit errors, a phase error
variance of about 20 (degrees)2 and a phase error mean approximately equal to zero.
For a loop bandwidth of 500 Hz you will find approximately the same 110 bit errors
(maybe a slightly larger value), a phase error variance of about 140 (degrees)2 , and
a phase error mean approximately equal to zero. Note that, despite of the increased
phase error variance, the bit error rate was only slightly affected. If we repeat this
test for lower values of E b /N0 we shall notice that more bit errors will occur with
the highest loop bandwidth. For values of E b /N0 even higher than 6 dB, the number
of bit errors practically will not be affected. This behavior allows us to infer that for
high values of E b /N0 , the BPSK phase tracking with Costas loop seems to be pretty
robust against the phase error variance, thus giving the designer more flexibility in
defining the loop bandwidth for a faster tracking capability, if this is desired.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

6.8.2.3 Carrier Synchronization of M-ary Phase-Shift Keying Signals
We know that M-ary PSK modulated signals have no discrete spectral line in their
PSDs. Nevertheless, if such a discrete component cab be somehow generated from
the received M-PSK signal, a PLL can be used to lock onto it. This is indeed the
idea behind the so-called M-th power loop. Figure 6.93 shows a block diagram of an
M-PSK phase tracking system with an M-th power loop. The M-th power device
will produce a spectral line at Mfc with phase Mθ . After a highly selective filtering, the PLL will lock onto the resulting spectral line and a frequency divider
will produce a sinusoidal output in the correct carrier frequency and phase. The
co-sinusoidal output will be produced after a π/2 phase rotation, so that these two
outputs can be used as inputs to the correlators in the quadrature demodulator.
Since the PLL will lock onto a signal whose frequency is M times greater than
the carrier frequency, it will produce a phase ambiguity of 2π/M radians. Note that,
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for M = 2, the phase ambiguity will be π , agreeing with the previously mentioned
statement that a squarer followed by a PLL is equivalent to a Costas loop.
Example 6.8 – Let a QPSK modulated signal be written as
s(t) = s I (t) cos(2π f c t + θ ) − s Q (t) sin(2π f c t + θ ).

(6.188)

For simplicity we assume that the bipolar NRZ signals s I (t) and s Q (t) have unit
amplitude. At the output of the 4-th power device we shall have
r 4 (t) = [s(t) + n(t)]4
?
2 @2
= s I (t) cos(2π f c t + θ ) − s Q (t) sin(2π f c t + θ ) + n(t)
= [1 − 2s I (t)s Q (t) cos(2π f c t + θ ) sin(2π f c t + θ )]2 + noise terms
= [1 − s I (t)s Q (t) sin(4π f c t + 2θ )]2 + noise terms
1 1
= 1 − 2s I (t)s Q (t) sin(4π f c t + 2θ ) + − cos(8π f c t + 4θ ) + noise terms,
2 2
(6.189)
from where we readily see the discrete spectral component at 4 f c . The PLL will
lock onto this spectral line to produce a tone at 4 f c with an estimated phase 4θML .
After frequency division and phase shift we shall have the quadrature tones that will
be used for demodulating the QPSK signal. As an exercise, compute and sketch the
power spectral density of the signal r 4 (t) derived in (6.189), considering the absence
of noise and assuming that θ is a uniform random phase in (0, 2π ].
This example can be used as a reference for the analysis of the spectral content
of M-PSK signals raised to the M-th power, for values of M other than 4.

In the previous example we have written the QPSK modulated signal in a way
that it was easy to identify the discrete frequency component at 4 f c . However,
maybe it is not still clear how the phase shifts produced by the data bits are decoupled from the signal at the output of the M-th power device. To solve this possible
doubt, consider the M-PSK signal written in the form

si (t) =



2E
2π
cos 2π f c t + θ +
(i − 1) , i = 1, 2, . . . , M.
T
M

(6.190)

When this M-PSK signal is raised to the M-th power, a co-sinusoidal term will
be generated. Its argument will be the argument of the cosine in (6.190) multiplied
by M. Nevertheless, since
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Fig. 6.93 M-th power loop used for phase tracking of M-PSK signals

M

2π
(i − 1) = 0 mod 2π,
M

(6.191)

the above mentioned decoupling becomes apparent.
One of the main difficulties presented by M-th power loops is the implementation
of the M-th power device, especially at high frequencies. For M = 4, sometimes a
modification in the conventional Costas loop will be preferred. The modified device
is usually referred to as an extended Costas loop [77, p. 329]. An example of such
modification for a QPSK phase tracking loop is given in [77, p. 330] and [86,
p. 183].

Simulation 6.25 – M-th Power Loop for QPSK Phase Tracking
File – CD drive:\Simulations\Passband\Mth power loop.vsm
Default simulation settings: Frequency = 1,000 Hz. End = 100
seconds. Initial carrier phase: 36 degrees. Differential encoding/
decoding disabled in the “DEQPSK modulator” block.

This experiment is intended to illustrate how a complete carrier recovery system for
a QPSK modulated signal can be implemented using a 4-th power loop. Random
symbols at a rate of 5 symbols/second are applied to a DEQPSK modulator, where
DE stands for differentially-encoded. In this modulator we can enable or disable the
differential encoding and the differential decoding made after symbol decisions at
the coherent receiver. The initial carrier phase can be set via a slider, from 0 to 360
degrees. The carrier frequency is f c = 10 Hz. The power spectral density of the
modulated signal can be visualized via “PSD plot A”. The noiseless received signal
is applied to a pair of correlators, along with the recovered carrier. Internally to the
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block of correlators this recovered carrier is split in the quadrature carriers used for
demodulation. The output of the correlators, in its complex form, enters the decision
block, where differential decoding is performed or not, depending on the configuration made via the “DEQPSK modulator” block. The correlators’ output also feeds
a phase scatter plot which is enabled after the tracking loop has converged to a stable condition. This happens after approximately 35 simulation seconds. Estimated
symbols are then compared to the transmitted ones, and a symbol error rate (SER)
computation is performed. Symbols transmitted in the first 35 seconds (175 symbols) are discarded from the SER computation. In what concerns the phase tracking
loop, it was implemented according to Fig. 6.93. The received signal goes through
a 4-th power device and the resultant signal enters a very selective band-pass filter
(BPF) centered at 4 f c . The PSD of the signals at the input and at the output of this
filter can be visualized via “PSD plots B and C”, respectively. A PLL then produces
a signal in phase coherence with the input tone at 4 f c . The transitory behavior of the
phase error can be visualized in the phase error display. The signal produced by the
PLL enters a detector of zero crossings, whose objective is to produce an impulse
train. This impulse train enters a digital frequency divider that outputs a square wave
with frequency f c . By filtering the fundamental frequency of this wave, the desired
recovered carrier is obtained.
Run the simulation using its default settings. Wait a little while and observe that
the received signal constellation seems to be correct and that SER = 0, indicating
that the carrier recovery system is working properly and that no phase ambiguity is
occurring. Observe the “PSD plot A”, just to confirm that the PSD of the transmitted
signal corresponds to a QPSK modulation with carrier frequency f c = 10 Hz and
symbol rate R = 1/T = 5 symbols/second. Now observe “PSD plot B”, which is
associated to the signal at the output of the 4-th power device. Note that, as expected,
a discrete spectral component has appeared at f = 4 f c = 40 Hz. Compare this PSD
with that you have sketched in Example 6.8. “PSD plot C” just shows the result of
band-pass filtering centered at f = 4 f c = 40 Hz.
Now observe the phase error display. It shows an already known behavior, but be
aware that what you see here is the phase difference between the signal at the output
of the VCO (inside the PLL) and the carrier used for modulation. As expected,
neither the initial phase error (40 degrees) corresponds to the initial carrier phase
(36 degrees), nor is zero the phase error after convergence. This usually happens in
practice and is explained by the fact that the PLL locks onto the tone in its input,
whose phase has been affected by the band-pass filtering process. The residual phase
difference can be easily eliminated with a delay line at the output of the carrier
recovery circuitry. This was implemented in this experiment, as can be seen inside
the rightmost low-pass filter (LPF). A reference tone of 10 Hz and the configured
initial phase is plotted against the recovered carrier. By magnifying selected parts of
these waveforms you will be able to see the phase acquisition process in action as
time elapses.
Now, starting from the default value of 36 degrees, increase the initial carrier
phase until you see that the phase error display exhibits convergence around an
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error of 90 degrees. This will happen for an initial carrier phase around 40 degrees.
Note that in this case the SER = 1. This behavior confirms to us that the 4-th power
loop has a phase ambiguity of 2π/M = 2π/4 ≡ 90 degrees. If you continue to
increase the initial carrier phase you will find other stable lock points of the 4-th
power tracking loop. As an exercise, construct the S-curve for the 4-th power loop
used in this experiment, based on the results that you have obtained. Identify stable
lock points at 90, 180 and 270 degrees and unstable lock points at 45, 135 and 225
degrees.
Now enable the differential encoding/decoding feature in the DEQPSK block and
vary the initial carrier phase as desired. Observe that the phase ambiguity effect has
being eliminated and that the system always produces correct decisions.
To complement this experiment, just a few words are in order about the differential encoding/decoding process and about the system performance under noise.
The differential encoding rule follows Table 6.5. Let u k and vk be the pair of bits
applied to a QPSK modulator at the discrete time instant k. Let Ik and Q k be the
pair of bits applied to the input of the DEQPSK modulator, which is a differential
encoder followed by a QPSK modulator. Ik , Q k , u k and vk are related by [86,
p. 160]:
u k = (Ik ⊕ Q k ) · (Ik ⊕ u k−1 ) + (Ik ⊕ Q k ) · (Q k ⊕ vk−1 ) and
vk = (Ik ⊕ Q k ) · (Q k ⊕ vk−1 ) + (Ik ⊕ Q k ) · (Ik ⊕ u k−1 ),

(6.192)

where “⊕”, “+” and “·” denote the logic operations “exclusive-OR” (XOR), “OR”
and “AND”, respectively. Now let u k and vk be the pair of bits estimated by the
coherent QPSK demodulator at the discrete time instant k and let Ik and Q k be the
pair of differentially-decoded bits. Ik , Q k , u k and vk are related by [86, p. 166]:
Ik = (u k ⊕ vk ) · (u k ⊕ u k−1 ) + (u k ⊕ vk ) · (vk ⊕ vk−1 ) and
Q k = (u k ⊕ vk ) · (vk ⊕ vk−1 ) + (u k ⊕ vk ) · (u k ⊕ u k−1 ).

(6.193)

Table 6.5 A possible differential encoding rule for DEQPSK modulation
Input dibit (Ik , Q k )

Phase shift

00
01
10
11

0
π/2
−π/2
π

In what concerns the performance of a DEQPSK modulation with coherent detection and differential decoding under noise, we expect degradation in comparison
with a conventional QPSK modulation with coherent detection, as was the case of
the DEBPSK modulation analyzed in the previous simulation. The theoretical symbol error probability for a DEMPSK modulation can be obtained from [76, p. 235;
86, p. 153]. For a DEQPSK modulation it results in
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(6.194)

Note from (6.194) that the symbol error rate approaches two times the symbol
error rate of a coherent QPSK for high values of E b /N0 . In fact, this doubling in
the symbol error rate for high E b /N0 is general for M-ary PSK modulations with
differential encoding, coherent demodulation and differential decoding. Coherent
demodulation of a π /4DQPSK modulation also yields an SER given by (6.194).
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

6.8.2.4 Carrier Synchronization for Other Modulations
Continuous phase frequency-shift keying (CPFSK) modulations are usually noncoherently detected, since the small gain in performance normally does not justify
the extra cost in carrier recovery circuits. This seems to be the main reason for the
difficulty in finding carrier recovery schemes for CPFSK signals in the literature.
However, recall that CPFSK signals with tone separation n/T , integer n, exhibit
discrete spectral components that can be easily tracked by a PLL.
In the case of minimum shift keying (MSK) we do need coherent detection.
Fortunately, an MSK signal produces high discrete components at twice the tone
frequencies if the modulated signal is passed through a squarer [86, p. 214]. In
fact, when passed through such device, any continuous phase M-FSK signal with
tone separation n/(2T ), odd n, will produce discrete spectral lines at twice the tone
frequencies. These spectral lines can be used for synchronization purposes.
The reader can find more specific details on carrier synchronization techniques
for the general class of continuous-phase modulations (CPM) in Chaps. 4 and 6 of
[49] and in Chap. 6 of [86].
M-QAM modulations can make use several carrier recovery schemes. One of the
simplest strategies corresponds to raise the received signal to the 4-th power, which
produces a discrete spectral component at 4 f c for any value of M [49, p. 281; 86,
p. 441].

6.8.3 Symbol Synchronization
Symbol synchronization corresponds to the estimation of the correct time instants
in which samples of the signal at the detector’s output must be taken for subsequent
decision. Like carrier phase recovery, symbol-timing recovery can be interpreted as
a parameter estimation problem and, as such, demands the derivation of a likelihood
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of the desired parameter given the observed signal. For the sake of brevity we shall
omit this derivation and go directly to the study of a widely used symbol-timing
scheme called Early-late gate synchronizer. For an analysis of symbol synchronization from the perspective of parameter estimation, see for example [66, Chap. 6] and
[70]. Detailed treatment of several techniques for symbol-timing estimation is also
considered in [49].
6.8.3.1 Early-Late Gate Synchronizer
The operation of an early-late synchronizer is based on the symmetry of the waveform at the output of a matched filter. More specifically, denote τ as the correct
sampling instant, corresponding to the maximum eye opening of the waveform at
the output of the matched filter. The expected values of the squared magnitudes of
the samples taken at (τ − δ) and (τ + δ) will always be equal to one another and will
be smaller than the expected value of the squared magnitudes of the samples taken at
τ . Then, if we search for two sampling instants whose samples have the same mean
square values, these instants will be equally spaced from the ideal sampling instant
and the symbol-timing synchronization problem is solved. Before going to the analysis of the early-late synchronizer structure, the study of a computer simulation can
clarify the concepts just described.

Simulation 6.26 – Operation of the Early-Late Synchronizer
File – CD drive:\Simulations\Passband\Early late.vsm
Default simulation settings: Frequency = 100 Hz. End = 200
seconds. Auto Restart enabled. Rolloff factors of the root raised
cosine filters: 0.5. Noise disabled in the AWGN channel. E b /N0 =
15 dB. Overall sampling time delay: 0.49 seconds. Early and late
relative delay: 0.15 seconds.
This simple experiment aims at demonstrating the concepts about the principle of
operation of an early-late gate synchronizer. Random bipolar impulses at 1 pulse per
second are applied to a root-raised cosine transmit filter with configurable rolloff.
The transmitted signal goes through an AWGN channel whose noise can be enabled
or disabled and whose value of E b /N0 can be configured. The received signal enters
a root-raised cosine matched filter with configurable rolloff. The signal at the output
of the matched filter is sampled under the control of three impulse train generators.
The sampling rate is 1 sample/second for all samplers and an overall initial delay
D can be configured by the user. This overall delay is adjusted so that the sampler
S&H-1 collects samples at the correct instants, S&H-2 collects samples d seconds
before S&H-1 (early samples) and S&H-3 collects samples d seconds after S&H-1
(late samples). The outputs of the samplers are squared and an average is performed.
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As a result, the estimated mean square values of the early, late and correct samples
are displayed for comparison purposes.
Run the simulation using its default settings. Observe the eye diagram and the
relative time positions of each of the three sampling processes. Note that early and
late samples are 0.15 seconds apart from the intermediate samples. Note also that the
first correct sampling time instant is occurring at 0.49 seconds. Change the values
of the overall and the relative sampling delays as desired, just to visualize the results
shown by the eye diagram.
Now turn your attention to the mean square values of the samples. Disable the
“Auto Restart” option, increase the simulation time to 2,000 seconds, run the simulation and observe that the correct samples have the largest mean square (MS) value.
Early and late samples have the same and slightly smaller MS values, since they are
equally spaced from the correct sampling time. This also happens if you change the
rolloff of both filters to other but equal values. Enabling noise addition and varying
E b /N0 as desired you will also verify that the above situation still applies. Then, as
mentioned before, if a circuit can search for two sampling instants whose samples
have approximately equal mean square values, these instants will be equally spaced
from the ideal sampling instant and the symbol-timing synchronization problem will
be solved. This is indeed the principle of operation of an early-late gate synchronizer
whose complete description we shall see in the sequel.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.
Figure 6.94 shows a block diagram of an early-late synchronizer. The output of
a matched filter, assumed to be in baseband, is sampled at a late instant (τ + δ), at
an early instant (τ − δ) and at the intermediate instant τ . After aligned in time, the
early and late squared sample values are subtracted and the error is averaged by the
effect of the loop filter. The voltage-controlled clock (VCC) timing is advanced or
delayed depending on the polarity of the error signal, forcing the error to zero. When
a zero error condition is reached, it means that early and late samples are being
taken equally spaced from the correct instant. After that the intermediate samples
of the matched filter output can be considered correct from the perspective of the
symbol-timing synchronization process.
The early-late synchronizer can also be implemented by substituting the action
of a matched filter by two correlators, named early and late correlators. In this case
the received signal (not necessarily in baseband) is correlated with advanced and
delayed symbol waveforms. The loop will lock when the outputs of the two correlators achieve equal average squared values. Figure 6.95 shows a block diagram of
this correlation-based early-late synchronizer.
After convergence of the loop, the output of the symbol waveform generator can
be used to feed the correlator that will detect the signal for data estimation purposes,
and the output of the VCC can be used to damp this correlator after sampling is
performed. Note that, as in the case of the matched filter version of the synchronizer,
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Fig. 6.94 Early-late gate synchronizer using a matched filter

Fig. 6.95 Early-late gate synchronizer using correlators

there is a 2δ delay block to align the squared early and late samples before the error
signal is computed.
As demonstrated in [66, p. 364], the early-late gate synchronizer provides a close
approximation to the optimum ML symbol-timing estimation problem.
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Simulation 6.27 – Carrier and Symbol Synchronization
File – CD drive:\Simulations\Passband\BPSK track fading.vsm
Default simulation settings: Frequency = 100,000 Hz. End = 2
seconds. Differential encoding/decoding disabled in the “random data
bits” block. Fading channel properties: Noise, magnitude fading and
phase rotation enabled; E b /N0 = 20 dB; Rice factor = 5 dB; Doppler
spread = 1 Hz. Phase scatter plot enabled after 0.02 second.
This experiment is one of the most complete of this chapter in what concerns the
similarity with a real communication system. It aims at providing a means for the
analysis of the behavior of the carrier phase and the symbol-timing recovery tasks
when both are inserted into a complete communication system operating over a very
harmful fading channel.
Random data bits at 1 kbit/second feed a BPSK modulator with carrier frequency
f c = 5 kHz. Differential encoding before modulation and differential decoding after
bit decisions can be enabled or disabled via the “random data bits” block properties.
The modulated signal goes through a flat fading channel whose model was discussed
in detail in Chap. 3, Sect. 3.6.1. In this model, the multiplicative complex Gaussian
process affects the signal before noise addition. This results in a magnitude fading
and in a phase rotation whose distributions are governed by the Rice factor. When
this factor is 0 dB the magnitude of the fading process varies according to a Rayleigh
distribution and the phase follows a uniform distribution in (0, 2π ]. When the Rice
factor is greater than 0 dB, a Rice fading occurs. The specific distribution of the
magnitude and phase of a Ricean fading will depend on the specific value of the
Rice factor. The main point here is that a Ricean fading causes smaller magnitude
and phase fluctuations as compared to a Rayleigh fading. The rate of the fading variations can also be modified in this simulation according to the value of the Doppler
spread. A larger Doppler spread is associated to a channel with faster magnitude
and phase variations. In what concerns noise addition, the value of E b /N0 can be
also configured in the fading channel dialog box. The received signal enters a carrier recovery block implemented via a Costas loop. The carrier phase is subtracted
from the VCO phase (from the Costas loop) and the result is plotted with the phase
rotation produced by the channel. This allows for the visualization of the tracking
capabilities of the carrier recovery block. After down-conversion and phase correction, the resultant baseband signal is applied to a symbol-timing recovery block
implemented via an early-late gate synchronizer. Inside the symbol-timing recovery
block it is possible to see the mean square values of the early and late samples and it
is also possible to compare the recovered symbol timing with a reference clock. The
complex integrate and dump, commanded by the recovered symbol timing, produces
the decision variable whose values are displayed in a phase scatter plot. This plot is
enabled after the time configured in the block “enable plot after specified time”. In
this plot we shall be able to see the combined effect of noise and magnitude fading in
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the decision variable. We shall also be able to confirm that the carrier recovery and
symbol-timing recovery blocks are operating properly. Finally, after bit decisions
and (perhaps) differential decoding, a BER estimation is performed and the result
is displayed. The error counting starts after 100 received bits, which corresponds to
enough time for the convergence of the carrier and symbol-timing recovery.
Run the simulation using its default settings, while observing the phase tracking
evolution. Note that the carrier recovery block is being able to follow the phase
variations produced by the channel, though some variance around the ideal phase
path can be observed as a consequence of the noise. If noise is disabled, note that
the phase tracking becomes almost perfect.
From the scatter plot you can see that fading is causing some sort of “compression/expansion” effect in the signal constellation. Nevertheless, this effect is still
not enough for causing decision errors in most of the time. We would also see a
constellation rotation if the carrier recovery task were not operating properly.
Keep the noise disabled and change the Rice factor to 0 dB. Run the simulation
until you observe that phase tracking seems to be working, but with ±180 degrees
out of phase in some intervals, when phase ambiguities are happening. Note that
the BER increases abruptly in these situations, affecting the average result after the
end of the simulation. If differential encoding/decoding is enabled we know that the
problem of phase ambiguity is solved. However, we can still find some bit errors
occurring as a result of anomalous conditions mainly during the transitions to and
from phase ambiguity states.
Set back the Rice factor to 5 dB, still keeping noise disabled. Change the Doppler
spread to 10 Hz and run the simulation. Observe that the fading variation has become
faster and, as a consequence, the phase tracking capability of the carrier recovery
block has been reduced. This illustrates to us how difficult is, in practice, to design
fast enough phase tracking loops when the channel phase varies rapidly. Fast moving
terminals in a mobile communication system can bring forth these fast variations,
forcing the reduction of the transmission rate to compensate for the reduced performance of the carrier and symbol-timing synchronizers.
Now let us have a look inside the symbol-timing recovery block. What we first
note is that the early-late synchronizer was implemented slightly different from
Fig. 6.95. By delaying the VCC output T /4 and 3T /4, correlations 2T /4 seconds
apart are performed, which is equivalent to δ = T /4. The VCC timing then seeks
for a time instant in which the mean square value of these correlations are the same.
When this occurs, the VCC output is aligned to the beginnings of symbols. Using
the default simulation settings, analyze the mean square values of the early and late
samples in the early-late synchronizer. Observe that they start with different values
and that, after some time, they merge together, meaning that the correct symbol
timing has been achieved. This situation can also be verified through the time plot
which shows the VCC output and a reference clock. Magnify the initial instants of
the plot and see that they are out of synchronism. Then magnify the final part of the
plot and note that they are time aligned.
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A final comment is in order in what concerns the optimality of the carrier phase
and symbol-timing recovery blocks implemented in this simulation. Their design
was not optimized to achieve the best possible performance. Instead, they were just
put into an operating point sufficient for the purposes of the experiment.
Explore inside individual blocks. Try to understand how they were implemented.
This experiment is particularly rich in terms of possibilities of the configuration
parameters. Then, you can create and investigate lots of situations and draw your
conclusions in light of the theory.

6.9 Performance of Digital Modulations over Fading Channels
It is somewhat difficult to find in the literature a unified analysis of digital communications over fading channels, presented in a single volume. To the best knowledge
of the author, not forgetting the contributions of many other researchers and authors
so far, one of the most complete references in the subject is the recent book by M. K.
Simon and M.-S. Alouini [76], now in its second edition. Chap. 10 of the book by
F. Xiong [86] is also a good and condensed reference on the performance of digital
modulations over fading channels.
In this section, guided by some of the results presented in [76] and [86], our
aim is to provide a set of expressions for performance evaluation of several digital
modulations over fading channels, considering that:
1. The fading is flat and approximately constant during at least one symbol interval
for coherent and non-coherent detection, with symbol-by-symbol observation.
For differentially coherent detection, fading is assumed to be approximately constant during at least two consecutive symbol intervals. In all cases we say that
the fading is slow.
2. The distribution of the fading amplitudes follows a Rayleigh density function
and the distribution of the phase follows a uniform distribution in (0, 2π ].
3. There is no countermeasure at the transmitter or the receiver for performance
improvement beyond that provided by maximum likelihood receivers with symbolby-symbol detection.
4. Carrier and symbol-timing recovery is considered perfect in the case of coherent
detection.
5. Only symbol-timing recovery is considered perfect in the case of non-coherent
detection.

6.9.1 Optimum Receiver Structures for Fading Channels
For single-channel reception, i.e. for receivers with a single input to be processed,
there are two situations in what concerns the optimum coherent receiver structures
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for fading channels, considering perfect knowledge of the fading amplitude, phase
and channel delay [76, pp. 191–195]:
• For constant envelope signal sets5 (for example, M-FSK and M-PSK), the decision metric is identical to that derived for the pure AWGN channel, which means
that knowledge of the fading amplitude does not provide any chance for performance improvement. Then, optimum receivers for a pure AWGN channel are
also optimum for the fading environment.
• For non-constant envelope signal sets (for example, M-QAM), the optimum
receiver needs to know the channel fading amplitude to achieve improved performance. The information about the fading amplitude can be obtained, for example,
from the feedback path of automatic gain control (AGC) loops.
In non-coherent and differentially coherent detection the receiver knows the
channel delay, but does not know the fading amplitude and phase. Optimum receivers
for these cases are derived in [76, pp. 199–217].
Optimum single-channel receivers for fading channels in the cases above mentioned are very similar, and sometimes identical, to optimum single-channel receivers
for the pure AWGN channel. Although some performance improvement can be
gained from the knowledge of the fading amplitude and phase, optimum receivers
for pure AWGN perform quite well in a fading environment. For this reason, from
this point on we shall consider optimum receivers for the AWGN channel applied
to the fading channel. As a result, we shall have suboptimal structures for the fading
channel in some instances.

6.9.2 The Effect of Fading on the Error Probability
Consider the multiplicative fading channel model presented in Chap. 3, Sect. 3.6.1
and represented by Fig. 3.22. Assume that a binary PSK system is intended to operate over such channel, considering that a perfect phase tracking is performed by
the receiver (i.e., the channel-induced phase rotation θ (t) is completely removed
by the receiver). Let us define γb = α 2 E b /N0 as the instantaneous SNR per bit,
where α is the Rayleigh-distributed fading magnitude (for notational simplicity we
have dropped the time dependence in α as shown in Fig. 3.22). Assuming that the
fading is approximately constant over the symbol interval, the instantaneous symbol
error probability for the BPSK modulation, conditioned on the value of γb , can be
determined according to
Pe (γb ) =

1
√
erfc γb .
2

(6.195)

5 Here the term “constant envelope signal set” is associated to the signal constellation, which
means that we are referring to signal-vectors that are equidistant from the center of the Euclidian
space. From this point of view, even filtered M-PSK signals have a constant envelope signal set.
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The average symbol error probability is determined by averaging (6.195) over all
possible values of γb , that is,


∞

Pe =

Pe (γb ) f (γb )dγb ,

(6.196)

0

where f (γb ) is the probability density function of γb . The solution of equations like
(6.196) corresponds to the main difficulty in finding closed-form expressions for the
symbol or the bit error probability of digital modulations over fading channels. We
go on with the analysis of the BPSK modulation, which is one of the simplest cases.
The sequence of calculations that will be performed here can not be applied directly
in many cases, which forces the adoption of different alternatives and sophisticated
mathematical tools, like those presented in [76].
From Chap. 1, Example 1.5, if α is Rayleigh-distributed, α 2 and γb will have a
Chi-square distribution with two degrees of freedom, that is,
f (γb ) =

% γ &
1
b
, γb ≥ 0,
exp −
Γ
Γ

(6.197)

where Γ = E[γb ] = E[α 2 ]E b /N0 is the average SNR per bit and where E[α 2 ] is
the mean square value of the Rayleigh fading amplitude. Then, to find the average
symbol error probability we have to solve:
1
Pe =
2Γ



∞

erfc
0

√

% γ &
b
dγb .
γb exp −
Γ

(6.198)

From the table of integrals in [27, p. 646] we have

0

∞

[1 − erf (βx)] exp −μx

2

(
'
1
β
xd x =
.
1− 
2μ
μ + β2

(6.199)

Rewriting (6.198) in the form of (6.199), also changing the variable γb → x 2 , we
shall recognize that μ = 1/Γ and β = 1. Then, the average symbol error probability
for a BPSK modulation over a flat and slow Rayleigh fading channel is given by
'
(

  Eb
Γ
1
Pe =
.
1−
, Γ = E α2
2
1+Γ
N0

(6.200)

Figure 6.96 illustrates the effect of the fading on the performance of a BPSK
modulation as compared to the performance over the pure AWGN channel. Note that
the degradation can be larger than 35 dB for Pe < 10−5 . In practice, to reduce this
performance gap, techniques like diversity and channel coding are largely adopted.
Diversity will be covered in Chap. 7, in the context of spread-spectrum and multicarrier transmission. Channel coding will be considered in Chap. 8.
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Fig. 6.96 Performance of BPSK over the AWGN and flat Rayleigh fading channels

6.9.3 Performance of Digital Modulations over Fading Channels
As we have seen in the previous subsection, the derivation of the performance of the
BPSK modulation over the flat and slow Rayleigh fading channel is quite simple.
Nevertheless, this is not true for all modulations and fading statistics, where intricate
problems arise and can be solved only with the use of sophisticated mathematical tools.
In this subsection we give the final expressions for the computation of the symbol
error probability of some digital modulations over a flat and slow Rayleigh fading
channel. We shall not go into details on the derivation of such expressions. A deep
mathematical treatment can be found in [76], from where the results presented here
were extracted. Nakagami-m and Rice fading are also considered in [76], and the
average bit error probability is also derived in some cases.
6.9.3.1 Performance of Coherent M-ASK
The average symbol error probability of M-ary ASK (or M-AM) modulations with
coherent detection over a flat and slow Rayleigh fading channel is given by

Pe =



⎛

M −1 ⎝
1−
M

⎞

*

3Γs
⎠,
M 2 − 1 + 3Γ s

(6.201)

where Γs is the average symbol energy, which relates with α, Γ and E b /N0 via
  Eb
Γs = Γ log2 M = E α 2
log2 M.
N0

(6.202)
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Note that (6.201) reduces to (6.200) for the binary case, since before modulation,
the M-ASK baseband signal has equally-likely amplitudes which are symmetric
about zero. Then, after carrier modulation a 2-AM signal is equivalent to a BPSK
signal.

6.9.3.2 Performance of Coherent Square M-QAM
The average symbol error probability of square M-ary QAM modulations with
coherent detection over a flat and slow Rayleigh fading channel is given by
*
(
('
M −1
1.5Γs
Pe = 2
1−
√
M − 1 + 1.5Γs
M
*
*
'√
'
(
(2 
4
M −1
1.5Γs
M
−
1
+
1.5Γ
s
−
tan−1
1−
,
√
M − 1 + 1.5Γs π
1.5Γs
M
(6.203)
'√

where Γs is the average symbol energy, as determined via (6.202).
6.9.3.3 Performance of Coherent M-PSK
For the case of M-ary PSK modulations with coherent detection, the average symbol
error probability over the flat and slow Rayleigh fading channel is given by
5
⎧
6


6 sin2 π Γs 
M −1 ⎨
M
M
Pe =
1−7
π
⎩
M
Γs M π − π
1 + sin2 M
⎞⎤⎫
⎡
⎛5
6
2 π
&
%
6
Γ
sin
π
π ⎠⎦⎬
s
M
,
× ⎣ + tan−1 ⎝7
cot
2
π
⎭
2
M
1 + sin M Γs


(6.204)

where Γs is the average symbol energy, determined via (6.202). For M = 2, expression (6.204) reduces to (6.200), as expected, which applies to coherent BPSK and
coherent MSK. By letting M = 4 in (6.204) we can compute the average symbol
error probability not only for QPSK, but also for the offset QPSK (OQPSK) or staggered QPSK (SQPSK) modulations over the flat and slow Rayleigh fading channel.
6.9.3.4 Performance of Coherently Detected DEQPSK and π/4-DQPSK
Coherent detection of π /4DQPSK or DEQPSK produces identical performances
over the pure AWGN channel. This also holds for the fading channel. The average

6.9

Performance of Digital Modulations over Fading Channels

575

symbol error probability of these modulations over the flat and slow Rayleigh fading
channel is given by
Pe = 4I1 − 8I2 + 4I3 + 4I4 ,

(6.205)

where:
I1

I2
I3

I4

*
'
(
Γs /2
1
=
1−
,
2
1 + Γs /2
*
*

'
(
4
Γs /2
1 + Γs /2
1
−1
=
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tan
,
4
1 + Γs /2 π
Γs /2
(


 π/6 '
sin2 θ
1
−1 3 cos 2θ − 1
−
1
dθ and
cos
= 2
π 0
2 cos3 2θ
sin2 θ + Γs /2
%
&
(


 sin−1 1/√3 '
sin2 θ
1
−1 3 cos 2θ − 1
π
−
cos
−
1
dθ,
= 2
π 0
2 cos3 2θ
sin2 θ + Γs /2
(6.206)

and where Γs is the average symbol energy, given by (6.202).
6.9.3.5 Performance of Coherent M-FSK
It seems that no closed form expression having a low computational complexity exists for calculating the average symbol error probability of general coherent M-ary orthogonal FSK modulations over fading channels. Below we present
a computationally intensive expression that can be evaluated numerically, valid for
M-FSK over a flat and slow Rayleigh fading channel:

 M−1 :

 ∞
y
1
1
Pe = √
1 − 1 − erfc √
2
2π −∞
2


 ∞
%
&

2
1
f (γb ) dγb dy,
y − 2γb
exp −
×
2
0

(6.207)

where γb = α 2 E b /N0 is the instantaneous signal-to-noise ratio per bit and f (γb )
is given by (6.197). In fact, (6.208) can be applied to fading statistics other than
Rayleigh, as long as f (γb ) is defined correspondingly.
An exact and simple expression exists for the special case of coherent BFSK
modulation over a flat and slow Rayleigh fading channel:
*
'
(
Γ/2
1
Pe =
1−
,
2
1 + Γ/2

(6.208)
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where Γ = E[γb ] = E[α 2 ]E b /N0 is the average SNR per bit and where E[α 2 ] is
the mean square value of the Rayleigh fading amplitude. The result obtained from
(6.208) is 3 dB worse than that produced by the coherent BPSK modulation, which
is the same difference between BFSK and BPSK over the pure AWGN channel.
6.9.3.6 Performance of Non-coherent M-FSK
The average symbol error probability of non-coherent detected M-ary orthogonal
FSK modulations over a flat and slow Rayleigh fading channel is given by
Pe =

M−1



(−1)m+1

m=1


1
M −1
,
m
1 + m(1 + Γs )

(6.209)

where Γs is the average symbol energy, given by (6.202). For the binary case (6.209)
specializes to
Pe =

1
,
2+Γ

(6.210)

where Γ = E[γb ] = E[α 2 ]E b /N0 is the average SNR per bit and where E[α 2 ] is
the mean square value of the Rayleigh fading amplitude.
6.9.3.7 Performance of Differentially Coherent M-DPSK
The average symbol error probability of differentially detected M-ary PSK modulations with two-symbol observations over a flat and slow Rayleigh fading channel
is given by
π
sin M
Pe =
2π



π/2

−π/2

1 − cos

π
M

cos θ



1
1 + Γs 1 − cos

π
M

cos θ

 dθ,

(6.211)

where Γs is the average symbol energy given by (6.202). From the equivalence
between the performance of π /4-DQPSK and M-DQPSK modulations over the
AWGN channels, expression (6.211) with M = 4 can also be used to compute
the average symbol error probability for a differentially detected π /4-DQPSK modulation over a flat and slow Rayleigh fading channel.

6.10 Summary and Further Reading
In this chapter we analyzed several digital modulation schemes, their generation and
detection, their performance over the AWGN channel and their spectral characteristics. Coherently detected and non-coherently detected modulations were considered.
The chapter ended with the study of the main concepts on carrier and symbol-timing

6.10

Summary and Further Reading

577

recovery and on the performance of some digital modulations over a flat and slow
Rayleigh fading channel.
Although we have cited a large number of references throughout the chapter, in
what follows we complement the list with some recommended readings in selected
topics:
• In what concerns recent investigations about symbol and bit error rate for
M-QAM modulations, in [85] it is proposed a generalized, though relatively
complex expression for the bit error probability of hierarchical6 M-ary PAM
modulations. The resultant expression was also used to derive the exact bit error
probability for square or rectangular constellations of hierarchical M-QAM modulations. In [37], D. B. Keogh presents further results that complement those considered by J. W. Craig in [15]. Specifically, Keogh shown how to apply Craig’s
method by determining the exact symbol error probability for a 32-QAM cross
constellation.
• Signal constellation design is considered, for example, in the paper by G. D.
Forney Jr. and L. F. Wei [23] and in the Ph.D. thesis by H. K. Kwok [40].
• In Chap. 4 of the book by K. Feher [22] we can find block diagrams and analysis
of several modulation and demodulation techniques from a practical viewpoint.
• Several structures of optimum receivers for coherent and non-coherent detected
modulations over an AWGN channel can be found in Chap. 3 of the book by M.
K. Simon and M.-S. Alouini [76]. In what concern structures for fading channels,
we recommend Chap. 7 of that book. The performance of such structures over
AWGN and fading channels is covered in Chap. 8.
• Optimum and suboptimum structures for differentially detecting a binary DBPSK
signal is considered in the paper by J. H. Park, Jr. [58].
• Generic expressions for error probability analysis are presented in [61]. These
generic expressions specialize to M-PSK, CPFSK, M-DPSK and digital FM.
• Constant envelope modulations are considered in detail by M. Simon in [75,
Chap. 2].
• The design of optimal receivers for nonlinear modulations like CPM is by far
more complicated than for linear modulations, since the memory of the modulation and (probably) the channel must be explored correctly. In [48, pp. 433–439]
the concepts behind the so called Laurent’s expansion [42, 50] is discussed and
exemplified. This technique promises to be an attractive approach for reducing
the complexity of the receiver design by applying techniques typically used in
linear modulation receivers to nonlinear modulations. In [75, pp. 68–77] the Laurent’s expansion is discussed in the context of the GMSK modulation.
• In what concerns synchronization, an interesting reading is the tutorial by L. E.
Franks [24] on carrier and bit synchronization. In fact, the entire IEEE Transactions on Communications of August 1980 is dedicated to synchronization topics. A more recent tutorial on the several levels of synchronization in digital

6 Hierarchical modulations are used, for example, in some terrestrial TV broadcast systems, like
the European DVB (Digital Video Broadcasting) [18].

578

•
•

•

•

•

•

6 Passband Digital Transmission

communication systems is [46]. Chapter 1 of the book by J. B. Anderson [1]
deals with synchronization using an implementation approach in terms of building blocks.
Throughout the book by F. Xiong [86], specific synchronization techniques for
each modulation considered in the text are presented just after the modulation is
discussed.
The book by U. Mengali and A. N. D’Andrea [49] is dedicated exclusively to
frequency, phase and timing synchronization. The authors adopt a “digital synchronization” approach, in which the parameters of interest are estimated via
discrete-time processing. This approach is particularly useful when we think
of DSP implementation of synchronization tasks. The book by H. Meyr, M.
Moeneclaey and S. A. Fechtel [51] is another excellent reference in which a
digital approach is adopted for synchronization tasks.
The classical approach on carrier and symbol-timing recovery can be found in
Chap. 4 of the book by J. B. Anderson [1], in Chaps. 15, 16 and 17 of the book
by E. A. Lee and D. G. Messerschmitt [43] and in Chap. 6 of the book by J. G.
Proakis [66]. An algorithmic approach to symbol-timing recovery can be found in
the Ph.D. thesis by L. P. Sabel [70]. Examples of applications of the algorithmic
approach to carrier and symbol synchronization can be found in the book by S.
Haykin [32, pp. 448–458].
We analyzed the performance of quadrature modulations assuming that in-phase
and quadrature signals were balanced, i.e. they have no difference in scaling and
the quadrature carriers were considered to be exactly at 90◦ apart. The subject
can be found, for example, throughout the books by P. B. Kenington [36] and
A. Pärssinen [59]. I&Q imbalance does influence system performance and the
literature is rich of methods for compensating it. See for example the paper by
M. Valkama and others [83].
Some symptoms of malfunctioning in a digital communication system can be
visualized in a signal constellation and can be associated to well-known impairments such as receiver out of sync, power overdrive, presence of interference,
I&Q imbalance, etc. For a discussion on this theme, see the Application note
AN355A from Hewlett-Packard [33] and the book by Feher, K. [21,
pp. 222–228].
In [29], an interesting comparison between MSK and O-QPSK modulation is
made in terms of spectral characteristics and performance on band-limited, nonlinear channels.

6.11 Additional Problems
Several simulation-oriented problems were already proposed in the body of the simulation work plans throughout the chapter. Most of the following additional propositions are also based on simulation or are research-oriented, requiring some sort of
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additional reading. A number of exercises involving conventional calculations can
be found in the references cited throughout the chapter.
1. Using a mathematical software package, implement a routine for computing the
union bound on the average symbol error probability for any two-dimensional
constellation geometry, in a way that you can configure the Euclidian distance
beyond which the symbol errors are disregarded. After that, apply you routine
to the computation of the bound on the symbol error probability of a 16-QAM
modulation in the situations: a) considering that, given a transmitted symbol,
an error event can be made in favor of any other symbol in the constellation;
b) considering errors for the nearest neighbors and the second nearest neighbor
symbols; and c) considering error events only for the nearest neighbors. Compare
and comment your results with the exact symbol error probability for a 16-QAM
using a Pe versus E b /N0 plot.
2. Do a research with the help of a colleague and determine under which criterion
the impulse response given in (6.153) was derived. After that, try to define modifications in the parallel MSK-type receiver in Fig. 6.78 in a way that it can be
configured to demodulate FSK signals with different modulation indexes.
3. Demonstrate the validity of the restrictions given in (6.155) so that two cosine
functions with different frequencies f 1 and f 2 are non-coherently orthogonal in
the signaling interval T .
4. Determine the minimum frequency spacing between two complex exponentials
so that they are coherently orthogonal in the interval T .
5. Do a research about the PLL theory so that you can explain why stable and
unstable lock points can appear.
6. Do a research about the PLL theory so that you can prepare a dissertation of
about 4 pages, discussing the influence of the loop bandwidth and the damping
factor on the performance of a PLL-based phase tracking system.
7. One of the methods for combating phase ambiguity in digital communication
systems consists of transmitting a known preamble along with information data.
Do a research and explain in details how this method works.
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Chapter 7

Wideband Transmission Techniques

This chapter is focused on wideband transmission techniques. We are considering
as wideband those techniques that typically, but not necessarily, produce signals
occupying large bandwidths. The term wideband was used here with no mandatory
connection with high bit-rate transmission systems, though usually these systems
indeed produce high bandwidth signals. Three wideband techniques are covered in
this chapter: spread-spectrum (SS), multi-carrier (MC) and ultra wideband (UWB).
Only basic concepts are presented, but several references are cited throughout the
text to help the reader to find additional information.

7.1 Spread-Spectrum Transmission
Spread-spectrum technology is being used in a variety of applications. Among them
we can mention: the global positioning system (GPS), CDMA [68, pp. 347–369] and
WCDMA [50, 48] systems, wireless phones, radiofrequency identification (RFID)
systems and wireless networks like WiFi and Bluetooth. Moreover, the spreadspectrum technology will be the base for several future wireless communication
systems.

7.1.1 Definition
We start this section defining a spread-spectrum signal. Although we might be
able to already understand this quite simple definition, its complete meaning will
be unveiled as we enter into the details about the generation and detection of a
spread-spectrum signal. We can then define:
A spread-spectrum (SS) signal is a signal that occupies a bandwidth much larger
than necessary. Furthermore, to some extent, the occupied bandwidth is independent
of the bandwidth of the input data.
Interpreting this definition, for now it suffices to understand that the bandwidth of a spread-spectrum signal is not determined by the data rate. Furthermore,
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since the occupied bandwidth is much larger than necessary, we can conclude
that the combination of the data rate and the adopted modulation does not determine the frequency band occupied by a spread-spectrum signal, a situation that
contrasts to what we have learned about all modulations considered throughout
Chap. 6.
In a first analysis, it seems to us that a spread-spectrum system brings no advantage, since it contradicts some of our beliefs in what concerns the spectral efficiency
of a signal. However, as we shall see in this section, a spread-spectrum signal has
very interesting attributes coming from its implementation technique and also from
its large occupied bandwidth.

7.1.2 A Brief History About the Spread-Spectrum
A conclusive time line showing the conception and precise evolution of the spreadspectrum technique is not available. This is mainly because of classified projects
and initiatives produced during World War II as part of anti-jamming, voice communication cryptography, command and control efforts. Another reason is that the
concepts about spectrum spreading seem to be born not as a complete system as
we know today, but in parts implemented in different systems. One of the most
complete historical references about spread-spectrum communications is Chap. 2 of
the classical book by M. K. Simon, J. K. Omura, R. A. Scholtz and B. K. Levitt
[86], on which the comments that follow were based.
Concepts related to the spread-spectrum technology can be found in several systems invented before the 1940s. Nevertheless, by the middle of 1941, an application
for a patent was filed in the USA by Hedy K. Markey and George Antheil. The
patent corresponded to one of the SS techniques called frequency-hopping spreadspectrum (FH-SS), explicitly conceived for anti-jamming communications. In this
technique, the carrier frequency jumps according to a pseudo-random code. The
receiver can recover the information only if it knows the hopping pattern and is
synchronized to it. Curiously, the inventor of the first FH-SS technique was Hedwig
Eva Maria Kiesler, an Austrian actress recent arrived at the United States of America
on a contract with Metro-Goldwyn-Mayer. While in the US, she adopted the stage
name Hedy Lamarr.
During World War II, several anti-jamming systems were conceived using some
of the concepts of the spread-spectrum technique, but none of them was characterized as a genuine SS system.
FH-SS was not used operationally for anti-jamming until an exercise by the
US Navy in 1963. Another SS technique called direct-sequence spread-spectrum
(DS-SS) date back to the early 1950s, indicating to us that World War II really
motivated the appearance of the spread-spectrum technique, but also indicating that
some related ideas came first and that complete SS systems were developed only
after the war has ended.
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7.1.3 Direct-Sequence Spread-Spectrum
To understand the attributes of a spread-spectrum signal that will be presented in
the next subsection, it can be of value to anticipate the basic concepts about the
direct-sequence spread spectrum (DS-SS) technique, which is one of the ways of
generating a spread-spectrum signal. We shall also apply these concepts to introduce some terms that will be extensively used throughout this section. The DS-SS
technique will be revisited later on in this section to allow for the exploration of
other spread-spectrum parameters.
Figure 7.1 shows a block diagram of a DS-SS transmitter, along with some illustrative waveforms. A binary “0” is converted to “−1” and a binary “1” assumes
level “+1”. The resultant waveform is multiplied by a pseudo-random spreading
sequence whose rate Rc = 1/Tc is much larger than the input data rate Rb = 1/Tb .
A bit of the spreading sequence is called chip, so Tc is the chip duration and
Rc = 1/Tc is called the chip rate. Observe in Fig. 7.1 that the spreading sequence
has a random-like pattern during his length N = 7 and that this pattern repeats at a
rate 1/N Tc . Then, the spreading sequence is random-like, but periodic with period
N Tc . The direct multiplication between the bipolar NRZ data and the bipolar NRZ
spreading sequence generates another sequence whose rate is governed by the rate
of the spreading sequence, as long as Tb >> Tc . Note that this is in agreement with
part of the definition of a spread-spectrum signal given before.

Fig. 7.1 Block diagram of a DS-SS transmitter using BPSK modulation

After BPSK modulation, the power spectral density of the signal will have a
main lobe with nulls 1/Tc apart from the carrier frequency. If we had applied the
NRZ data direct to the BPSK modulator, without spreading, we would have had a
necessary occupied bandwidth of 2/Tb . However, due to the spreading operation,
the bandwidth1 2/Tc becomes much larger than the necessary, which is also in
agreement with the SS signal definition.

1

Unless otherwise mentioned, we shall consider 2/Tc as the bandwidth of a DS-SS signal. This
bandwidth corresponds to the width of the main lobe of the DS-SS signal PSD.
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7.1.4 Attributes of a Spread-Spectrum Signal
After the presentation of the DS-SS technique, the study of the main attractive
attributes of a spread-spectrum signal will (hopefully) become more interesting
and easy. In what follows we describe the attributes: low power spectral density,
low probability of interception, robustness against interference, channel sounding
capability, multiple access capability and robustness against multipath propagation.
7.1.4.1 Low Power Spectral Density
Since the average power of a signal is the area under its PSD curve, we can maintain
a desired power level and reduce the peak of the PSD by increasing the spectrum
spreading. A low PSD is desired in several situations, for example to reduce interference in narrowband systems operating in some portion of the spread-spectrum
bandwidth. The low level of interference produced by a spread-spectrum signal is
widely explored by systems operating on unlicensed bands, like the industrial, scientific and medical (ISM) bands. The low PSD of a SS signal can also be explored as a
means for low probability of interception (LPI), as discussed in the next subsection.
7.1.4.2 Low Probability of Interception
The low probability of interception of a DS-SS signal can be achieved by the low
PSD or by the characteristics of the spreading sequence. The ratio Tb /Tc can be
made high enough to hide the PSD of a spread-spectrum signal below the noise
floor at the input of an unintentional receiver. As an illustrative statement, the SS
signal will be virtually invisible if one tries to observe it in the scope of a spectrum
analyzer. Then, we can conclude that it might be difficult to intercept a signal that
can not be even found in the spectral range of interest.
For the understanding of the LPI due to the spreading sequence, let us recall some
concepts from Chaps. 4 and 5. We have seen that, in what concerns the optimum
matched filter or correlation receiver, is the ratio between the symbol energy and the
noise power spectral density that governs system performance. The designer is free
to choose the pulse shape according to other system specifications or needs. Back
to Fig. 7.1, we can interpret the signal at the input of the modulator as a sequence of
bipolar pulses whose shape g(t) corresponds to the waveform within one period of
the spreading sequence. When a binary “1” is generated, a pulse +g(t) is transmitted
and when a “0” is generated, a pulse −g(t) is transmitted. As a consequence of this
interpretation, we can easily construct the receiver for a DS-SS signal based on the
receiver structure for an antipodal signaling: we just have to correlate the received
signal (after down-conversion) with replicas of g(t) in successive intervals of Tb .
The correlator output is then sampled to form the decision variable. The block diagram of such receiver is shown in Fig. 7.2, where the low-pass filter is responsible
for attenuating undesired spectral components generated by the down-conversion,
delivering a “clean” base-band spread-spectrum signal to be processed by the
subsequent blocks. In practice this filter can be avoided due to the implicit filtering
action of the “integrate and dump”.
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Fig. 7.2 Block diagram of a DS-SS receiver for BPSK modulation

From Fig. 7.2 we can conclude that to recover the information, the receiver must
know the spreading sequence used by the transmitter and must be synchronized
to it. Suppose that a sequence of length N = 31 (with is a short length in real
applications) is being used. Assuming that an unintentional receiver has knowledge
only about the sequence length and timing, it has 1 chance in 231 to discover which
sequence is in use so that it can intercept the communication. This also gives to a
spread-spectrum signal the LPI characteristic. It is worth mentioning, however, that
the chance of 1 in 231 can be increased if the designer of the unintentional receiver
has some knowledge about the theory of spread spectrum in general and a deep
knowledge about the theory of spreading sequences in particular.
7.1.4.3 Robustness Against Interference
Consider the scenario depicted by Fig. 7.3, where a BPSK DS-SS transmitter is
sending information to the intended DS-SS receiver, operating at the center frequency f c . Another transmitter is trying to jam the communication by continuously
transmitting a random-modulated carrier with frequency f c . This kind of interferer
is called random jammer [86, p. 416]. Assuming that the AWG noise is negligible
compared with the interference, the received signal can be written as
√
r (t) = d(t)c(t) 2P cos(2π f c t) + J (t) cos(2π f c t + θ ),

(7.1)

where d(t) is the bipolar NRZ data, c(t) is the bipolar NRZ spreading-sequence,
P is the average DS-SS power at the receiver input, J (t) is the baseband jamming
random waveform and θ is an initial random carrier phase. After coherent demodulation and filtering (see Fig. 7.2), the baseband signal at the input of the despreading
operation is given by
rb (t) =

1√
1
2Pd(t)c(t) + J (t) cos θ,
2
2

(7.2)
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from where we notice that the jamming effect will be maximized if its carrier is
in phase coherence with the DS-SS carrier, i.e. θ = 0. To simplify the analysis
we assume θ = 0 from this point on in this subsection. Then, after despreading,
recalling that c2 (t) = 1, we obtain
rd (t) =

1√
1
2Pd(t) + J (t)c(t),
2
2

(7.3)

where we see that the baseband jamming waveform is being multiplied by the
spreading sequence. Since these waveforms are independent from one another, we
can write their autocorrelation function as
Rcj (τ ) = E[J (t)c(t)J (t + τ )c(t + τ )]
= E[J (t)J (t + τ )c(t)c(t + τ )]
= E[J (t)J (t + τ )]E[c(t)c(t + τ )]
= R j (τ )Rc (τ ).

(7.4)

From (7.4) we can see that the power spectral density of the product J (t)c(t),
which is the Fourier transform of Rcj (τ ), is given by the convolution between the
power spectral densities of the jammer and the spreading sequence. One possible
result is illustrated in Fig. 7.3, where we can see that the effect of the despreading
processing at the DS-SS receiver has caused a reduction in the spectral density of
the interference within the data bandwidth. This illustrates how a spread-spectrum
system can be robust against interferences that are independent of the spreading
sequence. This attribute is usually explored by the so-called anti-jamming communication systems.

Fig. 7.3 DS-SS communication scenario with random jammer

The situation is not so favorable in cases where the jammer transmits in a discontinuous fashion, configuring the so-called pulse jammer. This jammer can cause
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severe degradations to a spread-spectrum communication system [86, p. 418]. Fortunately, pulse jammers can be combated by the use of efficient channel coding, a
topic covered in Chap. 8, and diversity, a technique that will be discussed later on in
this chapter.

Simulation 7.1 – DS-SS Signal Under Jamming
File – CD drive:\Simulations\Wideband\SS jam.vsm
Default simulation settings: Frequency = 120 Hz. End = 500
seconds. DS-SS transmitter ON. Jammer state: random jammer.
AWGN channel noise disabled. E b /N0 = 6 dB. Gain applied to the
jammer transmitter set to the minimum (1).
This experiment aims at exploring some of the attributes of a direct-sequence
spread-spectrum signal. A DS-SS transmitter constructed according to Fig. 7.1
transmits data at 1/Tb = 1/1.55 ∼
= 0.645 bit/second using BPSK modulation
and a carrier with frequency f c = 30 Hz. The bipolar NRZ data is spread by a
spreading sequence of length N = 31 and rate 1/Tc = 20 chip/second. Adopting
these parameters we have Tb = N Tc . The average signal power over a 1 ohm load
is P = 0.5 W and the transmitter can be switched on or off. It is also possible to see
the power spectrum density over a 1 ohm load and the time plot of some signals
inside the transmitter. A jammer generates an interference signal which can be added
to the DS-SS signal. You can select between an unmodulated carrier jammer (CW
jammer) and a random jammer that modulates a carrier with a narrowband Gaussian noise. The average output power of the jammer, J , can be varied via a slider.
The value of J is estimated and displayed. The jammer transmitter can also be
switched off. After the DS-SS signal is added to the jamming signal, the result goes
through an AWGN channel whose value of E b /N0 can be configured. Noise addition
can also be enabled or disabled. The DS-SS receiver was constructed according
to Fig. 7.2, with the exception of the low-pass filter before down conversion. This
was done to show that the filtering effect can be accomplished by the “integrate
and dump”. Inside the receiver you can see some PSDs and time plots. A bit error
rate (BER) estimation is performed by comparing the estimated and transmitted
data bits. The number of bit errors and the total number of transmitted bits are also
shown for reference. The “PSD plot D” shows, simultaneously, the power spectral densities of the DS-SS signal, the jamming signal and the combined received
signal.
Run the simulation using its default configurations. Observe that, in spite of the
fact that the DS-SS power is equal to the jamming power, the BER is zero. This
shows to us that a spread-spectrum signal is indeed immune to interference. Verify
that a BER smaller than 3 × 10−3 is obtained for average jamming powers as high
as 2 watts, which is 4 times greater than the DS-SS power.
Back to the default settings, enable noise addition and run the simulation. The
BER is still low, but sometimes the system will experience bit errors. Open the
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“PSD plot D”. Surprisingly, you will notice that both the jamming and the DS-SS
signals are below the received noise PSD. You can see only a small elevation in
the PSD of the received signal around 30 Hz due to the presence of the jammer.
This shows to us one of the facets of the LPI capability of a spread-spectrum signal:
due to its low PSD, it can be literarily hidden below the noise floor. The other LPI
facet is due to the spreading sequence. Recall that a sequence of N = 31 is being
used, which means that an unintentional receiver should guess with a probability of
success of 1/(231 ), trying to find the correct spreading sequence that will allow him
to intercept the communication.
From the explanation about the DS-SS receiver structure we saw that a DS-SS
signal can be interpreted as an antipodal signaling. Then, we expect that the performance of a DS-SS system under AWG noise will be the same as the one achieved
by a BPSK modulation. To confirm this statement, start from the default settings
and then turn the jamming signal off, enable the noise addition and increase the
simulation end time to 30,000 seconds. Run the simulation and wait until around
50 bit errors occur for each of the values of E b /N0 available. Store the results and
compare them with the theoretical error rates of a BPSK modulation over the AWGN
channel. You will find a very close agreement. If you are able to delete all frequency
and time plots, the simulation will go faster.
Now we are able to analyze the plots inside the DS-SS transmitter and receiver.
Close without saving and reopen the simulation to restore the default settings. Double click over the “DS-SS transmitter” block and compare its construction with
Fig. 7.1. Run the simulation and observe the plots. “PSD plot A” shows the PSD
of the bipolar NRZ data. Note that its first null is occurring at 1/Tb ∼
= 0.645 Hz.
The “PSD plot B” shows the spectral density of the spreading sequence. Note that
this is the only PSD plot in W/Hz in 1 ohm load. The remaining are in dBm/Hz in
1 ohm. Observe that the PSD of the spreading sequence is discrete, since it is periodic. The spectral lines are spaced apart in 1/N Tc = 1/[31 × (1/20)] ∼
= 0.645 Hz.
Note also that sinc-squared-like envelope of the PSD has nulls at multiples of the
chip rate 1/Tc = 20 Hz. The “PSD plot C” shows the spectral density of the
DS-SS signal. Note that it is indeed the PSD of a BPSK signal with modulating
bipolar NRZ pulses at a rate of 1/Tc chip/s and f c = 30 Hz. The time plot inside
the transmitter shows the waveforms at points A, B and C. These waveforms can
be compared to the expected theoretical ones. In the case of the modulated signal, do not forget that the simulation frequency is only four times the carrier frequency. Then, the “triangular” shape of a waveform that should be sinusoidal is
justified.
Now let us turn our attention to the receiver. Double click over the “DS-SS
receiver” block and compare its construction with Fig. 7.2. Note that we do not
have the low-pass filter after the down-conversion, as explained before. The “PSD
plot E” shows the spectrum of the received signal and of the signal after despreading.
Observe that nearby f = 0 we have a somewhat pronounced portion of data spectrum that we are interested in. Turn the jammer off and observe again the “PSD plot
E”. Now the despread data spectrum can be easily visualized, mainly if you magnify
the portion nearby f = 0. The average power in the main lobe of this signal is
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displayed below the graph. You will find a value approximately equal to 0.22 watts.
Now turn off the DS-SS transmitter and turn on the random jammer signal. Back to
“PSD plot E”, observe the shape of the jamming PSD after despreading, which in
fact has caused a frequency spreading of the jamming signal. Note that the average
power of the jammer in the data bandwidth is around 0.015, which corresponds to a
signal-to-jamming power ratio of 0.22/0.015 ∼
= 14.7. By repeating this procedure
using the CW jammer instead, you will find a signal-to-jamming power ratio of
0.22/0.012 ∼
= 18.3. We see that a signal-to-jamming power ratio of 1 at the input of
the receiver has been increased more than 14 times at the input of the detector. Again
we are facing the interference rejection capability of a spread-spectrum signal.
Reset the experiment to its default settings and then disable the jammer. Run the
simulation while observing the time plot inside the DS-SS receiver, which shows the
waveform at the output of the correlator. Magnify it for a better view. As expected,
continuously increasing ramps in both the positive and negative directions appear as
a result of the integration of the product between the received signal in one bit interval after despreading, ±c2 (t) cos(2π f c t), and the local coherent carrier cos 2π f c t.
The peak value of these ramps will form the decision variable y. Without noise and
interference we shall have

y=
t

t+Tb



± cos(2π f c t) cos(2π f c t)dt

t+1.55

=±

1.55
= ±0.775.
cos (2π f c t)dt = ±
2

(7.5)

2

t

Note that this is indeed the peak of the waveform observed at the output of the
correlator. Adding noise, interference or both will change this waveform, as illustrated in Fig. 7.4 for an observation interval of 10 seconds.

Fig. 7.4 Sample waveforms at the output of the DS-SS correlator

Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.
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7.1.4.4 Channel Sounding Capability
From the definitions presented in Sect. 3.1, Chap. 3, channel sounding is the technique of obtaining, for example, the impulse response of a channel by processing a
known transmitted signal at the output of the channel. In the following example we
illustrate how a spread-spectrum signal can be used for such purpose. An example
of a real channel sounding process can be found in [23].
Example 7.1 – With the help of Sect. 1.14.2, Chap. 1, we can write the autocorrelation function of a random bipolar binary wave with pulses of unit amplitude and
duration Tc as
⎧
⎨1 − |τ | , |τ | < T
c
Tc
(7.6)
R X (τ ) =
⎩
0,
otherwise.
From Chap. 1 we also recall that the autocorrelation function of a periodic signal
can be computed by considering only one period as the observation interval. Then,
for a spreading sequence waveform c(t) we have
 NTc
1
c(t)c(t + τ )dt.
(7.7)
Rc (τ ) =
NTc 0
Assuming that the triangular-shaped autocorrelation function (7.6) is defined
only in the interval (−N Tc /2, N Tc /2] we can use it to form the periodic autocorrelation function of a hypothetical spreading sequence c(t) of length N , according to
∞


Rc (τ ) =

R X (τ − iNTc ).

(7.8)

i=−∞

Taking Fig. 7.5 as reference, assume that a baseband DS-SS signal is transmitted
through a low-pass multipath channel whose impulse response is given by
h(t) =

4


αl δ(t − τl ),

(7.9)

l=1

where {αl } = [1; 0.8; 0.7; 0.5] are the path gains and {τl } = [0; 3Tc ; 4Tc ; 11Tc ]
are the path delays. No phase rotation is being considered here. The baseband DS-SS
signal is supposed to be a bipolar NRZ spreading sequence of length N = 1, 023
and rate Rc = 200 chips/second. Then, Tc = 1/200 = 0.005 s. Nevertheless, since
in practice the channel is sounded at prescribed intervals, we assume that only one
of these soundings is carried out in this example. This single sounding corresponds
to the transmission of a single period of the spreading sequence, starting at t = 0,
preceded by the last 12 chips and appended by the first 12 chips of a period.
The received signal is correlated with 12 replicas of the transmitted sequence,
delayed 0.005 seconds apart. The output of the n-th correlator, n = 1, 2, . . . , 12 is
sampled at the end of the integration period, which corresponds to the time instants
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N Tc + (n − 1)Tc = 5.115 + (n − 1) × 0.005 second, and the results are stored
for subsequent processing. (If we had inserted an overall propagation delay Δ, the
sampling instants would have been Δ+5.115+(n −1)×0.005 second.) The starting
point of the first correlation can be determined via an energy detection circuit capable of sensing the arrival of the first significant path. Other methods can be equally
adopted to synchronize the transmitter to the receiver.
The presence of additional 12 chips preceding and appending a full period of
the spreading sequence in the transmitted sounding signal is justified by the use
of 12 correlators. When synchronized, each correlator will perform a full-period
correlation. This is desired because it is normally easy to determine the full-period
correlation between shifted versions of a given spreading sequence (which is zero in
this example). As a consequence, nonzero but known correlations will permit corrections in the estimated channel gains, if needed. The statements in this paragraph
will hopefully become clearer in the next computer simulation.

Fig. 7.5 Didactical diagram of a channel sounder using a DS-SS signal

In this example the first, fourth, fifth and twelfth correlators are synchronized
with the replicas of the spreading sequence present in the incoming signal. As a
result, they will produce high correlations at the end of the integration intervals and
the value of each correlation will be proportional to the corresponding path gain.
Since the remaining correlators are out-of-sync with the incoming replicas of the
transmitted sequence, their outputs will be zero. Then, at the end of the last correlation interval, the storage device will have values that allow for the reconstruction of
the impulse response h(t) also shown in Fig. 7.5.
The time resolution of the channel sounder improves as Tc is reduced. This can
be observed with the help of expression (7.6): signal replicas arriving less than Tc
seconds apart will produce superimposed correlations, masking the actual values of
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the channel gains. Replicas arriving Tc or more seconds apart can be discriminated
or resolved. As a consequence, we say that the resolvability condition of the channel
sounder is
(τl − τl−1 ) ≥ Tc .

(7.10)

This means that signals arriving less than Tc seconds apart are “merged” together
and seen as one. In this case the estimated path gain will be a combination of the
path gains corresponding to the signals that were merged together.
If we had considered the presence of noise, we would have had a channel impulse
response with gains different from the actual multipath channel gains. The larger the
signal-to-noise ratio, the better the estimation will be. Longer spreading sequences2
can contribute to noise immunity, since for a given Tc the integration interval will
be larger, reducing the noise component in the estimated path gain.
If somehow we know the time instant marking the beginning of the transmission
of the spreading sequence, we are able to estimate not only the channel impulse
response, but also the overall propagation delay. Synchronized clocks at the transmitter and the receiver or a separate channel for timing can provide the information
on the beginning of the transmission.
The idea illustrated by Fig. 7.5 can be extended to passband signals. Additionally,
using complex notation it is easy to insert phase rotation information, so that path
gains and phases can be estimated.
In practice, the number of propagation paths can be infinite, yielding a continuous
impulse response h(t). The type of channel sounder considered here will produce
estimates with increased precision as the chip rate and the spreading sequence length
are increased. However, if the delay spread of the channel is large, a large number
of correlators will be necessary. Specifically, if the maximum expected delay spread
is Tm , approximately Tm /Tc ! correlators will be needed, where x! is the largest
integer smaller than or equal to x.

Simulation 7.2 – Channel Sounding
File – CD drive:\Simulations\Wideband\Sounder.vsm
Default simulation settings: Frequency = 2, 000 Hz. End = 15
seconds. Multipath channel properties: Overall delay: 0 second.
Number of paths: 4 paths. Relative delay for paths #1 to #4: 0,
3Tc , 4Tc , and 11Tc , respectively.

2 Longer spreading sequences can also be desired to reduce the nonzero value of the autocorrelation function outside its peaks. This is particularly interesting in cases where m-sequences are
used. This sequence will be studied later on in this section.
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This experiment complements Example 7.1. Then, it will be of help if you read that
example before interacting with the simulation.
A baseband sounding signal transmitter sends one complete period of a spreading
sequence of length 1,023 at 200 chip/second. This period is appended to the last 12
chips of the preceding period and the 12 chips of the next period are appended to the
result, totalizing 1,047 chips. You are able to see the sounding signal through a time
plot inside the transmitter. The transmitted signal goes through a multipath channel
whose number of paths can be set as 1, 2, 3 or 4. The overall delay of the paths can
be configured from 0 to 4 seconds. Path delays can be configured as well, from 0 to
11Tc in steps of Tc /2. Path attenuations are fixed and equal to 1; 0.8; 0.7 and 0.5,
respectively for paths #1, #2, #3 and #4.
The received signal, which can be observed via a time plot inside the receiver,
is correlated with 12 replicas of the transmitted sounding signal, the correlations
starting at N Tc + (n − 1)Tc , n = 1, 2, . . . , 12. Each of these initial instants
corresponds to the beginning of a full period of each transmitted signal echo that
can hit the channel sounder at any of such prescribed delays. As a result, received
replicas of the transmitted sounding signal will exhibit maximum correlations with
locally generated spreading sequences when any path delay coincides with the above
time instants. The output of each correlator is sampled at the end of the corresponding correlation interval, that is 2N Tc + (n − 1)Tc . The first sample occurs after
2N Tc = 2 × 1, 023 × (1/200) = 10.23 seconds. The second sample occurs after
10.23 + Tc ; the third after 10.23 + 2Tc , and so on. The resultant sample values
are displayed in a time plot. Together, these samples represent an estimate of the
impulse response of the multipath channel. The magnitude of the channel frequency
response is also estimated from the channel impulse response. The result is also
displayed.
One important difference between this experiment and the one described in
Example 7.1 resides in the difference between the spreading sequences. In Example
7.1 we have assumed a “quasi-random” sequence with autocorrelation function
given by (7.8). Here we are using a real spreading sequence called m-sequence.
We shall analyze it in detail in Subsection 7.1.3, but for now it is enough to know
that its periodic autocorrelation function is given by [94, p. 67]


∞
N +1 
1
τ − iNTc
,
Λ
Rc (τ ) = − +
N
N i=−∞
Tc

(7.11)

where the triangular function Λ(x) is defined by

1 − |x|, |x| ≤ 1
Λ(x) =
0, |x| > 1

.

(7.12)

The autocorrelation function (7.11) is plotted in Fig. 7.6. We see that it has the
triangular shape of (7.8), but with nonzero values outside the peaks. The effect of
these nonzero values will be addressed ahead.

598

7 Wideband Transmission Techniques

Fig. 7.6 Autocorrelation function of an m-sequence

Run the simulation using its default settings. Magnify the estimate of the channel
impulse response and compare it to the one sketched in Fig. 7.5. They are indeed
very similar, with the main differences: (1) the estimated impulse response starts at
t = 10.23 seconds, which corresponds to the end of the first full correlation interval;
(2) Path magnitudes are not exactly equal to [1; 0.8; 0.7; 0.5]. Differences arise due
to nonzero values of the autocorrelation function outside its peaks. This is illustrated
in Fig. 7.7. For example, the fourth correlator (out of 12) correlates the received signal with a spreading sequence synchronized with the signal coming from the second
channel path, which is 3Tc delayed from the first. This obviously results in a fullperiod correlation, which yields the maximum value 1×0.8 = 0.8. Nevertheless, the
fourth correlator is also fed by other three replicas of the transmitted signal, coming
from paths 1, 3 and 4. Due to the appending of the 12 + 12 chips, the correlation
with these replicas are also full-period correlations, but with shifted versions of the
spreading sequence. These correlations result in (−1/1,023) × 1, (−1/1,023) × 0.7
and (−1/1,023) × 0.5, respectively. Summing up these values we have approximately −0.00215. Adding this value to the correlation obtained from the fourth
correlator we shall have 0.8 − 0.00215 = 0.79785, which is indeed the value of
the second channel gain estimated by the channel sounder. You are able to confirm
this result magnifying the region around the peak of the second estimated path and
using the “Read Coordinates” option of the plot. A similar procedure can be used to
compute the remaining path gains. You are invited to do this as an exercise.

Fig. 7.7 Correlation intervals in 4 out of 12 correlators at the channel sounder
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For now we conclude that, despite of the nonzero autocorrelation function of the
m-sequence outside its peaks, if we know its value we can determine the error in
the estimated channel impulse response and correct it. As an exercise, investigate
what would have happened if we had not used the 12 + 12 chips appended to the
full period of the transmitted spreading sequence.
Just to complement this first analysis, observe the magnitude of the channel frequency response. As expected, it corresponds to a frequency-selective channel, since
the delay spread is nonzero. You can see different levels of selectivity by changing
the number of paths, the path delays or both. You can do this for yourself as an
exercise.
Change the number of paths from 4 to 1 and run the simulation. Since we now
have a zero delay spread, a frequency-flat channel results. Have a close look at the
estimated channel impulse response. First, observe that the single path has unitary
gain. No error in magnitude is being produced, since there is no interference from
other correlators. Now, magnify the “base” of the impulse response nearby the single
path, until you see 11 small and negative triangular-shaped peaks. These peaks are
the result of the correlation between the received signal and the spreading sequences
synchronized with other paths other than the first. The value of this correlation is
known and it is equal to −1/1,023 ∼
= 9.775 × 10−4 . You are able to confirm this
result using the “Read Coordinates” option after double clicking over the magnified
version of the plot. As an exercise, justify the values of the negative peaks observed
when more than one path is configured in the multipath channel.
Now, starting from the default simulation settings, change the relative delay of
the third path from 3Tc to 3.5Tc . Run the simulation and observe that the estimated
impulse response does not correspond to the actual one, since we are not guaranteeing the resolvability condition given by (7.10) and, as a consequence, paths 2 and
3 were merged together, producing combined results at the output of the fourth and
fifth correlators. As an exercise, determine how to compute the values of the samples at the output of these correlators in this situation. Hint: take the autocorrelation
function given in Fig. 7.6 as reference and remember that three remaining paths
always contribute to the result produced at the output of a correlator synchronized
to a given path.
Now, change the overall delay as desired, just to see that the estimated impulse
response is shifted correspondingly. Observe that, as expected, the magnitude of
the channel frequency response is not influenced by the overall delay. As a simple
exercise, determine the initial time instant that you would adopt if a measure of the
channel propagation delay was made necessary.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

7.1.4.5 Multiple Access Capability
We have seen that the autocorrelation function of a spreading sequence plays an
important role in the operation of a channel sounder. We shall see later that other
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important system specifications and functionalities can be guaranteed only by the
choice of spreading sequences with adequate autocorrelation properties. Nevertheless, the knowledge of the correlation properties between two different spreading
sequences is also of major importance, as we discuss now.
The periodic cross-correlation between two different spreading sequence waveforms c1 (t) and c2 (t) of length N can be defined by
 NTc
1
c1 (t)c2 (t + τ )dt.
(7.13)
R12 (τ ) =
NTc 0
The discrete form of (7.13) can be written as
R12 [n] =

N −1
1 
c1 [i]c2 [i + n],
N i=0

(7.14)

where the sum (i + n) is computed modulo N . When c1 [n] = c2 [n], (7.14) can be
used to compute the discrete form of the autocorrelation function defined in (7.7).
Now, assume that we choose K spreading waveforms perfectly orthogonal to
each other, which means that their cross-correlation is zero for any relative time
delay τ (or any shift n in the discrete-time case). Suppose that these K sequences
are used to spread the information data of K user’s terminals. A receiver located
at a base-station correlates the received signal with the spreading waveform of the
intended user (user 1, for example), forming the decision variable


Tb

y1 (Tb ) =
0

K


ak ck (t − τk )c1 (t − τ1 )dt,

(7.15)

k=1

where ck (t) is the spreading waveform of user k and τk is the propagation delay of
the k-th user’s signal. In (7.15) we are assuming a baseband signal for simplicity,
where ak = ±1 reflects the transmission of a bit “1” or a bit “0” within the considered signaling interval. We also assume that no noise is present. Rewriting (7.15)
we obtain
 Tb
 Tb
K

c1 (t − τ1 )c1 (t − τ1 )dt +
ak
ck (t − τk )c1 (t − τ1 )dt .
y1 (Tb ) = a1
0
0
k=2
,. +
+
,.
±A

zero

(7.16)
Assuming Tb = N Tc , from (7.13) the first term on the right side of (7.16) yields
the maximum correlation, whose amplitude we represented by A and whose polarity, given by a1 , depends on the bit transmitted in the corresponding signaling interval. The second term on the right side of (7.16) is null because we have considered
that the spreading sequences are orthogonal to each other, no matter their relative
time delays. This simplified explanation shows to us the multiple-access capability of a spread-spectrum signal. Different users are assigned different spreading
sequences or codes, preferably orthogonal to each other, enabling a base-station to
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extract the desired information by correlating the received signal with the spreading
sequence of the desired user. These are the basic concepts behind the code-division
multiple-access (CDMA) or spread-spectrum multiple-access (SSMA) technique.
Unfortunately, even with orthogonal spreading sequences, in practice multipleaccess interference (MAI) arises because multipath propagation and different propagation delays of the user’s signals destroy the orthogonality among signals at the
base-station receiver input. In these cases MAI appears when the intended spreading waveform is correlated with parts of the spreading sequences of other users,
producing non-zero correlations. The effect of these partial correlations is explored
in what follows.

A Closer Look at the Multiple-Access Interference
The simplified analysis just presented had the single intention of illustrating how a
spread-spectrum signal can serve as the basis for the implementation of a CDMA
system. A deeper analysis follows, from where we shall extract several important
concepts. Assume that K spread-spectrum signals hit a base-station receiver, resulting in the baseband received signal

r (t) =

K


sk (t − τk ),

(7.17)

k=1

where τk is the propagation delay of the k-th user’s signal. Without loss of generality
we assume that the propagation delay is in the range 0 ≤ τk < T , where T is
the symbol duration. This can be done because of the periodicity of the spreading
sequences: a shift of τ seconds between two sequences, for τ > T , is equivalent to
a shift of τ mod T , which is within the range 0 ≤ τ < T . Then, assuming that the
user of reference is the user number 1 and that τ1 = 0, we can write the received
signal

r (t) = s1 (t) +

K


sk (t − τk ).

(7.18)

k=2

The decision variable at the output of the normalized correlator for user 1 is

y1 (T ) =
=

1
T
1
T



T

[b1 (t)c1 (t)]c1 (t)dt +

0



T
0

b1 (t)dt +

1
T

K 

k=2

1
T
T


0

T

K

[bk (t − τk )ck (t − τk )]c1 (t)dt
k=2

[bk (t − τk )ck (t − τk )]c1 (t)dt,

0

(7.19)
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where bk (t) = ±1 within a given signaling interval, reflecting the transmission of
a bit “1” or a bit “0” in the considered interval. There is a high probability of two
consecutive bits of a user k = 1 be different to one another during the integration
interval corresponding to the bit of user 1. To take this into account, let us denote as
b1 [0] = ±1 as the symbol of user 1 during the whole integration interval and denote
as bk [−1] the symbol of user k = 1 before the instant τk . The symbol of a user
k = 1 after the instant τk will be denoted by bk [0]. Then we can rewrite (7.19) as

 τk
 T
K 
1 
bk [−1] ck (t − τk )c1 (t)dt + bk [0] ck (t − τk )c1 (t)dt ,
T k=2
0
τk
(7.20)
where the integrals are partial cross-correlations between c1 (t) and parts of shifted
versions of ck (t), k = 2, 3 . . . , K . These correlations represent the MAI terms
and can be written in continuous and discrete-time forms, as shown by [59]:
y1 (T ) = b1 [0]+

X kj (τ )

1
=
T

1
X kj (τ ) =
T



τ

ck (t − τ )c j (t)dt ≡

0



X kj [n]

=

⎧
⎪
⎨1

n−1

ck [i − n]c j [i], 0 < n < N
i=0
⎪
⎩0, n = 0
N

,

N −1
1 
ck (t − τ )c j (t)dt ≡ X kj [n] =
ck [i − n]c j [i], 0 ≤ n < N .
N i=n

T
τ

(7.21)
The full-period cross-correlation function can be written in terms of the partial
cross-correlation functions according to
Rkj (τ ) = X kj (τ ) + X kj (τ ) ≡ Rkj [n] = X kj [n] + X kj [n].

(7.22)

We see that to have a zero MAI we need the partial cross-correlations to be zero
for any time shift, which is a very strong requirement, by far stronger than having
zero full-period cross-correlations. This is one of the reasons for the difficulty of
designing spreading codes that are perfect orthogonal to each other in any of the
circumstances previously analyzed.
In the above analysis we have not considered multipath propagation, which acts
by increasing the MAI and creating an intersymbol interference whose intensity
depends on the partial autocorrelations of the spreading sequences and, of course,
on the channel multipath delay profile. This interference is usually referred to in the
literature as multipath interference (MPI).
Just to complement the present analysis, sometimes it is computationally more
feasible or mathematically more convenient to work with the so-called aperiodic
cross-correlation parameter Cki [n] instead of the partial correlations given in (7.21).
This parameter is defined by [59]:
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Ckj [n] =

⎧
N −1−n
⎪
⎪
⎪
ck [i]c j [i + n],
⎪
⎪
⎨ i=0
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0≤n < N −1

N −1+n

ck [i − n]c j [i], 1 − N ≤ n < 0
⎪
⎪
⎪
i=0
⎪
⎪
⎩0, otherwise,

(7.23)

and is related to the discrete partial cross-correlations X kj [n] and X kj [n] via:
X kj [n] = Ckj [n] and
X kj [n] = Ckj [n − N ].

(7.24)

The correlation functions in (7.21) and (7.23), and the relation between them
given in (7.24) serve as the basis for the performance analysis of CDMA systems in
what concerns MAI and MPI. We shall not go further into this topic, leaving to the
reader suggestions of additional material in, for example [61], [86], [94] and [98].
Nevertheless, part of the above discussion will be used in the study of spreading
sequences in the next subsection.
It is worth mentioning that conventional correlation receivers are affected by
multiple-access interference as if an additional noise is present. As a consequence,
the symbol error rate suffers from a floor that is not reduced even with increased
signal-to-noise ratios beyond a given threshold: if signals are reinforced to increase
the average power at the intended receiver input in the downlink (from a base-station
to a mobile terminal, for example), undesired user’s signals are also reinforced and
increases interference. If a signal from a mobile terminal is reinforced to increase
its average power at the base-station receiver input, i.e. in the uplink, this signal
can mask those from other users, causing the so-called near-far problem. The solution to the error floor is accomplished by multiuser detection (MUD) strategies [39,
p. 307; 94, p. 349; 97]. In MUD, a receiver knows the signatures of all users and
performs interference cancellation based on this knowledge. This simplistic definition of MUD just gives us an idea about the process. Nevertheless, MUD has several
facets which are beyond the scope of this book.

7.1.4.6 Robustness Against Multipath Propagation – The RAKE Receiver
In Chap. 3 we have seen that multipath propagation is a phenomenon that degrades
the performance of digital communication systems in several different ways. We
shall see here that spread-spectrum systems can benefit from this multipath propagation by implementing the so-called path diversity. This is accomplished by a
special device called RAKE receiver. Before entering into the specifics about this
receiver and the path diversity, we first devote some time to the understanding of the
general concepts on signal diversity.
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The Concept of Signal Diversity
Signal diversity3 is a technique in which S replicas of the transmitted signal, preferably affected by the channel in an uncorrelated fashion, are processed and combined
by the receiver to increase system robustness against fading. This increased robustness is achieved because of an increased signal-to-noise ratio (SNR) as compared
to the case where S = 1, that is, no diversity is applied. The number S is called the
diversity order.
In Chap. 1, Example 1.5 and Simulation 1.4 we have already presented some
concepts related to the signal diversity, where the statistical characterization of
the signals throughout one of the diversity schemes called space diversity was of
concern. Just to recall, in space diversity the receiver is equipped with S antennas
sufficiently spaced apart to produce uncorrelated received signals. It will be of great
value if the reader goes back to Chap. 1 and revisit the analysis presented there.
Among other types of diversity we can mention frequency diversity, time diversity and path diversity. In frequency diversity, S replicas of the transmitted signal are
channelized in S different carrier frequencies. If the frequency separation is greater
than the coherence bandwidth of the channel, the S signals will undergo uncorrelated fading. In time diversity, S replicas of the transmitted signal are channelized
in S different time slots. If the time separation between these replicas is greater than
the coherence time of the channel, the S signals will undergo uncorrelated fading.
In polarization diversity, the rich-scattering fading channel creates depolarized and
uncorrelated signals which can be received by differently polarized antennas. In path
diversity, the signal replicas are present in the multiple propagation paths. However,
to resolve the multipath components the transmitted signal must be a wideband signal. As we shall see in the next item, a special spread-spectrum receiver is able
to detect and combine such multipath components and implement diversity. This
receiver is called RAKE receiver.
It is not enough to make available to the receiver some uncorrelated copies of the
transmitted signal. The received signal must be processed so that these replicas are
resolved and the resultant signals are combined in some way to produce the desired
SNR increase. There are several diversity combining rules and we can mention,
for example, selection combining (SC), equal-gain combining (EGC) and maximum
ratio combining (MRC). In pure SC, the signal with largest signal-to-noise ratio is
passed to the combiner’s output. In another variation of the SC, the threshold SC,
the signal whose SNR is greater than a given threshold is selected. In EGC, the S
replicas are phase-aligned in a method called cophasing and then added to form the
combiner’s output signal. In MRC, before cophasing and sum, each of the S replicas
is multiplied by the channel gain imposed to the corresponding propagation path.
This means that weak signals are further weakened and stronger signals are kept

3 At this very beginning we use the term signal diversity to differentiate it from the code diversity
achieved in systems with channel coding. When the term diversity is used alone we are referring
to signal diversity. Additionally, the concepts presented here correspond to the implementation of
receiver diversity. Transmit diversity will not be covered.
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strong. The improvement provided by signal diversity of order S can be measured
through the ratio between the average SNR at the combiner’s output, Γ, and the
average SNR for S = 1, γ0 . We have the following values for pure SC, EGC and
MRC [106, p. 198]:
1
Γ
=
γ0
i
i=1
S

for pure selection combining,

Γ
= S for maximal ratio combining, and
γ0
π
Γ
for equal gain combining.
= 1 + (S − 1)
γ0
4

(7.25)

As an example, for S = 3 we have Γ/γ0 ∼
= 1.83 for pure SC, Γ/γ0 = 3 for MRC
and Γ/γ0 ∼
= 2.57 for EGC. As we readily note from (7.25), for MRC the average
SNR at the combiner’s output is the sum of the SNRs in the combiner’s inputs. For
this reason MRC is said to be the optimum combining rule. Nevertheless, the implementation of MRC demands the estimation of the channel gain, delay and phase
rotation imposed to each desired propagation path. EGC is a little simpler, since it
demands only the estimation of phase rotations and delays. SC is the simplest one,
but it has the drawback of a smaller SNR improvement when compared to the other
combining techniques considered here.
Another worth mentioning comment is related to the influence of the diversity
order in the system performance, when measured in terms of the symbol or bit error
rate. The higher the diversity order, the better the performance. However, things
happen somewhat in accordance with the law of diminishing returns, which means
that increasing the diversity order yields less and less SNR improvement.
Diversity is a subject that deserves attention by itself. Nevertheless, the simple
concepts presented above are already enough for the understanding of the construction and operation of the RAKE receiver, what is done in the sequel. The interested
reader can resort to the many references available. In general, any good book on
mobile communications will devote some pages to diversity and diversity combining schemes. See for example [40], [71], [93] and [106]. Specifically, the performance of digital receivers with diversity is deeply covered in Chap. 9 of the book by
M. Simon and M.-S. Alouini [87], where diversity is treated under the general term
multichannel reception. The topic is also covered with some detail in the context of
spread-spectrum communications in part of Chap. 5 of the book by D. Torrieri [94]
and in part of Chap. 8 of the book by R. L. Peterson, R. E. Ziemer and D. E. Borth
[61]. Chap. 7 of the book by A. Goldsmith is entirely dedicated to diversity, including transmit diversity. Diversity is also an important concept in modern space-time
processing techniques, as considered for example in [30] and [100].
The RAKE Receiver
The reader might be asking himself what is the reason for the name RAKE receiver.
We know that a rake is an agricultural and horticultural implement consisting of a
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toothed bar fixed transversely to a handle. It is used to separate what is desired from
what is undesired and this justifies the name given to the DS-SS receiver capable
of selecting signals from desired propagation paths for subsequent combining. The
concepts behind the RAKE receiver are very similar to those related to the DS-SS
channel sounder previously discussed. For this reason it is strongly recommended
that the reader try to understand the channel sounding capability of a DS-SS signal
before going on.
A RAKE receiver correlates the received signal with S replicas of the spreading
sequence used by the transmitter, each one synchronized with the received signal
coming from a given propagation path. Paths delayed more than Tc from one another
will be resolved by the correlators. Paths delayed less than Tc from one another
will be merged together and generate a correlator output which is the result of the
contributions among merged paths. The following example aims at clarifying these
concepts.
Example 7.2 – Consider that, in a given time instant, the realization of a multipath
fading channel can be modeled according to the tapped-delay line in Fig. 7.8 (see
Chap. 3, Sect. 3.6.1.). The first multipath echo arrives after a propagation delay of
400Tc . The second, third and fourth echoes arrive after 402Tc , 410Tc and 416Tc ,
respectively. Path gains are 1, 0.9, 0.8 and 0.6 and the phase rotations imposed by
the channel are 1.2, −2.4, −0.7 and 3.1 radians, respectively. Figure 7.9 shows the
block diagram of the RAKE receiver for this channel. The received passband signal
is first down-converted to baseband. The result is correlated with four replicas of
the spreading sequence used by the transmitter, each of them synchronized with the
signal coming from one of the propagation paths. In practice, the delays imposed
to each spreading sequence replica would come from a channel estimation process
not shown in Fig. 7.9. The signals at the output of the correlators enter the diversity combiner, which produces a (hopefully) reliable signal for subsequent symbol
decision.

Fig. 7.8 A realization of the multipath channel model adopted in Example 7.2
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The final performance of an ideal RAKE receiver does not depend only on the
number of branches or taps. It also depends on the autocorrelation properties of
the spreading sequence adopted. Moreover, in a CDMA system, the performance
of the RAKE receiver will also depend on the cross-correlation properties of the
spreading sequences used in the system. These comments lead us to the conclusion
that a real RAKE receiver with S branches does not have the same performance
as other conventional diversity schemes of order S. Furthermore, the path diversity gain, likewise the gain achieved by other signal diversity methods, is strongly
dependent on the degree of correlation among the propagation paths. Fortunately,
most of the wireless multipath propagation channels can be considered as generators of uncorrelated multipath components (see the WSSUS model in Chap. 3,
Sect. 3.6.1).

Fig. 7.9 RAKE receiver for the multipath channel model in Fig. 7.8

The combiner of the RAKE receiver is detailed in Fig. 7.10. Since it is an MRC
by choice, signals coming from each correlation branch are multiplied by the corresponding channel gain. The results go through a cophasing block whose task is
to produce phase-aligned signals, canceling-out the phase rotations produced by the
channel. The phase rotation information for cophasing also comes from a channel estimation process. After cophasing, signals are still misaligned in time due to
the different propagation delays imposed to the different propagation paths. Then,
before added, they are time aligned according to the path delays informed by the
channel estimation process. If an EGC were adopted, the multiplications by the
channel gains would not be made, which justifies the term “equal gain”.
We have mentioned that this example refers to a single realization of a typically
time-varying multipath channel and, as a consequence, it also refers to a single realization of the RAKE receiver parameters. The dynamics of a mobile fading channel
makes necessary that the receiver adapts continuously to the channel in terms of the
estimated parameters. A computer simulation covering a scenario very similar to the
one described here will be presented in the sequel.
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Fig. 7.10 Maximum ratio combiner for the RAKE receiver shown in Fig. 7.9

Simulation 7.3 – RAKE Receiver
File – CD drive:\Simulations\Wideband\RAKE.vsm
Default simulation settings: Frequency = 40 Hz. End = 1, 000
seconds. Multipath channel properties: Delay between paths: 0.1
second; Doppler spread: 0.01 Hz; Rice factor: 0; E b /N0 = 20 dB;
Only the first path enabled; AWG noise enabled. DS-SS receiver
properties: RAKE receiver with EGC and MRC options disabled.
This experiment aims at complementing Example 7.2 and clarifying the concepts
behind the operation of a RAKE receiver. A DS-SS transmitter sends data at
20/31 ∼
= 0.6452 bit/second using BPSK modulation, carrier frequency f c = 30 Hz
and a spreading m-sequence of length N = 31 at 20 chip/second. The transmitted signal goes through a three-path fading channel plus AWGN. It is possible to
set the following parameters of the multipath channel: the delay between adjacent
paths, the Doppler spread, the Rice factor and the value of E b /N0 . It is also possible to enable only the first propagation path. Noise addition can also be enabled
or disabled. The received signal enters the DS-SS receiver, which implements a
path diversity of order S = 3 with a RAKE receiver equipped with an equal-gain
combiner (EGC) and a maximum-ratio combiner (MRC). The RAKE receiver was
constructed according to Fig. 7.9. The combiners were constructed according to
Fig. 7.10, except that in EGC there is no multiplication by the path gains. Additionally, note that cophasing is not part of the combiners, since no phase rotation
was imposed to the propagation paths. Inside the DS-SS receiver you can also see
the histogram of the decision variable. Before running the simulation, analyze the
diagram in all its levels and try to establish its correspondence with the diagrams
presented before.
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Run the simulation using its default settings, while observing the time plot inside
the DS-SS transmitter. Expand it for a better view. The objective here is to compare
the data rate, which is equal to the symbol rate, with the rate of variation of the
channel fading. Specifically, the output of the random data bits generator is plotted together with g1 (t), the channel gain corresponding to the first path. Note that
the fading is slow compared to the symbol rate. In other words, the fading can be
considered approximately constant during one symbol interval.
Look at the time plot inside the multipath channel block. It shows the channel gains for the three propagation paths. Observe that they look like uncorrelated
waveforms, as we desire for the best efficiency of the path diversity scheme.
Increase the simulation time to 100,000 seconds and run the simulation. After it
has ended, take note of the BER. You will find a value around 2.48 × 10−3 , which is
the theoretical BER for the BPSK modulation over a slow Rayleigh fading channel
at E b /N0 = 20 dB (see Chap. 6, Sect. 6.9.2). As an exercise, try and check other
values of BER by changing E b /N0 . The simulation will go faster if you are able to
delete all plots within the diagram. You may have noticed that the variance of the
estimated BER around the expected theoretical values was high, a consequence of
the relatively slow fading. In other words, the average behavior of a slow fading
takes more time to show up than the average behavior of a fast fading.
Keeping the simulation end time in 100,000 seconds, enable the RAKE receiver
with EGC or with MRC. Run the simulation and observe that the BER has increased
to approximately 1.8 × 10−2 with MRC and to approximately 7 × 10−3 with EGC.
This is a consequence of the fact that we have just one propagation path and three
branches in the RAKE receiver, two of them contributing only with noise. The difference between the performances with MRC and EGC comes from the different
weightings applied to the combiner’s inputs. As an exercise, go to Chap. 1 at the
end of Example 1.5 and study how noise is processed by an MRC. Then try to
extend the results for the EGC, justifying the above BER results.
Now, let us verify the effect of path diversity and compare the performances of
the RAKE receivers with EGC and MRC. Still using the simulation time of 100,000
seconds, make sure that you are simulating just the first propagation path and that
no RAKE is enabled. Set the E b /N0 to 12 dB and run the simulation. You will find
a BER around 1.5 × 10−2 . Enable the three propagation paths by unchecking the
“enable only the first path” option in the “multipath channel” block and enable the
RAKE receiver with EGC. Run the simulation and take note of the BER, which will
be around 1 × 10−3 . Observe the dramatic improvement produced by the RAKE
receiver as compared to the single channel reception. Now enable the RAKE with
MRC, run the simulation and observe the BER at the end of the simulation. You will
find a result approximately equal to 4 × 10−4 . This result shows an improvement
produced by the MRC as compared to the EGC. It is of value to mention that our
comparative analysis would be more complete if the SNR improvement produced by
the RAKE receiver could be measured. However, as in the case of the space diversity
analyzed in Chap. 1, Example 1.5, the SNR can not be measured as the ratio between
a the average signal power and a the average noise power, since instantaneous channel gains affect both. This means that the correct form of measuring the average SNR
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would be measuring its instantaneous values and then performing an average of the
result.
Starting from the above configuration, reduce the delay inter-paths to 0.025 seconds, a value that is smaller than the chip duration Tc = 0.05 seconds. Now, the
resolvability condition given by (7.10) is not satisfied and we expect a strongly
degraded performance of the RAKE receiver with EGC or MRC. Run the simulation
with this new inter-path delay and observe the BER. You will find values higher than
0.15 for both EGC and MRC.
Reset the simulation to its default configuration. Increase the Doppler spread in
the multipath channel block to 1 Hz. Run the simulation while observing the time
plot inside the DS-SS transmitter. Note that the fading rate is by far more rapid
than the symbol rate. Since no phase rotation is being produced by the channel, this
experiment is simulating a perfect phase tracking process, which can be somewhat
unrealizable when the fading rate is greater than the symbol rate. Nevertheless, we
are considering this situation just to show the averaging effect produced by the
receiver, leading to a performance better than that obtained in a slow fading scenario. To verify this, increase the simulation time to 100,000 seconds and set E b /N0
to 12 dB. Run the simulation and observe that the BER will be around 4 × 10−4 ,
against the value around 1.5 × 10−2 observed with a Doppler spread of 0.01 Hz.
This result shows to us that a fast fading could be better if we were able to track the
phase variations produced by the channel and, in the case of MRC, if we were also
able to estimate channel gains that would be varying fast. As an exercise, try other
values of Doppler spread and investigate more deeply the behavior described in this
paragraph.
Another interesting investigation that can be done here is the influence of the Rice
factor in the system performance. We saw in Chap. 3 that this parameter determines
the amount of a dominant received signal as compared to the signals coming from
the remaining paths. Then, increasing the Rice factor means reducing the multipath
fading variations, which yields better performances. You can verify this statement
by yourself as an exercise. Go back to Chap. 3, Sect. 3.6 if you have any doubt in
what concerns a Ricean fading and the Rice factor.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.
A lower bound on the bit error probability of a single-user DS-SS BPSK system over a multipath slow Rayleigh fading channel with an S-tap RAKE receiver
with MRC combining was derived in [67, pp. 798–802], where it was assumed
uncorrelated and perfectly estimated path gains, and spreading codes with ideal
autocorrelation properties.4 The final expression for computing the bit or symbol
error probability is given by

4 Due to this assumption, the derived bound is usually referred to as the ideal RAKE receiver
performance.
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and where E b /N0 is the
 average SNR per bit at the transmitter output, αi is the i-th
path gain and E αi2 is the mean square value of the fading process for the i-th
propagation path. The average SNR for the i-th path at the receiver input, γ i , is
related to the average SNR per bit γ b at the combiner’s output by
γb =

S


γ i.

(7.28)

i=1

It is worth remembering that a typical error performance evaluation will show
curves of the symbol or bit error probability against the average SNR per bit at the
combiner output, where the decision variable is defined. In the context of the present
discussion, this means that the error probability given by (7.26) must be plotted
against γ b , not γ i . When the average SNRs per path are the same, the average
symbol error probability is given by [67, p. 781]
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where
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*
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(7.30)

Expression (7.29) can also be used to determine the achievable performance of
any receiver diversity scheme of order S and MRC combining in a slow Rayleigh
fading channel, as long as the SNR in all diversity branches are the same and the
fading in all branches are mutually uncorrelated.

7.1.5 Spreading Sequences
In this subsection we cover several types of spreading sequences, their main properties and generation methods. We start with the already-mentioned m-sequence.
Gold and Walsh-Hadamard sequences are discussed in the sequel. There are other
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types of spreading sequences which are not covered here. Furthermore, we focus our
presentation on spreading sequences and their characteristics that are more suitable
for DS-SS systems. Frequency-hopping spread-spectrum (FH-SS), which will be
covered later on in this section, has its own spreading sequences, although some of
them are appropriate for both DS-SS and FH-SS.
7.1.5.1 Maximum-Length Sequences (m-Sequences)
Maximum-length sequences (or m-sequences, or yet PN sequences5 ) are built on
the basis of finite-field,6 or Galois field theory, a topic that is very extensive in itself.
Some books on spread-spectrum commonly present an introduction to such theory
just before going into details on the construction and analysis of maximum-length
and related sequences. Since Galois field theory is also the basis for the study of
error-correcting codes, it is covered in detail in virtually all good books on the subject. It is also sometimes covered in a condensed form at the beginning of book
chapters on channel coding. Since our last chapter also deals with error-correcting
codes, we let some basics on finite-field theory to be discussed there. In the context
of spreading sequences, we give just the sufficient information to allow for the topic
to be presented from a more practical standpoint.
Maximum-length sequences are constructed via linear feedback shift register
(LFSR) structures that implement the linear recursion [86, p. 271]
bn = −

J


ai bn−i , ∀n,

(7.31)

i=1

where {bn } belongs to a given finite field. The elements {ai }, i = 1, 2, . . . J are
called the coefficients of the recursion and belongs to the same field of {bn }. The
number J is called the degree of the recursion and is associated to the length of
the memory necessary to realize (7.31).
The recursion (7.31) will produce a periodic sequence {bn } of infinite duration
and whose period is dependent on the choice of the coefficients {ai } and on the value
of J . Different values of J can produce sequences with the same period, and is of
interest to work with the minimum number L of memory elements for a desired
period of the sequence {bn }. L is called the linear span of the sequence {bn }. As a
result, we can write an alternative form of (7.31) as

5

PN stands for pseudo-noise. Although the name “PN sequence” has been attributed only to msequences for many authors, it is sometimes used to refer to all periodic spreading sequences. In
this book we refer to an m-sequence whenever the name PN sequence is used.
6 In a simplistic definition, a finite-field is a set with a finite number of elements for which are
defined the operations of addition and multiplication. Addition or multiplication of any elements
in a field generates another element pertaining to the field.
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bn = −

L


qi bn−i , ∀n,

(7.32)

i=1

where the coefficients {qi } can be written in the polynomial form
Q(z) =

L


qi z L−i .

(7.33)

i=0

Q(z) is called the characteristic polynomial [86, p. 275] of the sequence {bn }.
In GF(2), the recursion (7.32) can be implemented via logic devices, as shown in
Fig. 7.11, where the memory elements are typically D-type flip-flops. The sum is
modulo 2 and the coefficients {qi } as well as the elements in the sequence {bn }
belong to {0, 1}. Since the negative of an element in GF(2) is the element itself, the
negative sign in (7.32) does not need to be taken into account. Then, the polynomial
Q(z) will dictate which memory element output will be fed back to the input of the
LFSR in Fig. 7.11 via the XOR operations. Note that the coefficient associated to the
feedback input, named q0 in (7.33), and the coefficient associated to the connection
of the LFSR output to the XOR logic, q L , are necessarily equal to 1. Note also that
z L in (7.33) is associated to the leftmost LFSR connection in Fig. 7.11, which means
that z 0 = 1 is associated to the rightmost LFSR connection.

Fig. 7.11 Structure of a binary linear feedback shift register (LFSR)

Now we are able to formally define a maximum-length or m-sequence: if the
characteristic polynomial Q(z) is irreducible, i.e. it cannot be factored into polynomials of lower degrees, and primitive, i.e. the smallest integer N for which Q(z)
divides (z N − 1) is N = (2 L − 1), the sequence {bn } will have the maximum period
N = (2 L − 1). The memory elements of an m-sequence generator will pass through
all states, except the all-zero state, before repeating the sequence of states. The allzero state is not allowed because it is self-perpetuating. As a consequence, the initial
condition of the memory elements can be any, except zero.
Tables of binary primitive polynomials are given in several references. See for
example [61, pp. 117–119], Appendix C of [62] and Appendix 5B of [86]. Additionally, modern computer tools like the Matlab Communications Toolbox contain
special functions for finding primitive polynomials. Appendix A of [103] contains a
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list of all binary primitive polynomials of degrees 2 through 14 and some of degrees
15 to 32. Appendix A of [103] also contains a C-program for generating primitive
polynomials.
In the context of spread-spectrum communications, primitive polynomials are
listed is several ways. We give two of them in Table 7.1: in their normal mathematical form [86] and with their coefficients expressed in octal [59]. The octal form is
obtained by writing a “binary representation” of the polynomial and then converting
the result to the octal base. For example, the primitive polynomial z 5 + z 2 + 1
can be represented by 1001012 , which is 458 . Note that the binary representation
corresponds to the set of coefficients {qi } in (7.32). For the above example, q0 = 1
(always, since it is associated to the input of the LFSR), q3 = 1 and q5 = 1 (always,
since it is associated to the output of the LFSR). The remaining coefficients are zero,
meaning that no feedback connection exists from the output of the corresponding
flip-flop to the XOR logic. Note that only one primitive polynomial in the normal
notation has been provided for each value of L in Table 7.1, since the octal representation is more compact. The underlined octal form in the list is the representation of
the polynomial given in normal notation. The remaining octal forms can be easily
converted into the normal polynomial notation by reversing the operation illustrated
in the previous paragraph. Except for L = 2, not all possible octal forms were given
in Table 7.1. Nevertheless, the list for L = 3 up to L = 10 can be easily completed
by reversing the generator polynomials provided. To elaborate a little more on this,
recall that we have adopted the definition (7.33) for the generator polynomial Q(z)
of an m-sequence. We can expand it and write
Q(z) = z L + q1 z L−1 + q2 z L−2 + · · · + q L−1 z + 1.

(7.34)

Table 7.1 Some primitive polynomials in GF(2)
Primitive polynomials in GF(2)
L

N

N p (L) Normal notation

3
7
15
31
63
127
255
511

1
2
2
6
6
18
16
48

z +z+1
z3 + z + 1
z4 + z + 1
z5 + z2 + 1
z6 + z + 1
z7 + z + 1
z8 + z4 + z3 + z2 + 1
z9 + z4 + 1

10 1023

60

z 10 + z 3 + 1

2
3
4
5
6
7
8
9

2

Octal form
7
13
23
45, 75, 67
103, 147, 155
203, 211, 217, 235, 367, 277, 325, 313, 345
435, 551, 747, 453, 545, 537, 703, 543
1021, 1131, 1461, 1423, 1055, 1167, 1541, 1333,
1605, 1751, 1743, 1617, 1553, 1157, 1715, 1563,
1713, 1175, 1725, 1225, 1275, 1773, 1425, 1267
2011, 2415, 3771, 2157, 3515, 2773, 2033, 2443,
2461, 3023, 3543, 2745, 2431, 3177, 3525, 2617,
3471, 3323, 3507, 3623, 2707, 2327, 3265, 2055,
3575, 3171, 2047, 3025, 3337, 3211
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From this notation it is easy to see how the reversed (or reciprocal) generator
polynomial Q  (z) is constructed, as shown by:
Q  (z) = z L + q L−1 z L−1 + q L−2 z L−2 + · · · + q1 z + 1.

(7.35)

For example, the reversed form of the polynomial Q(z) = z 3 + z + 1 is Q  (z) =
z +z 2 +1. The reciprocal of the polynomial Q(z) = z 4 +z+1 is Q  (z) = z 4 +z 3 +1.
In terms of their binary representations we have, for L = 3: 1011 becomes 1101;
for L = 4: 10011 becomes 11001. Note that the binary representation is literarily
reversed, which means that the flip-flop connection order just needs to be reversed.
As a result, the generator produces a sequence reversed in time.
The maximum number of different binary m-sequences, N p (L), for a given number of memory elements L listed in Table 7.1, which corresponds to the number of
binary primitive polynomials of degree L, is given by
3

2 L − 1  pi − 1
,
L i=1 pi
J

N p (L) =

(7.36)

where { pi } are prime numbers coming from the prime decomposition (or prime
factorization) [9, p. 321] of the number 2 L − 1, which is defined by
2L − 1 =

J


piki , ki integer.

(7.37)

i=1

For example, for L = 6 the prime decomposition of (26 − 1) is 32 × 7. Then, the
elements { pi } are 3 and 7, which means that J = 2. With these values in (7.36) we
obtain N p (6) = [(26 − 1)/6] × [(3 − 1)/3] × [(7 − 1)/7] = 6, the same value given
in Table 7.1. The computation of (7.36), which includes the reversed polynomials,
is equivalent to the computation of
N p (L) =

φ(2 L − 1)
,
L

(7.38)

where φ(·) is the Euler function [103, p. 36]. A Mathcad routine for computing the
Euler function is given in the Appendix A.12 to this book.
Example 7.3 – In this example we show how to construct an m-sequence with 3
flip-flops. We start by selecting a primitive polynomial from Table 7.1. For L = 3,
the polynomial supplied is Q(z) = z 3 + z + 1, which means that the outputs of the
second and third flip-flops, from the left, must be fed back to the generator input
through a XOR logic. Figure 7.12 shows the diagram of the resultant generator.
We expect that the output sequence will have the length N = 2 L − 1 = 7. Since
the LFSR generator shown in Fig. 7.12 has a small number of memory devices, it is
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Fig. 7.12 Generator of an m-sequence of length N = 2 L − 1 = 7

easy to verify if N = 7 by analyzing the sequence of flip-flop states, starting from
an initial load different from [000], say [100], at the outputs [S1 S2 S3 ], respectively.
Table 7.2 shows the evolution of the flip-flop states for each clock pulse. Observe
that at the seventh clock, the flip-flop states are equal to the initial load. As a result,
after the sixth clock there will be a repetition of the states previously determined.
Since the output of the generator corresponds to the output S3 , we shall have the
sequence [0010111 . . .], which has indeed a length N = 7.
If we use the reversed polynomial Q  (z) = z 3 + z 2 + 1 we just have to reverse
the feedback connection order: the inputs of the XOR gate will be S1 and S3 . In this
case, the output sequence will be time-reversed. As an exercise, reconstruct a table
like Table 7.2 for the new configuration and confirm the time reversing.
Table 7.2 Evolution of the states of an LFSR generator with three flip-flops (L = 3)
Flip-flop states
Clock pulse S1 S2

S3

−
1
2
3
4
5
6
7
..
.

0
0
1
0
1
1
1
0
..
.

1
0
1
1
1
0
0
1
..
.

0
1
0
1
1
1
0
0
..
.

Additional properties of m-sequences are, in short:
• In each period of length N , the number of ones is 2 L−1 and the number of zeros
is (2 L−1 − 1), which means that we have one “1” in excess to the number of “0s”.
• The number of runs of ones and zeros follows the rule: 1/(2k ) of them have length
k, for k < L. A run is a sequence of consecutive zeroes (or ones).
• The power spectral density of an m-sequence with pulses ∈ { ± 1} is given by
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(7.39)

i=0

from where we notice that the imbalance between the number of chips “+1” and
“−1” produces a DC component whose magnitude 1/(N 2 ) decreases as N increases.
The envelope of this PSD follows the function [(N + 1)/N 2 ]sinc2 (fTc ).

Simulation 7.4 – Generation of m-Sequences
File – CD drive:\Simulations\Wideband\PN generator.vsm
Default simulation settings: Frequency = 100 Hz. End = 126
seconds. Coefficients of the feedback connections q5 and q6 equal
to 1. Remaining coefficients equal to 0. Initial LFSR load, from the
leftmost flip-flop: [100000].
This is a very simple experiment aiming at familiarizing the reader with the construction and operation of m-sequence generators. Open the simulation file indicated above and observe the diagram. Note that it corresponds to the one given
in Fig. 7.11, for L = 6 or less. This means that you can try different generator
configurations using from 2 up to 6 flip-flops. The default configuration corresponds
to a generator with L = 6 flip-flops, using a feedback connection that follows the
polynomial z 6 + z + 1 ≡ 1038 ≡ 10000112 . Note that only the outputs of the two
rightmost flip-flops are fed back to the XOR logic.
Run the simulation and observe the time plot just below the generator, where
you can see all the waveforms at the flip-flop outputs, simultaneously. Although the
output of the generator can be any of the flip-flop outputs, we are interested in the
output S6 . Enlarge the time plot and, using the “read coordinates” option of the plot
properties, determine the exact instant beyond which the sequence repeats itself.
You will find the value 63 seconds, which is in agreement with the fact that the
period of the sequence is 26 − 1 = 63 and the chip rate is 1 chip/second.
Let us confirm the results obtained via Example 7.3, in which an m-sequence
generator with three flip-flops was used. The primitive polynomial adopted there
was z 3 + z + 1 ≡ 138 ≡ 10112 . Then, to reproduce the configuration shown in
Fig. 7.12 we must set q2 and q3 to 1, keeping the remaining coefficients zeroed. To
do so, right-click over each corresponding button so that the state you want appears.
The output of interest now is S3 . Enlarge the time plot and observe that the waveform
in S3 really repeats every 7 chips. Furthermore, since we are using the same initial
state adopted in Example 7.3, the waveform in S3 corresponds to the binary levels
shown in Table 7.2 for the output S3 .
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Now you can try different generator configurations for L = 2 up to 6, taking as
reference the list of primitive polynomials given in Table 7.1. Observe the resultant
waveforms and verify if they correspond to the expected ones. Change the initial
load of the flip-flops and note that the effect is only a phase shift in the output
sequence. Try the all-zero initial load just to confirm that it is self-perpetuating.
We saw that an interesting feature about m-sequences is that if the generator
polynomial is reversed the sequence is reversed in time. As an exercise, determine
the polynomials that are the reversed versions of those you have used in this experiment. Make the corresponding configurations in the LFSR generator and observe
the output sequences to confirm time reversal.
As another exercise, look for a PN sequence generator as a built-in block of
VisSim/Comm. Configure its parameters according to any of the sequences you have
tried in this experiment. After running your simulation you will realize that, internally, VisSim/Comm uses a reversed version of the generator polynomial. In fact,
there is no common rule that defines if the highest order coefficient of the generator
polynomial is associated to the leftmost or to the rightmost LFSR connection. Just to
recall, we are associating the highest order coefficient (q0 ) with the leftmost LFSR
connection, which is the input of the shift-register.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

Simulation 7.5 – White Noise Generation with m-Sequences
File – CD drive:\Simulations\Wideband\WGN gen.vsm
Default simulation settings: Frequency = 4 Hz. End = 5, 000
seconds. Number of PN signals added: 1.
This complementary experiment illustrates how m-sequences can be added to generate an approximate white Gaussian noise. The idea is quite simple: K signals from
m-sequence generators are converted to ±1 and added. The result is multiplied by
1/K 1/2 so that the variance of the sum is maintained for different values of K .
During one period, the occurrence of chips ±1 for an m-sequence approximates a
Bernoulli distribution as the sequence length N increases. Since m-sequences have
one chip “+1” exceeding the number of chips “−1” (if the mapping “0” → “−1”
and “1” → “+1” is adopted), as N increases the probabilities of “−1” and “+1”
become approximately equal to one another. Then, the corresponding Bernoulli
random variable will have approximately zero mean and unit variance. The result
of the sum, Y , of independent Bernoulli random variables {X k }, k = 1, . . . , K
with unit variances has a Binomial distribution with variance K . Then, to normalize the resulting variance to 1 we need to multiply Y by a = 1/K 1/2 , since
var[aY ] = a 2 var[Y ]. If K is made large enough, the central limit theorem tell
us that the Binomial distribution will approximate a Gaussian distribution, which
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means that the sum of bipolar m-sequences will tend to a Gaussian distribution as
K increases. With this process we already have an approximate Gaussian noise, but
we still need to have it white. This is accomplished by increasing the chip rate to
a value as high as our hardware permits. Then, in practical implementations, we
have to choose K as large as possible, say 100 or even larger. Additionally, the
length N of the sequences should be as large as possible, say (220 − 1) or more.
As a rule-of-thumb, the chip rate must be at least four times greater than the noise
bandwidth that we want to consider as approximately flat. For example, if we want
a “white” noise up to 1 MHz, our chip rate must be at least 4 × 106 chips/second.
Now you are able to interact with the simulation, where you can control the number of m-sequences added, K , from 0 to 20 and analyze the results. The sequences
we have used in this simulation are all m-sequences of length 1,023, generated at 1
chip/second. The signals added can be analyzed via a histogram, a time plot and a
frequency plot. Note that, as the number of added sequences increases, the Binomial
distribution of the sum becomes more and more similar to a Gaussian distribution.
Note also that the generated noise waveform progressively approaches a white noise
waveform as K increases. Moreover, the resultant spectrum becomes more and more
continuous. From the frequency plot we can also verify that, according to the abovementioned rule-of-thumb, the generated noise is indeed approximately flat up to
0.25 Hz, which is 1/4 of the chip rate.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

Correlation Properties of m-Sequences
In the work plan of Simulation 7.2 we saw that the periodic autocorrelation function
of m-sequences, given by (7.11) and illustrated in Fig. 7.6, carries some similarities
with the autocorrelation function of a random sequence. The similarity becomes
greater if we increase the length of the m-sequence, which reduces the out-of-peak
correlation −1/N and makes the peaks far apart. This “good correlation property”
of m-sequences makes them attractive to help synchronization, as well as to facilitate the detection and information recovery in a single-user DS-SS system. Unfortunately, the periodic cross-correlation of m-sequences can exhibit high values, as
illustrated in Fig. 7.13 for the case of two sequences of length N = 31 and generator
polynomials 678 and 738 . This cross-correlation is said to be normalized, meaning
that a factor 1/N Tc or 1/N is present in its continuous or discrete form, respectively,
as shown by (7.13) and (7.14).
Note in Fig. 7.13 that values as high as 0.35 appear at a certain value of τ .
Since the normalized autocorrelation function has a unitary peak, we are facing a
cross-correlation that can be as high as 35% of the maximum. In a spread-spectrum
multiple-access system such high cross-correlation causes multiple-access interference (MAI) and, as a consequence, produces a severe performance degradation. We
then conclude that m-sequences can not be attractive for the orthogonalization of
the user’s signals in a CDMA system.
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Fig. 7.13 Normalized periodic cross-correlation function for two m-sequences of length N = 31

We saw in Subsection 7.1.2 (see the multiple-access capability topic) that the
full-period cross-correlation is determinant in the computation of the MAI in a
CDMA system. However, partial cross-correlation and autocorrelation are also of
major importance. To illustrate this fact, Fig. 7.14 shows the partial cross-correlation
X k j (τ ), computed according to (7.21), for the same sequences used to construct
Fig. 7.13. Note that correlation peaks as high as in the case of the full-period crosscorrelation can occur. In Fig. 7.14 it is also shown the partial autocorrelation X k (τ )
for the sequence generated by the polynomial 678 , showing also relatively high
peaks for τ = 0. These peaks will contribute to increase the multipath interference
(MPI) in a multipath propagation environment.

Fig. 7.14 Normalized partial correlation functions for two m-sequences of length N = 31

Simulation 7.6 – Exploring Correlation Properties for Synchronism
File – CD drive:\Simulations\Wideband\Acquisition.vsm
Default simulation settings: Frequency = 100 Hz. End = 620
seconds. Signal-to-noise ratio (SNR): 30 dB. Integration time
multiplier (lambda): λ = 31. Initial delay before transmission: 5Tc .
Comparator threshold: 0.7 volts.
This experiment is intended to illustrate how the good autocorrelation property of
an m-sequence can be explored to help one of the spread-spectrum synchronization
steps called acquisition. Code acquisition is like a coarse time alignment between
the spreading sequence generated at the receiver and that embedded in the received
signal. After code acquisition is performed, a tracking process takes place. This is
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as a fine time alignment that keeps track of small timing drifts. Although acquisition and tracking are used in other spread-spectrum techniques, here we consider
only the code acquisition of direct-sequence spread-spectrum signals. Furthermore,
the concepts discussed here will be those enough for demonstrating the use of an
m-sequence as part of the synchronization process. More on synchronization will
be addressed at the end of this section, when this experiment will be revised and
explored deeply.
Open the simulation file indicated in the header. In the upper-left part of the
worksheet are the system variables through which you will vary the system behavior and interact with the simulation. They will be described as the whole system is
presented. To facilitate the construction of the experiment, a baseband DS-SS is considered. Transmitter continuously generates an m-sequence of length N = 31 and
rate 1 chip/second. The initial delay before the transmission starts can be configured
via the “Delay Tx” slider, from 0 to 9Tc . This delay produces the desired initial time
misalignment between the transmitted sequence and the locally-generated sequence
at the receiver. The transmitted signal goes through an AWGN channel. The noise
intensity and, as a consequence, the signal-to-noise ratio at the receiver input are
controlled via the “SNR” slider, from 0 to 50 dB. The remaining blocks comprise
the synchronization acquisition process, which is known by the name serial-search
acquisition (SSA). The received signal is correlated with a delayed version of the
transmitted spreading sequence and the correlation result is compared with a threshold. If the correlation is smaller than the threshold, the “timing advance control”
block commands the “controlled delay” block to increase its delay in Tc /2. This is
repeated until the received and local spreading sequences are approximately aligned
in time, which will cause the correlation to increase. At this moment the comparator
threshold is crossed and a signal is sent to the “timing advance control” block to
stop increasing the delay in the “controlled delay” block. While in this state, it is
considered that code acquisition has been achieved. The correlation interval, which
has to do with the average acquisition time, is λTc . It can be configured by varying
λ (lambda) from 20 to 31. When λ = 31, the correlation interval corresponds to the
whole spreading sequence period, which is 31Tc . The comparator threshold, which
has to do with the noise immunity of the acquisition system, can be configured
from 0 to 1. A small threshold permits a faster acquisition, but increases the noise
influence in the acquisition performance.
Three plots are provided in the simulation worksheet. The upper one (plot A)
shows the correlation results and the comparator threshold. The intermediate one
(plot B) shows the stepwise signal that controls the time delay imposed to the
locally-generated spreading sequence. The lower plot (plot C) is a strip-chart that
shows the transmitted and the locally-generated spreading sequences, so that you
can verify the action of the acquisition process during the simulation interval.
Run the simulation using its default configuration settings. Observe “plot A”
and notice that around 340 seconds the correlation value crossed the comparator
threshold. Now look at “plot B” and observe that around the same instant (340 s) the
signal that controls the delay of the locally-generated spreading sequence stopped to
increase. Each step corresponds to an increase of Tc /2 in the delay. Since “plot B”
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shows 10 steps, a total delay of 5Tc was imposed to the local spreading sequence,
which is in agreement with the initial delay of 5Tc configured for the transmitted
signal. Now observe “plot C” and note that the spreading sequences appear to be
perfectly aligned in time. Move through the waveform stored by the strip-chart and
observe that the sequences were misaligned at the beginning of the simulation and
that they became aligned around 340 seconds.
Now run the simulation using an initial “delay Tx” of 3.15Tc . As an exercise, justify the time instant when the correlation crosses the threshold. Observe
“plot C” and note that the sequences are not perfect aligned at the end of the
simulation. This is a consequence of the initial delay non integer multiple of
Tc /2. This is also a consequence of the delay imposed to the locally-generated
spreading sequence be an integer multiple of Tc /2. Since this situation is likely to
occur in practice, the coarse synchronization provided by the acquisition process is
justified.
Now let us discuss a little bit about the influence of the autocorrelation properties
of a spreading sequence used for acquisition purposes. A single peak in the autocorrelation function facilitates the synchronism, since there are no other peaks to cause
false acquisition states. These false acquisition events are often called false alarm.
Low correlations outside the peaks also increase the system immunity to noise,
reducing the probability of false alarm. This illustrates that m-sequences are indeed
very attractive to facilitate the synchronization acquisition process. Nevertheless, in
a CDMA system, the nonzero cross-correlations will produce undesired components
at the end of the correlation intervals, similar to what noise does, increasing the
probability of false alarm.
You are now able to set other values for the system variables and interact with
the experiment. Do not worry if you are not able to justify certain system behaviors.
This simulation will be revisited at the end of this section, when synchronization
techniques for spread-spectrum systems are considered in more detail.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

7.1.5.2 Gold Sequences
A Gold sequence is obtained by the modulo-2 sum of two different m-sequences
with same length and whose cross-correlation is low. These low correlation
m-sequences are called preferred pairs. The constituent pair of m-sequences and the
resultant Gold sequence will exhibit a three-valued periodic cross-correlation function Rk j (τ ). The normalized values are −1/N , −t(L)/N and [t(L) − 2]/N , where
t(L) = 2

(L+2)/2!

+ 1,

(7.40)

and where x! denotes the largest integer less than or equal to x. Table 7.3 shows
some preferred pairs of polynomials used to generate the component sequences of

7.1

Spread-Spectrum Transmission

623

Gold sequences [59]. Each pair generates a family of Gold sequences: one of the
component m-sequences can be added to any shifted version of the other, resulting in
N Gold sequences. Additionally, the individual component m-sequences are part of
the family. This results in (2+ N ) Gold sequences per preferred pair of polynomials.
Correlation Properties of Gold Sequences
We can think of the cross-correlation function of Gold sequences as having reduced
peaks as compared to m-sequences of the same length. Table 7.4 shows peak values
of the cross-correlation functions of some Gold and m-sequences [59]. Note that,
in fact, Gold sequences have smaller peaks, the difference becoming greater as the
length of the sequence increases.
Table 7.3 Some preferred pairs of generator polynomials of m-sequences
L

N = 2L − 1

Preferred pairs of generator
polynomials in octal form

5
6
7
8
9

31
63
127
255
511

(45, 75)
None
(211, 217), (211, 277)
(747, 703)
(1021, 1131), (1131, 1423)

Through Fig. 7.13 we have shown the periodic cross-correlation function of two
m-sequences of length 31 generated via the polynomials 678 and 738 . Figure 7.15
shows the periodic cross-correlation function of two m-sequences of length 31
generated via the polynomials 458 and 758 , which are preferred polynomials according to Table 7.3, for L = 5. Note that, in fact, the cross-correlation shown in
Fig. 7.15 is three-valued, the values being −1/31, −t(5)/31 and [t(5) − 2]/31,
where t(5) = 9. It is worth mentioning that the partial cross-correlation function of
Gold sequences will exhibit peaks as high as the full-period cross correlation.
Unfortunately, by using Gold sequences we have obtained cross-correlations
with reduced peaks at a cost of autocorrelations worse than those produced by
m-sequences. As an example, Fig. 7.16 shows the periodic autocorrelation funcTable 7.4 Non-normalized peak cross-correlations for some Gold and m-sequences
L

Max. Rk j (τ ) for
m-sequences

Max. Rk j (τ ) for
Gold sequences

5
6
7
8
9
10
11
12

11
23
41
95
113
383
287
1407

9
17
17
33
33
65
65
129
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tion for the Gold sequence generated via the polynomials 458 and 758 . Note that
relatively high values appear outside the peaks. Figure 7.16 also shows the partial
autocorrelation function for the same Gold sequence. High peaks also appear for
τ = 0.

Fig. 7.15 Normalized periodic cross-correlation for preferred m-sequences of length N = 31

We can conclude that Gold sequences are better than m-sequences in what concerns the cross-correlation properties, but are worse than m-sequences in what concerns the autocorrelation properties.

Fig. 7.16 Normalized periodic and partial autocorrelation for a Gold sequence of length N = 31

7.1.5.3 Walsh–Hadamard Sequences
Following [8], a Hadamard matrix H = H(n) of order n is any n × n matrix with
elements +1 and −1, such that HHT = nI, where I is the n × n identity matrix and
HT is H transposed. An interesting property of Hadamard matrices is that their rows
are pairwise orthogonal.
A special Hadamard matrix can be constructed recursively by applying the Silvester’s algorithm [8, 39, pp. 34–35] presented in what follows. Let the initial
Hadamard matrix


+1 +1
H(2) =
.
+1 −1
The Hadamard matrix of order 2n is

(7.41)
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H(n) H(n)
= H(2) ⊗ H(n),
H(n) −H(n)

(7.42)

where ⊗ denotes a Kronecker product of matrices. The rows of the resultant matrix
are often called Walsh-Hadamard sequences, or simply Hadamard sequences, or yet
Walsh sequences.
Example 7.4 – Let us construct 8 Walsh sequences of length N = 8 using the
Silvester’s algorithm. We start with the matrix H(2) given in (7.41) to write H(4) as
follows:
⎤
⎡
+1 +1
+1 +1
⎢ +1 −1
+1 −1 ⎥
⎥
⎢
⎥
⎢
⎥
⎢
(7.43)
H(4) = ⎢
⎥,
⎥
⎢
⎥
⎢ +1 +1
−1 −1 ⎦
⎣
+1 −1
−1 +1
where the single squares contain replicas of the matrix H(2) and the double square
contains −H(2). We now repeat this procedure to construct H(8):
⎡

+1
+1
+1
+1

+1
−1
+1
−1

+1
+1
−1
−1

⎢
⎢
⎢
⎢
⎢
⎢
⎢
⎢
H(8) = ⎢
⎢
⎢ +1 +1 +1
⎢
⎢ +1 −1 +1
⎢
⎢ +1 +1 −1
⎣
+1 −1 −1

+1
−1
−1
+1

+1
+1
+1
+1

+1
−1
−1
+1

−1
−1
−1
−1

+1
−1
+1
−1

+1
+1
−1
−1

+1
−1
−1
+1

⎤

⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥
⎥.
⎥
−1 −1 −1 ⎥
⎥
+1 −1 +1 ⎥
⎥
−1 +1 +1 ⎥
⎦
+1 +1 −1

(7.44)

Now, the single squares contain replicas of the matrix H(4) and the double square
contains −H(4). Each row (or column) of H(8) is a Walsh–Hadamard sequence of
length N = 8. It is easy to verify that all rows (or columns) are pairwise orthogonal.
A simple Mathcad routine for generating Walsh–Hadamard sequences is provided
in Appendix A.10.

Correlation Properties of Walsh–Hadamard Sequences
As mentioned before, Walsh sequences are perfect orthogonal to each other. However, this is true only for the periodic cross-correlation Rk j (τ ) with τ = 0. In fact,
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there are pairs of Walsh sequences which are orthogonal for any value of τ . For
example, the sequence pairs formed by the second row in (7.44) and any other
row are orthogonal for any time shift τ . Nevertheless, the periodic cross-correlation
function between the third and fourth rows of (7.44) exhibit extremely high peaks.
Then, Walsh sequences are attractive for orthogonalizing user’s signals in a synchronous downlink (base-station to mobile terminals) of a CDMA system. However,
the presence of multipath propagation will destroy the orthogonality, yielding severe
performance degradation in terms of error rates.
The non-regular behavior described in the previous paragraph is also present in
the periodic autocorrelation function of Walsh sequences. As a result, high correlations appear outside the expected peaks that occur at τ = k N Tc , k = 0, ±1, etc.
This behavior makes Walsh sequences non attractive for synchronization purposes
and produces severe multipath interference in multipath propagation environments.
Figure 7.17 gives us a picture on the variable behavior of both the periodic
cross-correlation and the periodic autocorrelation functions of Walsh sequences. It
shows some results using Walsh sequences of length 64. The numbers k and j in
the Rk j (τ ) or Rk (τ ) nomenclature identify the rows of the 64 × 64 Walsh matrix,
starting from zero.

Fig. 7.17 Normalized periodic cross-correlations (a) and autocorrelations (b) for Walsh sequences
of length N = 64. The subscripts are the index of the rows in the Hadamard matrix

Likewise the correlation functions, the power spectral density (PSD) of Walsh
sequences varies a lot in shape, depending on the Hadamard matrix row under
consideration. For example, the first row is comprised of “+1” (or “−1”) and, as
a result, has only a DC component in its PSD. The second row is a square wave
of frequency 1/(2Tc ) Hz and its PSD is a sequence of harmonically related discrete
components in odd multiples of 1/(2Tc ). The first row of the second half of rows
is comprised of N /2 “+1” and N /2 “−1”, which leads to a square wave with frequency 1/(N Tc ). Its PSD is a sequence of discrete components at odd multiples of
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1/(N Tc ). We shall analyze the PSD of other Walsh sequences in the next computer
simulation. As a concluding remark, we can state that the variable behavior of the
PSD of Walsh sequences make them non attractive for spectrum spreading.

Simulation 7.7 – Exploring Correlation Properties for CDMA
File – CD drive:\Simulations\Wideband\CDMA.vsm
Default simulation settings: Frequency = 120 Hz. End = 100
seconds. m-sequence spreading/despreading enabled.

This experiment illustrates the operation of a DS-SS CDMA system with three users.
It also demonstrates that a given spreading sequence might not be attractive alone,
but can be combined with other spreading sequences so that the good attributes of
all of them are also combined. Here each DS-SS transmitter uses a combination
of two spreading sequences. Walsh–Hadamard sequences are adopted to channelize the user’s signals and maximum length sequences (or m-sequences, or yet PN
sequences) are adopted to guarantee that all signals have the same spectral shape. In
other words, Walsh sequences are responsible for orthogonalizing the user’s signals
and m-sequences are responsible for spectrum spreading.
Inside each transmitter it is possible to see the estimated power spectral density (PSD) of both the Walsh and the PN sequences. Another PSD plot shows
the power spectral densities of the signal generated by transmitter #1 and of all
transmitted signals after they are added. All transmitters generate random data at
Rb = 1/Tb = 0.3125 bit/second and use the same m-sequence for spectrum spreading. This m-sequence has length N = 31 and rate 20 chips/second, and is generated
using the polynomial 458 . The Walsh sequences have length N = 64 and are also
generated at 20 chips/second, which means that Tb = N Tc . Transmitter #1 uses the
Walsh sequence #23 (the row number 23 in the Hadamard matrix); transmitter #2
uses the Walsh sequence #38 and transmitter #3 uses the Walsh sequence #60. The
modulation is BPSK and the carrier frequency is, for convenience, f c = 31.25 Hz.
Each of the DS-SS receivers correlates the received signal with the m-sequence
multiplied by one of the Walsh sequences. The correlation interval, which is equal to
the bit duration Tb = 3.2 seconds, corresponds to a full period of a Walsh sequence.
The waveform at the output of each correlator is plotted so that you can check if
multiple-access interference (MAI) exists or not according to the analysis below.
No noise is added to permit that we focus our attention to the MAI.
Let us denote as bk ∈ { ± 1} the symbol sent by the DS-SS transmitter #k in
the interval (0, Tb ]. Let m(t) the waveform corresponding to the m-sequence and
wk (t) the waveform corresponding to the k-th Walsh sequence, both bipolar NRZ
signals with amplitude ∈ { ± 1}. Recalling that the carrier frequency f c = 31.25 Hz
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is an integer multiple of 1/Tb , the decision variable at the output of the first DS-SS
correlator can be computed as follows:

y1 (Tb ) =

Tb

[b1 w1 (t)m(t) + b2 w2 (t)m(t) + b3 w3 (t)m(t)]m(t)w1 (t) cos2 (2π f c t)dt

0

=

b2
b1 Tb
+
2
2

b1
+
2
b3
+
2



+0

Tb


b3 Tb
w2 (t)w1 (t)dt +
w3 (t)w1 (t)dt
2 0
,.
,.
+
zero

Tb

+0




zero


b2 Tb
cos(4π f c t)dt +
w2 (t)w1 (t) cos(4π f c t)dt
2 0
+
,.
,.
zero

zero

Tb

+0

w3 (t)w1 (t) cos(4π f c t)dt
,.
zero

= ±1.6.
(7.45)
From the above derivation, whose details are left for the reader’s verification,
we conclude that the m-sequence has no influence in the system performance and
that there is no multiple-access interference due to the fact that the Walsh sequences
are orthogonal to each other. You can check this by considering only one transmitter
and the corresponding receiver in (7.45), which will also yield ±1.6 at the end of the
correlation interval. The waveform at the correlator output of each DS-SS receiver
can be observed via the time plots inside them. Confirm the above statements and
the value of the decision variables previously computed. Furthermore, displays at
the output of the DS-SS receivers show the recovered data bits and the transmitted
data bits. We see that no decision error is occurring.
Now, let us have a look at the power spectral density of the spreading sequences
used by the system. Look at the PSD plots inside each transmitter and run the simulation. Note that the PSD of the m-sequence is the expected one, as given by (7.39).
Nevertheless, note that the PSDs of the Walsh sequences differ from each other.
To get a better picture of this, observe the PSD plot showing the spectrum of the
signal generated by transmitter #1 and of all transmitted signals after being added.
Note that they are similar, except by an increased level of the transmitted signals
together as compared to a single transmitted signal. Now disable the m-sequence
spreading/despreading operation and observe again the above PSDs. Note that the
use of Walsh sequences alone does not guarantee that the spectral characteristics
of the transmitted signals are equal in shape and well-behaved. This part of the
experiment shows to us how the use of m-sequences for spectral spreading can
be of major importance. Furthermore, in a real system, m-sequences can help the
synchronization process, since the autocorrelation properties of Walsh sequences
are not adequate for this purpose.
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A final comment is in order. Since we are simulating a synchronous CDMA
system in the absence of multipath propagation, the transmitted signals enter the
receivers perfect orthogonal to each other and no MAI occurs. In a multipath environment this orthogonality would be lost, leading to severe MAI.
Explore inside individual blocks. Try to understand how they were implemented.
Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

7.1.6 Frequency-Hopping Spread-Spectrum
We mentioned in the historical notes at the beginning of this section that frequencyhopping spread-spectrum (FH-SS) seems to be the first SS technique that was identified in patents and commercial applications. In spite of this fact, we decided to
discuss first the direct-sequence spread-spectrum, since it seems to be more adequate
for an introduction on the spread-spectrum area and on the analysis of its attributes.
This is the reason for the late presentation about the FH-SS.
In FH-SS, the carrier frequency jumps according to a pseudo-random code and
the receiver can recover the information only if it knows the hopping pattern and is
synchronized to it. Figure 7.18 shows the block diagram of a possible implementation of an FH-SS transmitter. Data bits enter the modulator, which is typically
an M-ary FSK. The modulated signal centered in an intermediate carrier frequency
f I is then translated to another carrier frequency f c , whose value is determined by
k bits of the spreading sequence. As a consequence, at the output of the multiplier
(mixer) the M-FSK signal jumps in a pseudo-random fashion, occupying 2k spectral
positions. The band-pass filter limits the transmitted bandwidth to the entire range
comprising the 2k spectral positions. If desired, a narrower band-pass filter could be
placed in-between the M-ary FSK modulator and the mixer to limit the bandwidth
of the individual FH-SS hops.

Fig. 7.18 Frequency-hopping spread-spectrum transmitter

From the analysis of the operation of the FH-SS transmitter, we notice that,
instantaneously, an FH-SS signal occupies a bandwidth corresponding to the band-
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width of the M-ary FSK signal. This indicates to us that an FH-SS signal is a
spread-spectrum signal in the average or long term sense.
By an adequate design of the frequency synthesizer it is possible to control the
hopping pattern so that desired frequency slots are not used. This is particularly
interesting when the FH-SS system operates overlaid to other narrowband systems.
Obviously, in this case, less than 2k spectral positions are effectively used.
Maximum-length spreading sequences (m-sequences) are extensively used in
DS-SS systems, but can also be used in FH-SS systems. Assuming that all outputs of an m-sequence generator with L flip-flops feed the frequency synthesizer in
Fig. 7.18, then k = L. Nevertheless, since the all-zero state is not part of the flip-flop
states, (2 L − 1) spectral slots will be occupied by the FH-SS signal.
Figure 7.19 shows the block diagram of the FH-SS receiver. A frequency synthesizer synchronized to the transmitter hopping rate and using the same hopping
pattern used by the transmitter feeds a mixer which translates the received signal
to the intermediate frequency f I . A band-pass filter attenuates undesired frequency
components and delivers the resultant signal to a non-coherent M-ary FSK demodulator. The reason for using non-coherent demodulation is the difficulty of maintaining phase coherence between successive hops. Moreover, as we know from Chap. 6,
this simplifies the receiver design at a small E b /N0 penalty.

Fig. 7.19 Frequency-hopping spread-spectrum receiver

An FH-SS signal can be fast or slow. In a slow FH-SS system, the hopping rate
is on the order of the modulation symbol rate or smaller. In a fast FH-SS system,
the hopping rate is higher than the symbol rate. Slow FH-SS systems are easier to
implement, but are more vulnerable to jamming: a smart interfered called follower
jammer can detect the presence of a hop and then generate the jamming signal at
the hop frequency detected. Fast FH-SS systems are more difficult to implement,
but are less vulnerable to a follower jammer.
One last observation is concerned with the definition of Tc , the chip duration of
a FH-SS system. As in the case of DS-SS, in FH-SS a chip corresponds to the event
of smaller duration. Then, for a fast FH-SS, a chip lasts the duration of a hop. For a
slow FH-SS, the chip duration corresponds to the symbol duration.

7.1

Spread-Spectrum Transmission

631

Simulation 7.8 – FH-SS Modem
File – CD drive:\Simulations\Wideband\FHSS modem.vsm
Default simulation settings: Frequency = 100 Hz. End = 10, 000
seconds. Pseudo-random hopping enabled and slow FH-SS selected
in the “Hop control” block. E b /N0 = 6 dB and noise disabled in the
“AWGN channel” block. Average output power of the “narrowband
interference” block set to zero.
This experiment illustrates the operation of an FH-SS modem under AWG noise and
narrowband interference. The transmitter was constructed according to Fig. 7.18,
except that the frequency hopping function was implemented by a voltage controlled
oscillator (VCO) instead of a synthesizer. As a consequence, the serial output of
the spreading code generator was converted to analog values to control the VCO.
Furthermore, the band-pass filter shown in Fig. 7.18 was not used.
Binary random data at 1 bit/s enter a BFSK modulator with intermediate carrier
frequency f I = 2.5 Hz and tone separation of 1 Hz. The power spectral density
of the modulated signal is displayed via “PSD plot A”. The VCO free-running frequency is 5 Hz and its gain is 5 Hz/volt. The output of the VCO is the final carrier
frequency whose value is given by f c (n) = (5n + 5)Hz, where n = 6, 4, 7, 2, 3, 5, 1,
6, 4, . . . are the pseudo-random hop control pattern formed by the digital-to-analog
conversion of groups of k = 3 bits coming from the m-sequence generator. The
hop control can be configured to stop hopping and generate only the control value
n = 4. Additionally, a fast or a slow FH-SS system can be simulated. In the fast
FH-SS mode, the hopping rate is 2 hops/second, or 2 hops/BFSK symbol. In the
slow FH-SS mode, the hopping rate is 0.00244140625 hops/second, which means
that one hop lasts for 409.6 seconds, or 409.6 BFSK symbols. This hopping rate
was chosen so that in 409.6 seconds we have exactly 40,960 samples, since the
simulation frequency is 100 Hz. This number of samples matches the 8k-point FFT
averaged 5 times that is used to compute the FH-SS power spectral density. As a
consequence, one complete FFT operation is performed at each frequency hop. The
transmitted signal goes through an AWGN channel whose E b /N0 can be configured.
Noise addition can also be enabled or disabled. Before entering the receiver, the
FH-SS signal corrupted by noise is added to a narrowband interferer signal, simulating a jamming scenario. This interference is centered in 27.5 Hz and can have its
average power configured from 0 to 2 watts in steps of 0.5 watt. The PSD of the
interference and of the FH-SS signal are displayed in the plot located in the lowerleft part of the simulation worksheet. The received signal is multiplied by the same
carrier frequency used to produce the hops at the transmitter. This is simulating a
perfect synchronism between transmitter and receiver. The signal already translated
to the intermediate frequency, f I = 2.5 Hz, has its power spectral density displayed
via “PSD plot B”. This signal enters a non-coherent BFSK demodulator constructed
according to the corresponding concepts presented in Chap. 6. The estimated and
transmitted data bits are then compared to each other and a BER computation is
performed and displayed. The number of bit errors is recorded in the “error history”
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display to permit the analysis of the “regularity” in the distribution of the errors
when interference is present or not.
Run the simulation using its default configurations. Observe the spectrum of the
FH-SS signal and notice how it jumps from one center frequency to another, following the hopping control pattern previously described. Justify the shape of the
FH-SS PSD in light of the PSD of the BFSK signal shown via “PSD plot A”. Recall
that, mathematically, the PSD of the BFSK signal comprises the portion shown in
“PSD plot A”, plus a negative portion not shown. The “complete” PSD, which is
always centered in f = 0, is translated to the n-th carrier frequency according to
f c (n) = (5n + 5)Hz. While the simulation is running, observe “PSD plot B”. Note
that there is a fixed portion of the spectrum that is equal to the PSD of the BFSK
signal. The remaining undesired portion is rejected by the matched filters of the
non-coherent BFSK demodulator. As an exercise, justify the spectral positions of
the undesired jumping portion of the spectrum shown via “PSD plot B”.
Enable the AWG noise addition and run the simulation. Observe the estimated
BER after the simulation ends. You will find a value around 6.8 × 10−2 , which is the
theoretical BER for a non-coherent BFSK modulation over the AWGN channel for
E b /N0 = 6 dB. Try the remaining values of E b /N0 and observe that the estimated
BER will correspond to the theoretical values given in the simulation worksheet.
This part of the experiment shows to us that, as in the case of DS-SS, the performance of an FH-SS system under AWGN is governed by the performance of the
modulation adopted.
Now enable the fast FH-SS mode in the “hop control” block. Run the simulation
and observe the PSD of the FH-SS signal. Note that it is not anymore possible to
identify the individual hops, a situation that occurs in practice when a fast FH-SS
signal is observed via a spectrum analyzer. Additionally, the shape of the FH-SS
spectrum is now influenced by the hopping rate, which is higher than the BFSK
symbol rate. Repeat the PSD and BER analysis previously proposed for the slow
FH-SS mode. You will find out that the only additional difference will be the shape
of the spectral density shown via “PSD plot B”.
Restore the default simulation settings. Disable the pseudo-random hopping in
the “hop control” block and set the average power of the narrowband interference
to 2 watts. Run the simulation and observe that the interference PSD is constantly
over the PSD of the BFSK signal, which has been translated to the 4-th spectral
position. Observe the high BER, around the maximum value of 0.5. Note also the
regularity of the error history, shown that errors were somewhat evenly distributed
in time. Now enable the pseudo-random hopping and rerun the simulation. Note
that the coincidence between the FH-SS and the interference spectra is occurring
in only 2 out of every 7 jumps. As a consequence, the average error rate will
be around 0.5 × 2/7 ∼
= 0.14. Observe the error history and note that it shows
zero-error intervals and intervals with high occurrence of errors. The zero-error
intervals correspond to the instants when the FH-SS spectrum does not overlap
the interference. Observe that the left part of the FH-SS spectrum overlaps the
interference in 1 out of every 7 jumps, the same occurring with the right part of
the spectrum. This is the reason for the total overlapping in 2/7 of the time. It
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would be possible to design the FH-SS signal so that the interference effect is
further reduced by the hopping action. We just should use a VCO gain different
from the spacing between the positive and the negative parts of the BFSK signal
PSD. To verify this, as an exercise, change the BFSK tones from 2 and 3 Hz to 3
and 4 Hz, respectively. Change also the center frequency of the interference from
27.5 Hz to 28.5 Hz. You will need to change the band-pass filter cutoff frequencies
from (26.5, 28.5 Hz) to (27.5, 29.5 Hz). After these modifications are made, run the
simulation and observe that only in 1/7 of the time there is coincidence between
the FH-SS and the interference spectra. Be aware that the receiver will not work
after these modifications, since it was designed for the BFSK signal with tones in 2
and 3 Hz.
The analysis of the interference rejection capability of the FH-SS signal can also
be made using the fast FH-SS mode of operation. However, since frequency jumps
occur very fast in this mode, you will not be able to see separate events showing
the occurrence of zero or a high number of errors. Nevertheless, note that the final
BER will be around 0.14, which means that the interference rejection capability of
the FH-SS is still in action.
You are now able to explore inside individual blocks and try to understand how
they were implemented. You can also create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in
light of the theory.

7.1.7 Processing Gain and Jamming Margin for DS-SS and FH-SS
The processing gain (PG) of a spread-spectrum system represents the advantage
over the interference that is achieved by expanding the signal bandwidth. The
amount of advantage, quantified by the jamming margin, will depend mainly on
the modulation adopted, on the characteristics of the interfering signal and on the
system losses. If channel coding is adopted, jamming margin will be increased.
For a DS-SS system, the processing gain, or spreading factor, is the number of
chips during a symbol interval. If binary modulation is assumed, we have
PG =

Rc
Bss
Tb
,
=
=
Tc
Rb
B

(7.46)

where Tb is the data bit duration, Tc is the duration of the spreading sequence chip,
Rc is the chip rate, Rb is the bit rate, Bss is the spread-spectrum signal bandwidth
and B is the bandwidth of the modulated signal without spectrum spreading.
For an FH-SS system, the processing gain can be defined by
PG =

Bss
= 2k ,
B

(7.47)
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where, as previously defined, k is the number of chips that controls the positions of
the FH-SS signal hops. Note that PG = 2k only if all k-chip combinations exist and
are used to determine the hopping pattern. In other words, the processing gain of an
FH-SS system is the number of frequency slots effectively used for signal hopping.
Example 7.5 – This example aims at illustrating the effect of the processing gain in
the jamming margin of a DS-SS system with BPSK modulation. It is assumed that
the jamming signal is a continuous-wave (CW). For this case, the jamming margin
is given by [67, p. 708]
MJ =

PG
J
=
,
P
E b /J0

(7.48)

where J is the average jamming power and P is the average signal power at the
receiver input. J0 is the equivalent jamming power spectral density, given by J/Bss ,
and E b is the average bit energy. It is implicitly assumed that the jamming PSD is
much larger than the thermal noise PSD, so that this last can be disregarded.
Suppose that we whish to achieve a BER of 1 × 10−5 or less and that the DSSS spreading factor is 1,023. To achieve this BER, a BPSK modulation needs an
E b /J0 = 9.58 dB. Then, the jamming margin will be given by
MJ [dB] = PG[dB] − E b /J0 [dB]
= 30.1 − 9.58 ∼
= 20.5 dB,
which means that the average jamming power can be up to 20.5 dB above the average signal power, still maintaining a target BER ≤ 1 × 10−5 . This jamming margin
could be further increased with the use of channel coding [67, p. 709]. A similar
situation holds for an FH-SS system in what concerns the interpretation of the jamming margin effect.

7.1.8 Acquisition and Tracking of Spread-Spectrum Signals
The synchronization of spread-spectrum signals corresponds to the time alignment
of the spreading sequence locally generated at the receiver with the spreading
sequence embedded in the received signal. It is made in two steps: acquisition (or
code acquisition, or yet code search) and tracking. The first step corresponds to a
coarse code alignment, normally within ±Tc /2 from the correct timing, where Tc
is the chip duration. The second step performs a fine code alignment, still permitting that some timing drift is tracked. Code tracking is usually performed by closed
loops, which are similar in conceptual terms to a phase-locked loop.
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The presence of the data modulation in the received signal makes code synchronization difficult and sometimes impractical. For this reason, it is assumed here
that code synchronization is a trained process, i.e. the transmitter sends the spreading sequence (called training sequence in this context) at regular intervals without
any data modulation. Furthermore, non-coherent code synchronization is assumed,
which means that it is performed before carrier synchronization.
In this subsection we shall discuss about some code acquisition and tracking
techniques. We shall restrict our attention to their operation, leaving probabilistic
and performance analysis as further reading for the interested reader. Examples
of such analysis can be found in Chap. 8 of [39], Part 4 of [86] and Chap. 4 of
[94]. Moreover, we shall consider only DS-SS synchronization schemes. These
schemes, however, can be adapted to FH-SS systems, as discussed for example in
[94, pp. 214–227].

7.1.8.1 Serial-Search Acquisition (SSA)
A block diagram of the serial-search acquisition (SSA) system is shown in Fig. 7.20.
In SSA, the received spreading signal is correlated with the local spreading signal
and the correlation level is compared to a threshold. If this level is smaller than the
threshold, the time delay control commands the spreading sequence generator to
increase its relative delay in one step, usually of Tc /2. This process continues until
the correlation level crosses the threshold, indicating to the time delay control block
that the relative delay of the local spreading sequence must stop increasing, and that
the received and the local spreading codes are coarsely aligned, usually within the
range −Tc /2 ≤ τ < +Tc /2, where τ is the misalignment.
After SSA has finished its work, the tracking system will bring τ to a value close
to zero, still following small timing drifts and slow jitters present in the received
code signal. Once tracking is in operation, the output of the spreading sequence
generator can be used to despread the received signal in the normal DS-SS signal
reception.

Fig. 7.20 Serial-search acquisition system for a DS-SS signal
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Two main parameters influence the performance of the SSA process: the comparator threshold and the correlation interval λTc (usually referred to as the search
dwell time), where λ is a positive integer. Larger values of λTc increase the acquisition time, but also increase the noise immunity of the acquisition system. Small
values for the comparator threshold reduce the acquisition time, but also reduce the
noise immunity. The above parameters also have influence on the probability of false
alarm, which is the probability of an acquisition indication without the codes have
been aligned. Low signal-to-noise ratios can cause false alarms, but these events can
be facilitated by spreading sequences having autocorrelation functions with large
peaks outside τ = 0. In practice, a tradeoff solution is usually adopted to choose the
values of the threshold and of the multiplier λ.
From previous discussions we conclude that the maximum misalignment between
the received and the local spreading sequences is slightly smaller than N Tc , where
N is the sequence length. In this condition the SSA system will have to perform
N Tc /(Tc /2) = 2N steps until an acquisition indication occurs. Since for each step
a correlation lasting λTc is performed, the maximum acquisition time for a SSA
system is given by
T A max = 2N λTc .

(7.49)

Simulation 7.9 – Serial-Search Acquisition
File – CD drive:\Simulations\Wideband\Acquisition.vsm
Default simulation settings: Frequency = 100 Hz. End = 620
seconds. Signal-to-noise ratio (SNR): 30 dB. Integration time
multiplier (lambda): λ = 31. Initial delay before transmission: 5Tc .
Comparator threshold: 0.7 volt.
In Simulation 7.6 we investigated the influence of a good correlation property of a
spreading sequence on the performance of a synchronization process. In fact, the
synchronization process considered in Simulation 7.6 was the serial-search acquisition. Since you have just studied the SSA technique with more details, it is recommended that you interact with Simulation 7.6 again. Now you can create other
situations and extract new conclusions involving the comparator threshold, the
search dwell time and the signal-to-noise ratio.

7.1.8.2 Rapid Acquisition by Sequential Estimation (RASE)
A block diagram of the rapid acquisition by sequential estimation (RASE) system
is shown in Fig. 7.21. The RASE process works similarly to the serial-search, the
difference being the way that the code alignment is searched. The received signal
enters a non-coherent chip estimator whose function is to detect and estimate the
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Fig. 7.21 RASE acquisition system for a DS-SS signal

received chips in a chip-by-chip basis. After n chips have been estimated and stored
in a buffer, they are loaded into the registers of the PN spreading sequence generator. From this load, the PN code generator starts delivering new chips to the noncoherent correlator. If estimated in error, the n chips will be part of an out-of-phase
local PN code. As a result, the correlation level will be smaller than the threshold and
the comparator will command the estimation of a new group of n chips. This process
continues until n chips are estimated correctly. When this happens, all subsequent
chips delivered by the PN code generator will be aligned in time with the received
code signal. At this moment the signal flux control indicates an acquisition state
and stops new chip estimations. The code search then enters into action, bringing
the time misalignment τ to a value as close to zero as possible. Once tracking is in
operation, the output of the spreading sequence generator can be used to despread
the received signal in the normal DS-SS signal reception.
The acquisition time for the RASE system is strongly dependent on the signalto-noise ratio, since an acquisition state is not declared until a group of n chips
is estimated correctly. In a situation of very high signal-to-noise ratio, the first n
chips will be estimated with no errors and in this case we will have the minimum
acquisition time, which is given by
T A min = nTc .

(7.50)

In this situation the word “rapid” in the RASE nomenclature is justified.
Similarly to the case of serial-search acquisition, the RASE system performance
is also influenced by the choice of the correlation interval λTc and the comparator
threshold. A tradeoff solution between acquisition time and noise immunity is usually adopted for this choice. More on the RASE system can be found in Part 4 of
[86] and in the seminal paper [101].
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7.1.8.3 Code Tracking via Delay-Locked Loop (DLL)
The conceptual implementation of a delay-locked loop (DLL) for a DS-SS BPSK
system is illustrated in Fig. 7.22. We say “conceptual” to mean that, in practice,
some blocks of a tracking loop can be part of the acquisition system in a way that
they work in a coordinated or combined fashion.

Fig. 7.22 DLL tracking system for a DS-SS signal

In Fig. 7.22, the received code signal is correlated with two versions of the
local spreading sequence, one in time advance Tc /2 from a reference sequence
c(t − τ ) and another Tc /2 delayed from the reference sequence c(t − τ ), where
τ is the time misalignment between the received code signal and c(t − τ ). The
corresponding non-coherent correlators are called early and late correlators, respectively. These correlators contain band-pass filters whose task is to average the product between the embedded received code signal c(t) and the early and late locallygenerated sequences. In a sense, these filters perform the task of the integrators in a
conventional correlator. The square-law devices eliminate the binary data modulation. At the output of the correlators we have the signals C + (τ ) and C − (τ ), whose
approximate values are given by





Tc
Tc
−τ
= Rc2 τ ∓
C ± (τ ) ∼
= E 2 c(t) c t ±
2
2

(7.51)

where E(x) is the expected value of x and Rc (τ ) is the autocorrelation function of
the spreading sequence c(t). The signals C + (τ ) and C − (τ ) are subtracted to form the
error signal e(τ ), whose aspect is illustrated in Fig. 7.23, assuming that Rc (τ ) is the
autocorrelation function of an m-sequence. Note that the error signal is linear in the
range −Tc /2 ≤ τ < +Tc /2, which means that, ideally, the code acquisition process
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Fig. 7.23 Error signal of the DLL for maximum length spreading sequences

must guarantee that the coarse timing alignment falls within this range, permitting
that the DLL forces the timing error to zero as it enters into operation.
The error signal in Fig. 7.22 enters the DLL loop filter. Similarly to what happens
in a PLL, this filter is related to the tradeoff between the noise immunity and the
convergence properties of the DLL. The output of the loop filter controls a voltagecontrolled clock (VCC) which is responsible for advancing or delaying the timing
of the early, late and reference local code signals.
7.1.8.4 Code Tracking via Tau-Dither Loop (TDL)
Because of imbalances that may occur between the non-coherent early and late correlators in a DLL, a zero value for the error signal e(τ ) can be generated without
a perfect time alignment between the received code signal and the reference local
spreading sequence. As a result, the error rate of the system will increase. A solution
to this problem consists in the use of a single correlator shared in time between
the early and late correlation processes. The resultant system is called shared time
early-late or tau-dither loop (TDL). Figure 7.24 illustrates a TDL tracking system
for a DS-SS BPSK signal, where it is clear that the two correlators of the DDL
where replaced by one. The correlation alternates between the processing of the
early and the late local code signals, under the control of the square wave from the
tau-dither generator. This wave has a frequency on the order of half of the inverse of
the correlator time constant. In other words, the frequency of the tau-dither signal
must be chosen such that the TDL becomes as faster as possible, at the same time
giving the necessary time for the correct operation of the non-coherent correlator.
The tau-dither generator also guarantees that the polarities of the early and late correlations are opposite to one another so that their combined effect after the averaging
produced by the loop filter generates a signal similar to the error signal e(τ ) at the
input of the DLL loop filter in Fig. 7.22.
The VCC in Fig. 7.24 will vary the timing of the early and late versions of the
local code signal until they are symmetrically displaced about the timing of the
received code signal. At this moment the correlations will be equal to one another,
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Fig. 7.24 TDL tracking system for a DS-SS signal

delivering to the loop filter a signal with approximately zero mean. After that, the
reference code signal can be used for despreading the received signal in the normal
DS-SS reception.

7.2 Multi-carrier Transmission
Multi-carrier systems, especially those combined with code-division multiple-access
(CDMA) techniques, are potential candidates to be used in several fourth-generation
wireless communication systems. In multi-carrier, the available bandwidth is divided
into sub-channels in a way that the data symbol stream is transmitted in parallel
using different sub-carriers that are multiplexed together in the frequency domain.
One of the main reasons for parallelization is to transform a communication channel
potentially selective in frequency into Nc sub-channels approximately frequency
flat, from the transmitted signal viewpoint. Using a time-domain interpretation,
data symbols of duration Ts are converted into parallelized symbols of duration
T = Nc Ts , which means that intersymbol interference is reduced. A widely
adopted technique for multiplexing the parallelized sub-channels is the orthogonal frequency-division multiplexing (OFDM) [12, 20, 45, 54, 65, 76, 102]. This
technique is illustrated in Fig. 7.25, where the complex envelope symbol waveforms si (t) = s I i (t) + js Qi (t), i = 1, 2, . . . , Nc are multiplied by the complex
exponentials exp( j2π f i t) and then added to form the baseband OFDM signal. Upconversion can be additionally made by multiplying the baseband OFDM signal
by another complex exponential7 exp( j2π f c t), where f c is the final carrier center
frequency. To guarantee that the multiplexed signals are coherently orthogonal to
each other in the signaling interval (or OFDM symbol duration) T = Nc Ts , it can
be easily verified that the sub-carrier spacing must be an integer multiple of 1/T .
The minimum spacing of 1/T is often adopted in practice.
7 Recall from Chap. 2, Sect. 2.5, that the real signal resulting from the multiplication of a complex signal by a complex exponential, according to (2.144), is obtained in practice through the
realization of (2.146).
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Fig. 7.25 Orthogonal frequency-division multiplexing (OFDM) operation

In this section we shall present an overview about various multi-carrier techniques proposed in the literature. We also present some additional material covering
the implementation aspects of OFDM in particular and multi-carrier systems in general. Although multi-carrier systems can be implemented with any modulation, we
restrict our scope to BPSK-modulated signals, unless otherwise mentioned. This
choice was made to simplify the schematics of each multi-carrier system, since the
complex multiplications in Fig. 7.25 reduce to the multiplication of real signals by
co-sinusoidal sub-carriers. Furthermore, for the sake of brevity, we shall present
only the structure of the transmitter for most of the multi-carrier systems taken into
consideration, since this is enough for the understanding of the main idea behind
each technique.

7.2.1 Multi-carrier Modulation
Multi-carrier modulation (MCM) was considered by J. A. C. Bingham in [7], where
related ideas proposed up to that time are discussed. MCM is similar to the modulation used in HDSL (high-rate digital subscriber line) modems. Figure 7.26 illustrates
the idea. The input serial data stream is first converted into parallel and the result
is grouped into Nc symbol sub-groups, not necessarily having the same number
of symbols. Each sub-group modulates one of the Nc carriers, using a modulation
that better suits the corresponding sub-channel: more robust modulations are used
where the channel is more distorting or where the signal-to-noise ratio (SNR) is
low; modulations with higher spectral efficiencies are used where the channel SNR
is high or where low distortion exists. The modulated carriers are then added to
form the MCM signal. The power distribution in the various sub-channels can be
uniform if the channel SNR is high or can follow the water-pouring (or waterfilling) principle,8 in which more power is delivered to the higher SNR sub-channels
[67, p. 687].
8

The water-pouring principle will be covered in Chap. 8.
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Fig. 7.26 Multi-carrier modulation (MCM) transmitter structure

7.2.2 Multi-carrier CDMA
The multi-carrier CDMA (MC-CDMA) was proposed by N. Yee, J. P. Linnartz
and G. Fettweis in [108]. It combines frequency-domain spreading with OFDM.
Its block diagram is shown in Fig. 7.27. Data bits, after converted to ±1, are copied
in Nc branches. Each copy is multiplied by one chip of the user-specific spreading sequence of length Nc in an operation known as frequency-domain spreading.
The signal resulting from each multiplication modulates one of the Nc orthogonal
sub-carriers. The modulated signals are then added to form the MC-CDMA signal.
Due to the transmission of the same data bit in different frequencies, MC-CDMA
achieves diversity in the frequency-domain, as opposed to the time-diversity provided by a conventional RAKE receiver in DS-CDMA systems.
It is desired to have a frequency flat fading on each modulated sub-carrier in
order to facilitate the receiver design and improve system performance. Nevertheless, if the input data rate is high enough to result in a frequency-selective fading per
sub-carrier, a serial-to-parallel converter with U outputs must be inserted before
copying [34]. Each S/P converter output is copied S times, which results in Nc = U S.

Fig. 7.27 Multi-carrier CDMA (MC-CDMA) transmitter structure

7.2

Multi-carrier Transmission

643

The spreading sequence in this case has a length equal to S. Without S/P conversion,
the carrier spacing is 1/Ts , where Ts is symbol duration at the input of the system.
In this case, the chip duration Tc is equal to Ts . With S/P conversion, the carrier
spacing is 1/U Ts and the chip duration Tc is equal to U Ts .
A comparative performance analysis of the MC-CDMA and the conventional
DS-CDMA system can be found in [34] and [35, Chap. 10]. One of the main conclusions drawn in [34] is that the attainable performance of both systems is the same,
considering the same channel conditions and comparable complexity. Nevertheless,
DS-CDMA is not able to collect and combine the whole signal energy scattered
in the time-domain, while MC-CDMA with minimum mean square error (MMSE)
combining can collect and combine all received signal energy in the frequencydomain, at a cost of higher receiver complexity. At the end of this section we
shall present some additional comments on the performance of MC-CDMA systems. The reason for choosing this system for further analysis is due to the fact that
MC-CDMA or some of its variants appear to be a strong candidate for several 4th
generation systems [35, Chap. 10; 72].

7.2.3 Multi-carrier DS-CDMA
The multi-carrier DS-CDMA (MC-DS-CDMA) system discussed by S. Hara and
R. Prasad in [33] combines time-domain spreading with OFDM. Figure 7.28 shows
a block diagram of the MC-DS-CDMA transmitter. Input data bits are converted
into Nc parallel streams. After converted to bipolar, each stream is multiplied by a
bipolar user-specific spreading sequence. The resultant baseband DS-CDMA signal
modulates one of the Nc carriers and the modulated orthogonal signals are added
to form the MC-DS-CDMA signal. The symbol duration at the sub-carrier level
is Nc Ts , where Ts is the symbol duration at the system input. The chip duration
of the spreading sequence depends on the number of chips per symbol at the subcarrier level. If, for example, the length N of the spreading sequence fits within
the symbol duration, then Tc = Nc Ts /N . The carrier spacing in this case will be
1/Tc = N /Nc Ts .

Fig. 7.28 Multi-carrier DS-CDMA (MC-DS-CDMA) transmitter structure
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Note that, if the time-domain spreading in Fig. 7.28 is not realized, which means
that c(t) = 1 for any t, then we will have a conventional OFDM BPSK system. In
this case N = 1 and the carrier spacing will be 1/T = 1/Nc Ts , as expected.

7.2.4 Multi-tone CDMA
Another multi-carrier CDMA system is named multi-tone CDMA (MT-CDMA)
[33, 96]. Its transmitter structure is shown in Fig. 7.29, from where we notice the
similarity with the MC-DS-CDMA presented in the previous subsection. The difference between MT-CDMA and MC-DS-CDMA is that the spreading sequence in
MT-CDMA has a much higher rate, which results in overlapped modulated subchannels, as illustrated in Fig. 7.29. However, it is guaranteed that the carrier frequency spacing is sufficient for signal orthogonality in the S/P output symbol level.
This means that the carrier spacing is 1/Nc Ts , where Ts is the symbol duration at
the input of the MT-CDMA system.

Fig. 7.29 Multi-tone CDMA (MT-CDMA) transmitter structure

7.2.5 Multi-carrier DS-CDMA using frequency-spread coding
In [49], H. Matsutani and M. Nakagawa propose a multi-carrier CDMA system
with the aim of exploring diversity without adding redundancy in time or frequency.
This system, called by the authors a multi-carrier DS-CDMA using frequencyspread coding, is identified here by the acronym MC-CDMA-FSC. Figure 7.30
shows the transmitter structure of the MC-CDMA-FSC. Note that the basic difference between this system and the MC-DS-CDMA is the presence of an additional
S/P converter and a code-division multiplexing (CDM) operation. The input data
stream is parallelized into Nc streams and these streams are multiplexed via orthogonal codes {c1 (t), c2 (t), . . . , c N c (t)}. The resultant serial stream then enters the
MC-DS-CDMA part of the system, whose description was already given. The CDM
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operation guarantees that each carrier contains information of all data bits. Then,
with proper sub-channel bandwidth assignment and an additional frequency interleaving9 operation, frequency diversity can be achieved in a situation of frequencyselective fading, since different carriers will be independently affected with high
probability.

Fig. 7.30 MC-DS-CDMA with frequency-spread coding (FSC) transmitter structure

7.2.6 Modified Multi-carrier DS-CDMA
The block diagram of the multi-carrier CDMA transmitter of the system proposed
by E. Sourour and M. Nakagawa in [91] is illustrated in Fig. 7.31. We are calling it
a modified MC-DS-CDMA, since it differs from the MC-DS-CDMA presented in
subsection 7.2.3. In fact it can be seen as a combination of the copy-type MC-CDMA
and the S/P-type MC-DS-CDMA systems. The S/P-type part of the modified MCDS-CDMA transmitter shown in Fig. 7.31 can be associated to the conversion of the
input data stream into U parallels streams. The copy-type part corresponds to the
S replicas of the bits present in each of the U serial-to-parallel converter outputs.
These replicas are interleaved in time in a way that copies of a given bit are spaced
apart in time. The Nc = U S resultant bits, after converted to the bipolar form, are
multiplied by the user-specific spreading sequence c(t). The resultant Nc baseband
DS-CDMA signals modulate different carriers in a way that copies of a given bit are
assigned to carrier frequencies that are not adjacent. The Nc orthogonal modulated
carriers are then added to form the modified MC-DS-CDMA signal. The carrier
spacing is 1/Tc , where Tc = U Ts /N is the chip duration of the spreading sequence

9 Frequency interleaving is a permutation in the sub-carrier ordering such that, if a given symbol
is transmitted via several carriers, these carriers are made far apart to be independently affected by
the frequency-selective channel. Frequency diversity gain is maximized in this situation.
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c(t), and where Ts is the symbol duration at the input of the system and N is the
length of c(t).
Note that the most significant conceptual difference between the modified MCDS-CDMA system and the generalized form of the MC-CDMA system (that with
a serial-to-parallel converter) is in the spreading operations: the former uses timedomain spreading and the later uses frequency-domain spreading.
From above we see that the modified MC-DS-CDMA system is able to explore
time and frequency diversity. Nevertheless, as suggested in [31], it seems to be
more advantageous to explore the maximum order of diversity (U = 1 and a given
S) instead of exploring the maximum parallelism (a given U and S = 1) of the
data stream and that, as the order of diversity S increases, the channel capacity10
of the MC-DS-CDMA channel approximates the AWGN channel capacity. These
comments allow us to give the MC-CDMA system an advantage over the MC-DSCDMA system from an information-theoretic viewpoint, at least under the conditions considered in [31].

Fig. 7.31 Modified MC-DS-CDMA transmitter structure

7.2.7 Implementation Aspects of MC-CDMA Systems
If we revisit the block diagrams of the multi-carrier transmitters described so far we
can see that most of them have an OFDM operation, consisting of the multiple subcarrier modulation and the sum of the resulting orthogonal signals. In real systems,
it is not practical to implement oscillators to generate the sub-carriers, since this
would demand high precision circuitry to maintain frequencies and phases in their

10

Channel capacity is a topic from information theory, and will be discussed in Chap. 8.
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correct values. As a result, system complexity would increase prohibitively, mainly
for a large number of sub-carriers. To overcome this problem, the OFDM part of
the multi-carrier transmitter and receiver is often realized via inverse and direct fast
Fourier transform (IFFT, FFT) algorithms [5, 35].
The diagrams in Fig. 7.32 and Fig. 7.33 show further implementation details of
an MC-CDMA system. For example, in what concerns the transmitter, Fig. 7.32
represents a more realistic implementation level of Fig. 7.27. Figure 7.32 shows
the transmitter structure for one user (user 1) in a base-station of a mobile communication system. Data bits from this user are first mapped into complex symbols,
depending on the modulation adopted. These symbols are copied and a frequencyspreading operation on each of the copies is performed. Note that if the copier is
substituted by a serial-to-parallel converter and the spreading operation is realized
in the time-domain, Fig. 7.32 can be used to represent an MC-DS-CDMA system.

Fig. 7.32 Implementation architecture of the MC-CDMA transmitter (at the base-station)

The operations IFFT, P/S, guard interval insertion (+Tg ) and low-pass filtering
(LPF) shown in Fig. 7.32 and the corresponding inverse operations realized at the
receiver in Fig. 7.33 are part of a conventional OFDM system. For this reason we
shall dedicate the following item to the implementation aspects of OFDM. In brief,
the IFFT operation in Fig. 7.32 produces a vector of samples which are serialized by
the P/S converter. The guard interval insertion (+Tg ) creates a “gap” between valid
OFDM symbols processed by the IFFT, permitting the reduction of intersymbol
interference in time-dispersive channels. The resultant samples are then converted
into an analog signal which is up-converted (UC) and transmitted along with the
signals from other users.
Figure 7.33 illustrates the block diagram of the receiver located in a mobile terminal, which is supposed to be demodulating the signal from user 1. The inverse
OFDM operation is realized by the blocks sampling (S), guard interval removal
(−Tg ) and FFT. This operation needs additional processing that is realized by
the channel estimation, the cophasing and the combiner blocks. These blocks are
responsible for channel magnitude and phase response estimation and frequencydomain equalization, where this last task comprises phase compensation and mag-
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nitude equalization. After cophasing, frequency despreading is realized and the
despread signals are combined for subsequent symbol decision and symbol-to-bit
demapping. Combining11 techniques typically adopted in multi-carrier systems
are [33, 43]: orthogonality restoring combining (ORC), controlled equalization
(CE), equal-gain combining (EGC), maximum ratio combining (MRC) and minimum mean square error combining (MMSEC). These are techniques applicable
for single-user detection. There are also combining techniques which are applicable to multiuser detection (MUD) schemes, aiming at reducing the multiple-access
interference. In a MC-CDMA system, phase compensation and equalization tasks
are often split into the blocks cophasing and combiner and this is the reason for a
possible confusion between combining and equalization names mixed together in
the combining (or detection) techniques listed above.

Fig. 7.33 Architecture of an MC-CDMA receiver (at the mobile terminal)

7.2.7.1 Implementation Aspects of the OFDM Technique
As illustrated in Fig. 7.25, in OFDM a high-rate data stream is split into lower
rate streams which are transmitted simultaneously through a number of carriers.
The resultant OFDM symbol obtained from this process has an increased duration,
being less sensitive to the delay spread caused by multipath propagation channels.
As a consequence, intersymbol interference is drastically reduced. Furthermore,
the bandwidth of each modulated carrier can be made smaller than the coherence
bandwidth of the channel, resulting in a flat fading per carrier, thus facilitating
the equalization process at the receiver.12

11

Combining techniques in the context of multi-carrier communications are also usually referred
to as detection strategies.

12

When a flat fading per sub-carrier is achieved, the phase compensation and magnitude equalization operates in a sub-carrier basis and is usually referred to as one-tap equalization.
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Figure 7.34 shows the structure of an OFDM transmitter from a more practical implementation viewpoint than Fig. 7.25. In this figure, the addition of a guard
time can contribute to completely eliminate the residual ISI, also reducing timing
offset problems. The most attractive feature illustrated in Fig. 7.34 is that OFDM
has a relatively easy implementation guaranteed by the application of IFFT and
FFT algorithms. Furthermore, in the case of the combination OFDM-CDMA, larger
symbol durations produced by the OFDM operation facilitates the implementation
of the so-called quasi-synchronous CDMA transmissions in the uplink [34], bringing additional advantages to the multiple access scheme. Unfortunately, OFDM also
exhibits some important drawbacks, such as difficult sub-carrier synchronization
and sensitivity to frequency offset and nonlinear amplification [34].
Comparing Fig. 7.34 with Fig. 7.32 we see that, in fact, an MC-CDMA system has part of the OFDM transmitter as one of its components. In the case of an
MC-DS-CDMA transmitter, the embedded OFDM operation is still more evident
because of the presence of a serial-to-parallel converter instead of a copier. In what
follows we shall present some of the basic mathematical concepts behind the implementation of the transmitter illustrated in Fig. 7.34 and its corresponding receiver.
The reader is encouraged to refer, for example, to Chap. 2 of [54], Chap. 2 of [45]
and Chap. 5 of [65] for further details.

Fig. 7.34 A typical OFDM transmitter

Generation of the Baseband OFDM Signal via IFFT
Let {si } = {s I i + js Qi }, i = 0, 1, . . . , (Nc − 1) represent the values of the
complex baseband waveforms {si (t)} = {s I i (t) + js Qi (t)} during an M-PSK or
M-QAM13 symbol interval T = Nc Ts , which are to be transmitted in parallel by
the OFDM modulator of Fig. 7.34. Considering that the IFFT operation might not
be clearly understood for the time being, let us assume that all blocks on the right of
the S/P converter in Fig. 7.34 are replaced by a conventional modulation process in
which complex symbols modulates complex exponentials and the results are added
13

M-ary PSK and M-ary QAM are modulations typically used in OFDM systems.
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to form the baseband OFDM signal (see Fig. 7.25). Then, the baseband complex
representation of the OFDM signal can be written as

s̃(t) =

N
c −1


si e j2π fi t =

i=0

N
c −1


si φi (t), 0 ≤ t < T,

(7.52)

i=0

where

φi (t) =

e j2π fi t , 0 ≤ t < T
0,
otherwise

(7.53)

form a set of orthogonal functions, that is,
1
T



T
0


φi (t)φ ∗j (t)dt

= δ[i − j] =

1, i = j
0, otherwise.

(7.54)

This orthogonality can be guaranteed if the sub-carrier spacing Δf is equal to
any integer multiple of 1/T . Then, the sub-carrier frequencies in (7.52) are given
by f i = f 0 + iΔf , where f 0 is the lower sub-carrier frequency. As before, we shall
consider that Δf = 1/T .
In the absence of noise or other impairment, the correlation between the baseband signal given in (7.52) and all complex exponentials results in the transmitted
symbols in the set {si }, that is,
1
si =
T



T

0

s̃(t)φi∗ (t)dt.

(7.55)

The proof of (7.55) is simple and is left to the reader as an exercise. Now, suppose
that the OFDM signal in (7.52) is sampled at regular instants T /Nc seconds apart.
Then we can write the resulting samples as
 N

c −1
kT
T
=
Sk = s̃ k
si e j2π fi Nc .
Nc
i=0

(7.56)

Without loss of generality, let us assume that the leftmost frequency f 0 = 0,
which yields f i = i/T . With this result in (7.56) we obtain
Sk =

N
c −1

i=0

si e j

2πki
Nc

.

(7.57)
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Comparing this result with the definition of the inverse discrete Fourier transform14 given in Chap. 2, Sect. 2.4 we see that the samples {Sk } are nothing more
than the IDFT of the symbols {si }, k = i = 0, 1, . . . , (Nc − 1). The realization
of this IDFT via IFFT algorithms is the usual solution for generating a baseband
OFDM signal. Analogously, direct FFT algorithms can be used to recover an OFDM
symbol from samples of the baseband received signal.
Typical FFT and IFFT algorithms require a number of samples that is a power
of 2. For this reason, it is common to find multi-carrier systems with Nc = 2x
sub-carriers, where x is a positive integer.
Guard Interval Insertion
The guard interval (Tg ) inserted in an OFDM signal is a cyclic extension formed by
a cyclic prefix, a cyclic suffix or a combination of both [45, p. 22]. Figure 7.35 illustrates the concept of a cyclic extension formed by a cyclic suffix. Note that a number
of samples at the beginning of the OFDM symbol was copied after the end. At the
receiver, only samples from the useful OFDM symbol need to be processed for
demodulation. Then, a perfect timing is needed to allow for determining the exact
beginning and end of a symbol. In practice, timing offset introduces a phase shift and
an additive interferer in the desired demodulated symbol. From [45, pp. 35–37], the
additive interference can be cancelled out if a proper cyclic extension is designed.

Fig. 7.35 Concept of a guard interval formed by a cyclic suffix

As previously mentioned, the cyclic extension has also the role of reducing intersymbol interference, preventing a time-dispersed OFDM symbol from interfering in
the next useful OFDM interval. In fact, if Tg is greater than the maximum channel
delay spread, ISI is almost completely avoided.
A drawback of using a cyclic extension is the reduction in the power efficiency
of the system, since a fraction of the total power is allocated to transmit this extra
signal. Another drawback is the reduction in the spectral efficiency, as we shall
demonstrate later on in this subsection.

14

The definition of the IDFT in Chap. 2 differs from (7.57) only by a scale factor.
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Generation of the Passband OFDM Signal
The Nc complex samples given by (7.57), added to the N g samples pertaining
to the cyclic extension and, perhaps, added to Nw samples corresponding to windowing [20; 54, p. 42; 65, p. 121] functions used to shape the final OFDM frequency spectrum, will form the final number of samples Nt that will be processed
each T seconds. As a consequence, the OFDM power spectrum will suffer from a
bandwidth increase which, fortunately, will not cause severe impact, since N g and
Nw are 2often3 small compared to Nc .
Let Sk  be the set of Nt complex samples. The real and imaginary parts of
the baseband analog signal s̃  (t) = s I  (t) + js Q2 (t) 3can be obtained by ideally
interpolating the real and imaginary samples of Sk  , respectively, or, adopting
a more practical and approximate way, by low-pass filtering these samples. The
signals s I  (t) and s Q  (t) obtained by low-pass filtering are then used to modulate
quadrature carriers and form the final passband OFDM signal s(t), according to
s(t) = s I (t) cos(2π f c t) − s Q (t) sin(2π f c t).

(7.58)

A second variant for generating the passband OFDM signal is to append to the Nc
complex symbols {si } their complex conjugate. A 2Nc -point IFFT is then performed
and the result, which is a real sequence with 2Nc samples [5, p. 24], is added to the
cyclic extension and windowing samples. The signal after low-pass filtering will
exhibit the same spectrum as the one produced by the signal s(t) in (7.58).
Power Spectral Density of the OFDM Signal
The power spectral density of an OFDM signal is relatively easy to obtain, since,
in the light of (7.52), it corresponds to the modulation of unit-amplitude orthogonal
carriers by signals with rectangular pulse shapes. Since these rectangular pulses
have duration T , the PSD of the single modulated carrier at frequency f 0 can be
determined with the help of Sect. 2.6.3, Chap. 2, yielding
S( f ) = E{|si |2 }T sinc2 [( f − f 0 )T ],

(7.59)

where E{|si |2 } is the average power in the sequence of symbols {si }. Since the carrier spacing is Δf = 1/T , then the PSD of the OFDM signal is given by
S( f ) = E{|si |2 }T

N
c −1


sinc2 [( f − f 0 − i/T )T ].

(7.60)

i=0

Figure 7.36 illustrates the PSD for a single modulated carrier and for the whole
baseband OFDM signal with Nc = 16 carriers and f 0 T = −(Nc − 1)/2 = −7.5.
From this figure we can obtain the null-to-null bandwidth of a passband OFDM
spectrum, without guard interval and windowing, which is given by
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Nc + 1
Nc + 1
Nc + 1
=
Rs ,
=
T
Nc Ts
Nc

(7.61)

where Rs = 1/Ts is the symbol rate at the input of the OFDM modulator. Note
that, as the number of carriers increases, B approximates Rs , which is the minimum
theoretical bandwidth that would be occupied to transmit a single modulated carrier
signal with an ideal (zero rolloff) filter. The spectral efficiency can be obtained from
(7.61) as
ηs =

Nc
symbols/s/Hz.
Nc + 1

(7.62)

Fig. 7.36 Power spectral density of an OFDM signal for Nc = 16 carriers

As previously mentioned, the addition of cyclic extension and windowing extension will reduce the above spectral efficiency. Specifically we have
ηs =

Nc /(T + Tg + Tw )
Nc
Rs
=
=
B
(Nc + 1)/T
Nc + 1



T
T + Tg + Tw


symbols/s/Hz,
(7.63)

which specializes to (7.62) for no guard interval and windowing.

Simulation 7.10 – OFDM Modem
File – CD drive:\Simulations\Wideband\OFDM.vsm
Default simulation settings: Frequency = 4,000 Hz. End = 20
seconds. Lowest carrier frequency f 0 = 650 Hz in the OFDM
transmitter. AWGN channel noise disabled. E b /N0 = 5 dB.
Frequency offset set to zero in the OFDM receiver.
This experiment is intended to show how an OFDM system can be implemented
by “brute force”, that is, by using conventional modulation and demodulation techniques instead of IFFT and FFT. Despite of the fact that the system has only 8
sub-carriers, the amount of blocks used gives to us an idea of the implementation
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complexity in situations where the number of sub-carriers is much higher, typically
on the order of 1,024 or even more. The experiment is also intended to illustrate the
performance of an OFDM system over a pure AWGN channel. Moreover, one of the
most significant performance degradation causes in OFDM systems is investigated:
the frequency offset between the sub-carriers at the transmitter and those locally
generated at the receiver.
Input data bits at a rate Rb = 1, 600 bit/second enter the OFDM transmitter and
are serial-to-parallel converted in 16 sub-streams. Each pair of sub-streams forms
one QPSK sub-stream generating QPSK symbols at a rate of 100 symbols/second.
There are 8 QPSK sub-streams and 8 sub-carriers represented by complex exponentials with frequencies f 0 + i/T, i = 0, 1, . . . , 7. The lowest sub-carrier frequency
f 0 can be configured and the OFDM symbol duration is fixed at T = 1/100 = 0.01
second. There are three power spectral density estimators inside the OFDM transmitter, one computing the PSD of the modulated sub-carrier at frequency f 0 , another
computing the PSD of the OFDM signal and a third one computing the PSD of a
single carrier QPSK modulated signal. The transmitted OFDM signal goes through
an AWGN channel whose value of E b /N0 can be configured. Noise addition can be
enabled or disabled in this block. Inside the OFDM receiver, the received signal
is correlated with the complex conjugate of each complex exponential. However, a
value is added to the frequency of each complex tone to simulate a frequency offset
[64] between the oscillators at the transmitter and at the receiver. This value can be
configured as a percentage of the sub-carrier spacing. The outputs of the correlators
are connected to frequency offset compensation blocks. These blocks perform a
clockwise phase rotation aiming at canceling the counterclockwise phase rotation
produced by the frequency offset. The “scatter plot A” is connected to the output of
the upper correlator, allowing for the visualization of the effect caused by the frequency offset on the detected signal constellation. The “scatter plot B” is connected
to the output of the upper frequency offset compensation block, permitting the visualization of the operation of this block in restoring the correct constellation aspect.
These plots are better visualized without noise. In practice, frequency compensation
blocks use an estimate of the frequency offset, converted to a phase rotation. In this
experiment, no frequency offset estimation is performed. Instead, this estimation is
simulated by generating a noisy version of the offset. As a consequence, the frequency offset compensation is not perfect, similarly to what happens in practice.
We did not take into account a real frequency offset compensation performance
target here, since our aim is to explore the didactical appeal of the experiment. After
frequency offset compensation, the signal goes to the decision devices, where the
16 transmitted data sub-streams are estimated. The estimated sub-streams are then
serialized and a BER estimation is performed and displayed.
Before you run the simulation, it is recommended that you try to understand
the implementation of the diagram. To do so, observe inside each block and try to
determine its role in the whole OFDM system operation.
Run the simulation using its default settings. Observe the PSDs of the OFDM signal, of one modulated sub-carrier and, for comparison purposes, the PSD of a singlecarrier QPSK signal carrying the same input data bits. Note that the single-carrier
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QPSK signal is less bandwidth efficient15 than the OFDM signal, since the null-tonull bandwidth of the single-carrier signal is 1,600 Hz and, from (7.61), the null-tonull bandwidth of the OFDM signal is 900 Hz (be aware of the value of the symbol
rate at the OFDM input, which is Rs = Rb /2 = 800 symbols/second). Compare
the OFDM and the sub-carrier spectra with Fig. 7.36 and, as an exercise, extract the
null-to-null bandwidth, the number of carriers and the OFDM symbol duration from
the OFDM and the sub-carrier PSDs. If desired, change the frequency of the lowest
tone and observe again the above PSDs.
Recall that the AWG noise is disabled and that no frequency offset is being
simulated in the default configuration. Observe that no bit errors are occurring,
indicating that the diagram is working properly. Now, enable the AWG noise and
run the simulation. When it is finished you will find a BER around 6 × 10−3 ,
which corresponds to the BER of a QPSK modulation over the AWGN channel for E b /N0 = 5 dB. This result demonstrates to us that the performance of
an OFDM system over the AWGN channel is equal to the performance of a
single-carrier system using the same modulation and operating under the same
E b /N0 ratio.
Now, in the OFDM receiver, set the frequency offset to any value different from
zero and run the simulation. You will verify that, as expected, the error rate increases
as the frequency offset increases. This elevation in the BER is caused by a loss of
orthogonality among modulated sub-carriers, leading to inter-carrier interference
(ICI).
Restore the default simulation settings and look inside the OFDM receiver. Run
the simulation and observe that the scatter plots before and after frequency offset compensation are identical, since no frequency offset is being simulated. Now,
change the frequency offset to 0.1% and run the simulation while observing the
scatter plots. Observe in the “scatter plot A” that the effect of a frequency offset corresponds to a continuous rotation in the detected signal constellation. The “scatter
plot B” shows that the constellation rotation is almost completely compensated for,
but some residual phase noise remains. If the frequency offset is increased further,
you will be able to see the aggravation of the residual phase noise, which will be the
cause of increased error rates when noise is present.
There are several other impairments on the OFDM signal demodulation process [45, pp. 28–41; 54, Chap. 4]. In particular, frequency offset is one of the
most serious [64], which justifies the decision for analyzing it in this experiment. The presence of frequency offset demands the use of adequate techniques
for frequency offset estimation and correction [5, p. 91; 45, p. 131; 53], but
some residual ICI will remain, producing BER degradations. The use of properly designed cyclic extension and windowing can also reduce the level of ICI
[5, p. 86].

15

The spectral efficiency of the single-carrier QPSK signal could be increased and made approximately equal to that attained by the OFDM system if a low-rolloff filter were used to shape the
QPSK signal PSD.
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You are now able to explore inside individual blocks and try to understand how
they were implemented. You can also create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in
light of the theory.

7.2.8 Comments on the Performance of MC-CDMA Systems
In this subsection we discuss about the performance of the MC-CDMA system. As
already mentioned, the reason for choosing this system for additional considerations
here is due to the fact that MC-CDMA or some of its variants appear to be a strong
candidate for some 4th generation systems [35, Chap. 10; 72].
There are several references addressing the performance of MC-CDMA systems,
for example [17], [34], [Chap. 9], [35], [42], [43], [47], [107], [109] and the seminal
MC-CDMA paper [108]. Nevertheless, it seems that there is no unified approach for
the BER computation for MC-CDMA systems, which can be justified by the variety
of channel conditions and receiver imperfections, among other systemic parameters
like the number of carriers and the type of spreading codes adopted, multiple-access
interference and channel correlation modeling. In terms of the comparison between
MC-DS-CDMA and MC-CDMA, reference [34] provides interesting results. One
of the main conclusions is that the attainable performance of both systems is the
same, considering the same channel conditions and comparable complexity. However, if the received signal is composed of more propagation paths than the number
of fingers in the RAKE receiver, MC-DS-CDMA is not able to collect and combine
the whole the signal energy scattered in the time-domain. On the other hand, since
signal exists where they should be (in the finite number of sub-carriers), MC-CDMA
is able to collect and combine all received signal energy in the frequency-domain,
except for some loss due to guard interval insertion, at the cost of a higher receiver
complexity. In [34] it is also claimed that time-domain channel covariance matrix,
which is one of the most important elements that governs the performance of an MCDS-CDMA system, has an identical equivalent in the frequency-domain. Sustained
by their arguments, the authors in [34] suggest that a lower bound on the symbol
error probability of a single-user MC-CDMA system can be estimated similarly to
the corresponding bound for a single-user DS-SS system with a RAKE receiver (see
the topic on the RAKE receiver in Sect. 7.1.2). Specifically, if the average SNR is
the same in all sub-channels, the single-user lower bound on the average symbol
error probability for an MC-CDMA system with BPSK modulation over a slow
frequency-selective Rayleigh fading channel is given by

Pe =

1−μ
2

S 
S−1 
i=0

S−1+i
i



1+μ
2

i
,

(7.64)
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where S is the number of copies of each S/P output in the generic MC-CDMA
system (see Sect. 7.2.2), which is also the length of the spreading sequence used by
the frequency domain spreading operation, and
*
μ=

γ̄i
=
1 + γ̄i

*

γ̄b
,
S + γ̄b

(7.65)

and where γ̄i is the average SNR for the i-th sub-channel and γ̄b is the average
SNR per bit. Analogously to the analysis of a DS-SS system, in the derivation of
(7.64) it was assumed that the path gains are uncorrelated in the case of the MC-DSCDMA system and that the sub-carriers are subjected to uncorrelated fading in the
case of the MC-CDMA system. Furthermore, it was assumed ideal autocorrelation
properties of the spreading sequences (see Sect. 7.1.3).
In what concerns MC-CDMA systems in a multiuser environment, the analytical
performance evaluation is by far more complicated than the single-user scenario.
One of the most recent investigations seems to be the paper by J. I.-Z. Chen [17].
In another paper [15], the same author analyzes the performance of an MC-CDMA
in a multipath channel with exponential delay profile and Nakagami-m fading with
MRC combining. The performance of an MC-CDMA system is also analyzed in
[87, pp. 741–754], where multiple access and partial-band interferences are taken
into account.

7.2.9 MC-CDMA with Double Spreading Code
The design of orthogonal codes for a large number of users in real CDMA systems is
a complex task. Additionally, even if simple orthogonal codes like Walsh–Hadamard
are used in a synchronous downlink, multipath propagation destroys the orthogonality among the users’ signals, leading to performance degradation and system
capacity reduction due to the multiple-access interference (MAI). There are several
techniques for MAI reduction in CDMA systems, but most of them are designed
to operate in the uplink, where the base-station knows the spreading signatures of
all users and can apply multiuser detection (MUD). Nevertheless, this would not be
practical in the downlink, since a given subscriber terminal normally knows only his
own signature.
In [111], H. Zare and D. Liu propose a technique for MAI reduction in the
synchronous downlink of a single-carrier DS-CDMA system. Instead of using a
single spreading code per user, Zare and Liu’s idea is based on a proper selection
of a pair of codes for each user. In this section, as a case study, the use of this
approach is adapted to the downlink of an MC-CDMA system, for operation on a
fixed or a time-varying, multipath fading channel. The resultant system was named
double spreading code MC-CDMA (DC-MC-CDMA) [57]. It will be shown that
this system can almost eliminate the error floor caused by MAI.
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The block diagram of the DC-MC-CDMA transmitter with BPSK modulation is
shown in Fig. 7.37. It can be noticed that, differently from the conventional MCCDMA technique shown in Fig. 7.27, data symbols are not spread by only one userspecific code. Instead, one out of two spreading sequences per user is transmitted
per each symbol interval, depending on the current input bit: if the data bit of user
j is “0”, the chips {c j1 [i]} of the bipolar spreading sequence c j1 (t) of length Nc
multiply the carriers with frequency { f i }, i = 1, 2, . . . , Nc ; if the data bit of
user j is “1”, the chips {c j2 [i]} of the spreading sequence c j2 (t), also of length Nc ,
multiply the carriers with frequencies { f i }.

c
Fig. 7.37 DC-MC-CDMA transmitter for user j, at the base-station. Adapted from [57] (
2006 IEEE)

The DC-MC-CDMA receiver of a mobile terminal is shown in Fig. 7.38. First the
received signal is down-converted to baseband using the same set of carriers used
by the transmitter. The resultant signals are equalized according to the equalizer
coefficients {G i }, i = 1, 2, . . . , Nc . Chip-by-chip frequency-domain despreading operations are then realized using the same spreading sequences adopted by
user j at the base-station transmitter. The above operations plus the summation and
integration blocks act as complete correlators/combiners in the frequency-domain,
collecting and combining the received signal energy contained in all carriers. This
will form the intermediate decision variables y1 and y2 . Finally, the decision is made
by comparing y1 and y2 and deciding in favor of the largest.
Each pair of spreading sequences is chosen to have the first υ chips in common,
where υ is such that υTc is greater than the maximum channel delay spread. In
[111], as well as in [57], maximum length sequences (m-sequences) were adopted.
Assuming that a shifted version of a spreading code is another spreading code, it is
easy to verify that for m-sequences of length Nc = (2 L − 1), where L is the number
of flip-flops in the shift-register generator, it is possible to find (Nc − 1)/2 pairs of
codes with the first (L −1) chips in common. These first chips in common guarantee
that the cross-correlation of both sequences with parts of other subscriber’s codes
will be the same, as demonstrated ahead.
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c 2006 IEEE)
Fig. 7.38 DC-MC-CDMA receiver in a mobile terminal. Adapted from [57] (

Example 7.6 – Let an m-sequence generated via a three-element shift-register,
using the generator polynomial 138 . According to the statements above, Nc = (2 L −
1) = (23 − 1) = 7 and the number of pairs with the first (L − 1) = (3 − 1) = 2 chips
in common is (Nc −1)/2 = (7−1)/2 = 3. Table 7.5 shows all Nc sequences formed
by cyclic shifts of the first (located in the leftmost column). The sequence in each
column is numbered to facilitate its identification. Observe that the pairs (1, 3), (2,
6) and (4, 5) indeed have the first 2 chips in common. Each of these pairs would be
selected as the spreading codes in a three-user DC-MC-CDMA system. Obviously,
in real systems, the number of users is much larger, which means that sequences
with larger lengths must be adopted. Furthermore, the use of other generator polynomials with the same degree can increase the total number of sequences far beyond
(Nc − 1)/2.
Table 7.5 An m-sequence of length 7 and its circular shifts
0
−1
−1
+1
+1
+1
−1
+1

1

2

3

4

5

6

+1
−1
−1
+1
+1
+1
−1

−1
+1
−1
−1
+1
+1
+1

+1
−1
+1
−1
−1
+1
+1

+1
+1
−1
+1
−1
−1
+1

+1
+1
+1
−1
+1
−1
−1

−1
+1
+1
+1
−1
+1
−1
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Note also in the set of sequences in Table 7.5 that the number of chips “+1” (or
“−1”) in the (Nc − υ) = (7 − 2) = 5 remaining chips is the same for a given pair of
spreading codes. Observe that for the pair (1, 3) there are three “+1” chips; for the
pair (2, 6) there are also three “+1” chips and for the pair (4, 5) there are two “+1”
chips. This property is of great importance to the MAI analysis, as we shall see in
the sequel.

Figure 7.39 shows a correlation analysis in the time-domain, since it is easier
to visualize than in the frequency-domain. The upper line represents one of the
spreading codes of user j and the remaining four lines represent echoes of one of
the spreading codes of another user. Note that the channel delay spread is smaller
than the length of the υ chips that are common in each user’s code pair.

Fig. 7.39 Temporal correlation analysis of the double spreading code technique

At the receiver, the correlation for the signal of user j starts and finishes at the
instants indicated in Fig. 7.39. First, notice that the correlation with echoes of the
other users’ signals will be a full-period correlation as long as υTc is greater than
the channel delay spread. Moreover, since the number of chips “+1” (or “−1”) in
the remaining (Nc − υ) chips is the same for a given pair of spreading codes, the
correlations between any echo of another users’ code and each of the two codes
of user j will be the same, canceling out after the subtraction that forms the final
decision variable (see Fig. 7.38). This is why MAI interference can be eliminated.
However, it is possible that an echo of a given users’ signal becomes equal and
aligned in time with the spreading code of another user, resulting in high MAI. This
can be avoided by a careful choice of the codes, guaranteeing that inter-code shifts
smaller or equal to υ are discarded from the set of codes. This will drastically reduce
the number of available spreading sequences, but the adoption of other generator
polynomials with the same degree can compensate for this reduction. Eventually,
the total number of available codes in the DC-MC-CDMA system will be smaller
than half of the maximum number of m-sequences of a given degree.
Since the DC-MC-CDMA employs frequency diversity, some diversity combining technique must be used. As mentioned before, for single user detection systems the most common techniques are [33, 43]: orthogonality restoring combining
(ORC), controlled equalization (CE), equal-gain combining (EGC), maximum ratio
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combining (MRC) and minimum mean square error combining (MMSEC). Among
these techniques, the MMSEC seems to be the most promising [43]. In MMSEC the
coefficients {G i }, i = 1, 2, . . . , Nc in Fig. 7.38 are given by
Gi =

Hi∗
,
|Hi |2 + 1/γ

(7.66)

where Hi is the channel response in the frequency-domain for the i-th carrier and
γ is the average signal-to-noise ratio per carrier, assumed to be equal in all subchannels. It should be noted that the MMSEC is relatively complex, since it requires,
besides channel estimation, current SNR estimation, although suboptimal MMSE
schemes can be applied, aiming at simplifying the implementation [43].
The mathematical performance analysis of the DC-MC-CDMA system is beyond
the scope of this book, and represents itself an opportunity for investigation. Likewise the system proposed in [111], in the DC-MC-CDMA system discussed here
MAI analysis cannot recall to the central limit theorem, but instead, is strongly
dependent on the partial cross-correlation properties [69, pp. 589–607; 78; 79] of
the spreading sequences. In what follows we present only some simulation results
extracted from [57].
Figure 7.40 shows performance results of the DC-MC-CDMA system (denoted
simply by MC in this figure) in comparison to the single-carrier one proposed in
[111] (denoted by SC), as perceived by one reference user in the downlink. Likewise [111], it was considered here a fully-loaded synchronous CDMA system, with
m-sequences of length 127, allowing a maximum of 63 subscribers. The channels
are three-tap and time-invariant, having gain coefficients and path delays determined
according to Table 7.6. The DC-MC-DSCDMA system applies MMSE equalization.
Other considerations are the same as those adopted in [111]. As it can be noticed
from Fig. 7.40, MAI is practically eliminated by both systems, but the DC-MCCDMA system can significantly outperform the single-carrier system in all situations shown. Furthermore, the DC-MC-CDMA system seems to be less sensitive to
the variation in the channel gain coefficients. This superior performance is justified
by the high order of frequency diversity: even for the fixed channel, its frequency
selectivity is enough for a diversity gain, since the bit energy is spread over 127
carriers.
Table 7.6 Channel parameters considered in Fig. 7.40 and Fig. 7.41
Name

Path gains

Path delays

Channel dynamics

Ch 1
Ch 2
Ch 3

1, 0.60, 0.20
1, 0.40, 0.10
1, 0.30, 0.05

0, 3Tc , 5Tc
0, 3Tc , 5Tc
0, 3Tc , 5Tc

Fixed for the results in Fig. 7.40.
Rayleigh for the results in Fig. 7.41.

Figure 7.41 shows the performance results of the DC-MC-CDMA system in
comparison to the single-carrier one proposed in [111] over three-tap, time-varying
channels with path delays and average gain coefficients also determined according
to Table 7.6. The fading is Rayleigh distributed, constant during one symbol interval,
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Fig. 7.40 Performance comparison between the DC-MC-CDMA (denoted as MC) and the system
c 2006 IEEE)
proposed in [111] (denoted as SC), over fixed multipath channels [57] (

independent from symbol to symbol and correlated among carriers, this correlation
being determined by the channel multipath delay profile. As in the case of the fixed
channel, the multi-carrier system applies MMSE equalization. Other considerations
are the same as those adopted in [111]. It can be noticed from Fig. 7.41 that the
system proposed by H. Zare and D. Liu in [111] is not able to cope with the

Fig. 7.41 Performance comparison between the DC-MC-CDMA (denoted as MC) and the system
c 2006 IEEE)
proposed in [111] (denoted as SC), over time-varying multipath channels [57] (
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time-varying nature of the channel, and a strong MAI effect is still present. On
the other hand, the DC-MC-CDMA system is able to almost eliminate the MAI.
Although the limiting factor to the DC-MC-CDMA system capacity is that the
maximum number of active users is halved, as compared to the case in which a
single spreading code per user is adopted, MAI can be significantly reduced for both
fixed and time-varying, frequency selective, multipath fading channels. It was also
verified that in the case of a small number of users, the sensitivity of the DC-MCCDMA system by changing the user of reference is lower than that achieved by the
system proposed in [111]. If the channel is time varying, the DC-MC-CDMA system
is even less sensitive. In a fully loaded situation, the sensitivity of both systems is
roughly the same.

Simulation 7.11 – DC-DS-CDMA Modem
File – CD drive:\Simulations\Wideband\DC-DS-CDMA.vsm
Default simulation settings: Frequency = 10 Hz. End = 20, 000
seconds. Transmitters (Tx) #1 to #4 in ON state. Tx user #5 OFF.
Multipath channel bypass disabled. Path gains: [1 1 1]. AWGN
channel disabled. E b /N0 = 10 dB. Delay for Rx sync: 4Tc .
This experiment aims at illustrating the operation of a DS-CDMA system when two
spreading codes are attributed to each user according to the idea of [111]. The resultant system is called here a “double spreading code DS-CDMA” (DC-DS-CDMA).
We have decided to analyze this system instead of its multi-carrier counterpart,
because it seems to be easier to show the related concepts when they are analyzed
in the time-domain.
Five DC-DS-CDMA transmitters send their signals simultaneously through a
multipath plus AWGN channel and two receivers estimate the data bits sent by
users #1 and #2. Bit error rate (BER) estimations are also performed and displayed.
All transmitters can be enabled or disabled to permit the analysis of the interference produced by each of them on receivers #1 and #2. Each transmitter sends one
of its pair of spreading sequences depending on the input data bit. The spreading
sequences for all users are shifted versions of an m-sequence of length Nc = 31,
generated according to the primitive polynomial 458 . The data bit rate is Rb = 1/31
bit/second for all users. As a result, the chip rate is 1 chip/s, so that Tb = Nc Tc . The
set of 31 sequences is stored in the file “c:\DAT\PN-31-shifted.map” and the pair of
sequences of a given user is selected from this file through a look-up table (LUT).
You can see how this selection is made by looking inside one of the transmitters
and localizing the block “PN pair”. This block has two inputs corresponding to the
indexes that identify the pair of sequences with the first (L − 1) = (5 − 1) = 4 chips
in common. The indexes of all (Nc − 1)/2 = (31 − 1)/2 = 15 pairs are: (1, 18),
(2, 5), (3, 29), (4, 10), (6, 27), (7, 22), (8, 20), (9, 16), (11, 19), (12, 23), (13, 14),
(15, 24), (17, 30), (21, 25) and (26, 28). These indexes also carry information about

664

7 Wideband Transmission Techniques

how many shifts a given sequence differs from another. For example, the pair (1,
18) corresponds to sequences that are shifted from one another in 17 chip positions.
Likewise, the pairs (1, 18) and (2, 5) contain two sequences that are 1 chip shifted
from one another. These sequences correspond to the indexes 1 and 2 in these pairs.
In this experiment the pairs chosen where (1, 18), (4, 10), (15, 24), (26, 28) and (2,
5) for transmitters #1 to #5, respectively. The reason for this choice will become
apparent later. The multipath channel can be bypassed or not. When not bypassed,
the gains for the three simulated propagation paths are fixed and can be configured.
The path delays are fixed in 0, Tc and 2Tc . Noise addition can be enabled or disabled
in the AWGN channel block. Additionally, the value of E b /N0 can be set by the user.
Nevertheless, a given E b /N0 will represent a correct value if the multipath channel
is bypassed or the path gains are normalized so that the channel impulse response
has unit energy. Configurations different from this will modify the average received
power, masking the value of E b /N0 , as expected. Receivers #1 and #2 correlates
the received signal with each corresponding pair of spreading sequences, forming
the intermediate decision variables y1 and y2 . The decision is made in favor of the
largest correlation. Inside receivers #1 and #2 there are two eye plots displaying
the final decision variable y = (y1 − y2 ) and its components y1 and y2 . These
plots permit the visualization of the effect of the multiple-access interference (MAI)
and noise.
Run the simulation using its default settings and observe that it is working properly, since no errors occur. Recall that 4 transmitters are ON and that the multipath
channel is enabled, although noise addition is disabled. Now run again the simulation while observing the eye diagrams inside the receiver #1 or receiver #2. Note
that there is no MAI, since the eye plots are completely open. We then conclude that
the idea proposed in [111] is working properly here.
Now change the “delay for Rx sync” from 4Tc to 0. This causes the correlation
at the receivers to start υ = 4 chips before the default initial instant, which can
be visualized with the help of Fig. 7.39. In this case partial correlations take place,
since the data bit of an interfering user can change during the correlation interval of
the intended users’ signal. Run the simulation and observe the eye diagrams inside
the receivers. Note that the components of the decision variable are exhibiting a
slightly eye closing caused by the partial correlations’ effect. However, note that
the final decision variable is still exhibiting a completely opened eye, because a
compensation effect is taking place: whenever the value of, say, y1 is increased,
the value of y2 increases in the same amount, keeping unchanged the value of
y = (y1 − y2 ). It is left to the reader to explain the reason for this compensating
effect.
Turn ON the transmitter #5 and run the simulation. Observe that receiver #1 is
still producing no decision errors. Nevertheless, note that the BER of receiver #2
is considerably high, in spite of the fact that Gaussian noise is disabled. If we look
inside receiver #1, we shall see the same totally-opened eye diagram. However, in
what concerns receiver #2, the eye diagram was significantly closed. Transmitter #5
is causing severe MAI because it is using a spreading sequence with index 2, which,
after passing through the multipath channel, aligns in time and becomes equal to the
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sequence of index 4 of user #2. As we have mentioned, the use of other primitive
polynomial for generating the spreading sequences of user #5 could reduce or even
avoid this excessive increased MAI.
When only one transmitter is ON, the multipath channel is bypassed and the
AWGN channel is ON, we have a situation very close to a binary transmission with
orthogonal signals. We can state this by comparing a DS-SS BPSK system with a
single-user DC-DS-CDMA. In DS-SS, we associate the inversion in the spreading
sequence polarity caused by an input data symbol “−1” with an inversion in the
polarity of a binary antipodal signaling. In the case of a single-user DC-DS-CDMA
system, instead of inverting the polarity of the spreading sequence, another sequence
is being transmitted. If the available two sequences are not orthogonal to each other,
we then expect that the performance of a single-user DC-DS-CDMA system will
be worse than the performance of an orthogonal signaling over an AWGN channel.
In other words, the performance of an orthogonal signaling can be considered as a
lower bound on the performance of a single-user DC-DS-CDMA system over the
AWGN channel. It is left to the reader to verify these statements as an exercise, with
the help of this simulation.
There are other situations that can be investigated by varying the path gains with
and without noise. Since lots of combinations of the parameters can be obtained,
we left to the reader to create and investigate new situations and configurations and
try to reach his own conclusions in light of the theory. Moreover, explore inside
individual blocks and try to understand how they were implemented.

7.3 Ultra Wideband Transmission
In ultra wideband (UWB) or impulse radio [104] technology, very short energy
pulses, typically on the order of hundreds of picoseconds, are transmitted with the
use of a specially designed wideband antenna [2]. In addition to the low power
spectral density, commercially available UWB systems must have very low effective
radiated power (ERP), typically in the sub-milliwatt range [88]. Nevertheless, the
USA Federal Communications Commission (FCC) defines a UWB device “as any
device where the fractional bandwidth is greater than 0.25 or occupies 1.5 GHz or
more of spectrum”. The formula proposed by the Commission for computing the
fractional bandwidth is 2( f H − f L )/( f H + f L ) where f H is the upper frequency of
the −10 dB emission point and f L is the lower frequency of the −10 dB emission
point. The center frequency of the transmission was defined as the average of the
upper and lower −10 dB points, i.e., ( f H + f L )/2” [25].
Clearly, the above definition does not restrict UWB to impulse radio transmissions and, as a consequence, other techniques that do not use baseband pulses are
currently being considered as candidates for using the UWB spectrum [25][80].
Impulse radio principles date back to the early days of wireless technology, with
experiments of the German physicist Heinrich Rudolf Hertz in the 1880s, and with
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impulse transmissions made by the Italian-born radio pioneer Guglielmo Marconi
in 1901 [88]. Nevertheless, impulse radio is being considered as a potential technology for some next generation wireless networks [18]. As a matter of fact, UWB
is currently the basis of one of the physical layers specified by the IEEE 802.15.4a
standard [38]. Besides communications applications, other envisaged uses of UWB
are imaging systems, including ground penetrating radar (GPR), wall and throughwall imaging, surveillance and medical imaging devices, measurement systems and
vehicular radar [25]. Several applications of UWB technology are also discussed in
[Chap. 9].
In this section we cover the basic principles of the ultra wideband technology.
We give focus on the UWB modulation formats, on the channel models suitable for
UWB system design and simulation and on the detection techniques adopted as a
function of the modulation and the channel characteristics. For the reader interested
in complementing the material presented here, we recommend the papers [82], [88],
[104] and [105] and the books [3], [6], [27], [58], [85] and [89]. Papers published in
a special issue of the IEEE Transactions on Vehicular Technology on UWB are also
worth reading [70].

7.3.1 UWB Signaling Techniques
There are essentially two UWB signaling16 families, one based on the transmission
of short baseband pulses and the other based on continuous transmission of multicarrier signals. Since multi-carrier modulation has been covered in the previous
section, in what follows we shall concentrate on impulse radio.
In what concerns the analysis of the error probability of the signaling schemes
presented here, we shall briefly discuss the performance of a single-user system over
the AWGN channel. The corresponding analysis for a multiuser environment and
over AWGN and multipath fading channels is quite involved and is beyond the scope
of this book. The interested reader can find related information in, for example,
[24], [37], [46], [74], [82] and [105], or can resort to some generic procedures for
the derivation of the error probability in these environments. A rich source of such
procedures is the book by M. K. Simon and M.-S. Alouini [87].
Before entering into the specifics of each signaling scheme, some details about
the UWB pulse shape are presented in the next item.
7.3.1.1 UWB Pulse Shape Design
Impulse radio transmissions use short duration pulses whose format must be designed
to comply with regulatory spectral emission masks. Due to easy generation, a

16 We use the term signaling here to be consistent with its use in the context of baseband transmission in Chap. 4. However, some well-know terms like pulse amplitude modulation and pulse
position modulation are used indistinctively to refer to baseband or passband signaling.

7.3

Ultra Wideband Transmission

667

Gaussian pulse is considered in the majority of the literature. When such pulse is
applied to an ideal transmitting antenna, it is converted into a Gaussian monocycle
by the derivative behavior of the antenna. This monocycle can be written as [88]

p(t) = −2π f c t exp

4

1
1 − (2π f c t)2 ,
2

(7.67)

where f c is the approximate center frequency of the spectrum of p(t). An ideal
receiving antenna will differentiate the received electric field monocycle, delivering
to the load the second derivative of the Gaussian pulse.
Figure 7.42 illustrates the shape and the frequency content of the monocycle for
some values of f c . Note that f c = 1/τ , where τ is the approximate pulse duration.
The power spectral densities of the monocycles were computed from

P( f ) = ( f / f c ) exp

4

1
1 − ( f / f c )2 .
2

(7.68)

Fig. 7.42 Gaussian monocycles and their spectral content for different center frequencies

As pointed out in [3, p. 104], a monocycle pulse does not fully comply with the
FCC spectral masks for UWB. Possible solutions to this problem are to synthesize
different pulse shapes or reshape a Gaussian monocycle through filtering. Nevertheless, the actual responses of the transmitting and receiving antennas must also
be taken into account, since the transmitted pulse shape contained in the radiated
electric field will differ from the Gaussian monocycle. Examples of pulse design for
UWB systems can be found in Chap. 4 of [3] and in Chap. 6 of [27]. In spite of the
spectral compliance problem mentioned above, without loss of generality we shall
consider in this section the Gaussian monocycle as the reference pulse shape from
the perspective of the UWB system building blocks.
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7.3.1.2 Generic UWB Transmitted Signal
The UWB signal from the k-th user can be written in the generic form
s (k) (t) =

∞

j=−∞

*

&
%
E (k) (k)
(k)
d j β j/Ns ! p t − j T f − c(k)
T
−
δα
c
j
j/Ns ! ,
Ns

(7.69)

where E is the average energy per symbol, Ns is the number of UWB pulses per
symbol and p(t) is the UWB pulse shape [3, p. 79; 82; 105]. A symbol with duration
T is divided into frames of duration T f . The frame duration is typically much larger
than the monocycle width, resulting in a signal with a very low duty cycle, which is
characteristic of impulse-radio-based UWB systems. The frames of duration T f are
further divided into chips of duration Tc . Inside each frame, the UWB pulse is shifted
in a pseudo-random fashion under the control of a user-dependent pseudo-random
code c(k) whose elements are positive integers that determine the chip interval in
which the UWB pulse will be positioned inside a frame. The time shifts produced
by c(k) are called time hopping and they are used to avoid catastrophic collisions17
in a multiuser environment [82, 105]. UWB systems that use c(k) implements timehopping multiple-access and are called time-hopping ultra wideband (TH-UWB)
systems.
Continuing the description of the variables in (7.69), d (k) is a binary bipolar userspecific code used when a direct-sequence ultra wideband (DS-UWB) multipleaccess scheme is desired. The variable β (k) changes the amplitude of the UWB
pulses and is associated to pulse-amplitude modulation (PAM), on-off keying (OOK)
and binary phase-shift keying (BPSK) UWB systems. The composite variable δα (k) ,
where δ is the modulation index and α (k) is the user data symbol number, produces
time-shifts that are added to the time-hopping pattern produced by c(k) , and is used
in the implementation of pulse-position modulation (PPM) UWB systems. Note
that α (k) and β (k) change every Ns hops, since each symbol carries Ns UWB pulses.
Then, the index of the data symbol modulating a UWB pulse j is the integer part
of j/Ns , represented in (7.69) by j/Ns !. Finally, the pulse shape p(t) can also be
changed according to the symbol to be transmitted to form a pulse-shaping modulation (PSM) UWB system.
We are now able to specialize (7.69) for some signaling techniques and to analyze
some specific details about each of them. We shall consider the time-hopping version of the UWB signaling schemes, which means that in what follows we consider
d (k) = 1 in (7.69).

17

In a catastrophic collision, a large number of pulses from two or more signals are received at the
same time instants [82].
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7.3.1.3 PPM Signaling
There are two types of PPM signaling for UWB applications: orthogonal PPM and
optimum PPM. In both cases the chip duration is equal to the UWB pulse duration.
However, in orthogonal PPM pulse positions do not overlap, meaning that their correlation is zero. In optimum PPM, the UWB pulse positions are spaced δopt seconds
apart, where δopt is the value of δ that maximizes R p (0) − R p (δ), where R p (δ) is the
normalized autocorrelation function of the UWB pulse p(t), the normalization being
relative to the UWB pulse energy. Figure 7.43 shows the autocorrelation function of
three UWB pulses formed by derivatives of the Gaussian monocycle. In orthogonal
PPM we have δ = Tc , guaranteeing a zero correlation. In optimum PPM, δopt will
depend on the pulse shape. Observe in Fig. 7.43 that, if the conventional monocycle
p(t) defined in (7.67) is used, the optimum value of δ is around 0.4Tc . Nevertheless, if the third derivative of the Gaussian pulse is used, the optimum separation
decreases to around 0.25Tc , increasing the power efficiency of the system.

Fig. 7.43 Autocorrelation function of different UWB pulses derived from a Gaussian monocycle

A binary time-hopping orthogonal PPM (TH-PPM) signal can be generated from
(7.69) by making β (k) = 1, δ = Tc and the binary symbol numbers α (k) = 0 or
1, depending on the user data bit. In a optimum PPM, β (k) = 1, δ = δopt and the
binary symbol numbers α (k) = 0 or 1, depending on the user data bit.
The average symbol error probability of a single-user binary orthogonal PPM
UWB over the AWGN channel is identical to the symbol error probability of the
binary orthogonal FSK signaling analyzed in Chap. 6, Sect. 6.4.2, with E b , the
average energy per bit, equal to Ns times the UWB pulse energy. The average symbol error probability of a single-user optimum binary TH-PPM UWB is obtained
similarly, taking into account the pulse correlation, yielding
1
Pe = erfc
2

'*

(
Eb
[R p (0) − R p (δopt )] ,
2N0

(7.70)

where E b is the average energy per bit, equal to Ns times the UWB pulse energy,
and N0 is the noise power spectral density. Observe that R p (0) − R p (δ) = 1 for
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orthogonal PPM and that, in this case, (7.70) specializes to the expression for the
average symbol error probability of the binary orthogonal TH-PPM.
Multilevel TH-PPM signaling techniques can be achieved by allowing α (k)
assume values other than 0 and 1. For example, a quaternary TH-PPM signaling can
use {α (k) } = 0, 1, 2 or 3, depending on the symbol to be transmitted. Again, δ = δopt
for an optimum multilevel TH-PPM and δ = Tc for an orthogonal multilevel THPPM. The error rate performance of an orthogonal multilevel TH-PPM over the
single-user AWGN channel is equal to the performance of any M-ary orthogonal
signaling in the same environment [66, p. 436], as derived in Chap. 6, Sect. 6.4.3
for the M-ary FSK modulation.
7.3.1.4 BPSK Signaling
A time-hopping binary phase-shift keying (TH-BPSK) UWB signal can be generated from (7.69) by making β (k) = ±1 and δ = 0. This will only invert or not the
UWB pulses in a given symbol interval, depending on the user data bit.
The error rate performance of a TH-BPSK signaling over an AWGN channel
and in a single-user environment is identical to the performance of an antipodal
signaling, as derived in Chap. 6, Sect. 6.2.1.
7.3.1.5 Bi-orthogonal Signaling
An M-ary bi-orthogonal signaling is based on the use of M/2 orthogonal signals along with their negatives [66, pp. 413–416]. For example, a quaternary biorthogonal UWB signaling scheme can be seen as a combination of a binary orthogonal PPM and a binary PSK. The four symbols of a time-hopping quaternary biorthogonal signal can be generated from (7.69) by letting δ = Tc and by applying
the following combinations to (β (k) , α (k) ): (1, 0), (−1, 0), (1, 1) and (−1, 1).
The average symbol error probability of an M-ary bi-orthogonal signaling over
the AWGN channel in a single-user environment is given by [66, p. 442]

Pe = 1 −

∞



√
− 2E/N0

1
√
2π



 M2 −1

√
ν+ 2E/N0

√
−(ν+ 2E/N0 )

e

−x 2 /2

dx

1
2
√ e−ν /2 dν,
2π

(7.71)

where E = E b log2 M is the average symbol energy, and where E b is the average bit
energy.
7.3.1.6 PAM Signaling
An M-ary time-hopping pulse amplitude modulation (TH-PAM) signal can be generated from (7.69) by letting δ = 0 and β (k) = {ai }, i = 1, 2, . . . , M, where {ai }
are the desired UWB relative pulse amplitudes. Note that if {ai } = ±1, the resultant
2-PAM signaling will be identical to the BPSK signaling previously described.
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The average symbol error probability of an M-ary PAM signaling over the
AWGN channel in a single-user environment was already derived in Chap. 6,
Sect. 6.3 and is given by [66, p. 433]
M −1
Pe =
erfc
M

'*

3E
2
(M − 1)N0

(
,

(7.72)

where E = E b log2 M is the average symbol energy, which is equal to Ns times the
UWB pulse energy, and where E b is the average bit energy.
7.3.1.7 OOK Signaling
The time-hopping on-off keying (TH-OOK) signaling is a special form of TH-PAM
in which β (k) = 0 or a, depending on the user data bit, and δ = 0 in (7.69). The
average symbol error probability is the same as in the case of a unipolar NRZ signaling, presented in Chap. 4, Example 4.3.
7.3.1.8 PSM Signaling
In pulse-shaping modulation (PSM), different shapes represent the symbols to be
transmitted. A time-hopping PSM (TH-PSM) signal can be generated from (7.69)
by letting β (k) = 1 and δ = 0, changing the pulse shape p(t) according to the user
data symbols.
The error rate performance of the TH-PSM signaling is strongly dependent on
the choice of the set of waveform shapes { pi (t)}, i = 1, 2, . . . , M. Clearly, this
fact does not permit us to write a generic expression for the average symbol error
probability of a TH-PSM UWB system.

7.3.2 UWB Channel Models
Much work has been done in the UWB channel modeling arena. Among the
uncountable publications we highlight [11], [23], [26], [27, Chap. 4], [28], [51], [52]
and [58, Chap. 2], most of them considering indoor propagation. In terms of small
scale indoor propagation, the majority of UWB channel models described in the
literature use the Saleh-Valenzuela (SV) model [75] or a modified version of it. One
of the main modifications in the SV is in terms of the multipath amplitude distribution, which is considered to be log-normal [27] instead of the Rayleigh distribution
adopted in [75]. Details about the SV model have already been presented in Chap. 3,
Sect. 3.6.2. In terms of large scale propagation, path loss is influenced by effects
such as free space loss, refraction, reflection, diffraction and material absorption. In
addition to these already know phenomena (see Chap. 3), UWB propagation also
is influenced by cluttering and aperture-medium coupling loss [27, p. 85]. In a few
words, cluttering is the non-organized wave propagation that occurs due to rough
surfaces or interfaces. The aperture-medium coupling loss is the difference between
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the theoretical antenna gain and the gain that is actually realized. It is related to the
ratio of the scatter angle to the antenna beam-width.
There is a combination that is worth happening in order to produce a reliable
indoor path loss model: an accurate mathematical model, taking into account the
electromagnetic propagation fundamentals, and an accurate characterization of the
environment in terms of the distribution of the objects between and around a transmitter and a receiver, and in terms of the constituent materials of the several objects.
This combination imposes a high involving model, many times intractable in mathematical terms or costly in terms of computational burden for simulation. On the
other hand, simple models such as the log-distance path loss described in Chap. 3,
Sect. 3.6.1 seems to produce relatively precise results for the indoor and the outdoor
environments. A recent application of the log-distance path loss model in the context
of UWB systems is given in [52]. In fact, the overall modeling proposed in [52] was
accepted by the IEEE 802.15.4a Task Group as a standard model for evaluating
UWB system proposals.

7.3.3 Reception of UWB Signals
The energy carried by an UWB pulse is very low, making it difficult to detect a single
pulse in a noisy environment. However, the use of several UWB pulses per symbol
allows for the detection of the transmitted signals with much higher confidence. This
comment allows us to realize that an UWB receiver must be equipped with a number
of correlators equal to the number of pulses per symbol. In a multipath fading channel, echoes or replicas of the transmitted pulses are produced, which permits the
implementation of a RAKE receiver aiming at collecting most of the energy spread
in the time domain. Furthermore, since UWB pulses have very short durations, a
fine time resolution can be achieved by the RAKE receiver. Nevertheless, this will
happen at a cost of an increased number of taps (and, thus, an increased complexity)
to make the overall time span of the RAKE receiver delay line to be comparable to
the channel delay spread.
Some of the approaches that can be used to design a UWB receiver are briefly
described in the following items. They include optimum and suboptimum solutions.
Suboptimum approaches yield a performance penalty, but the receiver can be considerably less complex than the corresponding optimum solutions.
• When the system operates over an AWGN channel or over a flat and slow fading channel, no intersymbol interference (ISI) occurs. Additionally, with a time
interleaver with sufficient depth,18 the flat fading channel can be considered as
memoryless. In this case, the optimum receiver is the matched filter or correlation receiver, which employs the maximum-likelihood (ML) symbol-by-symbol
detection rule. This receiver was extensively explored in Chap. 6.
18

The interleaver considered here is responsible for scrambling the transmitted symbols in time
so that, after de-interleaving at the receiver side, they appear as having gone through a memoryless
channel.
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• When the channel is time-dispersive, as is the case of multipath fading channels,
ISI occurs and the optimum receiver uses the maximum-likelihood sequence estimation (MLSE) rule [67, p. 584; 85, p. 44]. In this case, the channel output can
be represented by a trellis and the MLSE rule estimates the most probable path
through the trellis. The Viterbi algorithm is a solution to find this most probable
path [67, p. 589].
• Another approach that can be adopted in the multipath fading case is the use of
the RAKE receiver employing path diversity with the optimum maximum ratio
combining (MRC) rule. In this case, the resolvability of the propagation paths can
be viewed as a multichannel system where proper multichannel receiver design
rules apply [87, Chap. 9].
• Instead of using a RAKE receiver approach, a suboptimal technique called UWB
transmitted reference can be applied [13]. This technique is also able to capture
the energy available in a UWB multipath channel, but in a simpler way. Basically,
a reference UWB pulse is transmitted before each UWB data pulse and, at the
receiver side, the received reference portion is correlated with the data portion.
For a binary signaling, the polarity of the correlation result is associated to the
transmitted data bit and is used for decision. This technique also allows for the
estimation of the current multipath channel impulse response by the receiver via
the probe reference pulses, bringing the possibility of the use of other signal
processing techniques for improving system performance.
• In the context of multiuser detection (MUD) in time-hopping (TH) or directsequence (DS) UWB systems, the optimum receiver selects the most probable
sequence of bits based on the knowledge of all user’s codes [67, p. 851; 85, p. 48].
This is equivalent to apply the MLSE rule for all user’s signals and form a set of
most probable path metrics, then selecting the sequence of bits corresponding to
the smallest metric.
• Another approach recently proposed for application in UWB systems is the time
reversal (or phase conjugation) technique [32, 55, 56, 85, p. 47; 92], which was
initially considered for applications in underwater acoustic communications [73].
Running into the risk of being excessively brief, we have decided to give no
more details about the approaches described above, except about the time reversal
technique, which will be discussed in the next subsection. The interested reader
can find additional information on each of the approaches mentioned before in
the references cited. In addition to these references we suggest [3, Chap. 7; 85,
pp. 39–51] and [85, Chap. 6].

Simulation 7.12 – TH-PPM Ultra Wideband Modem
File – CD drive:\Simulations\Wideband\UWB modem.vsm
Default simulation settings: Frequency = 1×1010 Hz. End = 5×10−6
seconds.
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This experiment is intended to show how a single-user UWB quaternary PPM
modem can be constructed in terms of simulation. It is also intended to demonstrate
how catastrophic can be the influence of the multipath propagation in the UWB
system performance.
Data symbols are randomly generated at a rate of 50 mega-symbols/second.
These symbols enter a PPM generator which converts a symbol number into a unit
impulse located in one out of four time slots in a frame. The unit impulses are then
converted into UWB Gaussian monocycle pulses. Since the symbol rate is 50 Msps,
a time slot lasts for (1/50 × 106 )/4 = 5 × 10−9 seconds, which is the duration of the
UWB pulses. In other words, a Gaussian monocycle occupies an entire time slot.
The transmitted sequence of UWB pulses is displayed in a strip-chart and enters a
Saleh-Valenzuela multipath channel. This channel generates a new impulse response
each time the simulation is executed. Then, it is normal and expected that the system
performance varies from one run to another. As a reviewing exercise, revisit the
Saleh-Valenzuela channel model in Chap. 3, Sect. 3.6.2. After that, try to recall the
role of each parameter of the Saleh-Valenzuela channel block.
The received signal, which is also plotted in a strip-chart, enters a PPM receiver
constructed to work more properly over an AWGN channel, since it does not contain
any countermeasure to combat multipath propagation effects. Assuming a perfect
recovered timing, the PPM receiver correlates the received signal with replicas of the
Gaussian monocycle during the time windows corresponding to the valid PPM time
slots. The largest correlation indicates the most probable transmitted symbol. After
symbol decision, a symbol error rate computation is performed and the associated
statistics are displayed.
Run the simulation and observe the waveforms displayed. Try to understand the
composition of the transmitted signal according to the theory. As an exercise, determine the first 5 transmitted symbols by observing the transmitted waveform during
the first 5 frames. Observe the received pulse stream and note how distorted it is,
because of the influence of the multipath propagation channel. Run the simulation
several times and note that the symbol error rate sometimes is low, but sometimes is
very large. Observe that high error rates are associated to channel impulse responses
with several and strong paths. To view the impulse response used in a given run, just
right-click over the Saleh-Valenzuela channel block and then click over the button
“view response”.
In the following items we give some possible solutions that could be adopted in
a more elaborate UWB PPM modem in order to improve its performance:
• Reduce the symbol rate, maintaining the UWB pulse duration. This will make the
pulse slot duration greater than the UWB pulse duration, increasing the immunity
to the channel delay spread.
• Increase the number of UWB pulses per frame to explore diversity. In this case,
if the symbol rate is kept unchanged, the UWB pulse duration has to be reduced
so that more UWB pulses representing a given symbol are repeated during the
frame interval. In this case, a RAKE receiver or a more elaborate technique has
to be implemented.
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• Create a guard interval between the last valid pulse position slot and the beginning
of the next symbol frame. If the symbol rate is maintained, the PPM pulse slots
will start to superimpose and the resulting pulse separation δ can be optimized to
maximize R p (0)− R p (δ), where R p (δ) is the normalized autocorrelation function
of the UWB pulse p(t).
• Choose different receiver design approaches or even change the signaling technique to a more robust one.
If you have a full operating version of VisSim/Comm, a challenging exercise is to
modify this experiment, trying to improve its performance. If you are willing to do
this, a tip is to start by studying deeply one of the reception approaches previously
described. Even if you do not have a full operating version of VisSim/Comm, you
are challenged to sketch a block diagram of your solution.
Explore inside individual blocks and try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

7.3.3.1 Reception of UWB Signals Using Time Reversal
The time reversal technique works by pre-filtering the transmitted signal with a filter whose impulse response is the complex-conjugated and time-reversed version
of the channel impulse response (CIR). The composite impulse response, which
is formed by the pre-filter in cascade with the channel, can exhibit a concentration of the multipath energy in a smaller (compared to the original CIR) number
of resolvable paths. This concentration facilitates the subsequent energy capturing
process, thus simplifying the receiver at a cost of increasing the complexity of the
transmitter. This increased complexity comes from the need of estimating the CIR
from a signal transmitted back from the receiver, and from the complexity related to
the construction of the pre-filter itself.
Figure 7.44 illustrates the idea behind the time reversal technique. User data bits
enter the UWB signal generation, which is responsible for generating the sequence
of UWB pulses p(t) according to the adopted signaling technique. The UWB signal
then goes through a pre-filter whose impulse response h ∗ (r, −τ ) is the complexconjugate of the time reversed CIR h(r, τ ). The variable r is associated to the
position of the receiver relative to the transmitter and its presence is included to
highlight the strong dependence of the CIR on the receiver position. The received
signal enters a matched filter whose impulse response p(−τ )∗h(r, τ ) is matched to
the received pulse shape. The matched filter output is sampled and the samples are
equalized to combat any residual intersymbol interference (ISI). The output of the
equalizer is then used in the decision process, which is particular to the signaling
technique adopted for the system.
Elaborating a little bit more on the concepts behind the time reversal technique, it is known that the convolution of a signal and its complex-conjugate and
time-reversed version is equal in shape to the autocorrelation function of this sig-
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Fig. 7.44 Conceptual block diagram of an UWB system using the time reversal technique

nal. Then, the convolution between h ∗ (r, −τ ) and h(r, τ ) results in a time-shifted
version of the autocorrelation function of the CIR. Figure 7.45(a) shows the magnitude of a hypothetical indoor channel impulse response and Fig. 7.45(b) shows
the convolution h ∗ (r, −τ )∗h(r, τ ), which is equal to the autocorrelation function of
h(r, τ ), except for a time shift. Figure 7.45(b) illustrates the effect of energy concentration produced by the cascade between the pre-filter and the channel impulse
response, which we shall name the composite channel. The noticeable peak in the
autocorrelation function h ∗ (r, −τ )∗h(r, τ ) is justified by the highly uncorrelated
propagation paths typically encountered in a rich scattering environment. From
this function we can see that, although the composite impulse response is longer
than the channel response, it has a significant peak capable of concentrating the
energy of the received signal scattered in the time domain. The remaining time
spread present in the composite channel response must be combated by an equalizer whose complexity, measured in the necessary number of taps, can be reduced
compared to an equalizer or a RAKE receiver used in the conventional system.
However, as we shall see with the help of the next simulation, there are restrictions imposed to the channel impulse response in a way that the receiver can effectively benefit from the energy concentration capability attributed to the time reversal
technique.

Fig. 7.45 The effect of energy concentration produced by the time reversal technique: (a) A realization of the CIR h(r, τ ), and (b) the composite impulse response of pre-filter and CIR

The possibility of reducing the usable time span of the composite channel
impulse response can also allow for an increase in the average pulse repetition rate,
which in turn can be translated into an increase in the symbol transmission rate.
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It is worth mentioning that the energy concentration not only can manifest in the
time-domain. We have already touched this subject when the variable r in h(r, τ )
was defined. A small change in the relative receiver position can change significantly
the channel impulse response, which means that the correlation h ∗ (r1 , −τ )∗h(r2 , τ )
will be small with high probability. With the help of antenna arrays it is possible to
explore this spatial energy concentration to reduce interference from other users in
a multiuser UWB system [32, 55].

Simulation 7.13 – Exploring the Time Reversal Technique
File – CD drive:\Simulations\Wideband\Time Reversal.vsm
Default simulation settings: Frequency = 5×1010 Hz. End = 1×10−7
seconds. Selected channel impulse response: CIR A.

This experiment aims at exploring some additional details about the time reversal
technique, when applied to a UWB system. In the upper part of the diagram, an
impulse is applied to a real multipath channel whose impulse response h(τ ) can be
set to CIR-A or CIR-B, according to the configuration made via the “select channel” block. The selection made in this block is valid for the entire diagram. The
impulse response of the selected channel is displayed via “time plot A”. Channel A
has an impulse response with exponential decay and a maximum delay spread of
50 ns. Channel B has an impulse response with a very slow decay, but also with a
maximum delay spread of 50 ns. The input impulse is also applied to the cascade
of a pre-filter with impulse response h(−τ ) and the selected multipath channel with
impulse response h(τ ). The composite channel response is displayed via “time plot
B”. The channel and the composite channel impulse responses were normalized
to have unit energy. At the output of these channels there is an “energy computation” block which calculates the energy of the signal in its input using the entire
simulation time. Another block called “windowed energy computation” calculates
the energy of the signal in its input during a pre-defined time window centered in
50 ns. This window is automatically adjusted according to the selected channel in
order to encompass 70% of the total energy in the analyzed signal. The evolution of
the energy computation is displayed in the “energy plot A”. The lower part of the
diagram is intended to permit an analysis similar to the one provided by the upper
part. The only difference is that the signal applied to the multipath channel and to
the cascade of the pre-filter with the multipath channel is a Gaussian monocycle of
duration 0.6 ns and unit energy, instead of an impulse. The “time plot E” displays
this Gaussian monocycle.
Run the simulation using the CIR-A. Observe “time plots A and B”, where you
will see parts “a” and “b” of Fig. 7.45, respectively. Observe the “energy plot A”
and notice that the CIR-A reaches 70% of its total energy around 6.7 ns. This means
that 70% of the CIR-A energy is concentrated in the first 6.7/50 ∼
= 13% of the
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maximum delay spread. This is a consequence of the exponential decay of the
CIR-A. Now observe the behavior of the composite channel derived from the CIRA. Note that 70% of its total energy is concentrated in a window of about 11.5 ns.
This means that, despite of the large peak in the composite impulse response shown
via “time plot B”, the time span in which 70% of the total energy exists is larger
for the composite channel derived from the CIR-A than for the CIR-A itself. In a
first analysis we are tempted to say that the time reversal technique is not useful in
a channel with an impulse response similar to the CIR-A.
Still considering CIR-A, have a look at the “time plots C and D”, which are the
equivalents of the “time plots A and B”, but now considering that the signal at the
input of the channel and of the composite channel is a Gaussian monocycle. Let us
analyze the “energy plot B”. Note that the new response shown via “time plot C”
reaches 70% of its total energy in about 7.2 ns. The new composite response shown
via “time plot D” has 70% of its energy concentrated in a time window of about 8 ns.
Again, this result indicates that the time reversal technique might not be attractive,
though the situation is better than when an impulse was considered.
Let us move our attention to the CIR-B, which has their multipath components
more evenly distributed in amplitude during the overall delay spread. Have a careful
look at the “time plots A, B, C and D” in this new situation, then go inside the
“energy plot A”. Observe that the CIR-B reaches 70% of its total energy around
33 ns. The composite impulse response derived from CIR-B has 70% of its total
energy concentrated in about 32 ns. Again we are tempted to say that the time
reversal technique is not useful in a channel with an impulse response similar to
the CIR-B. Now observe the “energy plot B”. The response shown via “time plot C”
reaches 70% of its total energy in about 28 ns. The composite response shown via
“time plot D” has 70% of its energy concentrated in a time window of about 22 ns.
This result indicates that the time reversal technique starts becoming attractive.
Still analyzing “energy plot B”, suppose that we relax the reference energy to
50% instead of 70%. Note that the response shown via “time plot C” reaches 50% of
its total energy in about 13 ns. The composite response shown via “time plot D” has
50% of its energy concentrated in its peak and the use of the time reversal technique
is very attractive in this case. In other words, if we divide 13 ns by the Gaussian
monocycle width of 0.6 ns, this results in approximately 21 resolvable paths. This
means that if we want to capture 50% of the signal energy, an equalizer spanning
21 taps will be necessary without time reversal. Nevertheless, a two-tap equalizer
would be enough for capturing more than 50% of the energy in the signal coming
from the composite impulse response derived from CIR-B.
As an exercise, verify if the relaxation of the reference energy to 50% would
bring advantages in the use of the time reversal technique in the case of CIR-A. As
another exercise, study the parameters of the UWB pulse generator with the help of
the VisSim/Comm documentation.
You are now able to explore inside individual blocks and try to understand how
they were implemented. You can also create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in
light of the theory.
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7.4 Summary and Further Reading
In this chapter we covered three largely used wideband transmission techniques:
spread-spectrum (SS), multi-carrier (MC) and ultra wideband (UWB). Although
several references where cited throughout the chapter, in what follows we provide a
list of selected topics and some corresponding complementary readings:
• In what concerns tutorials or basic material, some readings are recommended for
each of the techniques covered in this chapter. About spread-spectrum communications and CDMA we recommend the works by R. L. Pickholtz, D. L. Schilling
and L. B. Milstein [63], J. G. Proakis [68, pp. 2391–2402], D. L. Scholtz [81]
and A. Viterbi [99], and the books [98, 112]. About multi-carrier CDMA we
recommend the work by D. N. Kalofonos [68, pp. 1521–1528]. About ultrawideband radio we indicate the tutorial paper by K. Siwiak and L. L. Huckabee [68, pp. 2754–2762] and the worth reading paper by M. Z. Win and R. A.
Scholtz [105].
• The performance of DS-SS and FH-SS systems under different interference scenarios is analyzed in the books by R. L. Peterson, R. E. Ziemer and D. E. Borth
[61] and M. K. Simon, J. K. Omura, R. A. Scholtz and B. K. Levitt [86].
• Extensive work has been done in the field of spreading sequences for CDMA and
other spread-spectrum and related applications. Among the published material
we recommend [14], [19], [22], [29], [44], [60], [77], [78] and [79].
• One of the premises of multi-carrier system simulation is the use of channel
models that reliably represent the propagation of a multi-carrier signal over a
real channel. In practice, the assumption of independent fading per sub-carrier
is rather optimistic, since the specifics of the channel delay profile governs the
frequency correlation characteristics of the channel. Furthermore, it is usual to
assume that the fading is slow, being approximate constant during a multi-carrier
symbol. In the case of OFDM systems, the number of sub-carriers can be high
enough to increase the OFDM symbol duration far beyond the coherence time
of the channel, making the assumption of slow fading unrealistic. Multi-carrier
channel models and related topics can be found in [4], [16], [110], [65, Chap. 4]
and [95, Chaps. 4, 13, 14].
• In the context of UWB communications we have only mentioned two multipleaccess techniques: time-hopping and direct-sequence. Moreover, we have not
mentioned any technique for medium access control (MAC). The interested
reader can find additional information on these techniques applied to UWB systems in, for example, [Chaps. 13, 14], [27, pp. 123–125], [58, Chap. 7], [82],
[84], [Sect. 9.3], [105] and in references therein.
• Other critical aspects of UWB communications are channel estimation and synchronization. These subjects can be found, for example, in [1], [3, Chap. 2], [10],
[58, pp. 75–85] and [85, Chap. 4].
This chapter marks the end of the main part of the book in terms of the defined
scope. Additionally, since the major appeal of the book is the use of computer simulation to help the understanding of the theoretical concepts, a final recommendation
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about further readings on communication systems simulation is in order. We concentrate this recommendation in three references: the classical book by M. C. Jeruchim,
P. Balaban and K. S. Shanmugan [41], the book by W. H. Tranter, K. S. Shanmugan,
T. Rappaport and K. L. Kosbar [95] and the tutorial by K. S. Shanmugan [83].

7.5 Additional Problems
Several simulation-oriented problems were already proposed in the body of the simulation work plans throughout the chapter. Most of the following additional propositions are also based on simulation or are research-oriented, requiring some sort of
additional reading. A number of exercises involving conventional calculations can
be found in the references cited throughout the chapter.

1. A direct-sequence spread-spectrum (DS-SS) receiver can have its despreading
and down-conversion operations exchanged in position, at least in theory. Find
reasons for placing one of these processes first, from an implementation viewpoint.
2. Resorting to a complementary reference, find two types of spreading sequences
that are specifically, or at least more suitable, for frequency-hopping spreadspectrum (FH-SS) systems. Describe those sequences and highlight their
attributes that make them attractive for FH-SS applications.
3. Also resorting to complementary references, describe two spreading sequences
suitable for DS-SS systems, different from those presented in this chapter.
4. Multiple-access interference (MAI) was analyzed in some detail in this chapter.
However, multipath interference (MPI) was only defined. Do some research and
describe in more detail how MPI manifests and how it affects the performance
of a DS-SS system.
5. Using some plotting facility, demonstrate the validity of (7.22) considering any
of the spreading sequences presented in Sect. 7.1.3.
6. Fig. 7.11 shows a structure of an LFSR for generating m-sequences. This structure is said to be in the Fibonacci form. Another common representation for an
LFSR is the Galois form. Establish their main differences and find out which
of them (if any) is more suitable for implementation purposes.
7. Resort to complementary references on m-sequence generation and find at least
two of them in which the mapping between the polynomial and the LFSR representation of the sequence contrasts. This contrast is related to the polynomial
coefficient that is associated to the leftmost LFSR feedback connection.
8. Do some research and reproduce with details the derivation of (7.29).
9. Resorting to complementary references, describe two more types of jamming
signals different from the random, the follower and the CW jamming.
10. FH-SS systems are particularly susceptible to a specific type of jamming signal.
Find out which is this signal and describe the situation in which it is more
effective in interfering in a FH-SS transmission.
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11. In Simulation 7.3 we analyzed the performance of a spread-spectrum system
over a multipath fading channel when the receiver makes use of a RAKE
device to achieve path diversity. If we go back to the corresponding simulation diagram, we can see that both combiners are placed after the detection process (after input correlations). When this happens we say that a postdetection combining is being used. Do some research and find more formal
explanations about the differences between post-detection and pre-detection
combining. Write down your conclusions. After that, make an analysis of a
post-detection MRC combiner and verifies if the path gains used to feed the
MRC are those produced by the channel or are somehow modified versions of
these
gains.
12. Fig. 7.23 was plotted by considering that square-law devices were used at the
output of the band-pass filters in the DLL system shown in Fig. 7.22. Plot a
figure similar to Fig. 7.23, considering that absolute-value operations are performed in substitution to the square-law operations. After that, comment about
the operation of the DLL in what concerns the span of the linear region of the
resultant error signal e(τ ).
13. How the spectra of the modulated sub-carriers in Fig. 7.29 can be considered
orthogonal to each other, since they are superimposed?
14. When discussing about the OFDM technique, we mentioned some of its drawbacks. Prepare a dissertation with 5 or 6 pages exploring those drawbacks more
deeply.
15. Still referring to the OFDM technique, we mentioned that a way of generating
the passband signal is to append to the Nc input complex symbols their complex
conjugates and perform a 2Nc -point IFFT. To the result is added the guard interval and a final low-pass filtering is performed to generate the passband signal.
Using Mathcad or Matlab, implement this process adopting system parameters
of your choice.
16. In Simulation 7.11 we explored the concepts behind the double spreading code
DS-CDMA via a time-domain analysis. However, to understand the application
of the technique in a multi-carrier system, a shift in the domain of analysis is
demanded. With the help of a colleague, do a research about the time-frequency
duality in the context of DS and MC-CDMA, trying to explain the operation of
the double spreading code when applied to an MC-CDMA system.
17. In the context of UWB technology, we mentioned that a monocycle pulse does
not fully comply with the FCC spectral masks, and that possible solutions to
this problem are to synthesize different pulse shapes or reshape a Gaussian
monocycle through filtering. Do some research about two methods for UWB
pulse design and prepare a 4-page dissertation about them. Highlight advantages and disadvantages of the methods.
18. Using VisSim/Comm, implement an UWB BPSK modem to operate over an
AWGN channel and compare its performance with theory.
19. Explain in detail the operation of the UWB receiver used in Simulation 7.12.
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58. Oppermann, I, Hämäläinen, M. and Iinatti, J. UWB Theory and Applications. Chichester,
England: John Wiley & Sons, Ltd., 2004.
59. Ottosson, T., Ström, E. and Svensson, A. Signature Sequences for CDMA Communications.
In: Wiley Encyclopedia of Telecommunications (J. G. Proakis, Ed.), Hoboken, New Jersey,
USA: John Wiley & Sons, Inc., vol. 4, pp. 2274–2285, 2003.
60. Park, S. R. and Song, I. Polyphase Sequences. In: Wiley Encyclopedia of Telecommunications (J. G. Proakis, Ed.), Hoboken, New Jersey, USA: John Wiley & Sons, Inc., vol. 4,
pp. 1975–1981, 2003.
61. Peterson, R. L., Ziemer, R. E., Borth, D. E. Introduction to Spread Spectrum Communication.
New Jersey, USA: Prentice Hall, Inc., 1995.
62. Peterson, W. and Weldon, E. Error-Correcting Codes. Cambridge, MA, USA: MIT
Press, 1972.
63. Pickholtz, R. L., Schilling, D. L. and Milstein, L. B. Theory of Spread-Spectrum Communications – A Tutorial. IEEE Transactions on Communications, vol.30, no. 5, pp. 855–884,
May 1982.

References

685

64. Pollet, T.,Van Bladel, M., and Moeneclaey, M. BER Sensitivity of OFDM Systems to Carrier Frequency Offset and Wiener Phase Noise. IEEE Transactions on Communications, vol.
COM-43, pp. 191–193, April 1995.
65. Prasad, R. OFDM for Wireless Communications Systems. Boston, USA: Artech House,
Inc., 2004.
66. Proakis, J. G. and Salehi, M. Fundamentals of Communication Systems. Upper Saddle River,
New Jersey, USA: Prentice-Hall, Inc., 2005.
67. Proakis, J. G. Digital Communications. 3rd Ed. USA: McGraw Hill, Inc., 1995.
68. Proakis, J. G. (Editor). Wiley Encyclopedia of Telecommunications, vols. 1–5. Hoboken,
New Jersey, USA: John Wiley & Sons, Inc., 2003.
69. Pursley, M. B. Introduction to Digital Communications. Upper Saddle River, New Jersey,
USA: Prentice-Hall, Inc., 2005.
70. Qiu, R. C., Scholtz, R. and Shen, X. Ultra-Wideband Wireless Communications – A New
Horizon. Editorial of the special session on UWB. IEEE Transactions on Vehicular Technology, vol. 54, no. 5. September 2005.
71. Rappaport, T. S. Wireless Communications, 2nd Ed. Upper Saddle River, New Jersey, USA:
Prentice-Hall, Inc., 2002.
72. Rappaport, T. S., Annamalai, A., Buehrer, R. M. and Tranter, W. H. Wireless Communications: Past Events and a Future Perspective; IEEE Communications Magazine, vol. 40, issue
5, pp. 148–161, May 2002.
73. Rouseff D. et al. Underwater Acoustic Communication by Passive-Phase Conjugation:
Theory and Experimental Results. IEEE Journal of Oceanic Engineering, vol. 26, no. 4,
pp. 821–831, 2001.
74. Saad, P. Botteron, C., Merz, R, and Farine, P.-A. Performance Comparison of UWB ImpulseBased Multiple Access Schemes in Indoor Multipath Channels. In: Proceedings of the 5th
WPCN’08. Hannover, Germany, pp. 89–94, March 2008.
75. Saleh, A. A. M. and Valenzuela, R. A Statistical Model for Indoor Multipath Propagation.
IEEE Journal on Selected Areas in Communications, vol. SAC-5, no. 2, pp. 128–137, February 1987.
76. Saltzberg, B. R. Performance of an Efficient Parallel Data Transmission System. IEEE Transactions on Communications Technology, vol. COM-15, no. 6, pp. 805–811, December 1967.
77. Sarwate, D. V. Optimum PN Sequences for CDMA Systems. In Proc. IEEE Third International Symposium on Spread Spectrum Techniques and Applications, 27–35, Oulu, Finland,
July 1994.
78. Sarwate, D. V. and Pursley, M. B. Crosscorrelation Properties of Pseudorandom and Related
Sequences, IEEE Proceedings, vol. 68, no. 5, pp. 593–619, May 1980.
79. Sarwate, D. V., Pursley, M. B. and Basar, T. U. Partial Correlation Effects in Direct-Sequence
Spread-Spectrum Multiple-Access Communication Systems, IEEE Transactions on Communications, vol. 32, no. 5, May 1984.
80. Schmidt, M. and Jondral, F. Ultra Wideband Transmission Based on MC-CDMA. Proc. IEEE
GLOBECOM, 2003, pp. 749–753, December 2003.
81. Scholtz, R. A. The Spread Spectrum Concept. IEEE Transactions on Communications,
COM-25, pp. 748–755, August 1977.
82. Scholtz, R. A. Multiple Access with Time-Hopping Impulse Modulation. In: Proc. IEEE Mil.
Commun. Conf. (MILCOM), vol. 2, Maryland, USA, pp. 447–450, October 1993.
83. Shanmugan, K. S. Simulation of Communication Systems. In: Wiley Encyclopedia of
Telecommunications (J. G. Proakis, Ed.), Hoboken, New Jersey, USA: John Wiley & Sons,
Inc., Vvl. 4. pp. 2285–2295, 2003.
84. Shen, X., Zhuang, W., Jiang, H. and Cai, J. Medium Access Control in Ultra-Wideband
Wireless Networks. IEEE Transactions on Vehicular Technology, vol. 54, issue 5, pp. 1663–
1677, September 2005.
85. Shen, X., Guizani, M., Qiu, R. C., and Le-Ngoc, T. Ultra-Wideband Wireless Communications and Networks. Chichester, England: John Wiley & Sons Ltd., 2006.

686

7 Wideband Transmission Techniques

86. Simon, M. K., Omura, J. K., Scholtz, R. A. and Levitt, B. K. Spread Spectrum Communications Handbook. New York, USA: McGraw-Hill, Inc., 2002.
87. Simon, M. K. and Alouini, M.-S. Digital Communications over Fading Channels. 2nd Ed.
New Jersey, USA: John Wiley & Sons, Inc., 2005.
88. Siwiak, K. and Huckabee, L. L. Ultrawideband Radio. In: Wiley Encyclopedia of Telecommunications (J. G. Proakis, Ed.), Hoboken, New Jersey, USA: John Wiley & Sons, Inc., vol.
5, pp. 2754–2762, 2003.
89. Siwiak, K. and McKeown, D. Ultra-Wideband Radio Technology. Chichester, England: John
Wiley & Sons Ltd., 2004.
90. Sklar, B. Digital Communications - Fundamentals and Applications. New Jersey, USA: Prentice Hall, Inc., 1988.
91. Sourour, E. A. and Nakagawa, M. Performance of Orthogonal Multicarrier CDMA in a Multipath Fading Channel. IEEE Transactions on Communications, vol. 44, no. 3, pp. 356–367,
March 1996.
92. Strohmer, T., Emami, M., Hansen, J., Pananicolaou, G. and Paulraj, A. J. Application of
Time-Reversal with MMSE Equalizer to UWB Complications. Proc. IEEE Globecom’04,
Dallas, TX, December 2004.
93. Stuber, G. L. Principles of Mobile Communications. 2nd Ed. New York, USA: Kluwer Academic Publishers, 2001.
94. Torrieri, D. Principles of Spread-Spectrum Communication Systems. Boston, USA: Springer
Science + Business Media, Inc., 2005.
95. Tranter, W. H., Shanmugan, K. S., Rappaport, T. S. and Kosbar, K. L. Principles of Communication Systems Simulation with Wireless Applications. Upper Saddle River, New Jersey,
USA: Prentice-Hall, Inc., 2004.
96. Vandendorpe, L. Multitone Spread Spectrum Multiple Access Communications System in a
Multipath Rician Fading Channel. IEEE Transactions on Vehicular Technology, vol. 44, no.
2, May 1995.
97. Verdu, S. Multiuser Detection. Cambridge, UK: Cambridge University Press, 1998.
98. Viterbi, A. J. CDMA Principles of Spread Spectrum Communication. Reading, USA:
Addison-Wesley Publishing Company, 1995.
99. Viterbi, A. J. Spread Spectrum Communications – Myths and Realities. IEEE Comm. Magazine, vol. 17, pp. 11–18, May 1979. Reprinted in the 50th Anniversary Issue, pp. 34–41,
May 2002.
100. Wang, X. and Poor, H. V. Wireless Communication Systems. Upper Saddle River, New Jersey, USA: Prentice-Hall, Inc., 2002.
101. Ward, R. B. Acquisition of Pseudonoise Signals by Sequential Estimation. IEEE Transactions
on Communication Technology, vol. COM-13, pp. 475–483, December 1965.
102. Weinstein, S. B. and Ebert, P. M. Data Transmission by Frequency-Division Multiplexing
Using the Discrete Fourier Transform. IEEE Transactions on Communications Technology,
vol. 19, pp. 628–634, October 1971.
103. Wicker, S. B. Error Control Systems for Digital Communication and Storage. New Jersey,
USA: Prentice Hall, Inc., 1995.
104. Win, M. Z. and Scholtz, R. A. Impulse radio: How it works, IEEE Communications Letters,
vol. 2, pp. 36–38, February 1998.
105. Win, M. Z. and Scholtz, R. A. Ultra-Wide Bandwidth Time-Hopping Spread-Spectrum
Impulse Radio for Wireless Multiple-Access Communications. IEEE Transactions on Communications, vol. COM-48, pp. 679–691, April 2000.
106. Yacoub, M. D. Foundations of Mobile Radio Engineering. New York, USA: CRC
Press, 1993.
107. Yee, N., Linnartz, J.-P. Multi-Carrier CDMA in an Indoor Wireless Radio Channel. UC
Berkeley technical report ERL-94-6. January 1994.
108. Yee, N., Linnartz, J.-P., and Fettweiss, G. Multi-Carrier CDMA in Indoor Wireless Radio
Networks. Proceedings of PIMRC’93, pp. 109–113, Yokohama, Japan, 1993.
109. Yee, N., Linnartz, J.-P., and Fettweiss, G. Multi-Carrier CDMA in Indoor Wireless Radio
Networks. IEICE Transactions on Communications, vol. E77-B(7), pp. 900–904, 1994.

References

687

110. Young, D. J. and Beaulieu, N. C. The Generation of Correlated Rayleigh Random Variates by
Inverse Discrete Fourier Transform. IEEE Transactions on Communications, vol. COM-48,
pp. 1114–1127, July 2000.
111. Zare, H. and Liu, D. A Novel Modulation and Demodulation Technique for the Downlink
of Spread Spectrum Multipath Channels. IEEE Communications Letters, vol. 08, no. 04,
April 2004.
112. Zigangirov, K. S. Theory of Code Division Multiple Access Communication. USA: John
Wiley & Sons, Inc. and IEEE Press, 2004.

Chapter 8

Notions of Information Theory
and Error-Correcting Codes

Chapters 1 and 2 covered topics that can be considered the basis over which
Chaps. 3, 4, 5, 6 and 7 were built. However, in spite of the fact that these last
five chapters were dedicated to digital transmission of information, nothing was
mentioned about the formal meaning of information and how it is quantified. Furthermore, nothing was said about any limit imposed to the rate of transmission of
information or to the rate that is necessary to reliably represent the information from
a given source. Moreover, nothing was mentioned about the possibility of correcting decision errors made at the receiver in order to improve the intelligibility of
the transmitted information. In this chapter we are concerned about these “missing
concepts” and, for this reason, we can consider this part of the book as a complement or “closing chapter” that, together with the other chapters, will (hopefully)
give to the reader a complete view about the introductory and fundamental aspects
of digital transmission. The chapter is divided in two sections, the first dedicated
to information theory and the second dedicated to error-correcting codes. We have
adopted a condensed presentation, aiming at giving notions on both topics, but also
providing indications for further readings via the large number of references cited
throughout the text or suggested at the end of the chapter.

8.1 Notions of Information Theory
The groundwork on information theory was proposed by C. E. Shannon in his landmark paper “A Mathematical Theory of Communication”, published in 1948 [127].
From that point on, a huge amount of investigations resulted in a solid theoretical
framework which is applicable to a variety of fields in these days, including probability, statistics, physics, linguistics, and economics [17].
Information theory is studied as part of most electrical engineering and applied
mathematics curriculums. In communications, information theory deals mainly with
the quantification of the information transfer from one point to another. The subject
is deeply connected with source coding, which is, in short, the technique responsible
for reducing the amount of bits necessary to represent a given amount of information. It is also deeply connected with channel coding, which is the technique
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responsible for guaranteeing that the information transfer will be given at the target
reliability. Applications of information theory in the source coding arena include
lossless data compression or data compaction (e.g. file compression techniques like
ZIP) and lossy data compression (e.g. voice or music compression, like in cellular
vocoders and MP3, and video compression in digital TV systems). In the area of
channel coding, applications appear in virtually all communication systems where
data reliability is of concern. These applications typically come under the equivalent name of error-correcting codes. Figure 8.1 shows a block diagram with the
main parts of a typical communication system. In this diagram, only the source
encoding/decoding and channel encoding/decoding blocks are new to us. Source
and channel coding tasks, together, are intended to accomplish the main goals of
bandwidth efficiency and reliable transmission [74]. In practice, these tasks can be
implemented as separate processes or jointly.

Fig. 8.1 A block diagram of a communication system

8.1.1 Uncertainty, Information and Entropy
Uncertainty is a concept closely related with the definition of information, and
entropy is related to a measure of the amount of information provided by a given
source. These concepts are discussed in what follows. We first consider a discrete
source that emits symbols from a finite alphabet in a random fashion. Later we concentrate on continuous sources in which the emitted signals are continuous random
variables.
8.1.1.1 Uncertainty and Information
The amount of information obtained after observing an event X = xk that occurs
with an a priori probability P[X = xk ] = pk is defined by
I (xk )  log

1
= − log pk .
pk

(8.1)
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The value I (xk ) can be interpreted as a resolution of an uncertainty or the amount
of information disclosed by the occurrence of X = xk [53, p. 25]. Note that the
definition (8.1) is intuitively satisfying, since no information will be gained if the
event is certain, i.e. pk = 1, and the amount of information disclosed will increase
as the event under observation becomes more unlikely. Additionally, I (xk ) is always
a positive quantity, since 0 ≤ pk ≤ 1. The logarithm in (8.1) is quite arbitrary and
depends on the nature of the information we want to quantify. For example, if the
information is being represented by binary digits, the logarithm is to the base 2
and the unit of information measure is binary digits (bits). If the logarithm is to the
natural base e, information is measured in nats. From this point on we shall consider
the logarithm to the base 2.
8.1.1.2 Entropy of a Discrete Memoryless Source
Assume that an information source is producing symbols from an alphabet X with
K symbols. If these symbols form a sequence of independent and identically distributed (i.i.d.) random variables, we say that we have a discrete memoryless source.
The average amount of information emitted by a discrete memoryless source is
called entropy and is defined by
H (X )  E [I (xk )] =

K
−1



pk log2

k=0

1
pk


.

(8.2)

The entropy of the source is limited according to
0 ≤ H (X ) ≤ log2 K .

(8.3)

The maximum entropy of log2 K bits, which corresponds to the maximum uncertainty upon the source symbols, is achieved if and only if pk = 1/K [53, p. 28], i.e.
the source symbols are equally likely. If the source emits symbols is a deterministic
fashion we have the minimum uncertainty and, in this case, H (X ) = 0.
If the symbols emitted by a source with K symbols are grouped into n subsymbols, the new alphabet X n now has K n symbols and the entropy of the corresponding extended source is given by
H (X n ) = n H (X ).

(8.4)

Example 8.1 – In this example we analyze the entropy of a binary memoryless
source emitting zeros and ones with probabilities p0 and p1 , respectively. We also
compare the maximum entropy of this source with its extended quaternary version.
In light of (8.2), we first write the entropy function H ( p0 ) as
H ( p0 ) = − p0 log2 p0 − (1 − p0 ) log2 (1 − p0 ).

(8.5)
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This function is plotted in Fig. 8.2 for different values of p0 . From this figure
we observe that the maximum entropy occurs when bits are equiprobable, which
corresponds to an average amount of information of 1 bit per emitted symbol. The
average amount of information decreases as the uncertainty upon the symbols emitted by the source decreases.

Fig. 8.2 Entropy function of a binary memoryless source

Now, let us investigate the maximum entropy of the quaternary memoryless source
derived from the above binary source. The new alphabet X 2 will contain K n = 22
symbols: 00, 01, 11 and 10, associated to the a priori probabilities p0 , p1 , p2
and p3 , respectively. Assuming that these symbols are equiprobable, from (8.2) we
obtain
 
1
1
= 2 = 2H (X )| p0 = p1 =1/2 .
H (X 2 ) = −4 × log2
(8.6)
4
4
from where we see that, in fact, the entropy of the extended source is the entropy of
the original source multiplied by n.

8.1.1.3 Gross Bit Rate and Information Bit Rate
Up to this point, the term “bit rate” had only one meaning: the ratio between a
given amount of bits and the time spent to send them. Here we shall apply a new
concept associated to the term “information bit rate”. This term is a measure of the
average amount of information in a given observation interval. More specifically,
if the channel is excited (or used) every symbol interval T and the entropy of the
source is H (X ), the average information bit rate is H (X )/T bit/s. The gross bit
rate is, as usual, the quotient between the number of bits per symbol and the symbol
duration, i.e. Rb = n/T = n/(nT b ) = 1/Tb bit/s. Note that, for a binary source, the
gross bit rate is Rb = 1/Tb bit/s and the maximum information rate, obtained with
equally-likely symbols, is also 1/Tb bit/s, since H (X )max = 1 bit. For the extended
quaternary source considered in Example 8.1, the gross bit rate is 2/T bit/s and the
maximum information bit rate is also 2/T bit/s, since H (X 2 )max = 2 bits.
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From the preceding discussion we see that the information bit rate emitted by
a source is always smaller than or equal to the gross bit rate, the equality holding
when the source symbols are equiprobable.

Simulation 8.1 – Estimating the Entropy of a Source
File – CD drive:\Simulations\Coding\Entropy.vsm
Default simulation settings: Frequency = 10 Hz. End = 10, 000
seconds. Probability of bit 1 in the random bit source: 0.5.

This experiment aims at illustrating the concept of entropy, at the same time giving
the idea about the gross bit rate and the information bit rate of a source.
A discrete memoryless source is represented by a random bit generator whose
probability of bit “1” can be configured from 0.01 to 0.99. Values below 0.01 and
above 0.99 can produce a priori probabilities estimates approximately equal to zero,
leading to errors in the logarithm computations inside the “Entropy” blocks. The
gross bit rate of the source is fixed in 10 bit/s. The random bit generator is interpreted
here in two ways: as a binary source in which one bit represents a symbol and as a
quaternary source in which successive groups of two bits represent a symbol. In the
upper part of the simulation worksheet the a priori probabilities of the binary source
are estimated. Obviously, the estimate of the probability of bit “1”, p1 , must converge to the value configured in the “random bits generator” block as the simulation
time is increased. The estimated a priori probabilities enter the entropy block, where
expression (8.2) is computed. The estimated entropy is then divided by the symbol
duration T = Tb = 1/Rb to give the information rate as the result. In the lower part
of the worksheet the a priori probabilities of the quaternary source are estimated.
This quaternary (extended) source is created by simply observing the binary source
output in groups of two bits. The estimated a priori probabilities p0 , p1 , p2 and p3
enter the entropy block, where expression (8.2) is computed. The estimated entropy
is then divided by the symbol duration T = 2Tb = 2/Rb to give the information
rate as the result.
Run the simulation using its default configurations, while observing the histogram inside the “random bits generator” block. Verify that the probabilities of the
bits “0” and “1” are manifesting according to the configured value of p1 . Observe
the results shown by the numerical displays. Since the binary and the quaternary
sources have equiprobable symbols, the entropies in both cases attain their maximum values of H (X )max = 1 bit for the binary source and H (X 2 )max = 2 bits for
the quaternary source. Note that the entropy of the extended source is in fact n times
the entropy of the original source, where n = 2 here. Additionally, observe that the
information bit rate is maximum in both cases and is equal to the gross source bit
rate of 10 bit/s.
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Change the probability of bit “1” to 0.2 and run the simulation. The estimates
of the probabilities p1 and p0 = (1 − p1 ) for the binary source are in agreement
with the configured value of p1 . For the extended source the probability p0 is the
probability of the dibit “00”. Since successive bits are independent, p0 = 0.8×0.8 =
0.64. Using a similar analysis, p1 = 0.2 × 0.8 = 0.16, p2 = 0.8 × 0.2 = 0.16
and p3 = 0.2 × 0.2 = 0.04. Observe that the estimated probabilities are very
close (or even equal) to these theoretical values. The entropies of the binary and
the quaternary source have decreased compared to the maximum values observed
in the previous investigation. Now we have H (X ) = 0.72 bit for the binary source
and H (X 2 ) = 2H (X ) = 1.44 bits for the quaternary source. As a consequence
of the reduced entropies, the average information bit rate in both cases has been
reduced to 7.2 bit/s. As an exercise, compare the simulation results with the expected
theoretical ones. You will find a very close agreement.
Explore inside individual blocks and try to understand how they were implemented. Create and investigate new situations and configurations of the simulation parameters and try to reach your own conclusions in light of the theory.

8.1.2 Source Coding and the Source-Coding Theorem
As previously anticipated, source encoding is the process of efficiently representing the data generated by a source, aiming at reducing its redundancy. The corresponding reverse operation is accomplished by the source decoding process. Source
coding is the general name usually applied to the whole process of source encoding/decoding.
Source coding can be lossless, when the operation of decoding reverts perfectly
the encoding operation, or lossy, when the encoding operation is not reversed perfectly.1 Lossless source coding is usually referred to as lossless data compression
or data compaction. Lossy source coding is usually referred to as lossy data compression or simply data compression. Examples of lossless data compression codes
are the Huffman and the Lempel-Ziv (or Ziv-Lempel, as preferred by some authors)
[54, pp. 578–581, 74, 124]. The Huffman code will be treated in detail later on in
this chapter due to its didactical appeal and practical importance.
Analog sources demand the use of lossy coding. A lossy source coding system
consists of a quantizer, a lossless encoder and a lossless decoder. The presence of
the quantizer distinguishes a lossy compression process from a lossless one and,
in simple terms, the quantizer is responsible for an alphabet reduction [74]. As
a consequence, the compression rate can be larger, at the cost of a distortion or
reduction in the information intelligibility at the receiver. The tradeoff between the

1 Note that the terms lossless and lossy have nothing to do with the absence or presence of noise
or any other impairment. They are exclusively related to the reversibility of the source encoding/decoding operations.
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compression rate and the amount of distortion produced by a lossy source coding
is studied in a branch of information theory called rate-distortion theory [11; 35,
Chap. 9; 124, Chap. 8; 28, Chap. 13]. Examples of lossy data compression codes
are the scalar quantization (SQ) based codes, the vector quantization (VQ) based
codes and the transform-based codes [74]. Lossy source coding will not be covered
here. The interested reader can resort, for example, to the tutorial article by J. Kieffer
[74] or to the book by K. Sayhood [124] for further information.
8.1.2.1 Source-Coding Theorem
Assuming that each symbol in the source alphabet will be mapped into a binary
source codeword, we can classify a source code as fixed-length or variable-length. In
a fixed-length code, the number of bits that represents each source symbol is fixed.
In a variable-length code, shorter codewords are assigned to more likely source
symbols in a way that the average codeword length is minimized.
Let a discrete memoryless source emitting symbols from an alphabet with K
symbols and a priori probabilities { pk }, k = 0, 1, . . . , (K − 1). Let a variablelength lossless code in which the k-th codeword has length lk . The average codeword
length for this source is defined by
L=

K
−1


pk l k .

(8.7)

k=0

The source-coding theorem states that any discrete memoryless source can be
losslessly encoded with a code whose average codeword length is arbitrarily close
to, but not less than, the entropy of the source. Mathematically,
L ≥ H (X ).

(8.8)

8.1.2.2 Huffman Coding
For variable-length codes, it seems to be necessary the knowledge of where a
given codeword begins and ends to permit the correct decoding process. However,
there are codes in which any sequence of concatenated codewords can be correctly
decoded without this knowledge. These are called uniquely decodable codes. The
Kraft-McMillan inequality [124, p. 32] states that a uniquely decodable code having
codewords of lengths {lk }, k = 0, 1, . . . , (K − 1) can be found if and only if
K
−1


2−lk ≤ 1.

(8.9)

k=0

Among the uniquely decodable set of codes are those in which no codeword
is the prefix of another codeword. These codes are called prefix-free codes or
instantaneous codes [17], or simply prefix codes [54, p. 575]. The Huffman code
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[54, pp. 578–580; 112, pp. 99–103; 124, Chap. 3] is a variable-length prefix source
code with the important property that its average codeword length is within one bit
from the source entropy, that is,
H (X ) ≤ L ≤ H (X ) + 1.

(8.10)

In fact the limits above can be made even closer if we consider Huffman coding
applied to an extended source H (X n ). In this case, from (8.4) and (8.10),
n H (X ) ≤ L n ≤ n H (X ) + 1,

(8.11)

or, equivalently,
H (X ) ≤

1
Ln
≤ H (X ) + .
n
n

(8.12)

Let us define the compression ratio as the quotient between the average codeword
length and the number of bits per source symbol or, equivalently, as the average
number of encoded bits per source symbol. From (8.12) we see that the Huffman
code can exhibit a compression ratio that can be made arbitrarily close to the source
entropy by increasing the number of bits per source symbol.
Huffman Encoding Algorithm
The Huffman encoding can be implemented in different ways. One of them is given
by the steps below. An example is supplied in the sequel to help the understanding
of the process:
1. List the a priori probabilities of the source symbols in a descending order.
2. Assign a “1” to the lowest probability and a “0” to the second lowest.
3. Add the two lowest probabilities and store the result with the remaining probabilities.
4. Reorganize the new reduced set in order of decreasing probabilities.
5. Repeat step “2” until only two probabilities remain.
6. Trace back the connections between equal probabilities or between a given probability and its two original components, recording the zeroes and ones up to
the original set of a priori probabilities. The binary words constructed from this
backward tracing are the Huffman source codewords.
Example 8.2 – Suppose that we have a discrete memoryless source emitting symbols from the alphabet {s0 , s1 , s2 , s3 , s4 , s5 , s6 , s7 }, with a priori probabilities
{ p0 , p1 , p2 , p3 , p4 , p5 , p6 , p7 } = {0.2, 0.28, 0.1, 0.09, 0.01, 0.02, 0.16, 0.14},
respectively. These probabilities are organized in a decreasing order in column I of
the Huffman tree shown in Fig. 8.3. Symbol labels are on the left of this tree. The last
two probabilities in column I are added to be part of the new ordered probabilities
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in column II. The arrows indicate a replication or a sum of probabilities. Columns
III to VII were generated likewise, with the labels “0” and “1” assigned to the lowest
pair of probabilities in each column of the tree according to the Huffman algorithm.
Possible ties in the probabilities (not happening in this example) cause no problem,
since this will correspond to the assignment of two equal length codewords to the
equal probability symbols.
Following each path in the tree in a backward fashion and reading the zeroes and
ones up to a given symbol label will return the source codeword of that symbol. As
an example, Fig. 8.4 highlights the path corresponding to the encoding process of
symbol s7 . Reading zeroes and ones from the right to left over this path will return
the source codeword 001. Repeating this procedure for the remaining symbols we
will find the codewords listed in Table 8.1. In this table we are further considering
that each of the source symbols were also encoded with a fixed-length source code
for comparison purposes.

Fig. 8.3 Huffman encoding tree for the source coding in Example 8.2

Fig. 8.4 A path through the tree of Fig. 8.3 for encoding the source symbol s7

From Table 8.1 we can easily note the principle behind a variable-length code:
assign shorter codewords to source symbols with higher probabilities and longer
codewords to symbols with lower probabilities. In this specific example we can further observe that symbols with intermediate a priori probabilities were represented
by codewords with intermediate lengths.
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The entropy of the source can be computed by applying (8.2) to the a priori
probabilities. One can verify that H (X ) = 2.623 bits. If we compute the average
codeword length obtained by the Huffman encoding process, applying (8.7), we
shall find L = 2.67, which is indeed a value very close to the source entropy.
If we decide to use the fixed-length code, obviously the average codeword length
will be 3 bits. This means that, for example, for each 300 transmitted bits with the
fixed-length source encoding, it would be necessary 267 bits with the variable-length
source encoding.
Table 8.1 Source encoding results for Example 8.2
A priori
Fixed-length Variable-length
Symbol label probabilities codewords
codewords
s0
s1
s2
s3
s4
s5
s6
s7

0.20
0.28
0.10
0.09
0.01
0.02
0.16
0.14

000
001
010
011
100
101
110
111

11
01
101
1000
10011
10010
000
001

The Huffman Decoding Algorithm
Since the Huffman code is a uniquely decodable code, it can be decoded by simply
starting at the beginning of a sequence and decoding one codeword at a time. This
process is illustrated by the following example.
Example 8.3 – Suppose that we use the Huffman code of Example 8.2 to encode
the sequence of symbols [s3 , s7 , s0 , s3 , s2 , s5 ]. From Table 8.1, the resultant coded
sequence will be [100000111100010110010]. The decoder operates under the logic
of a decoding tree like the one shown in Fig. 8.5, which was constructed according
to the specific Huffman code used by Example 8.2.

Fig. 8.5 Huffman decoding tree for the code of Example 8.2

8.1

Notions of Information Theory

699

Starting from the initial state of the decoding tree and following the sequence of
bits given above, the process will end at symbol label s3 after bits 1000 has entered
the decoder. The decoder then is reset to the initial state. The state labeled s7 will
be reached after bits 001 have entered the decoder. The decoder again is reset to the
initial state. This process is repeated until the end of the input sequence. One can
verify that the decoded symbols will be [s3 , s7 , s0 , s3 , s2 , s5 ].

It is worth remembering that Huffman coding and similar approaches require the
knowledge of the a priori probabilities of the source symbols, which might represent
a limitation in some applications. One example of source code that does not require
the knowledge of the source statistics is the Lempel-Ziv code [54, p. 580; 112,
pp. 106–108; 124, pp. 121–133].

8.1.3 Discrete Memoryless Channels Revisited
The information theoretic concepts that will be presented in the remaining of this
section are built on the basis of discrete memoryless channels (DMC). Continuous
channels are considered only in terms of concepts that are consequences of their
discrete counterparts. For this reason, in what follows we give a short review about
DMC. Further information can be obtained from the corresponding discussion in
Chap. 3, Sect.3.3. From that section, a DMC is a discrete-time channel with finite
input and finite output alphabets. The channel is said to be memoryless because the
output symbols in a given instant depend only on the corresponding input symbols,
not on previous ones.
Let the input and output alphabets of a DMC be X = {x0 , x1 , . . . , x j , . . . , x J −1 }
and Y = {y0 , y1 , . . . , yk , . . . , y K −1 }, respectively. The dependences among
symbols in X and Y are governed by a set of transition probabilities of the form


p yk |x j = P Y = yk |X = x j ∀ k and j.

(8.13)

These transition probabilities are usually arranged into a matrix called probability
transition matrix or simply channel matrix. Some important relations involving the
transition probabilities are:

1.

K
−1


p(yk |x j ) = 1 ∀ j,

k=0

2. p x j , yk = p yk |x j p x j ,
3. p (yk ) =

J −1

j=0

p yk |x j p x j .

(8.14)

700

8 Notions of Information Theory and Error-Correcting Codes

One important class of DMC is the binary symmetric channel (BSC), which was
already considered in Chap. 1, Example 1.2, and in Chap. 3, Sect. 3.3. The BSC has
a probability transition matrix given by
 

1−ε ε
p(y0 |x0 ) p (y1 |x0 )
=
,
P=
ε 1−ε
p(y0 |x1 ) p (y1 |x1 )


(8.15)

where ε is the probability of receiving a transmitted symbol in error. The channel is
said to be symmetric because the probability of receiving a “1” given that a “0” was
sent is equal to the probability of receiving a “0” given that a “1” was sent.

8.1.4 Mutual Information and Channel Capacity
Likewise the entropy defined in (8.2), the entropy of a discrete random variable X
chosen from the alphabet X , given that Y = yk ∈ Y was observed is defined by
H (X |Y = yk ) =

J −1



p(x j |yk ) log2

j=0


1
.
p(x j |yk )

(8.16)

If (8.16) is averaged over all possible values of the random variable Y , the result
is the conditional entropy H (X |Y ), which is given by
H (X |Y ) =

J −1
K
−1 



p(x j |yk ) p(yk ) log2

k=0 j=0

=

J −1
K
−1 



p(x j , yk ) log2

k=0 j=0

1
p(x j |yk )


1
.
p(x j |yk )


(8.17)

The conditional entropy represents the uncertainty about X after Y is observed.
From this definition arises the mutual information, which is the difference between
the uncertainty about X before Y is observed and the uncertainty about X after
Y is observed, that is,
I (X ; Y ) = H (X ) − H (X |Y )
=

−1
J −1 K


j=0 k=0

p(x j , yk ) log2




p(yk |x j )
.
p(yk )

(8.18)

In other words, the mutual information represents the reduction of the uncertainty
about the channel input after the channel output has been observed. It is always non
negative and it is equal to zero only when X and Y are independent from one
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another. It is left to the reader to demonstrate the validity of expression (8.18) and
to prove that mutual information is symmetric, i.e. I (X ;Y ) = I (Y ;X ).
One important concept derived from the mutual information is the channel
capacity, which is the maximum of the mutual information over all possible distributions of the input alphabet, that is,
C  max I (X ;Y ).
{ p(x j )}

(8.19)

The channel capacity as defined in (8.19) is measured in bits per channel use, or
bits per symbol, or yet bits per transmission. This means that, whenever the channel
is excited, a maximum of C information bits can be transmitted reliably. Reliability
here means that, as long as the information rate is below the channel capacity, one
is able to control the end-to-end error probability. This interpretation and some of
its deployments will be further explored later on in this section.
It is not an easy task to find the maximum of I (X ;Y ) over all distributions
of the input alphabet for some channels. Nevertheless, when the channel matrix is
symmetric, the distribution that maximizes I (X ;Y ) is uniform [112, p. 383]. This
symmetry can be identified if each row of the channel matrix is a permutation of
any other row and each column is a permutation of any other column.
For continuous input and output, the mutual information is defined by


∞





−∞
∞



I (X ;Y ) =
=

−∞

∞

−∞
∞
−∞



p(y|x) p(x)
d xd y
p(y|x) p(x) log2
p(x) p(y)


p(x|y)
d xd y.
p(x, y) log2
p(x)

(8.20)

In this case, the channel capacity is defined by
C  lim max
T →∞ p(x)

1
I (X ;Y ),
T

(8.21)

and is measured in bits per second [35, p. 370; 112, p. 383].

8.1.5 Channel Coding Theorem
Consider again the diagram shown in Fig. 8.1 and suppose that a discrete memoryless source has entropy H (X ) and produces source symbols every Ts seconds.
Assume that the source encoding process is lossless. The channel encoder produces
n bits in its output for every k bits applied to its input. In this case we say that the
channel code rate is r = k/n. Suppose also that the discrete memoryless channel has
capacity C bits and that it is excited every T seconds. The channel coding theorem
states that, if
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H (X )
C
≤ ,
Ts
T

(8.22)

there exists a channel coding scheme with rate r = k/n, for n sufficiently large, so
that bits at the output of the source decoder can be retrieved with a decoding error
probability less than ε for any real number ε > 0. The quantity H (X )/Ts in (8.22)
is simply the information bit rate and the quantity C/T is the channel capacity
expressed in bits per second. In other words, the channel coding theorem states
that, if the information rate is smaller than the channel capacity per unit time, it is
possible to find a channel coding scheme that is capable of reducing the codeword
error probability to any value ε > 0, as long as the length of the channel codewords,
n, is made large enough.
Shannon’s original proof of the channel coding theorem was based on a “random
coding argument” [4, pp. 66–68]. In a few words, Shannon has demonstrated that
the error probability for a set of codewords chosen at random can be made arbitrarily
small as the length of the codewords is increased. Then, there must be at least one
group of codewords in the set that is capable of achieving the desired probability
of error. Put in a different way, Shannon has proved the existence of a channel code
capable of allowing the control of the error probability. However, he did not tell us
how to construct such a code.
Probably motivated by the Shannon’s random coding argument, several researchers
have proposed the so-called error bounds [4, pp. 77–80]. One of these bounds is
the random-coding exponent derived by R. G. Gallager [35, pp. 139]. Specifically,
Gallager has demonstrated that the average probability of decoding error of a code
chosen at random is bounded according to
Pe ≤ exp [−n E(R)] ,

(8.23)

where n is the codeword (or block) length, E(R) is a convex-∪, decreasing and
positive function of R, for 0 ≤ R < C [35, p. 143], and R is the code rate expressed
in natural units [35, p. 118], which means that, for the purposes of the present analysis, R is directly proportional to the code rate r = k/n [10, p. 139]. The connection
between the channel coding theorem and (8.23) can be made by verifying that the
decoding error probability can be made arbitrarily small by:
• Increasing the block length n, while keeping the code rate r = k/n unchanged.
This suggests that error-correcting codes with larger codeword lengths are potentially stronger than shorter codes.
• Increasing the redundancy of the channel code. This reduces the code rate,
reduces R and increases E(R). As a result, the bound on the decoding error
probability is reduced.
• Increasing the channel capacity by increasing the signal-to-noise ratio. This is
equivalent to increasing E(R) for a fixed value of R [10, p. 141].
Still following Gallager, the task of finding efficient error-correcting codes with
large block lengths is not as hard as the task of finding practical and efficient
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decoding algorithms for them. His arguments are based on the fact that the probability of finding codes that satisfy (8.23) in a set of random codes is not as small as
it seems to be. Nevertheless, codes with large codewords tend to have decoding complexities that increase fast with n. To get a glimpse on this complexity, suppose that
a maximum likelihood (ML) decoding process is applied, aiming at minimizing the
decoding error probability. In this context, ML decoding is equivalent to searching
the most probable transmitted codeword among all possible codewords. Assuming
for simplicity that we are using a binary antipodal signaling with a matched filter
receiver, this search is made by computing the squared Euclidian distances between
the received vector r and all codewords {c(u) }, u = 1, 2, . . . , 2k , and deciding in
favor of the smallest one. Mathematically we have:
Decide for ĉ = c(i) if

n %
&2

r j − c(u)
is minimum for u = i,
j

(8.24)

j=1
(u)
∈ { ± 1} are elements of r and c(u) , respectively,
where r j = c(u)
j + n j and c j
and {n j } are i.i.d. Gaussian random variables with zero mean and variance N0 /2,
and where N0 is the unilateral noise power spectral density. From (8.24) we see that
for a given code rate, as the codeword length n increases, the word length k at the
input of the encoder will also increase, making the number of codewords to be tested
increase exponentially in k.
We shall see in Sect. 8.2 that turbo and low-density parity check (LDPC) are
examples of error-correcting codes with (typically) large codewords. These codes
have proved to operate very close to the channel capacity and with practical decoding algorithms exhibiting relatively low complexity. Other channel encoding and
decoding schemes will be also discussed in Sect. 8.2.

8.1.6 Channel Capacity of Some Channels
From the preceding discussion we can conclude that the derivation of the channel
capacity can pose different degrees on the mathematical tractability, mainly due to
the need of finding the supremum of the mutual information over all probability
distributions of the input alphabet. Nevertheless, we have mentioned that there are
channels for which mutual information is maximized if the input alphabet has a
uniform distribution, which simplifies the derivation of the capacity. In what follows
we shall consider the channel capacity of three important channel models:
• The binary symmetric channel,
• The binary-input, continuous-output vector AWGN channel, and
• The waveform band-limited AWGN channel.
The first two have their mutual information maximized for equally-likely input
symbols and the waveform AWGN channel exhibits its maximum mutual information when the input is Gaussian distributed.
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We shall first present expressions for determining the capacity of the above channels. Except for the binary symmetric channel, which has a simple interpretation, it
is expected that the reader finds the expressions somewhat abstract or nebulous in
a first sight. Trying to better clarify things, after presenting the capacity formulas
we provide further interpretations from the analysis of numerical values computed
from them. In the sequel we analyze the capacity of other important channels usually
found in practice.
8.1.6.1 Capacity of the Binary Symmetric Channel
Suppose that a binary symmetric channel (BSC) is exited by a binary discrete memoryless source (DMS). We first recall that the maximum entropy of a DMS is achieved
when symbols are equiprobable. Then, we are seeking for an expression to compute
C = I (X ; Y )| p(x0 )= p(x1 )=1/2 .

(8.25)

For the BSC we have the transition probabilities p(y0 |x1 ) = p(y1 |x0 ) = ε and
p(y0 |x0 ) = p(y1 |x1 ) = (1−ε). Applying (8.18) and making use of p(x0 ) = p(x1 ) =
1/2 and of the last relation in (8.14), we can derive the capacity of the BSC channel
as follows:
C=

1
1 


p(yk |x j ) p(x j ) log2

p(yk |x j )
1

p(yk |xi ) p(xi )

j=0 k=0
i=0

1−ε
1
= 2(1 − ε) log2
2
(1 − ε) 12 +

ε
2

ε
+ 2 log2
2

ε
2

ε
+ (1 − ε) 12

(8.26)

= (1 − ε) log2 2(1 − ε) + ε log2 2ε
= (1 − ε) + (1 − ε) log2 (1 − ε) + ε + ε log2 ε
= 1 + ε log2 ε + (1 − ε) log2 (1 − ε) bits per channel use.
From (8.26) we see that when the channel error probability ε is zero or one,
the channel attains its maximum capacity of 1 bit per channel use. When the error
probability ε is 1/2 the channel is useless, that is, the input and the output random
variables are independent from one another. Since noise is directly related to the
error probability in a communication system, (8.26) illustrates the influence of the
noise in the capacity of a channel. The noisier the channel is, the lower the information rate we can reliably transmit over it. We shall see this effect again during the
analysis of other channel capacities.
8.1.6.2 Capacity of the Binary-Input, Continuous-Output AWGN Channel
The channel model considered now is representative of a situation in which the transmitter sends symbols from a finite alphabet and the “channel output” corresponds
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to the unquantized detector output. The vector AWGN channel studied in Chaps. 3
and 5 fits this channel model. In this case channel capacity is given by
C = max
p(x j )

J −1 

j=0



∞

−∞

p(y|x j ) p(x j ) log2


p(y|x j )
dy,
p(y)

(8.27)

where the marginal density p(y) is given by
p(y) =

J −1


p(y|xi ) p(xi ).

(8.28)

i=0

A case of importance here is the capacity of an AWGN channel with binary
antipodal signaling. The maximum mutual information is achieved when p(X =
+E 1/2 ) = p(X = −E 1/2 ) = 1/2, where E is the average symbol energy. Then,
applying (8.27) and (8.28) we have the capacity


√ 
p(y| E)
p(y| E) log2
dy
p(y)
−∞

√ 

√
p(y| − E)
1 ∞
p(y| − E) log2
+
dy
2 −∞
p(y)

√ 
 ∞
√
p(y| E)
p(y| E) log2
=
dy bits per channel use,
p(y)
−∞

1
C=
2



√

∞

(8.29)

where
p(y| ±

√



√
1
(y ∓ E)2
E) = √
exp −
N0
π N0
(8.30)

and
p(y) =

√
√
1
1
p(y| E) + p(y| − E).
2
2

8.1.6.3 Capacity of the Continuous-Time, Band-Limited AWGN Channel
We recall from Chap. 5, Sect. 5.3 that a time-limited signal can be approximately
band-limited in the sense that a small amount of energy lies outside the bandwidth
B. We also recall that a signal time-limited to T and approximately band-limited
to B can be represented by a linear combination of a maximum of 2BT orthogonal
signals, which yields a signal dimensionality of N = 2BT . Following [162, p. 321],
let D be the maximum number of dimensions per second that can be accommodated
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in a band-limited AWGN channel. From the previous paragraph, D = N/T = 2B
dimensions per second. If R is the transmitter input rate in bits per second, the
quantity R N = R/D is this rate expressed in bits per dimension. Additionally, let ξ N
be the energy per dimension contained in the signal at the input of the channel. The
total signal energy in the interval T is then constrained to be N ξ N . The Gaussian
channel capacity theorem [162, p. 321] states that the capacity of this band-limited
channel is given by


ξN
1
bits per dimension,
C N = log2 1 + 2
2
N0

(8.31)

where N0 is the power spectral density of the noise. If we multiply (8.31) by D = 2B
dimensions per second we find the capacity in bits per second. Moreover, if P is the
total average signal power at the channel input, then the signal energy per dimension
is ξ N = P T/N = P/D = P/2B. With these results in (8.31), the capacity is


P
bits per seond,
C = B log2 1 +
N0 B

(8.32)

where P/(N0 B) is the average signal-to-noise ratio (SNR) at the channel input.
Expression (8.32) is the well-know capacity formula of a band-limited Gaussian
channel with constrained input power. This capacity assumes that the channel input
signal is continuous (unconstrained alphabet). It is achieved if the probability distribution of this signal is Gaussian, which corresponds to a signal with maximum
possible entropy [10, p. 143]. Different approaches for deriving (8.32) can be found,
for example, in [35, pp. 371–374] and [112, pp. 383–384].
An alternative representation of the channel capacity in bits per channel use is
obtained by multiplying (8.32) by T , yielding


P
N
log2 1 +
bits per channel use.
C=
2
N0 B

(8.33)

We can also write (8.32) as a function of E b /N0 , resulting in


E b Rb
bits per second.
C = B log2 1 +
N0 B

(8.34)

Since the transmission rate is always less than or equal to the channel capacity,
we can replace Rb in (8.34) by C and transform the equality into an inequality.
Moreover, if we divide the final expression by B, we can represent the channel
capacity in terms of the spectral efficiency η = C/B, as shown by:




Eb C
Eb
C
bit/s/Hz.
≤ log2 1 +
⇒ η ≤ log2 1 + η
B
N0 B
B0

(8.35)
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From this result we obtain the important relation:
Eb
2η − 1
.
≥
N0
η

(8.36)

If we take the limit of (8.36) as the spectral efficiency goes to zero, which means
that the available bandwidth goes to infinite, we obtain the minimum theoretical
value of E b /N0 that any communication system can operate and still be able to
provide a reliable transmission:


Eb
N0



2η − 1
= ln 2 ∼
= 0.693 ∼
= −1.592 dB.
η→0
η

= lim
min

(8.37)

The value of −1.592 dB is usually referred to as the Shannon limit for an infinite
bandwidth Gaussian channel with unconstrained input (infinite alphabet).
8.1.6.4 Analyzing the Capacities of a Band-Limited AWGN Channel with
Binary Antipodal Signaling and with Unconstrained Input Alphabet
In this subsection we plot and interpret some of the capacity-related results considered so far. We give special attention to the way each plot is constructed, since this
can also be of help for interpretation purposes. We start by plotting the capacity of
a band-limited continuous Gaussian channel in terms of the spectral efficiency η in
Fig. 8.6, against the average SNR and against E b /N0 , in dB. To plot Fig. 8.6(a)
we have applied (8.35) with SNR = ηE b /N0 and with an equality. To plot
Fig. 8.6(b) we applied (8.36) with equality and with E b /N0 in the horizontal axis.
Alternatively, to plot Fig. 8.6(b) we could have used (8.35) as a function of the SNR,
then converting the horizontal axis to E b /N0 via
10 log10

Eb
P
C
− 10 log10
= 10 log10
N0
N0 B
B
= 10 log10 SNR − 10 log10 η.

(8.38)

From Fig. 8.6(a) we can observe the capacity increase as the signal-to-noise ratio
is increased. We can also see the regions in which it is possible (Rb ≤ C) and it is
not possible (Rb > C) for the system to operate reliably. Figure 8.6(b) also shows
these regions, but it is further interesting because the minimum value of E b /N0
that makes possible a reliable transmission can be obtained from it. We notice from
this figure that the Shannon limit of approximately −1.6 dB is achievable only if
we make the spectral efficiency tend to zero. In practice, the tradeoff between performance and bandwidth is usually controlled by means of channel coding. As we
increase the redundancy of the channel code, which is equivalent to reducing the
code rate r = k/n, and keep unchanged the bandwidth, the information bit rate Rb
must be reduced, which reduces the spectral efficiency. Nevertheless, this brings the
possibility of operation at lower values of E b /N0 .
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Fig. 8.6 Spectral efficiency of a continuous-input, continuous-output Gaussian channel: (a) as a
function of the channel SNR; (b) as a function of the received E b /N0

Now we direct our attention to a comparison between the capacity of the bandlimited, power-limited Gaussian channel with unconstrained input alphabet and
with binary antipodal signaling, specializing this signaling to a BPSK modulation. To compute the capacity of the BPSK-input, band-limited Gaussian channel
we must operate with (8.29). To write this capacity as a function of the signalto-noise ratio we need to write the relation between N0 and the SNR. This is
accomplished by recalling that the minimum bandwidth occupied by a BPSK signal is B = 1/T , where T is the symbol duration. The SNR will be given by
P/N0 B = (E/T )/(N0 B) = E/N0 . Then we have N0 = E/SNR. Adopting E = 1
for simplicity we can rewrite (8.29) as

C=



∞

−∞

p(y|1) log2


p(y|1)
dy,
p(y)

(8.39)

where
1
1
p(y|1) + p(y| − 1) and
2
2


1
(y ∓ 1)2
p(y| ± 1) = √
.
exp −
1/SNR
π/SNR

p(y) =

(8.40)

Expression (8.39) was numerically computed and the result was plotted in
Fig. 8.7(a), along with the capacity of the unconstrained input Gaussian channel,
computed from (8.33), in bits per channel use. When computing (8.33) we have
used the dimensionality N = 2BT = 2, since B = 1/T is the bandwidth that
was considered in the case of the BPSK modulation. Note from Fig. 8.7(a) that
the unconstrained input capacity increases monotonically with the SNR, a behavior
already verified through Fig. 8.6(a). The only difference between the unconstrained
input capacities shown in Fig. 8.6(a) and in Fig. 8.7(a) is the unit of measure adopted
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in each case. Maybe not surprisingly, note in Fig. 8.7(a) that the maximum capacity
of the Gaussian channel is dramatically reduced in the case of a BPSK signaling. No
matter how much we increase the signal-to-noise ratio, it is not possible to transmit
more than one bit per channel use (or one bit per symbol) with any binary signaling. Additionally, Fig. 8.7(a) indicates that it will be a waste of energy if we try
to improve channel capacity by increasing the SNR beyond, say, 7 dB. To increase
the constrained-input channel capacity, the input alphabet must be increased, which
means that a signaling with more symbols must be used. As we shall see in a few
examples later on in this section, the use of an M-ary signaling will increase the
maximum channel capacity to log2 M bits per channel use, which is consistent with
the concepts presented in Chap. 6. As M → ∞, the capacity curve for the constrained input alphabet approaches the capacity for unconstrained alphabet, which
is an intuitively satisfying and expected result.

Fig. 8.7 Channel capacities versus SNR (a) and spectral efficiencies versus E b /N0 (b) of the
continuous-output Gaussian channel for unconstrained input alphabet and for BPSK

Figure 8.7(b) was plotted using the same data used to plot Fig. 8.7(a). The spectral efficiency was obtained from the capacity C in bits per channel use by dividing
C per T and dividing the result per B. The first division yields the capacity in bits
per second and the second division yields the desired spectral efficiency in bits per
second per hertz. This operation is simplified by recalling that N = 2BT . Then,
C/(BT ) = 2C/N . Since we have previously calculated N = 2, the values of capacity in bits per channel use are also the values of the spectral efficiency in bit/s/Hz.
The values of SNR are converted into E b /N0 by applying (8.38).
Likewise Fig. 8.6(b), Fig. 8.7(b) is useful because the minimum value of E b /N0
that makes possible a reliable transmission can be obtained from it. Figure 8.7(b) is
particularly useful in the analysis of the channel capacity with BPSK signaling when
a channel coding scheme is used. For example, if we use a channel code with rate
r = 1/2, the information bit rate is halved and the spectral efficiency of the BPSK

710

8 Notions of Information Theory and Error-Correcting Codes

modulation is reduced to 0.5 bit/s/Hz. If we had enough visual precision to read the
corresponding value of E b /N0 in Fig. 8.7(b), we would find E b /N0 ∼
= 0.19 dB. This
is indeed the Shannon limit for a band-limited, power-limited, continuous-output
Gaussian channel when BPSK modulation and a channel code with rate 1/2 are
used. As the code rate is reduced, the minimum E b /N0 for reliable transmission
approximates the already known limit of −1.6 dB.
In Fig. 8.7(b) it is also marked the operating point of a BPSK system without
channel coding at a bit error probability of 10−5 , which corresponds to E b /N0 ∼
=
9.59 dB. If we decide to use a rate 1/2 channel coding scheme, we must recall that the
Shannon limit goes to approximately 0.19 dB. The difference (59 − 0.19) = 9.4 dB
represents the amount of power we can save with the use of channel coding, at a
cost of a reduction in the information rate or an increase in the occupied bandwidth.
However, the more we get close to the Shannon limit, more difficult becomes to find
a code capable of producing the desired bit error probability. The remarkable papers
published in 1993 by C. Berrou, A. Gavieux and P. Thitimajshima [12] and in 1996
by C. Berrou and A. Glavieux [13], have revolutionized the channel coding theory
(and practice) from that moment on. They reported that the proposed turbo code
can achieve a bit error probability of 10−5 over the band-limited Gaussian channel,
operating at 0.5 dB away from the BPSK Shannon limit and after 18 iterations of
their turbo decoding algorithm. The block length (interleaver size) that they have
used was 65,536 bits long.

8.1.7 Channel Capacity of Other Important Channels
In this section we present some deployments of the information theory in what concerns the computation of the capacity of other well-know and important channels.
The channels considered here are:
•
•
•
•

The waveform Gaussian channel with M-ary, N -dimensional signaling,
The band-limited Gaussian channel with fading,
The colored-noise Gaussian channel, and
The multiple-input, multiple-output (MIMO) channel.

Knowing the capacity of a given channel is not only important from the viewpoint
of the knowledge of the maximum information rate that can be reliably transmitted
over the channel. Several modern error-correcting codes, called capacity-achieving
codes, are designed to approach the Shannon limit. Examples of such codes are
turbo and LDPC. The coding gain, which can be viewed as the reduction in average
power that we can obtain via channel coding, is still a good performance measure,
but the distance from the Shannon limit in dB has become more appropriate for these
capacity-achieving codes. Figure 8.8 illustrates the performance measures given by
the coding gain and the distance from the Shannon limit for a BPSK signaling.
This signaling-dependent and channel-dependent limit is usually set as a straight
line, although the real Shannon limit gets smaller at higher error probabilities [10,
p. 145; 54, p. 606]. The error probability of 10−5 is often used as the reference for
performance measurement, as we shall justify later.
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Fig. 8.8 Coding gain versus distance from capacity as performance measures

8.1.7.1 Capacity of the Gaussian Channel with Constrained Constellations
In this subsection we present an analysis about the capacity of a band-limited,
power-limited, continuous Gaussian channel with constrained input constellations.
This analysis aims at complementing the capacity investigations made in the previous subsection for the unconstrained input and for the BPSK modulation. The
results considered here were mainly based on [92].
The capacity of a band-limited, power-limited Gaussian channel with M-ary, N dimensional input can be computed by representing the waveform channel by a
vector channel (see Chaps. 5, Sect. 5.7) whose inputs are the N -dimensional signal
vectors xm = [xm1 , xm2 , . . . , xm N ]T , m = 1, 2, . . . M and the outputs are the
elements of the observation vector y = [y1 , y2 , . . . , y N ]T obtained from the output
of a bank of N correlators. Using this representation, the waveform channel is converted into a discrete-input, continuous-output memoryless channel whose capacity,
in bits per channel use, is given by
C=

max

p(x1 )··· p(x M )

M 


∞

m=1 −∞


···



∞
−∞

p(y|xm ) p(xm ) log2


p(y|xm )
dy,
p(y)

(8.41)

where the integral is N -fold and the marginal density p(y) is given by
p(y) =

M


p(y|xi ) p(xi ).

(8.42)

i=1

Assuming that the capacity is achieved with equally-likely symbols, and based on
previous work by other researchers, P. E. McIllree has demonstrated in Appendix B
of [92] that (8.41) can be computed via
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C = log2 M


 M
 ∞
M  ∞


1
− √ N
···
exp −||t||2 log2
exp −2t · dmi − ||dmi ||2 dt,
−∞
M π m=1 −∞
i=1
(8.43)

where t is the N -dimensional vector of integration variables, and
dmi =

(xm − xi )
.
√
N0

(8.44)

From (8.43) it is clear that to compute the channel capacity of an M-ary signaling we need to know the coefficients of the signal vectors xm and the noise power
spectral density N0 , which can be computed from the average SNR according to
SNR =

P
E/T
2E
=
=
,
N0 B
N0 B
N0 N

(8.45)

where we have made use of the already-know relation N = 2BT . Considering
equally-likely symbols, the average symbol energy in (8.45) can be computed using
concepts presented in Chap. 5, yielding
E=

N
M
M
1  2
1 
||xm ||2 =
x .
M m=1
M m=1 n=1 mn

(8.46)

To illustrate the application of (8.43) and to draw some conclusions from the
result, in what follows we shall compute the channel capacity with M-ary PSK
modulation. From Chap. 6, Sect. 6.2.2, the M-PSK signal vectors can be written as
 

cos [2(m − 1)(π/M)]
xm1
=
,
=
xm2
sin [2(m − 1)(π/M)]


xm
m=1,2,...M

(8.47)

where we have assumed E = 1 for simplification purposes. Then, from (8.45) we
obtain N0 = 1/SNR, since M-PSK occupies a minimum bandwidth of B = 1/T ,
which means that N = 2BT = 2. With these results in (8.43) we obtain
C = log2 M −


M 
M

1  ∞ ∞ −t 2 −t 2
e 1 2 log2
e A dt1 t2 ,
Mπ m=1 −∞ −∞
i=1

where
(xm2 − xi2 )2
(xm1 − xi1 )
(xm2 − xi2 ) (xm1 − xi1 )2
−
. (8.48)
A = −2t1 √
− 2t2 √
−
1/SNR
1/SNR
1/SNR
1/SNR
Expression (8.48) was numerically computed for M = 2, 4, 8 and 16 and the
results are plotted in Fig. 8.9. Likewise previous analysis, the values of capacity in
bits per channel use are also the values of the spectral efficiency in bit/s/Hz, since
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N = 2. The values of SNR were converted into E b /N0 by applying (8.38). As
can be noticed from Fig. 8.9, the maximum capacity of M-ary PSK increases as
M is increased, which means that more bits per symbol can be transmitted if the
number of symbols is increased. This also means that we can transmit at higher
information bit rates as M is increased. Note that these conclusions are (as should
be) in agreement with the corresponding concepts presented in Chap. 6. We also note
from Fig. 8.9 that the M-PSK limit gets away from the unconstrained input channel
capacity as E b /N0 increases. This is justified by the fact that M-PSK symbols are
restricted to be on a circumference, which dramatically reduces its power efficiency
for larger values of M. If we compare the behavior of the spectral efficiency of an
M-PSK modulation with an M-QAM (see [92] for M-QAM results) we will notice
that the M-QAM limit is closer to the unconstrained spectral efficiency, which is
justified by the fact that M-QAM constellations are not restricted to a circumference
in the two-dimensional Euclidian space. Nevertheless, M-QAM constellations are
still restricted to be in a grid, justifying the remaining gap to the spectral efficiency
of the unconstrained two-dimensional input.
In Fig. 8.9(b) are also shown the values of E b /N0 to achieve a bit error probability
of 10−5 for the modulations under analysis with Gray mapping. It is interesting to
note that these values becomes away from the unconstrained input spectral efficiency as the number of symbols is increased. It is also interesting to note that no
capacity gain is perceived beyond the corresponding values of E b /N0 . This can justify, in terms, why the reference value of BER of 10−5 is used for measuring the distance from capacity of the operating point for systems with channel coding schemes.
This hopefully will become more evident in Sect. 8.3, where error-correcting codes
are considered.

Fig. 8.9 Channel capacities versus SNR (a) and spectral efficiencies versus E b /N0 (b) for M-ary
PSK, for M = 2, 4, 8 and 16

We have seen in Chap. 6 that M-FSK modulations are said to be inefficient
in terms of spectral occupancy. However, we have also verified that the power

714

8 Notions of Information Theory and Error-Correcting Codes

efficiency of these modulations increases by increasing the number of symbols,
which is in contrast to the behavior of M-PSK and M-QAM modulations. In the
context of channel capacity we are also able to confirm these behaviors, as illustrated in Fig. 8.10. The solid lines represent the capacity of the unconstrained input,
band-limited and power-limited Gaussian channel. The geometric marks represent
the required values of E b /N0 to achieve a bit error probability of 10−5 . These values
were obtained from the corresponding expressions given in Chap. 6.
From preceding analysis, the maximum spectral efficiencies of M-PSK and MQAM modulations are given by


Rb
B


=
max

Rb
= T R log2 M = log2 M bit/s/Hz.
1/T

(8.49)

This spectral efficiency is equal to the maximum (asymptotic) spectral efficiency
obtained by converting the capacity given by (8.43) when the SNR → ∞.
The maximum spectral efficiencies of the M-FSK modulations can be determined by recalling that, according to the generalized Nyquist criterion (see Chap. 4,
Sect. 4.3.2), M orthogonal signals occupy a minimum of M/(2T ) Hz, which yields


Rb
B


=
max

2T Rb
2T R log2 M
2 log2 M
=
=
bit/s/Hz.
M
M
M

(8.50)

Obviously, this spectral efficiency must be equal to that obtained by converting
the capacity given by (8.43), when the SNR → ∞.
We observe from Fig. 8.10(a) that the spectral efficiency of both M-PSK and
M-QAM modulations increase as M increases. We also observe that, for M-QAM,
the gap from the unconstrained-input spectral efficiency decreases as M increases,
differently to what happens with M-PSK. From Fig. 8.10(b) we see that, for
M-FSK, the spectral efficiency decreases as M increases, and that the gap from

Fig. 8.10 Comparison between spectral efficiencies and capacity gaps for M-PSK/M-QAM
(a) and M-FSK (b) modulations. Marks correspond to a bit error probability of 10−5
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the unconstrained-input spectral efficiency decreases as M is increased. We can
interpret these gaps from capacity as opportunities for coding gains when errorcorrecting codes are applied.
Although at the beginning of this subsection we have considered the general
expression for determining the capacity of a band-limited, power-limited Gaussian
channel with M-ary, N -dimensional signal sets, we have only discussed in detail
the particular case of M-PSK modulations, having also briefly discussed something
about M-QAM and M-FSK. The interested reader can find other interesting and
complementary results and conclusions from [92].
8.1.7.2 Capacity of Fading Channels
After the remarkable contribution from Shannon [127], several authors have extended his studies in order to estimate the channel capacity for fading channels. Among
them we can mention [2], [18], [41], [45] and [66] for unlimited input alphabets, and
[50], [51] and [161] for BPSK signaling. In this subsection, the channel capacity of a
single fading channel is estimated using a Monte Carlo technique. This technique is
applied here to make possible an alternative and simplified computation of capacity
formulae.
According to A. J. Goldsmith and P. P. Varaiya [41], whose credit was given to J.
Wolfowitz [160], let g[i] be a stationary and ergodic stochastic process associated
to the channel state information (CSI), assuming values on a finite set U of discrete
memoryless channels. Let C(u) denote the capacity of a channel u ∈ U , and p(u)
denote the probability, or fraction of time, that the channel is in state u. The capacity
for this time-varying channel is given by
C=



C(u) p(u).

(8.51)

u∈U

Now, consider a fading channel and assume that the channel gains g[i] can be
considered as a stationary and ergodic stochastic process know by the transmitter
and the receiver. A time-invariant band-limited additive Gaussian channel with average received signal-to-noise ratio γ and unconstrained input alphabet has capacity,
in bits per second, given by
Cγ = B log2 (1 + γ ).

(8.52)

Let p(γ ) = p(γ [i] = γ ) be the probability density function of γ . Then, from
(8.51) and (8.52), the capacity of the time-varying channel, usually referred to as
the ergodic channel capacity, is given by [41]

B log2 (1 + γ ) p(γ )dγ .
(8.53)
C=
γ

Still following [41], if the compatibility constraint is satisfied, then the capacity of the channel with side information at the receiver only is indeed given by
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the average capacity formula (8.53). The compatibility constraint is satisfied if the
channel sequence g[i] is independent and identically distributed (i.i.d.), and if the
input distribution that maximizes the mutual information is the same, regardless the
channel state. Expression (8.53) will be considered latter on in this subsection.
Now, consider a BPSK modulation for which equally-likely symbols with energy
E are sent over a band-limited additive Gaussian channel. In this case we have
already seen that the channel capacity, in bits per channel use, can be computed via
(8.29). This expression will also be considered latter.
If the receiver knows the channel state information, the capacity, in bits per
channel use, of a memoryless Rayleigh fading channel with BPSK signaling can
be calculated as [51]
 
√
p(g) p(y| E, g) log2 [ f (g, y)]dydg,
(8.54)
C =−
g

y

where p(g) is the probability density function of the fading amplitude, f (g,y) is
given by


4
√
4
1
1 + exp − yg E ,
(8.55)
f (g, y) =
2
N0
and N0 /2 is the bilateral noise power spectral density at the receiver input. Expression (8.54) will also be considered latter on in this subsection.
Complementary to the preceding analysis, it is known [35, p. 344] that the capacity of a set of U parallel and independent Gaussian channels is equal to the sum of
the individual capacities. Then, if a frequency-selective fading channel is approximately considered as a set of independent parallel and conditioned band-limited
additive Gaussian channels (conditioned on the fading amplitudes), the total capacity can be estimated as the sum of U sub-channel capacities computed via (8.53), if
the input alphabet is unconstrained, and via (8.54) for BPSK signaling. The inherent
problem with (8.53) and (8.54), even if numerical integration is used, is that the
probability density functions operated into each of these expressions are not always
easily obtained, specially in the case of (8.54). For example, if it is of interest to
consider the fading statistics at the output of an EGC diversity combiner with S
inputs, the task of obtaining the density function of the sum of Rayleigh envelopes
becomes more and more complex as the value of S increases. In this context, we
suggest a Monte Carlo method for channel capacity estimation, without the need for
operating such density functions. The method is described in the next item.
Applying the Monte Carlo Method for Capacity Estimation
From this point on it is assumed that the receiver has perfect knowledge of the
channel state information and that the transmit power is constant (no power adaptation scheme is being used). It is further assumed that the compatibility constraint
previously described is satisfied.
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Let g[i] represent the channel state information at the discrete-time instant i, and
assume that it is possible to generate by computer, directly or indirectly,2 a sufficient
large number X of values for g[i] based on a specific and known probability distribution. Then, the capacity expressed by (8.53), in bits per second, can be estimated
using the discrete-time average
C=

X
1 
B log2 (1 + γ g 2 [i]).
X i=1

(8.56)

By a sufficient large value of X it is meant a value enough for convergence in
(8.56) within the desired precision.
For BPSK signaling over a fading channel, the capacity in bits per channel use
expressed by (8.29) can be adapted to this Monte Carlo technique, yielding
Λ[i]
X 
1 
p(y|ψ[i])
dy,
C=
p (y|ψ[i]) log2
X i=1
p(y)

(8.57)

Λ[i]

where ψ[i] = g[i]E 1/2 ,


−(y − ψ[i])2
1
exp
p(y|ψ[i]) = √
, and
N0
π N0




4
−(y − ψ[i])2
−(y + ψ[i])2
1
exp
+ exp
.
p(y) = √
N0
N0
8π σ 2

(8.58)

(8.59)

For a pure AWGN channel g[i] = 1.
The integration limits in (8.57), obtained from Λ[i] = ψ[i]+6(N0 /2)1/2 , demonstrated a good convergence of the result obtained via Monte Carlo as compared
to the conventional integration method. The results obtained via (8.56) and (8.57)
demonstrated perfect agreement with those obtained via their counterparts (8.53)
and (8.54), respectively, showing the applicability of the Monte Carlo method for
both unconstrained and constrained input alphabets. Figure 8.11 shows some results
concerning these capacities for band-limited AWGN and Rayleigh fading channels,
where those values originally obtained in bits per second were converted into bits
per channel use after multiplied by T = N /(2B) = 1/B, where N = 2 because
B = 1/T and N = 2BT . Again, the conversion from SNR into E b /N0 followed
(8.38). We observe from Fig. 8.11 that the capacity of a band-limited Rayleigh

2 An indirect generation of these random values arises, for example, when we consider the fading
amplitudes affecting the decision variables at the output of a diversity combiner. In cases like
this we do not need to direct generate these fading amplitudes by knowing their density function.
Instead, we can generate the fading amplitudes at the input of the combiner and modify them
according to the combining rule.
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fading channel is, as expected, smaller than the capacity of a band-limited Gaussian
channel. The difference converges to zero for low values of SNR and the Shannon
limit of −1.6 dB is (as it should be) valid for both unconstrained and constrained
alphabets. We also note from Fig. 8.11 that the difference between the capacities for
unconstrained inputs gets larger as the SNR increases. However, this is not valid for
the BPSK signaling, since capacities merge to the same value for large SNRs.
Another interesting observation from Fig. 8.11 is that the capacities of the
AWGN and the Rayleigh fading channels may not differ a lot. For example, if we
use a rate-1/2 channel code in the case of BPSK signaling, the Shannon limit is
0.19 dB for the AWGN channel and around 1.9 dB for the Rayleigh fading channel,
a difference of 1.71 dB. These limits become closer as the code rate is reduced and
they become far apart as the code rate approximates 1. Nevertheless, we must not
forget that the capacity computed here refers to the situation in which the receiver
knows the fading amplitudes. If this is not the case, the capacity is dramatically
reduced, mainly for high values of SNR [21, p. 95]. The capacity with channel state
information known by the transmitter and the receiver differs slightly of the capacity
when only the receiver knows the fading amplitudes [40, p. 104].
From Chap. 6, Sect. 6.9.2, the value of E b /N0 necessary for achieving a bit error
probability of 10−5 over a Rayleigh fading channel with BPSK modulation is around
44 dB, a value which is very far away from the Shannon limit of 0.19 dB. Recall
that, for the pure AWGN channel, the value of E b /N0 for an error probability of
10−5 is 9.59 dB. Fortunately, as we shall see in Sect. 8.3, a given error-correcting
code yields a much larger coding gain over the fading channel than over an AWGN
channel, which compensates in part the large capacity gap identified above. The
largely adopted combination of channel coding and diversity can further push the
operating point closer to the Shannon limit, since diversity can be viewed as a
“gaussianization” process that, from the point of view of the decision variables,

Fig. 8.11 Capacity (a) and spectral efficiency (b) for AWGN and Rayleigh channel with unconstrained input and with BPSK modulation
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progressively approximates a fading channel to an AWGN channel as the order of
diversity is increased.
8.1.7.3 Capacity of a Colored-Noise Gaussian Channel
So far we have assumed that noise is flat over the band-limited Gaussian channels under consideration. In other words, we have considered band-limited AWGN
channels. In this subsection we extend the capacity analysis to channels corrupted
by nonwhite noise. This noise is usually referred to as a colored noise.
In [35, pp. 383–390], R. Gallager presents a rigorous analysis of the capacity of
band-limited colored noise channels. In [54, pp. 607–611], a condensed and simpler approach is adopted by S. Haykin. Here we follow the approach adopted by
S. Haykin, where the communication channel with colored noise can be modeled
by the systems shown in Fig. 8.12. Figure 8.12(a) shows a model which is closer
to the actual channel: the transmitted signal x(t) goes through a filtering effect of
the channel, represented by its frequency response H ( f ), and then is added to the
colored noise n(t) to form the received signal y(t). The model in Fig. 8.12(b) is
equivalent to the one in Fig. 8.12(a), but it will be shown more adequate to the
present analysis. In this model, a modified colored noise n  (t) is added to the input
signal x(t) and the result goes through the channel with response H ( f ) to form
the received signal y(t). In light of the theory of linear systems, the power spectral
density of the modified colored noise is given by
Sn  ( f ) =

Sn ( f )
,
|H ( f )|2

(8.60)

where Sn ( f ) is the power spectral density of the original colored noise.

Fig. 8.12 Models for the band-limited colored noise channel: original (a) and modified noise (b)

We saw in the previous subsection that the capacity of a set of U parallel and
independent Gaussian channels is equal to the sum of the individual capacities [35,
p. 344]. Then, if we approximate the frequency response |H ( f )| as a set of U bandlimited white Gaussian channels with bandwidth Δf , as illustrated in Fig. 8.13, the
total channel capacity can be written as


U
Pu
1
∼
Δf log2 1 + 2 bits per second,
C=
2 u=1
σu

(8.61)
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where the factor 1/2 accounts for the fact that we are interested in the capacity over
the bandwidth B and H ( f ) is defined for both positive and negative frequencies.
The quantities Pu and σu2 are the average signal power and the average noise power
in the u-th sub-channel, respectively. These quantities are given by
Pu = S X ( f u )Δf and
Sn ( f u )
σu2 =
Δf,
|H ( f u )|2

(8.62)

where S X ( f u ) is the power spectral density of the input signal, Sn ( f u ) is the power
spectral density of the colored noise and |H ( f u )| is the magnitude of the channel
frequency response in the u-th frequency bin.
Subjected to the power constraint ΣPu = P, our objective is to find the distribution of the input power, S X ( f ), so that the capacity given by (8.61) is maximized.
This problem can be solved by applying the method of Lagrange multipliers [24,
p. 403; 110, p. 269], which states that the extreme value of the function f (x, y)
given the restriction that ϕ(x, y) = 0 can be determined from the equations:
1. ϕ(x, y) = 0,
∂
2.
[ f (x, y) + λϕ(x, y)] = 0 and
∂x
∂
[ f (x, y) + λϕ(x, y)] = 0,
3.
∂y

(8.63)

where x, y and λ are the unknowns and λ is called the Lagrange multiplier.

Fig. 8.13 Actual |H ( f )| and its staircase approximation

Applying the Lagrange multiplier method to the capacity expression we obtain
∂
∂ Pu



'
(


U
U

1
Pu
Δf log2 1 + 2 + λ P −
Pu
= 0,
2 u=1
σu
u=1

where P − ΣPu = 0 is the restriction. The partial derivatives are:

(8.64)
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U
1
Pu
Δf log2 1 + 2
2 u=1
σu


U
Pu
Δf  ∂
=
log2 1 + 2
2 u=1 ∂ Pu
σu


σu2
Δf
1
=
,
log2 e
2
Pu + σu2 σu2
'
(
U

∂
λPu = −λ.
λP −
∂ Pu
u=1

∂
∂ Pu

(8.65)

Thus, with these results in (8.64) we obtain
Δf log2 e
log2 e
− λ = 0 ⇒ Pu + σu2 =
Δf = K Δf,
2
2(Pu + σu )
2λ

(8.66)

where K is a constant to be determined and interpreted later. Substituting the relations (8.62) in (8.66) we obtain
S X ( f u )Δf +

Sn ( f u )
Sn ( f u )
Δf = K Δf ⇒ S X ( f u ) = K −
.
2
|H ( f u )|
|H ( f u )|2

(8.67)

In the limit of Δf → 0, the staircase approximation shown in Fig. 8.13 becomes
equal to |H ( f )|. We shall also have in this case: S X ( f u ) → S X ( f ) and Sn ( f u ) →
Sn ( f ). Furthermore, since there is no negative power spectral density, K must be
greater than or equal to Sn ( f )/|H ( f )|2 . Then, the maximum channel capacity of the
colored-noise Gaussian channel is achieved if the input power distribution satisfies
⎧
⎨ K − SN ( f ) ,
|H ( f )|2
SX ( f ) =
⎩
0, otherwise,

f :K ≥

SN ( f )
|H ( f )|2

(8.68)

where K is the solution of

P=

f ∈F

K−

Sn ( f )
d f,
|H ( f )|2

(8.69)

and where F is the range of frequencies where K ≥ Sn ( f )/|H ( f )|2 . The interpretation of (8.68) can be made with the help of Fig. 8.14. Given a target transmit
power P, the value of K is determined from the knowledge of the modified colored
noise density Sn ( f )/|H ( f )|2 by solving (8.69). The channel input power density
S X ( f ) is determined according to the shaded area in Fig. 8.14(a), as if water was
placed in the bow-shaped curve formed by Sn ( f )/|H ( f )|2 . The resultant density
S X ( f ) is shown in Fig. 8.14(b). This power distribution rule is called water-filling
(or water-pouring) principle [35, p. 388].
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Fig. 8.14 Interpretation of the water-filling (or water-pouring) principle: (a) modified colored
noise spectral density, (b) channel input power distribution that maximizes capacity

We are now able to determine the final expression for computing the total channel capacity of the band-limited, colored-noise Gaussian channel. Using the results
(8.62) and (8.66) in (8.61), we can finally write


U
1
|H ( f u )|2
C = lim
Δf log2 K
Δf →0 2
Sn ( f u )
u=1

 ∞
2
|H ( f )|
1
d f bit per second.
log2 K
=
2 −∞
sn ( f )

(8.70)

Example 8.4 – Let us determine the channel capacity of the band-limited white
Gaussian noise channel whose frequency response is given by

|H ( f )| =

1, 0 ≤ ( f c − B2 ) ≤ | f | ≤ ( f c + B2 )
0, otherwise,

(8.71)

where f c is the central frequency of the channel. Since white noise has a flat spectral
density N0 /2 W/Hz, applying (8.70) yields
C =2×

1
2



f c +B/2
f c −B/2


log2 K




1
2K
.
d f = B log2
N0 /2
N0

(8.72)

The constant K is obtained from (8.69) as shown by:
 
P=
f ∈B

N0
K−
2





N0
d f = 2B K −
2



With the value of K in (8.72) we finally obtain

⇒K =

P + B N0
.
2B

(8.73)
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C = B log2




2 (P + B N0 )
P
= B log2 1 +
bits per second,
N0
2B
N0 B
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(8.74)

which is, as expected, the well-known capacity of a band-limited, power-limited
white Gaussian noise channel, as given by expression (8.32).

8.1.7.4 Capacity of the MIMO Wireless Channel
In Chap. 3 we discussed about several communication channel models, but only
mentioned the multiple-input, multiple-output (MIMO) channel. The reason is that
the potential advantages of MIMO systems are better explored in the present context
of channel capacity estimation. In MIMO wireless systems, multiple antennas are
used for transmission and reception to achieve channel capacity and diversity gains.
These gains, however, come at the cost of multidimensional signal processing techniques that must be implemented at the transmitter and receiver sides.
A structured study about MIMO techniques has initiated with the theoretical
works by G. J. Foschini and M. J. Gans [32] and by E. Telatar [138], where the
capacity gain (also referred to as multiplexing gain) that can be achieved with the
application of MIMO systems was put into focus. The capacity of MIMO channels
are now covered in several recent books on the subject. See for example [40, p. 303],
[68, p. 22], [77, p. 73] and [131, p. 876]. For an introductory overview about MIMO
communication systems we recommend the tutorial paper by R. U. Nabar and A. J.
Paulraj [100].
The pioneering work by S. M. Alamouti [1] has motivated the study of another
branch of MIMO techniques called space-time coding [68]. Alamouti proposed a
transmit diversity scheme with two transmitting antennas and one receiving antenna,
but his work was soon extended to multiple transmitting and receiving elements, still
focusing on the diversity gain that can be achieved.
In what follows we present some results and interpretations concerning the
capacity of MIMO channels. These results are presented without the corresponding
derivations or proofs. The reader is invited to consult references like those cited
above for further details. Space-time coding will not be covered at all. It is informative to mention, however, that a complete understanding of the channel capacity
analysis for MIMO wireless channels demands knowledge about some advanced
topics on matrix theory. Condensed materials oriented to antenna array processing
can be found in [77, Appendix C] and [147, Appendix A]. General matrix theory
can be found in any good book on linear algebra or matrix analysis (see for example
[61]). Then, before entering into the specifics of the capacity analysis presented in
more specialized material, it can be of help to have some of these references at hand,
unless the reader already has the necessary background.
MIMO Channel Model
Figure 8.15 shows a model for the multiple-input, multiple-output wireless channel. Input data symbols are processed at the transmitter side and received symbols
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are processed at the receiver side in a way that a number of independent parallel
channels are created between the input and the output of the MIMO channel. The
model considers a static channel to facilitate the mathematical analysis. Nevertheless, this simplification is still helpful from the point of view of demonstrating how
the independent parallel channels are created.

Fig. 8.15 MIMO channel model

In Fig. 8.15 the operation y = Hx + n corresponds to the generation of the
Mr-dimensional received vector y, where H is the matrix of static channel gains
h i j from the j-th transmit antenna to the i-th receive antenna, x represents the Mtdimensional vector of transmitted symbols and n is the Mr-dimensional noise vector.
This operation can be expanded according to [40, p. 299]
⎡

⎤ ⎡
⎤ ⎡ ⎤ ⎡
⎤
y1
h 11 · · · h 1Mt
x1
n1
⎢ .. ⎥ ⎢ .. . .
.. ⎥ × ⎢ .. ⎥ + ⎢ .. ⎥ .
⎣ . ⎦=⎣ .
.
. ⎦ ⎣ . ⎦ ⎣ . ⎦
y Mr
h Mr 1 · · · h Mr Mt
x Mt
n Mr

(8.75)

The signal processing tasks realized by the model shown in Fig. 8.15 are based
on the singular value decomposition (SVD) of the channel matrix H [68, p. 25]. The
SVD of H is given by
H = UΣVH ,

(8.76)

where U and V are unitary matrix of order Mr × Mr and Mt × Mt such that
UUH = I Mr and VVH = I Mt , and where []H means an Hermitian operation, I Mt is
an identity matrix of order Mt × Mt and I Mr is an identity matrix of order Mr × Mr .
The matrix Σ is a diagonal matrix of order Mr × Mt and contains the singular values
of H.
From the operations shown in Fig. 8.15 and from (8.76) we can write
ỹ = UH (Hx + n)
= UH (UΣVH x + n)
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= UH (UΣVH Vx̃ + n)
= Σx̃ + UH n = Σx̃ + ñ.

(8.77)

The important interpretation of (8.77) is that, since Σ is a diagonal matrix, the
number of nonzero elements in it corresponds to the number of independent channels that are created from the input to the output of the MIMO channel model of
Fig. 8.15. The elements in Σ are the channel gains and the elements in UH n = ñ
are the noise components affecting each channel. Another interesting interpretation
that arises from (8.77) is that the rank of H is equal to its number of nonzero singular values, which is equal to the number of nonzero elements in Σ. The rank of
a matrix is simply the maximal number of linearly independent columns or rows in
it. Moreover, the rank of a matrix of order Mr × Mt is at most min(Mr, Mt).
When the channel is associated to a rich-scattering environment we have the
so-called full-rank matrix H, for which the rank becomes equal to min(Mr, Mt). In
this case, the number of elements in Σ is maximized, which means that the number of independent and parallel channels is also maximized, becoming equal to the
minimum between the number of transmitting and receiving antennas. When the
channel gains are correlated, the rank of H is reduced, reducing the number of parallel channels, which in turn will reduce the spectral efficiency of the corresponding
MIMO system.
Example 8.5 – Let us determine and analyze the singular value decomposition of
the channel matrix
⎡

⎤
0.35 0.03 0.09
H = ⎣1.03 0.29 0.13⎦ .
0.15 0.26 1.10
Using a mathematical package like Mathcad or Matlab we find the SVD:
H = UΣVT
⎡
⎤ ⎡
⎤ ⎡
⎤
−0.23 0.20 −0.95
1.23 0
0
−0.66 −0.29 −0.69
= ⎣−0.66 0.69 0.30 ⎦ × ⎣ 0 0.95 0 ⎦ × ⎣ 0.72 0.03 −0.70⎦ .
−0.72 −0.70 0.03
0
0 0.07
−0.23 0.95 −0.19
From matrix Σ we see that the rank of H is 3. This means that a MIMO channel having H as its matrix can be decomposed into three parallel and independent
channels by using three transmit and receive antennas. However, despite of having a full-rank matrix H, the lowest of its singular values is far below the other
two, which means that the corresponding channel will have a low gain, reducing its
signal-to-noise ratio and increasing the error probability. In a water-filling approach,
the channel with gain 0.07 would be assigned the lowest transmit power.
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General Comments About MIMO Channel Capacity
A heuristic interpretation of the capacity increase provided by a MIMO channel can
be initially made in light of expression (8.33). From this expression we see that one
way of increasing the dimensionality of the signaling scheme to increase capacity,
without increasing the channel bandwidth, is to use additional dimensions that are
not frequency-dependent. In the case of MIMO channels, these additional dimensions can be interpreted as the spatial parallel and independent channels created
according to what was previously explained.
Formally speaking, there are several assumptions that can be made for channel
capacity calculations for MIMO channels, mainly based on the knowledge of the
channel matrix at the transmitter, at the receiver or both. We can summarize these
assumptions as follows:
• Static channel known at transmitter and receiver. This assumption follows from
the analysis presented up to this point. The channel capacity increases linearly
with min(Mr, Mt) and it is maximized by applying the water-filling principle to
the R H parallel channels created from the SVD of the matrix H, where RH is
its rank.
• Static channel unknown at transmitter and known at receiver. If the transmitter
does not know the channel matrix, the best strategy is to distribute the transmitted
power equally among the RH channels. In this case, despite of the fact that the
transmitter does not know the channel matrix, the capacity still grows linearly
with min(Mr, Mt).
• Fading channel known at transmitter and at receiver. Similarly to the situation
of a static channel known at the transmitter and at the receiver, channel capacity
increases linearly with min(Mr, Mt) and it is maximized by applying the waterfilling principle to the RH parallel channels. Nevertheless, we are talking about
an ergodic capacity, which is the average of the capacities conditioned on the
fading realizations. Fading correlation affects significantly the ergodic capacity,
since it has influence in the rank of the channel matrix.
• Fading channel unknown at transmitter and known at receiver. Similarly to the
static channel case, the lack of knowledge of the channel state information at the
transmitter does not cause a significant penalty to the ergodic capacity, mainly
for high SNR values [68, p. 31]. Since this is the case of greatest practical appeal,
we shall discuss it in more detail in the sequel.
• Fading channel unknown at transmitter and at receiver. If the channel state information is not known at the transmitter and at the receiver, it appears that no
multiplexing gain can be achieved in a MIMO channel [40, p. 309]. However, as
pointed out in [68, p. 26], this is an area of ongoing research.
• Outage capacity of MIMO fading channels. Outage capacity is a measure of the
capacity associated to a level of reliability. If it is said that a channel has p%
outage capacity, this means that a target channel capacity Cout is guaranteed for
(100 − p)% of the channel realizations, i.e. P[C ≤ Cout ] = p%. The outage
capacity is a useful measure because if the transmitter does not know the channel
realization, then it does not know at what rate Cout to transmit to achieve a reliable
communication.
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MIMO Fading Channel Capacity with CSI Known at Receiver
When the channel state information is know only at the receiver, the ergodic capacity of a MIMO wireless flat fading channel with Mt transmitting and Mr receiving
antennas, for an unconstrained input alphabet, is given by [40, p. 307]
&$
#
%
ρ
C = E B log2 det I Mr +
HHH bits per second,
Mt

(8.78)

where E[] is the expected value over the realizations of the channel matrix H, B
is the channel bandwidth and ρ is the received signal-to-noise ratio. A different,
but equivalent expression is given in [68, p. 30]. Another expression that avoids the
computation of the expected value operation, but has an integration to be solved is
given in [131, p. 877] and [138] for the case of i.i.d. Rayleigh distributed (complex
Gaussian) channel gains. Yet an alternative form that avoids numerical integration
and the computation of an expected value is given in [131, p. 877].
The ergodic spectral efficiencies C/B computed from (8.78) for Mt = Mr = 1,
2, 3 and 4, as a function of the average received SNR, are shown in Fig. 8.16,
assuming that the channel gains are i.i.d. complex Gaussian random variables with
unitary mean square value. In this case H will be a full-rank matrix, maximizing the
spectral efficiency. The expected value in (8.78) was computed via Monte Carlo, that
is, as the time average of 2,000 spectral efficiencies conditioned on 2,000 random
realizations of H. From Fig. 8.16 we notice that the spectral efficiency increases linearly with min(Mr, Mt). Nevertheless, we observe that for Mt = Mr, the spectral
efficiency is not Mt or Mr times the spectral efficiency obtained with one transmitting and one receiving antenna. The difference, which is small but increases at
low SNRs, is due to the fact that only the receiver knows the channel matrix. The
transmitter then can not make use of power adaptation for capacity improvement.
The best that can be done is to transmit with equally distributed powers in each of
the synthesized parallel channels.
If we wanted to plot the results shown in Fig. 8.16 against the average E b /N0 , we
would have to convert the average SNR into E b /N0 . This can be done by noticing
first that the MIMO capacity increase with RH , the rank of H, can be translated into
a capacity of a single channel with RH times the bandwidth of the MIMO channel.
Then we can write
Eb
C
P
=
×
N 0 RH B
N0
RH B
Eb
η
⇒ 10 log10
= 10 log10 SNR − 10 log10
,
N0
RH

SNR =

(8.79)

where P is the average received power, B is the bandwidth of the MIMO channel
and η = C/B is the spectral efficiency of the MIMO channel. It is left to the reader
to re-plot Fig. 8.16 against E b /N0 and notice that for any value of Mt or Mr the
minimum value of E b /N0 converges to the already known value of −1.6 dB.
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Fig. 8.16 Ergodic MIMO capacities for 1, 2, 3 and 4 transmit and receive antennas

Final Remarks on MIMO Channels and MIMO Systems
Some closing words are in order to complement the concepts covered so far:
• In what concerns the capacity of a frequency-selective fading channel [68, p. 42],
we can use the approach of dividing the total channel bandwidth B into N
frequency-flat narrowband sub-channels and sum the capacities of these subchannels. The number of sub-channels is defined by the coherence bandwidth3
Bc of the frequency-selective channel, i.e. N ≥ B/Bc .
• It is also worth mentioning that, among other factors like channel estimation
imperfections, a correlated fading reduces the ergodic capacity, since a smaller
rank of the channel matrix results in this case.
• In the above discussion we focused on the capacity of the MIMO channel with
unconstrained input alphabet. An extension of this discussion considering constrained signal sets can be found, for example, in [58] and [102].
• When the capacity of a single fading channel was compared with the capacity of
a band-limited AWGN channel, we saw that the gap might not be large, mainly
for low values of SNR. Recalling that diversity has an effect of “gaussianization”
of a fading channel, we do not expect that it can bring significant increase in
capacity. However, MIMO systems can bring the possibility of large diversity
gains via space-time coding. This diversity gain, combined with some of the powerful error-correcting codes available nowadays, can push system performance to
operating points very close to the Shannon limit. Moreover, the capacity increase
produced by spatial multiplexing can permit transmission rates never seen before.
• The implementation complexity still seems to be one of the main obstacles for
amassive proliferation of MIMO systems. Most of this complexity come from

3

See Chap. 3, Sect. 3.6.1 to recall the definition of the coherence bandwidth.
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multidimensional signal processing and from techniques to avoid throughput
reduction (capacity reduction) due to systemic imperfections like channel estimation and synchronization errors.

8.2 Notions of Error-Correcting Codes
Much has been achieved in the channel coding area since Shannon has laid the foundations of information theory in the late 1940s. As we saw in the previous section,
the Shannon’s channel capacity theorem states that a channel coding scheme exists
and is able to achieve a reliable transmission, provided that the information bit rate is
below the channel capacity. Nevertheless, this existence theorem did not tell us how
these codes can be designed. This has challenged researchers around the world from
that time on and, as a result, several channel encoding and decoding techniques have
been proposed and are commercially available nowadays. In this section we present
basic concepts about some of these techniques. We start with some terminologies
that are common in this area and then we move to the study of two of the simplest linear block codes, the Hamming and the Reed-Muller. We then present the
cyclic codes, which include the well-know Bose-Chaudhuri-Hocquenghem (BCH)
and Reed-Solomon (RS). Convolutional codes are covered in the sequel. The concepts behind the spectrally-efficient trellis-coded modulation (TCM) are then discussed. The capacity-achieving turbo and low-density parity-check (LDPC) codes
are presented subsequently, with emphasis on block turbo codes (BTC) based on
single-parity-check (SPC) product codes. The section ends with a brief discussion
on some aspects of coding for fading channels.
Throughout this section we concentrate on linear binary codes, except in the
case of Reed-Solomon, which is non-binary by nature. Moreover, we present just
the enough mathematical background, as close as possible to its application in a
specific encoding or decoding process. The algebra of error-correcting codes relies
upon Galois fields and the reader who is more mathematically inclined is referred
to Chap. 2 of [85], Part II of [111] and Chaps. 2 and 3 of [155] for further details.
The first five pages of [95] present a condensed mathematical background for the
understanding of binary and non-binary BCH codes. However, this background can
also be seen as a good start for understanding the mathematics related to other errorcorrecting code schemes.

8.2.1 Terminology and Background
In this subsection we give a non-exhaustive list of terms that are common to the
error-correcting codes area. The reason for providing this list here is two-fold: first,
some of these terms will appear frequently throughout this section. Secondly, the
list can serve as a short background for helping the reader to understand the material
presented in the remaining of the section or from other references.
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It is not recommended that you go through the entire list in details for the first
time. Instead, you may first do a fast reading just to get a glimpse on what is covered
and later go back for a specific term, whenever needed. Although some terms are
closely related, the list is presented in alphabetical order to facilitate a fast localization of a given term. The connections between subjects are made whenever possible
through indications to related terms.
Automatic repeat request (ARQ): when an error is detected at the receiver the
word or block in error is retransmitted upon request of the receiver via a feedback
channel. ARQ schemes will not be covered in this book. See also forward error
correction (FEC).
Base vectors: likewise the linear decomposition of signals studied in Chap. 5, a set
of vectors can also be decomposed into orthogonal base vectors that span the entire
set through linear combinations. The dimension of a vector space is the minimum
number of base vectors that can span the vector space. These base vectors form a
basis for the vector space. A vector space of binary n-tuples over GF(2) have 2n
vectors and a basis with n elements, i.e. the dimension of this vector space is n. All
vectors considered in this definition and throughout this section are row-matrices.
See also Galois field and vector space.
Block code: a block encoding scheme picks a block of k message bits and encodes
into n coded bits, where n ≥ k. There are 2k codewords of length n in the binary
block code denoted as an (n, k) code. For such a code the code rate is defined as
r = k/n. A block code with minimum distance dmin can detect all error patterns of
weight less than or equal to (dmin − 1). It can correct all error patterns of weight
t ≤ (dmin − 1)/2!, where x! is the largest integer less than or equal to x, but
can correct some other error patterns. See also convolutional code and minimum
Hamming distance.
Bounded distance decoder: a decoder that corrects up to a maximum number of
coded bit errors per codeword and no more.
Channel coding: the addition of controlled redundancy to the message bits in a process called channel encoding and the use of this redundancy at the receiver to detect
and sometimes correct errors via the corresponding channel decoding process. It is
sometimes referred to as error-correcting coding or error-control coding.
Codeword: see block code.
Code diversity: when we compute the probability that the receiver decides in favor
of the codeword x2 instead of the transmitted codeword x1 (the so-called pairwise
error probability), it turns out that this probability is roughly inversely proportional
to the signal-to-noise ratio raised to dH (x1 , x2 ), the Hamming distance between x1
and x2 [10, p. 718; 18, p. 1664]. Since in diversity schemes the symbol error probability is governed by the inverse of the signal-to-noise ratio raised to the diversity
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order [131, p. 319], the Hamming distance when codes are applied to fading channels is associated to the code diversity [21, pp. 13, 91; 112, p. 806].
Code rate: see block code.
Coding gain: a measure of the savings in average power that we can obtain with the
use of channel coding. It is the difference between the values of E b /N0 necessary
to achieve a given performance for the coded and for the uncoded system.
Concatenation: a combination of codes that works under the principle of divide
and conquer4 . A number of component codes are combined serially or in parallel such that a powerful overall code is created, but with a decoding complexity
reduced to the level of decoding each of the component codes. An interleaver is
often placed between two concatenated codes to break burst errors between the
corresponding decoders, to improve cooperative decoding or both. The cooperative
decoding, normally adopted in iterative decoding processes, refers to the improvement on the reliability of a given symbol obtained from exploring all the information
upon this symbol coming from different decoders. The role of the interleaver here
is important to de-correlate this information, increasing the probability of a correct
decision.
Constraint length: in a convolutional encoder with k input bits and n output bits,
there are k(L − 1) memory elements (flip-flops) in such a way that each n coded bits
depend not only on the most recent k input bits, but also on the previous k(L − 1)
bits stored in the k(L − 1) memory elements. The parameter L is the constraint
length of the code. The effective memory size of the encoder is simply (L − 1). See
also convolutional code.
Convolutional code: a binary code where the encoded bits are generated as the
result of exclusive-OR (XOR) operations among a number of incoming message
bits and a number of previous message bits.
Cyclic code: a linear code with the additional property that a cyclic shift of any
codeword is also a codeword. It can be encoded and decoded using shift-registers
and combinatorial logic based on their polynomial representation. See also linear code.
Cyclic redundancy check (CRC): an error detection scheme in which a number
of redundancy bits are appended to a message block to permit error detection. CRC
codes are typically cyclic block codes [155, p. 121]. Different degrees of error detection capability result from the choice of the length of the redundancy. Examples of
4 A divide and conquer approach works by breaking down a problem into two or more subproblems of the same (or related) type, until these become simple enough to be solved directly.
The solutions to the sub-problems are combined to give a solution to the original problem [157].
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CRC lengths are 8, 24 and 32, corresponding to the CRC-8, CRC-24 and CRC-32
standards, respectively. CRC codes are not covered in this book. See also automatic
repeat request (ARQ) and forward error correction (FEC).
Cyclotomic cosets: cyclotomic cosets modulo (2m − 1) with respect to GF(2) correspond to a partitioning of the integers {0, 1, . . . , 2m − 2} in subsets containing the integer s in the form {s mod(2m − 1), 2s mod(2m − 1), 22 s mod(2m −
1), 23 s mod(2m − 1), . . . , 2d−1 s mod(2m−1 )}, where the cardinality d of each coset
must be a divisor of m. Example: the cyclotomic cosets modulo (24 − 1) = 15
with respect to GF(2) are: {0}, {1, 2, 4, 8}, {3, 6, 9, 12}, {5, 10} and {7,
11, 13, 14}. From [155, p. 476], the distinct minimal polynomials of the primitive element α ∈ GF(24 ) can be obtained from the cyclotomic cosets as follows: p0 (x) = (x + α 0 ), p1 (x) = (x + α 1 )(x + α 2 )(x + α 4 )(x + α 8 ), p3 (x) =
(x + α 3 )(x + α 6 )(x + α 9 )(x + α 12 ), p5 (x) = (x + α 5 )(x + α 10 ) and p7 (x) =
(x + α 7 )(x + α 11 )(x + α 13 )(x + α 14 ). A list of cyclotomic cosets modulo (2m − 1)
with respect to GF(2) for m = 2 to m = 10 is given in Appendix C of [155]. A
C-language routine for generating cyclotomic cosets modulo ( p m − 1) is given in
[120, p. 35]. See also minimal polynomial.
Dual code: if the parity-check matrix H of a code C is made the generator matrix
G of a code C  , then the code C  is called the dual code of C. See also dual spaces
of vector spaces, generator matrix and parity-check matrix.
Dual spaces of vector spaces: let S and S  be vector subspaces of a given vector
space V . Let a vector u ∈ S and a vector v ∈ S  . If the inner product u · vT = 0 for
all u and v, it is said that S  is the dual space of S. The dimension theorem [155,
p. 33] states that the dimension of V is the sum of the dimensions of S and S  , that
is, dim(V ) = dim(S) + dim(S  ). See also base vectors and vector spaces.
Equivalent codes: two codes are said to be (permutation) equivalent [63, p. 19] if
one is mapped into the other by rearranging the columns of the generator matrix.
Equivalent codes will exhibit the same weight distribution, though the mapping
between message and code words will be different. Equivalent codes yield the same
error detection and error correction performances.
Error detection and error correction: before an error can be corrected it must be
detected. Some error-correcting codes have different capabilities for detecting and
correcting errors, since not all detected error patterns can be corrected. Other codes,
like the cyclic redundancy check (CRC) codes are specifically designed to detect
errors. They are normally associated to automatic-repeat request (ARQ) algorithms,
but also can be used to indicate that the corresponding received block must be
discarded (or passed along without modification) in a process called muting [155,
p. 71]. Different CRC codes normally have different error detection capabilities.
Neither CRC nor ARQ schemes are covered in this book. Our primary concern is
with forward error correction (FEC) techniques. See also error pattern and minimum
Hamming distance.
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Error pattern: for binary codes, it represents the vector of binary elements e that
must be added (modulo 2) to the transmitted codeword c to form the received
codeword r after hard decision. In other words, the error pattern (or error vector)
indicates where are located the errors caused by the channel in the received codeword before decoding. See also hard decision.
Extension field: fields of the form GF( p m ) where p is a prime number and m is
an integer. The elements in GF( p) form a subset of the elements in GF( p m ). For
p = 2 and m = 1 we have the binary prime field GF(2). For p = 2 we have the
binary extension field GF(2m ), which is considered in the study of binary codes. See
also Galois field.
Forward error correction (FEC): when an error is detected at the receiver, the
channel decoding process attempts to correct it by exploring the channel code structure. See also automatic repeat request (ARQ) and cyclic redundancy check (CRC).
Free distance: the free distance of a convolutional code is the smallest Hamming
or Euclidian distance between any two distinct code sequences. Since the set of
distances from a code sequence to any other is the same for all code sequences,
the free distance is also the distance between the all-zero code sequence and its
nearest-neighbor code sequence.
Galois field: named in honor of the French mathematician Évariste Galois, a Galois
field (or a finite-field) is a set with a finite number of elements for which the
operations addition and multiplication are defined, with the restrictions of being
a commutative group under these operations (excluding the element 0 when under
multiplication), also accepting the distributive operation under addition and multiplication. It is denoted by GF(q), where q is the number of elements in the field. See
also group and extension field.
Generator matrix: the matrix G of order k × n having as rows the base vectors of
the vector subspace over which a linear block code (n, k) is defined. This means that
any linear combination of these rows will generate a vector of the vector subspace.
As a consequence, a codeword of the block code can be generated by multiplying
the vector of message bits by the generator matrix, i.e. a codeword c associated to
the message word m is given by c = mG. The generator matrix is orthogonal to the
corresponding parity-check matrix, i.e. GHT = 0, where 0 is an all-zero matrix of
order k × (n − k). See also base vectors and parity-check matrix.
Generator polynomial: the nonzero degree code polynomial (a codeword represented in polynomial form) with minimum degree (minimal polynomial) within the
code polynomials is the generator polynomial of a cyclic code. See also cyclotomic
coset and minimal polynomial.
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Group: a set of elements with a set of modular operations defined for these elements, under the restrictions of closure, associativity, identity and inverse. If the
restriction of commutativity is also imposed, the group is said to be a commutative
(or abelian) group. In the context of error-correcting codes, the operations are usually binary (modulo-2) addition and multiplication. The meanings of the restrictions are:
• Closure: addition or multiplication of any two elements in the group generates an
element pertaining to the group. Example: 0 ⊕ 0 = 0, 1 ⊕ 0 = 1, 1 ⊕ 1 = 0 and
0 ⊕ 1 = 1 in a binary group {0,1} under addition, where “⊕” is the exclusive-OR
(XOR) operation. Under multiplication we have 0 · 0 = 0, 0 · 1 = 0, 1 · 0 = 0
and 1 · 1 = 1 in a binary group {0,1}, where “·” is the AND operation.
• Associativity: like in ordinary algebra, (a + b) + c = a + (b + c) or (a · b) · c =
a · (b · c). Example: 1 ⊕ (0 ⊕ 1) = (1 ⊕ 0) ⊕ 1 = 0 in the binary group {0,1}
under addition.
• Identity: the element e such that a + e = a or such that a · e = a. Example:
the single identity element in the binary group {0,1} under addition is the 0. The
single identity element in the binary group {0,1} under multiplication is the 1.
• Inverse: the element −a such that −a + a = e or the element a −1 such that
a ·a −1 = e, where e is the identity element. Example: the inverse of each element
in the binary group {0,1} under addition is the element itself and the minus sign
is unnecessary.
• Commutativity: like in ordinary algebra, a + e = e + a and a · e = e · a.
Modulo- p multiplication generates a commutative group for all nonzero elements {1, 2, . . . , p − 1), if and only if p is prime. Modulo-q addition generates
a commutative group for all q ≥ 2.
Hamming bound: also know as sphere packing bound [47, p. 48;99, p. 76], it establishes a lower limit to the redundancy necessary for a q-ary, t-error correcting block
code of length n and minimum distance dmin . Specifically,

(n − k) ≥ logq



n
i
(q − 1) .
i

(dmin −1)/2! 


i=0

(8.80)

See also minimum Hamming distance.
Hamming distance: the Hamming distance between two vectors (or two codewords) is the number of positions in which these vectors (or codewords) differ. See
also minimum Hamming distance.
Hard-decision decoding: also know as algebraic decoding, refers to the decoding
process realized from previously decided symbols. In a binary code, the information
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that serves as input to the channel decoder is composed by zeros and ones. See also
soft-decision decoding.
Interleaving: a regular permutation of symbols in time, frequency or both. In a time
interleaver, symbols originally adjacent in time are placed as far apart as possible.
The simplest interleaver is the block interleaver in which input bits feed a twodimensional array by rows and the output bits are read column-wise (or vice-versa).
In a frequency interleaver, which is more appropriate to the context of multi-carrier
transmission, symbols originally modulating adjacent carriers are placed as far apart
in frequency as possible. The reverse operation is called de-interleaving, and the
corresponding device is called de-interleaver. A channel interleaver is normally
placed at the output of the channel encoding process to break the memory effect
of a channel with memory so that channel coding schemes designed to operate in
memoryless channels can be applied. Interleaving is also used between two concatenated codes to permit the decoder to explore the information upon a given symbol
from the component decoders on an uncorrelated basis. See also concatenation.
Irreducible polynomial: a polynomial p(x) of degree m with coefficients in the
Galois field GF( p), p prime, that can not be factored into a product of lower-degree
polynomials with coefficients in GF( p). Although p(x) has no roots in GF( p), it
has exactly m roots in the so-called extension field GF( p m ) [95]. See also primitive
polynomial and extension field.
Iterative decoding: any kind of cooperative decoding in which the reliability of
a given symbol is iteratively improved by exploring all the information on this
symbol coming from different decoding sub-processes. It is important to have
uncorrelated information so that iterative decoding works more efficiently. See also
concatenation.
Linear code: a q-ary linear code is a code whose codewords form a vector subspace
over GF(q). Equivalently, it is a code for which a linear combination of any set
of codewords forms another codeword. A linear code always contains the all-zero
codeword. The undetectable error patterns of a linear code correspond to the set of
all nonzero codewords. See also error correction and error detection, error pattern,
minimum Hamming distance, vector space and vector subspace.
Minimal polynomial: let β be an element of the extension field GF(2m ). The minimal polynomial p(x) of β is the polynomial of smallest degree having coefficients
in GF(2) such that p(β) = 0. A minimal polynomial for the element β = α k can be
found through the steps below [120, p. 36]:
1. Determine the smallest positive integer R such that k2 R = k modulo (2m − 1).
2. Compute the minimal polynomial p(x) of the element α k using
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p(x) =

R−1


r

x + α k2 .

(8.81)

r =0

A list of minimal polynomials of elements in GF(2m ) is given in Appendix D of
[155]. A C-language routine for generating minimal polynomials in GF(2m ) is given
in [120, p. 38]. See also cyclotomic cosets and extension field.
Minimum Hamming distance: the minimum number of positions in which all possible pairs of codewords differ. For a binary linear code, the minimum Hamming
distance (or simply minimum distance) is equal to the weight of the lowest nonzero
weight codeword. See also error pattern and error detection and error correction.
Order: the order of a Galois field element β, denoted as ord(β), is the smallest
positive integer m for which β m = 1. If α is another element in the field such that
β = α i and ord(α) = t, then ord(β) = t/gcd(i, t), where gcd(i, t) is the greatest
common divisor of the arguments [155, p. 35]. See also Galois field.
Parity-check matrix: from the definition of dual spaces and base vectors, a q-ary
code C of dimension k belonging to a vector subspace V of dimension n has a dual
code C  of dimension (n − k) such that dim(V ) = dim(C) + dim(C  ). Then, the base
vectors for C  can be the rows of a matrix H of order (n − k) × n such that, for any
codeword c ∈ C, the operation cHT = 0 holds. The matrix H is called parity-check
matrix and it can be used to verify if a given codeword c belongs or not to the code
C. See also base vectors and dual spaces of vector spaces.
Perfect code: a codes is said to be perfect if it satisfies the Hamming bound (or
sphere packing bound) [47, p. 48; 99, p. 76] with equality. See also Hamming bound.
Primitive element: a primitive element α of a Galois field GF(q) is an element
such that α q−1 = 1. It is said that the order of α is (q − 1), i.e. the smallest positive
integer n such that α n = 1 is n = (q − 1). The primitive element has the property
that the (q − 1) powers of α are the (q − 1) nonzero elements in GF(q). The number
of primitive elements in GF(q) is φ(q − 1), where φ(·) is the Euler function [24,
p. 331; 155, p. 36]. A Mathcad routine for computing the Euler function is given in
the Appendix A.12 to this book.
Primitive polynomial: an irreducible polynomial p(x) of degree m with coefficients
in GF( p), p prime, is said to be primitive if n = ( p m − 1) is the smallest positive
integer for which p(x) divides (x n − 1). It can also be defined as an irreducible
polynomial having a primitive element as a root. See also irreducible polynomial
and primitive element.
Puncturing, shortening, expurgating, extending, augmenting, and lengthening:
these are techniques for modifying the length of the codewords to match specific
needs imposed by the overall communication or storage system where the coding
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scheme is to be used. For details on the implementation of each of these techniques,
refer for example to [63, pp. 13–19], [97, pp. 105–107], [99, pp. 103–105] and [155,
pp. 94–96].
Soft-decision decoding: the decoding process that takes as its input the real signals
(soft values) at the output of a matched filter, a correlator or any suboptimal detector
device. The information that serves as input to the channel decoder is composed by
a number of levels which depends on the granularity of the quantization process
imposed to these signals. Soft-decision decoding can yield increased error correction capability, since more information coming from the soft values can be explored.
It is known that the use of an 8-level (or 3-bit) quantization of the soft decisions
produces a penalty of about 0.25 dB in the coding gain. See also coding gain and
hard-decision decoding.
Soft-input, hard-output (SIHO) decoder: a decoder that is fed with soft inputs and
delivers hard decisions. A soft input value is associated to the output of a detector.
In a binary code, its magnitude is normally related to the reliability of the corresponding symbol and its polarity is normally associated to the hard decisions “0”
and “1”. See also soft-input, soft-output decoder.
Soft-input, soft-output (SISO) decoder: a decoder that is fed with soft inputs and
also delivers soft decisions. In a binary code, the magnitude of a soft input or output
is normally related to the reliability of the corresponding symbol. SISO decoders
are used in turbo-like iterative decoding processes in a message-passing strategy in
which the soft output in a given iteration serves to determine the soft input value for
the next. The reliability of the soft output increases iteration by iteration. See also
soft-input, hard-output decoder.
Syndrome vector: defined by s = rHT , where r is the received codeword and H
is the parity-check matrix, the syndrome is the vector used by syndrome decoding
processes to locate errors in a received codeword and, for this reason, it is sometimes
referred to as error syndrome. Important properties of the syndrome vector are: 1)
it depends only on the error pattern, not on the transmitted codeword; 2) all error
patterns that differ by a codeword have the same syndrome [54, p. 636]. See also
error pattern and parity-check matrix.
Systematic encoding: when the message bits are clearly separated from the parity
(redundancy) bits in a codeword it is said that the code is in its systematic form.
To construct
a systematic .code (n, k), the generator matrix must be in the form
..
.
G = [P .. Ik ] or G = [Ik .. P] where Ik is an identity matrix of order k created by
applying column permutation5 and elementary row operations [85, p. 46; 97, p. 85]
5 Column or row permutation changes the mapping between message and code words, but the
weight distributions of the code are preserved. Linear operations with rows preserve the WEF
(Weight enumerator function) but can change the input-output WEF.
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(row permutation or replacement of a row with a linear combination of that row
and any number of other rows) to the original matrix G. The matrix P is simply
a result of this
.. process. The parity-check matrix of a systematic code is given by
H = [In−k .. − PT ]. For a binary code, −PT = PT . To review the elementary row
operations and column permutation process, consider the matrix G1 below, written
in a non-systematic form, and the matrix G2 in systematic form, obtained from G1 .
⎡

1
⎢0
⎢
G1 = ⎣
0
0

1
0
0
1

0
1
0
0

0
1
0
1

0
0
1
0

0
0
1
1

1
1
1
0

⎤
1
1⎥
⎥
1⎦
1

⎡

1
⎢0
⎢
G2 = ⎣
0
0

0
1
0
0

0
0
1
0

0
0
0
1

1
1
0
1

1
1
1
0

1
0
1
1

⎤
0
1⎥
⎥
1⎦
1

The following operations where used to convert G1 into G2 :1) 4th row ← 3rd
row; 2) 3rd row ← 2nd row; 3) 2nd row ← 4th row; 4) columns 4 and 5 of the new
st
st
nd
array
.. are permuted; 5) 1 row ← 1 row +2 row. Observe that G2 is in.. the form
.
[Ik . P], which will generate a code equivalent to the one using G3 = [P .. Ik ], with
the redundancy placed after the message part in a codeword. See also generator
matrix, parity-check matrix and weight enumerator function.
Trellis diagram: a graphical representation of all valid encoded sequences of a
given length for a convolutional code or all valid codewords for a block code.
Vector space: a vector space over GF(q) is a set of vectors whose elements belong
to GF(q). The operations defined for a vector space allows for linear operations
between vectors result in a vector that belongs to the vector space. As an example,
the set of 2n binary n-tuples form a vector space in GF(2). See also base vectors,
dual spaces of vector spaces, Galois field and vector subspace.
Vector subspace: if S is a subset of vectors in a vector space V and any linear
operation of any pair of vectors in S result in another vector belonging to S, it is
said that S is a vector subspace of V . In fact, S is a vector space on its own. See also
vector space.
Viterbi algorithm (VA): the algorithm that computes the accumulated path metrics from the received sequence to the possible transmitted sequences in a trellis
representation and decides in favor of the sequence with the lowest accumulated
metric. If the metrics are computed in terms of Hamming distances, a hard-decision
decoding version of the VA takes place. If the metrics are computed in terms of
Euclidian distances, we have a soft-decision decoding version of the VA. The VA is a
maximum likelihood decoding algorithm that minimizes the probability of deciding
in favor of a wrong sequence or codeword.
Weight: the weight of a vector is the number of non-zero elements in the vector.
The weight of a binary vector is the number of ones in the vector. Also known as
Hamming weight.
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Weight enumerator function (WEF): also know as weight enumerating function,
weight distribution function or simply weight enumerator of a code. It represents
the distribution of the Hamming weights of the codewords of a given code. It can be
written in the form [10, p. 473; 63, p. 255]
A(D) =

n


Ad D d ,

(8.82)

d=0

where Ad is the number of codewords of weight d and n is the length of a codeword. The WEF is largely used to determine the word error probability of an errorcorrecting code scheme. Another similar function is particularly useful to the analysis of the bit error probability. It is called input-output weight enumerating function
(IOWEF), and it is defined by [10, p. 514]
B(W, D) =

n
k 


Bw,d W w D d ,

(8.83)

w=0 d=0

where Bw,d is the number of codewords of weight d generated by message words of
weight w. We still have the relation A(D) = B(W, D)|W =1 .

8.2.2 Hamming and Reed-Muller Codes
Hamming and Reed-Muller codes are described here as simple linear block codes,
although they can also be implemented under the rules of cyclic codes. We shall
first present these two codes and then, before studying other block codes, we shall
describe the syndrome decoding algorithm, which is applicable not only to Hamming and Reed-Muller, but to any linear q-ary block code.
8.2.2.1 Hamming Codes
For any positive integer m ≥ 3, there exist a Hamming code with parameters:
1. Parameter m :

m =n−k

2. Codeword length : n = 2m − 1
3. Message length : k = 2m − m − 1
4. Minimum distance : dmin = 3

(8.84)

5. Error correction capability : t = (dmin − 1) /2! = 1.
To construct a parity-check matrix for a Hamming code we just have to write
all nonzero binary m-tuples as columns of H. The ordering of these columns is
arbitrary, a different ordering corresponding to an equivalent code with a different
mapping between message. and code words. The generator
matrix G can be readily
..
.
obtained from H = [In−k .. PT ] by applying G = [P .. Ik ].
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Hamming codes are perfect codes in the sense that they satisfy the Hamming
bound (or sphere packing bound) with equality. Hamming codes are capable of
correcting all error patterns of weight 1. It is left to the reader to verify that any
Hamming coded is a perfect code by operating with the parameters given by (8.84)
in (8.80).
Example 8.6 – Let us construct an (n, k) = (7, 4) Hamming code. From (8.84)
we obtain m = 3. Following the rule just described, the parity-check matrix H of
order (n − k) × n can be written as
⎡

10
H = ⎣0 1
00
+ ,-

0 1
0 1
1 0
.+

⎤
011
1 1 0⎦ .
111
,- .

In−k

(8.85)

PT

.
Applying G = [P .. Ik ] we obtain the generator matrix of order k × n in its
systematic form, which is
⎡

11
⎢0 1
G=⎢
⎣1 1
10
+ ,P

0 1
1 0
1 0
1 0
.+

0
1
0
0

⎤
00
0 0⎥
⎥.
1 0⎦
01
,- .

(8.86)

Ik

By generating all possible 2k k-tuples as the possible message words and applying c = mG we can find the corresponding codewords. The result is presented in
Table 8.2. From this table we see that in a systematic code the message word and the
redundancy are clearly distinguished from one another in a codeword. We also can
see from Table 8.2 that the weight distribution of the Hamming (7, 4) code corresponds to one codeword of weight 0, seven codewords of weight 3, seven codewords
of weight 4 and one codeword of weight 7. In fact, the weight enumerating function
(8.82) for any (n, k) binary Hamming code is given by [134, p. 183; 155, p. 92]
A(D) =


1 
(1 + D)n + n(1 − D)(1 − D 2 )(n−1)/2 .
n+1

(8.87)

Substituting n = 7 in (8.87) and simplifying the result we obtain
A(D) = 1 + 7D 3 + 7D 4 + D 7 ,

(8.88)

from where we can obtain the same weight distribution for the Hamming (7, 4) code,
found previously by inspection.
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Table 8.2 Message and code words for the Hamming (7, 4) code
Message words
Codewords
0
0
0
0
0
0
0
0
1
1
1
1
1
1
1
1

0
0
0
0
1
1
1
1
0
0
0
0
1
1
1
1

0
0
1
1
0
0
1
1
0
0
1
1
0
0
1
1

0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1

0
1
1
0
0
1
1
0
1
0
0
1
1
0
0
1

0
0
1
1
1
1
0
0
1
1
0
0
0
0
1
1

0
1
1
0
1
0
0
1
0
1
1
0
1
0
0
1

0
0
0
0
0
0
0
0
1
1
1
1
1
1
1
1

0
0
0
0
1
1
1
1
0
0
0
0
1
1
1
1

0
0
1
1
0
0
1
1
0
0
1
1
0
0
1
1

0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1

Fig. 8.17 Weight distribution for the Hamming (7, 4)

It is a common practice to plot the function A(D) as illustrated in Fig. 8.17 for
the Hamming (7, 4) analyzed in this example. From plots like this, one can readily
have an idea on how codeword weights are distributed.
As we mentioned in the list of terms at the beginning of this section, the inputoutput weight enumerating function (IOWEF) defined in (8.83) is particularly useful
for the analysis of the bit error probability in block coded systems. This will become
clearer later on in this section, where the performance of block codes is analyzed.
For short codes like the Hamming (7, 4) it is not difficult to determine the coefficients Bw,d in (8.83) by inspection. For longer codes, however, a computer search
may be necessary. In the Appendix A.11 we provide a Mathcad routine for computing these coefficients for codes with lengths only limited by the software tool and
by the computer resources. We can organize these coefficients in a matrix B which
we call input-output weight enumerating matrix (IOWEM). For the Hamming (7, 4)
code under analysis we have
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⎡

1
⎢0
⎢
B=⎢
⎢0
⎣0
0

0
0
0
0
0

0
0
0
0
0

0
3
3
1
0

0
1
3
3
0

0
0
0
0
0

0
0
0
0
0

⎤
0
0⎥
⎥
0⎥
⎥.
0⎦
1

(8.89)

From this matrix and using (8.83) we can write the IOWEF
B (W, D) = 1+W (3D 3 + D 4 )+W 2 (3D 3 +3D 4 )+W 3 (D 3 +3D 4 )+W 4 D 7 . (8.90)
Associating the indexes of the rows in B to the message weights and the indexes
of columns to the codeword weights or, equivalently, associating the exponents of
W in B(W, D) to the message weights and the exponents of D to the weights of the
codewords, the interpretation of the elements in B or the coefficients in B(W, D)
can be done as follows: the Hamming (7, 4) code under analysis has one codeword
of weight 0 generated by the message word of weight 0; 3 codewords of weight 3
generated by message words of weight 1; 1 codeword of weight 4 generated by a
message word of weight 1; 3 codewords of weight 3 generated by message words
of weight 2; 3 codewords of weight 4 generated by message words of weight 2; 1
codeword of weight 3 generated by a message word of weight 3; 3 codewords of
weight 4 generated by message words of weight 3 and 1 codeword of weight 7
generated by a message word of weight 4.
Note that if we sum up the rows of B we obtain [1 0 0 7 7 0 0 1], which are the
numbers of codewords for the possible weights [0 1 2 3 4 5 6 7], respectively. As we
already know, these numbers are also, by definition, the coefficients of the weight
enumerating function A(D).
Finally, note that this Hamming code is indeed a perfect code since it satisfies the
Hamming bound (8.80) with equality. It is left to the reader to confirm this.

8.2.2.2 Reed-Muller Codes
Likewise Hamming codes, Reed-Muller (RM) error-correcting codes are a family
of linear block codes [23; 63, p. 33; 155, Chap. 7]. The so-called first order ReedMuller family of RM codes, often denoted by #(1, m), has parameters:
1. Codeword length : n = 2m
2. Message length : k = m + 1

(8.91)

3. Message distance : dmin = 2m−1
5. Error Correction capability : t =

2m−1 − 1 /2!.

The all-zero and the all-one codewords are in the set of RM codewords. All the
remaining codewords have Hamming weight 2m−1 .
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The generator matrix for a first-order RM code has (m +1) rows and 2m columns.
A simple construction of this matrix is given in [23] and is reproduced here: the first
row of G, from top to bottom, is the all-one vector. It is said that this vector has
one run of “1s” with length 2m . The second vector has two runs of length 2m−1 ,
where the first run consists of “0s” and the second of “1s”. The third vector has four
runs of length 2m−2 , the first with “0s”, the second with “1s”, the third with “0s”
and the fourth with “1s”. This procedure continues until the last row is of the form
0101 · · · 0101.
Example 8.7 – Let us construct an #(1, 3) Reed-Muller code. From (8.91) we
obtain (n, k) = (8, 4). Following the rule just described, the generator matrix G of
order k × n can be written as
⎡

1
⎢0
G=⎢
⎣0
0

1
0
0
1

1
0
1
0

1
0
1
1

1
1
0
0

1
1
0
1

1
1
1
0

⎤
1
1⎥
⎥.
1⎦
1

(8.92)

Applying elementary row .operations and column reordering we can obtain G in
.
its systematic form, G = [Ik .. P], resulting in
⎡

1
⎢0
G=⎢
⎣0
0

0
1
0
0

0
0
1
0

0
0
0
1

1
0
1
1

0
1
1
1

1
1
1
0

⎤
1
1⎥
⎥.
0⎦
1

(8.93)

..
Applying H = [PT .. In−k ] we obtain the parity-check matrix for the #(1, 3)
Reed-Muller code as
⎡
⎤
10111000
⎢0 1 1 1 0 1 0 0⎥
⎥
H=⎢
(8.94)
⎣1 1 1 0 0 0 1 0⎦ .
11010001
The weight enumerating function and the input-output weight enumerating function of the #(1, 3) are respectively given by
A(D) = 1 + 14D 4 + D 8 and
B(W, D) = 1 + 4W D 4 + 6W 2 D 4 + 4W 3 D 4 + W 4 D 8 .

(8.95)

As an exercise, interpret the IOWEF in (8.95) and write the matrix IOWEM for
the #(1, 3) code. Applying elementary row operations and column permutations, try
to obtain the generator matrix in its systematic form (8.93), from (8.92).
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There are several ways of decoding a Reed-Muller code. We can mention the
majority-logic decoding algorithm (also called Reed algorithm) [23; 97, p. 384; 99,
p. 28; 155, p. 155] and, for the special case of first order RM codes, there is a
fast Hadamard transform based [23; 97, p. 379] decoding algorithm realized by the
so-called Green machine [155, p. 166]. For the sake of brevity we shall not present
any specific decoding algorithm for RM codes. Instead, in the next subsection we
shall concentrate on the general syndrome decoding of block codes.

8.2.3 Syndrome Decoding of Binary Linear Block Codes
As previously mentioned, the syndrome vector is defined by s = rHT , where r is
the received codeword and H is the parity-check matrix. The syndrome vector is
used by the syndrome decoding process to locate errors in a received codeword for
subsequent correction. Important properties of the syndrome vector are [54, p. 636]:
(a) it depends only on the error pattern, not on the transmitted codeword; (b) all
error patterns that differ by a codeword have the same syndrome. To verify the
dependence of the syndrome vector s on the error pattern e, not on the specific
codeword c, simply note that
s = rHT
= (c + e) HT = cHT + eHT

(8.96)

= 0 + eH = eH .
T

T

8.2.3.1 Standard Array
To verify that all error patterns that differ by a codeword have the same syndrome,
we first need to analyze the so-called standard array of the code. This array is
constructed as illustrated in Table 8.3. All codewords in the code are arranged in the
first row of the array, being c1 the all-zero codeword. The remaining codewords are
placed in any order in the row. The 2n−k error vectors e1 , e2 , etc. placed below c1
are chosen such that they are within the error correction capability of the code and
have the lowest possible weights. This is done because low weight error patterns are
more likely to occur than those with higher weights. If a code has an error correction
capability of t bits in a codeword, we first write all error patterns of weight t or less
and, if the first column is not complete, we must fill it with other error patterns
of weight greater than t, but with the lowest possible values. Note that the choice
of the error patterns of weight beyond t is quite arbitrary. Nevertheless, we must
be cautious about not choosing error patterns already present in the body of the
array. The remaining cells in the array are patterns corresponding to the sum of each
codeword with each of the error patterns in the first column. Each row of the final
standard array is a coset of the code.
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Table 8.3 Construction of a standard array for a binary linear code
c1
c2
c3
···
c2k
e1
e2
..
.
e2n−k

c2 ⊕ e1
c2 ⊕ e2
..
.
c2 ⊕ e2n−k

c3 ⊕ e1
c3 ⊕ e2
..
.
c3 ⊕ e2n−k

···
···
..
.
···

c2k ⊕ e1
c2k ⊕ e2
..
.
c2k ⊕ e2n−k

It is interesting to notice that the standard array of a perfect code has row headers
consisting of all error patterns of weight t or less, and no other.
A decoding process using the standard array demands the storage of the entire
array so that, given a received vector r corresponding to the position of c j ⊕ ei , the
most likely codeword that have been transmitted is the ĉ = c j and the most likely
error pattern that may have occurred is ei .
From Table 8.3 we can verify that the syndrome vector is the same for all error
patterns in a given row, as shown by:
s1 = e1 HT = (c2 ⊕ e1 )HT = (c3 ⊕ e1 ) HT = · · · = (c2k ⊕ e1 ) HT ,
s2 = e2 HT = (c2 ⊕ e2 )HT = (c3 ⊕ e2 ) HT = · · · = (c2k ⊕ e2 ) HT ,
..
.
s2n−k = e2n−k HT = (c2 ⊕ e2n−k ) HT = (c3 ⊕ e2n−k ) HT = · · · = (c2k ⊕ e2n−k ) HT .
(8.97)
Moreover, the error patterns in a given row differ in one codeword. For example,
(c3 ⊕ e1 ) ⊕ (c2 ⊕ e1 ) = c3 ⊕ c2 , which by the linear property is another codeword in
the code. Then, as we wanted to verify, all error patterns that differ by a codeword
have the same syndrome.
8.2.3.2 Syndrome Decoding
As a result of the properties presented above, the estimate ĉ of the transmitted codeword c of a linear block code can be realized by computing the syndrome s of a
received vector r, searching for the corresponding error pattern e and then computing ĉ = r ⊕ e. The following example aims at clarifying this process.
Example 8.8 – Let the Hamming (7, 4) code considered in Example 8.6. The standard array of this code has 2n−k = 23 = 8 rows and 2k = 24 = 16 columns,
demanding the storage of 128, 7-element vectors. Recall that a linear block code is
capable of correcting all error patterns up to t = (dmin − 1)/2!. For the code under
analysis we have dmin = 3 and t = 1. Then we shall have all weight-1 error patterns
as row headers of the standard array.
Instead of storing the entire standard array, we can implement a look-up table
with the error patterns and their corresponding syndromes, as show in Table 8.4.
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Suppose that the transmitted codeword has been c = [0010111] and that the channel
has produced an error in the fifth bit position, which means that e = [0000100]. This
error must be corrected as follows: the received vector is r = c ⊕ e = [0010011].
Computing the syndrome we obtain s = rHT = [011]. From Table 8.4 this syndrome corresponds in fact to the error pattern e = [0000100]. Then, the most
probable transmitted codeword determined by the syndrome decoding process is
ĉ = r ⊕ e = [0010011] ⊕ [0000100] = [0010111], which is indeed the transmitted
codeword c.
Table 8.4 Syndrome decoding table for the (7, 4) Hamming code of the Example 8.6
Error pattern, e

Syndrome, eHT

0000000
0000001
0000010
0000100
0001000
0010000
0100000
1000000

000
101
111
011
110
001
010
100

Now, assume that the transmitted codeword has been c = [1011100] and that the
channel has produced an error in the fifth and in the seventh bit positions, which
means that e = [0000101]. We already know that this error is beyond the error
correction capability of the Hamming (7, 4) code. The received vector is r = c ⊕
e = [1011001]. Computing the syndrome we obtain s = rHT = [110]. From
Table 8.4 this syndrome corresponds to the error pattern e = [0001000]. Then,
the most probable transmitted codeword, as determined by the decoding process, is
ĉ = r ⊕ e = [1011001] ⊕ [0001000] = [1010001], which is not the transmitted
codeword c. Additionally, note that the error correction has introduced one more
error to those that would be obtained if no decoding has been applied at all. It is left
to reader as an exercise to investigate in which circumstances this increased number
of errors will and will not occur, considering perfect and non-perfect codes.

Simulation 8.2 – Hard-Decision Versus Soft-Decision ML
Decoding
File – CD drive:\Simulations\Coding\Soft Hard.vsm
Default simulation settings: Frequency = 32 Hz. End = 12 seconds.
Hamming code parameters (n, k) = (7, 4). Soft decision decoding
disabled in the ML decoding block.
This experiment aims at illustrating the difference between hard-decision and softdecision maximum likelihood (ML) decoding. It is also intended to illustrate the

8.2

Notions of Error-Correcting Codes

747

growth in complexity of the “brute force” (or exhaustive search) ML decoding as
the code length is increased.
Open the simulation file indicated in the header and accompany the description
that follows. Random message bits are generated at Rb = 1 bit/s and buffered in
groups of k bits that are the inputs of a specialized built-in VisSim/Comm Hamming encoder with configurable (n, k). The n-bit codewords are converted to ±1,
simulating a binary antipodal signaling with unitary average energy per coded
symbol E s = r E b , where r = k/n is the code rate and E b is the average energy
per message bit. Each transmitted codeword enters a vector AWGN channel where
it is added to a noise vector with components having zero mean and variance N0 /2.
The value of E s /N0 is fixed to 0 dB, but can be varied if desired. The received
vectors enter two Hamming decoders. The upper decoder, in blue, is a “brute force”
ML decoding with hard or soft input. By “brute force” it is meant the search of
the maximum likelihood codeword by computing the Euclidian distance between
the received vector and all valid codewords, and deciding in favor of the codeword
at the minimum distance from the received vector. In the case of soft decision, the
received vector is processed as is. When hard decision is chosen, individual components of the received vector are converted to −1 or +1, depending on if their
values are smaller or greater than zero, respectively. The estimated message bits
are presented serialized at the decoder output as the variable “RxBitsB”. The lower
Hamming decoder was made with a specialized built-in VisSim/Comm block. Since
it accepts only hard inputs, the received vector goes through a hard decision process
before entering the decoder. The estimated message vector then enters an “unbuffer”
that produces a serialized output “RxBitsA”. Several displays show the vectors at a
number of points in the system.
Let us have a look inside the “soft/hard decision ML decoding” block. The
received vector enters the “hard or soft decision control” block. The output of this
block is a hard-decided vector with components ±1, or the bypassed soft values
in the received vector. The squared Euclidian distances between this vector and all
codewords are then computed. Since this must be done during the interval of k
message bits, all 2k codewords must be generated within this interval. A “sequential bit generator” block generates all possible message vectors and these vectors
feed a Hamming encoder to produce all codewords within the above interval.6 A
waveform plot inside this generator can help the understanding of its operation.
The set of 2k squared Euclidian distances is stored in a buffer and the index of
the smallest value is selected. This index then generates the corresponding message
block which, by its turn, generates the estimated codeword via another Hamming
encoder (see footnote). Since the Hamming encoder operates in its systematic form,
the estimated message block is obtained from the estimated codeword by simply

6 In practice this could be done via a look-up table (LUT). This alternative was not chosen here
because of the need for generating Hamming codes with different parameters (n, k). Additionally,
the LUT would have 2,048 entries in the case of (n, k) = (15, 11).

748

8 Notions of Information Theory and Error-Correcting Codes

selecting a sub-vector corresponding to the first k bits. The estimated message bits
are then serialized to produce the output “RxBitsB”.
The analysis of the “soft/hard decision ML decoding” block allows us to have an
idea about the complexity of implementing a brute force ML decoding algorithm.
For short codes this can be easily accomplished in practice. However, as the code
length becomes larger, the computational complexity and speed for calculating the
Euclidian distances can increase prohibitively. We can get a glimpse on this by
observing that, for example, for a (7, 4) Hamming code, the 24 codewords must
be processed within 4 seconds (recall that the message bit rate is 1 bit/s). For the
experiment to run properly, the minimum simulation frequency was found to be
2Rb × 2k = 32 Hz for the (7, 4) code. For the (15, 11) code, 211 codewords must
be processed in the interval of 11 message bits. This demands an increase in the
simulation frequency to 2 × 211 = 4, 096 Hz!
Run the simulation repeatedly using the default settings, until the message vector
[1000] appears. Note that the corresponding codeword is [1000110]. Repeat the
process for the message blocks [0100], [0010] and [0001]. You will find the corresponding codewords: [0100101], [0010011] and [0001111]. From these results we
can construct the generator matrix for the Hamming (7, 4) code, which is
⎡

1
⎢0
G=⎢
⎣0
0

0
1
0
0

0
0
1
0

0
0
0
1

1
1
0
1

1
0
1
1

⎤
0
1⎥
⎥.
1⎦
1

(8.98)

Now, run the simulation repeatedly until you can observe one bit in error at the
input of the decoder (hard decisions) as compared to the output of the encoder.
Note that the error has been corrected, since the estimated message vector is equal
to the transmitted one. Repeat the process looking for two bit errors in the code
vector at the input of the decoder. Since this is a rarer event, maybe you will want
to reduce the value of E s /N0 to, say, −3 dB. You will find that, no matter where
the errors are located inside the codeword (in the message part or in the redundancy
part), they can not be corrected and the estimated message will be different from the
transmitted one. The number of errors in the estimated message will depend on the
specific estimated codeword. When the error correction capability of the code is far
exceeded, there is a great possibility of having more errors in the estimated message
than those that would be obtained with no error-correcting code.
Let us turn our attention to the operation of the “soft/hard decision ML decoding”
block. Run the simulation repeatedly while observing the displays inside this block.
Note that the lower display is not changing its value due to the fact that the output
of the lower Hamming encoder (which is the estimated codeword) is not available
before the simulation run time of 12 seconds. If we increase the simulation time
we shall see this display changing, but its value will correspond to the last estimated codeword, while the other two displays will be showing values related to
the estimation of the previous codeword. The decision rule adopted by this block is
based on (8.24) where, for hard decision, the possible values of squared Euclidian
distances are 0, 4, 8, . . ., 4n, since the hard-decided version of the received vector
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and the possible codewords have elements ∈ { ± 1}. For soft decision, the Euclidian
distances are unpredictable real values, since the received vector is processed as is.
As an exercise, study the behavior of the displayed Euclidian distances and choose
the estimated codewords based on the observation of some sets of these distances.
Think about what you would do in case of ties. Now increase the simulation time
to 12,000 seconds and run it using the default settings of the remaining parameters.
Observe that the performance of the built-in VisSim/Comm Hamming decoder is
identical to that produced by the “soft/hard decision ML decoding” block. This
allows us to deduce that the VisSim/Comm decoder is a hard decision ML decoding
process. Enable the soft decision decoding option in the “soft/hard decision ML
decoding” block and run the simulation. Observe that the number of bit errors produced by this block was considerably reduced as compared to the number of errors
produced by the hard decision decoding. This illustrates the gain of the soft decision
decoding against hard decision decoding.
Increase the simulation frequency to 4,096 Hz and change the code parameters
(n, k) to (15, 11). You have to set these parameters in five places. Run the simulation
and observe how it has been slowed down. You now are able to deduce why longer
codes were not implemented in the experiment. As an exercise, find the generator
matrix for the Hamming (15, 11) code. Repeat the analysis made before for the
(7, 4) code. The same conclusions apply to the (15, 11) code. Note: The minimum
simulation time that permits you see Euclidian distance results inside the “soft/hard
decision ML decoding” block is 23 seconds for the (15, 11) code.
Explore inside individual blocks and try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory. As an exercise, try to justify the values of the block parameters that were set as functions of
n, k and Rb throughout the diagram.
As a matter of curiosity, you might have noticed that the Hamming (3, 1) code,
which is available in the built-in VisSim/Comm Hamming encoding and decoding
blocks, was not taken into consideration. As an exercise, determine the generator
matrix for such code. You will find out that it corresponds to a 3-bit long repetition
code that generates the codeword [000] for an input message bit “0” and the codeword [111] for an input message bit “1”. With this code the performance is even
worse than the performance of the uncoded system, because the code rate is small
with respect to the error-correction capability, i.e. the penalty in E s /N0 is more
severe than the coding gain. Codes like this are called trivial codes.

Simulation 8.3 – Coded and Uncoded System Performance
File – CD drive:\Simulations\Coding\Hamming BER.vsm
Default simulation settings: Frequency = 1 Hz. End = 5,000,000
seconds. Auto Restart option enabled. Hamming code parameters
(n, k) = (3, 1).
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This experiment complements the preceding one, also adding new concepts in what
concerns the performance of systems with and without channel coding. We shall
refer to these systems as coded and uncoded, respectively.
Open the simulation file indicated in the header and accompany the description
that follows. Random message bits are generated at Rb = 1 bit/s and buffered in
groups of k bits that are the inputs of a Hamming encoder with (n, k) configurable
to be (3, 1), (7, 4), (15, 11), (31, 26), (63, 57) or (127, 120). The n-bit codewords are
converted to ±1, simulating a binary antipodal signaling with unitary average energy
per coded symbol E s = r E b , where r = k/n is the code rate and E b is the average
energy per message bit. Each transmitted codeword enters a vector AWGN channel
where it is added to a noise vector with components having zero mean and variance
N0 /2. The value of E s /N0 is automatically adjusted for each of the 5 simulation
runs to be E s /N0 = r E b /N0 , which implies that E s /N0 [dB] = 10 log10 (r ) +
E b /N0 [dB], where E b /N0 = 0, 2, 4 6 and 8 dB. The received vector goes through a
hard decision process before entering the Hamming decoder. The estimated message
vector then enters an “unbuffer” that produces a serialized output. A bit error rate
(BER) is then computed for each value of E b /N0 and the results are displayed in a
BER versus E b /N0 plot, together with the BER curve for an uncoded system with
coherent BPSK modulation.
Run the simulation using its default settings and observe the BER curves. You
may be surprised to see that the performance of the system with the Hamming (3, 1)
code, which is in fact a 3-bit long repetition code is worse than the performance of
the uncoded system. As we have mentioned in the previous simulation, this happens
because the code rate is small with respect to the error-correction capability, i.e. the
penalty in E s /N0 is more severe than the coding gain, in spite of the fact that this
code, like all Hamming codes, has an error correction capability t = 1 bit per code
vector.
Double click over the BER plot and press the “Clear Overplot” button in the plot
properties. Modify the code parameters to (n, k) = (7, 4) and run the simulation.
Observe that the performance of the coded system starts becoming better than the
uncoded system above E b /N0 ∼
= 6 dB. The coding gain tends to increase as the
reference BER decreases, but we notice that it is not that expressive, since the code
rate r = 4/7 is still relatively low.
Clear the over plot, modify the code parameters to (n, k) = (15, 11) and run the
simulation again. The performance of the coded system now starts becoming better
than the uncoded system above E b /N0 ∼
= 4 dB. The coding gain at lower values of
BER has increased in comparison to the (7, 4) code. This is happening because the
code rate has increased to r = 11/15, reducing the penalty in E s /N0 , i.e. reducing
the probability of error in coded bits. Do not forget that this is happening with a
code with the same error correction capability of t = 1 bit per code vector.
Test for yourself the remaining codes available and observe that, for lower values
of BER, the coding gain increases as the code length is increased. Furthermore, as
the code rate approaches 1, less redundancy is being added, which in a real system
is translated into smaller reduction in the information transmission rate or a smaller
increase in the occupied bandwidth.
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As an exercise, discuss with a colleague and reach to arguments that justify the
negative coding gain observed at low values of E b /N0 . Explore inside individual
blocks and try to understand how they were implemented. Create and investigate
new situations and configurations of the simulation parameters and try to reach your
own conclusions in light of the theory.
At this point of the text, it can be of help to give the reader a more critical interpretation of the code gain produced by simple codes like the Hamming and the ReedMuller codes. In a first analysis, one may think that the gains are not as expressive as
he or she might expect. However, these gains can represent, in practice, the opportunity to cross the boundary between a non viable and a viable system. Moreover,
simple codes like those mentioned above can be combined in concatenated coding
schemes to yield performances very close to the Shannon limit, as demonstrated
in [103]. We shall see another example in Sect. 8.2.10, where single-parity check
codes are concatenated to form very powerful turbo decoded error-correcting codes.

8.2.4 Construction of Extension Fields and Polynomial Algebra
In Sect. 8.2.1 we listed some important definitions and a few algebraic operations
sufficient for the understanding of the concepts presented so far. In the next section
we shall study two special cyclic codes that demand further arithmetic tolls as a
background. For this reason, we shall dedicate this section to additional concepts on
Galois field arithmetic. We are particularly interested in the polynomial algebra that
is the basis for the understanding of BCH and RS codes.
From the definitions in Sect. 8.2.1 we recall that Galois fields are based on
modulo- p arithmetic over its elements, where p is a prime number. Nevertheless,
extension fields of the form GF( p m ) for any integer m are of particular interest in
channel coding applications, specially binary extension fields of the form GF(2m ),
whose elements are binary m-tuples. However, if it is not possible to construct
Galois fields with nonprime number of elements, a special form of arithmetic is
needed to satisfy all restrictions of a field. This arithmetic is based on the use of
polynomials, as will be shortly described in the sequel. The interested reader can find
more detailed information in, for example [155, pp. 39–46, 49–65]. An approach
directed to the study of BCH and RS codes is presented in [95].
The construction of extension fields is based on primitive polynomials. Recall
that an irreducible polynomial p(x) of degree m with coefficients in GF(2) is said
to be primitive if n = 2m − 1 is the smallest positive integer for which p(x) divides
x n − 1 = x n + 1. For example, p(x) = x 3 + x + 1 with coefficients on GF(2) is
primitive since it divides x 7 +1 and does not divide any other polynomial of the form
x n + 1 for n < 7. Moreover, from the definition of primitive element, a field GF(2m )
can be represented using 0 and the (2m − 1) consecutive powers of the primitive
element α ∈ GF(2m ). Using these concepts, an extension field GF(2m ) is constructed
by representing its elements as 2m polynomials of degree (m − 1) or less, for m ≥ 2,
the coefficients of these polynomials belonging to GF(2). A primitive polynomial
of degree m over GF(2) is found such that the primitive element α m ∈ GF(2m )
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is determined from p(α) = 0. To preserve the properties of a field, addition of
polynomials is performed by adding in GF(2) the coefficients for each power of α
and multiplication is performed by adding modulo (2m − 1) the exponents of α. The
next example aims at illustrating these concepts.
Example 8.9 – Let us construct and analyze the extension field GF(23 ). From
Table 7.1 in Chap. 7 we find a primitive polynomial of degree m = 3, which is
p(x) = x 3 + x + 1. Then, from p(α) = α 3 + α + 1 = 0 we find α 3 = α + 1.
The first (m + 1) = 4 elements of the GF(23 ) are 0, 1, α and α 2 . The remaining 2m − (m + 1) = 23 − 4 = 4 elements are: α 3 = α + 1, α 4 = αα 3 =
α(α + 1) = α 2 + α, α 5 = αα 4 = α(α 2 + α) = α 3 + α 2 = α 2 + α + 1, and
α 6 = αα 5 = α(α 2 + α + 1) = α 3 + α 2 + α = α + 1 + α 2 + α = α 2 + 1. When
computing these elements we must not forget that additions are modulo 2.
Another useful representation of the elements in the binary extension field is
made by associating the coefficients of the polynomials to binary m-tuples such
that the rightmost bit is assigned to the term α 0 . Yet another representation, know
as power (or exponential) form, corresponds to simply listing the powers of the
primitive element α. The three above representations are shown in Table 8.5.
Table 8.5 Three different, but equivalent representations for the extension field GF(23 )
Power form
Polynomial form
Binary m-tuple form
α −∞ or 0
1
α
α2
α3
α4
α5
α6

0
1
α
α2
α+1
α2 + α
α2 + α + 1
α2 + 1

000
001
010
100
011
110
111
101

Just to verify the closure property of the resulting field, let us analyze the addition
of α 4 and α 5 :
α 4 + α 5 = (α 2 + α) + (α 2 + α + 1)
= (α 2 + α 2 ) + (α + α) + 1

(8.99)

= (1 ⊕ 1)α 2 + (1 ⊕ 1)α + 1 = 1.
If we add modulo-2 the corresponding binary representations in a bitwise fashion
we also obtain 110 + 111 = 001 = 1. If we multiply α 4 and α 5 we obtain
α 4 · α 5 = α 9 mod 7 = α 2 ,

(8.100)
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which corresponds to the triplet 100, which belongs to GF(23 ). Note that the conventional bitwise multiplication of 110 and 111 does not yield 100, since conventional
multiplication does not guarantee all field properties to be satisfied.

Polynomial algebra not only represents a means for operating with fields having
nonprime number of elements, but also permits that key operations are implemented
in hardware via a combination of switches, gates and shift-registers [85, pp. 161–
167; 155, pp. 109–121]. As a consequence, the encoding and decoding processes
become easily implemented and fast.

8.2.5 Cyclic Codes
As mentioned at the beginning of Sect. 8.2, a cyclic code is a linear block code for
which every cyclic shift of a codeword is also a codeword. From the previous subsection we have also seen that an element of an extension field can be represented by
a polynomial, which means that each codeword can also be represented in a polynomial form. In this case we call it a code polynomial. Furthermore, analogously to the
generator matrix for general linear block codes, cyclic codes are better understood
if a generator polynomial g(x) is defined. The generator polynomial for an (n, k)
cyclic code with coefficients in GF(2) has the form
g(x) = x n−k + gn−k−1 x n−k−1 + gn−k−2 x n−k−2 + · · · + g2 x 2 + g1 x + 1. (8.101)
Some particularities of g(x) are [120, p. 51; 156]:
• The nonzero degree code polynomial with minimum degree (minimal polynomial) within the code polynomials is the generator polynomial of the code.
• A code polynomial c(x) is expressed as c(x) = m(x)g(x), where m(x) is the
polynomial representation of the message bits.
• A polynomial of degree (n − 1) or less, with coefficients in GF(2), is a code
polynomial of a cyclic code if and only if it is divisible by g(x).
• If g(x) is a generator polynomial of a binary (n, k) cyclic code, then g(x) must
be a factor of (x n + 1).
• The binary polynomials that can be used as g(x) are minimal polynomials or the
product of minimal polynomials.
• The existence of a g(x) satisfying the properties above does not guarantee that
the resultant cyclic code will be a good error-correcting code, that is, there is no
guarantee regarding the resultant minimum distance of the code.
In order to permit a better understanding of the structure of a cyclic code, the
manual systematic encoding process using a generator polynomial g(x) is illustrated
by means of the following example.
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Example 8.10 – Let an (n, k) = (7, 4) systematic cyclic code whose generator
polynomial is g(x) = x 3 + x 2 + 1. Suppose that we want to encode the message
block m = [0100], which corresponds to the polynomial m(x) = x 2 .
Before continuing, let us draw some comments on the generator polynomial g(x).
It is possible to see that it is a minimal polynomial of the element α 3 in GF(23 ), as
obtained from a table like the one presented in [155, Appendix D]. However, we
have conditions for finding g(x) for ourselves. We first must determine the cyclotomic cosets7 modulo (23 − 1) = 7, which are: {0}, {1, 2, 4} and {3, 5, 6}. We are
interested in the cyclotomic coset {3, 5, 6}, which is the one corresponding to the
element α 3 . The associated minimal polynomial is M3 (x) = (x +α 3 )(x +α 5 )(x +α 6 ),
which after expanded using the representation of GF(23 ) given in Table 8.5 will
result in the generator polynomial g(x) = x 3 + x 2 + 1. As an exercise, verify if this
polynomial satisfies the particularities imposed to g(x).
Back to the solution of our problem, the steps for encoding m(x) are:
1. Multiply the message polynomial m(x) by x n−k : x n−k m(x) = x 3 x 2 = x 5 .
2. Divide the result obtained in step 1 by the generator polynomial g(x), storing the
remainder as d(x):

x2 + x + 1
x + x +1
x5
5
4
x + x + x2
x4 + x2
x4 + x3 + x
x3 + x2 + x
x3 + x2 + 1
x +1
3

2

3. Set the code polynomial c(x) = x n−k m(x) − d(x): c(x) = x 5 + x + 1, which
corresponds to the codeword c = [0100011].
As an exercise, find the codewords corresponding to the message vectors [0001],
[0010] and [1000]. The resultant codewords, together with that found above compose the rows of the generator matrix for the cyclic code under analysis. There is also
a way of forming the generator matrix directly from the knowledge of the generator
polynomial, as shown in the sequel. Compare the generator matrices obtained from
these two ways. Compare the codeword set generated by means of this matrix (or
using the polynomial arithmetic) with the Hamming (7, 4) codeword set considered

7 See the definition and the procedure for determining cyclotomic cosets at the beginning of this
section.
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in Example 8.6. You will realize that the Hamming (7, 4) code is cyclic. In fact,
all Hamming codes are cyclic and are classified as a subset of binary BCH codes,
which will be a topic of our study later on in this section.

The generator polynomial g(x) of a cyclic code relates to its generator matrix G
through the representation
⎡

gn−k gn−k−1 · · ·
⎢
gn−k gn−k−1
⎢
⎢
..
G=⎢
.
⎢
⎣
0

g0
···
..
.

0
g0
..
.

..

.
···

g0
gn−k gn−k−1
gn−k gn−k−1 · · · g0

⎤
⎥
⎥
⎥
⎥,
⎥
⎦

(8.102)

which differs from the representation adopted in most of the books on error control
coding, where the coefficients of g(x) are placed in G with g0 occupying the first
position. Nevertheless, to be consistent with the binary representation of Galois field
elements adopted in Example 8.9, the higher exponent here corresponds to the leftmost bit. This representation is of particular interest when dealing with simulations,
as we shall have the opportunity to verify through a computer experiment later on
in this section. An example of reference that adopts the representation used here for
G is [99].
Similarly, the parity-check matrix H is related to its polynomial representation
h(x) = (x n − 1)/g(x), called parity-check polynomial, according to
⎡

h0 h1
⎢ h0
⎢
⎢
H=⎢
⎢
⎣
0

···
h1
..
.

⎤
hk
0
⎥
· · · hk
⎥
⎥
.. .. ..
⎥.
. . .
⎥
h0 h1 · · · hk ⎦
h0 h1 · · · hk

(8.103)

Finally, we have seen that, if H is the parity-check matrix of a code C, then
the dual code C  can be generated by the generator matrix G ← H. Analogously,
if g(x) is the generator polynomial of a cyclic code C, then the dual code C  can
be generated by g  (x), the reciprocal of the parity-check polynomial for C. The
reciprocal of an n-th degree polynomial f (x) = f 0 + f 1 x + f 2 x 2 + · · · + f n x n is
[155, p. 103]
f  (x) = x n f (x −1 ) = f n + f n−1 x + f n−2 x 2 + · · · + f 0 x n .

(8.104)

8.2.5.1 General Systematic Encoding of Cyclic Codes via LFSR
The generator polynomial for any (n, k) cyclic code over GF( p m ) can be written in
the form
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g(x) = x n−k + gn−k−1 x n−k−1 + gn−k−2 x n−k−2 + · · · + g2 x 2 + g1 x + g0 , (8.105)
where the coefficient gn−k = 1 and the remaining coefficients {g0 , g1 , . . . , gn−k−1 }
belong to GF( p m ). To maintain coherency with previous discussions, here we shall
concentrate on binary extension fields GF(2m ).
We have seen that a code polynomial of a systematic cyclic code can be formed
by c(x) = x n−k m(x) − d(x), where m(x) is the message polynomial and d(x) is
the remainder of the division of x n−k m(x) by the generator polynomial g(x). These
operations can be performed via a linear-feedback shift-register (LFSR), as conceptually illustrated in Fig. 8.18. Since the shift-register cells, the additions and the
multiplications in Fig. 8.18 operate in GF(q), the internal configuration of each of
these elements depart from the simplest and well-know binary case where q = 2.
For the sake of brevity we shall omit details about the corresponding hardware
implementations. The interested reader can find more than enough material in [85,
pp. 161–167], [97, pp. 204–206] and [155, pp. 109–121].
The diagram shown in Fig. 8.18 operates as follows: initially, enable inputs
E 1 , E 2 and E 3 are activated and the message symbols are stored in the codeword
buffer and simultaneously fed into the shift-register. Then E 1 , E 2 and E 3 are disabled and E 4 is enabled. The content of the shift-registers, which corresponds to the
parity (redundancy) bits are appended to the message bits in the codeword buffer.
The coded symbols are then clocked out the buffer, while a new message block
enters the encoder. The presence of the buffer is necessary because the message symbol rate is slower than the coded symbol rate. In other words, the entire n-symbol
coded vector must be clocked out the buffer during the interval corresponding to an
entire k-symbol message vector.

Fig. 8.18 Systematic LFSR encoding circuit for cyclic codes (adapted from [96] and [156])

8.2

Notions of Error-Correcting Codes

757

8.2.5.2 Syndrome Computation and Error Detection with Cyclic
Codes via LFSR
Let the vector d = [−d0 , −d1 , . . . , −dn−k−1 ] represent −d(x), the negative
of the remainder of the division of x n−k m(x) by the generator polynomial g(x).
From the received vector r = [r0 , r1 , . . . , rn−1 ] we can extract hard decisions
corresponding to the redundancy and to the message parts and form the vectors
d = [−d0  , −d1  , . . . , −dn−k−1  ] and m = [m 0  , m 1  , . . . , m k−1  ], respectively. Now suppose that we re-encode the message m using the process described
in Example 8.10 or the encoder shown in Fig. 8.18 to form the codeword c , from
where we can get the parity vector d = [−d0  , −d1  , . . . , −dn−k−1  ]. It can
be shown [155, p. 117] that the syndrome of the corresponding received vector is
s = (d − d ). The above process allows us to state that the same circuit used in the
transmitter for encoding can be used at the receiver for syndrome computation.
Another approach for computing the syndrome is by dividing the received polynomial r (x) by the generator polynomial g(x). The remainder is the syndrome
polynomial s(x) [85, p. 99]. This approach can be realized via an LFSR circuit,
as illustrated in Fig. 8.19. Starting from all cells set to zero, the received symbols
are shifted into the register. After all symbols have been shifted in, the contents of
the cells are the coefficients of the required syndrome polynomial.

Fig. 8.19 LFSR circuit for syndrome computation (adapted from [85, p. 99])

8.2.5.3 Syndrome Decoding of Cyclic Codes via LFSR
While studying the syndrome decoding of binary block codes we have learned that
the storage of a look-up table with the 2n−k , n-bit error patterns and their corresponding (n−k)-bit syndromes was necessary. However, for an arbitrary (n, k) q-ary code,
the number of q n−k , q-ary n-tuples and the corresponding syndromes can become
prohibitively large. Fortunately, cyclic codes have a property that allows for a reduction in the size of the look-up table to 1/n of its original size. This property states
that, if s(x) is the polynomial representation of the syndrome vector s corresponding
to a received polynomial r (x), and r (i) (x) is the polynomial obtained by the cyclic
shift of the coefficients of r (x) in i positions to the right, then the remainder of
x i s(x)/g(x) is the syndrome s (i) (x) associated to r (i) (x) [156]. For a proof of this
property, see for example [85, p. 99] and [155, p. 118].
Using the above property combined with the syndrome computation circuit of
Fig. 8.19, a general cyclic code decoder can be implemented according to the con-
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ceptual diagram shown in Fig. 8.20. This diagram is often referred to as a Meggitt
decoder [93]. It is said that this diagram is conceptual because the implementation
of the individual component blocks may vary a lot depending on the particular code
and on its error correction capability. Furthermore, it becomes increasingly complex
for more powerful codes. Nevertheless, as it will be seen after a few paragraphs,
the realization of the Meggitt decoder for an error-correcting code with t = 1 is
straightforward. The interested reader can find more on decoder implementation
aspects in Chap. 4 of [97].
The diagram shown in Fig. 8.20 operates as follows: with all cell registers and the
buffer zeroed and with E 1 activated and E 2 deactivated, the hard decided received
symbols are shifted into the buffer and into the syndrome register in n clock pulses.
After that, we already know that the syndrome register will contain the syndrome
for the received vector. Now, with E 2 activated and E 1 deactivated, the error pattern detection circuit outputs a “1” if the syndrome determines that an error is in
the rightmost bit position of the buffer. The buffer and the syndrome computation
register are simultaneously clocked and the first corrected (if this is the case) bit is
presented at the output of the circuit. This will result a new syndrome corresponding
to a right-shifted version of the received (and modified) vector by one position. This
new syndrome is used to detect whether the new symbol at the rightmost position
of the buffer needs or does not need correction. At the same time, the output of the
detector is input to the syndrome computation register to remove the effect of the
corresponding error from the syndrome, causing the contents of the syndrome register to be reset to zero. By continuing to cyclically shift the modified received vector
and the syndrome, errors will be corrected as they are presented in the rightmost
position of the buffer. This process is repeated until the n received symbols have
been submitted to verification and correction.
Since the decoder affects only the rightmost symbol in the buffer, it is necessary
to store the syndromes corresponding to errors in that symbol as well as in other
symbols if a multiple error-correcting code is being used.

Fig. 8.20 General cyclic code decoder (adapted from [85, p. 105] and [97, p. 140])
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An algorithm for syndrome decoding of cyclic codes can be written as [156]:
1. Set a counter in the variable j to 0 and compute the syndrome s of the received
vector r that is supposed to be already stored in the input shift-register memory.
2. Look for the error pattern e corresponding to the syndrome s in a stored (and
reduced) look-up table. If such error pattern exists, then go to step 7.
3. Make j ← j + 1 and enter a 0 in the input shift-register memory, computing the
new syndrome s( j) .
4. Look for the error pattern e( j) corresponding to s( j) in the look-up table. If such
error pattern exists, then go to step 6.
5. Go to step 3.
6. Determine the error pattern e corresponding to the syndrome s by cyclic shifting
the error pattern e( j) to the left by j positions.
7. Subtract the error pattern e from the received vector r, obtaining the corrected
codeword c.
From the algorithm above we can see that we need to compute one syndrome
s for an error pattern e of a given weight and then compute all n cyclic shifts of s
in the syndrome computation register to determine the syndromes associated to the
remaining error patterns of that weight. As a consequence, the size of the syndrome
table is reduced by n, as mentioned before.
The interested reader can find more on the algorithmic approach of the Meggitt
decoding technique in Chap. 4 of [63].
Modifications in the Meggitt decoder were made in attempt to reduce its complexity in the case of long codes or codes with error correction capabilities greater
than 1. One of these modifications is the error-trapping [85, Chap. 5], which is
efficient for correcting single-error patterns, double-error patterns for some codes
and burst errors. A class of cyclic codes called Fire codes [97, pp. 433–437], which
was specifically designed to correct burst errors, can particularly benefit from the
error-trapping decoding strategy.
Example 8.11 – Let us construct and analyze the LFSR encoder and the Meggitt
decoder for the Hamming (7, 4) systematic cyclic code whose generator polynomial
is g(x) = x 3 + x + 1. Based on Fig. 8.18 we obtain the encoder shown in Fig. 8.21.
The structure of this encoder is very close to a real implementation and, as we shall
see in the next computer experiment, a VisSim/Comm simulation was performed
using exactly this structure as reference.
During 4 bit clock pulses the message bits are shifted into the codeword buffer
and simultaneously into the parity computing register. After that, parity bits are
already available at the output of the D-type flip-flops and a load command store
them appended to the message bits in the codeword buffer. At the same time, a reset
command is sent to the parity computing register to let it ready for encoding the
next message block. While the encoded bits are read from the codeword buffer in a
rate 7/4 times greater than the message bit rate, a new message block is shifted into
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Fig. 8.21 LFSR encoder for the Hamming (7, 4) code

it at the message bit rate. After all encoded bits are read, the codeword buffer will
contain the bits corresponding to the next encoded block.
From the generator polynomial g(x) = x 3 + x + 1 and by applying (8.102), we
obtain the following generator matrix for the Hamming (7, 4) code:
⎡

⎤
1011000
⎢0 1 0 1 1 0 0⎥
⎥
G=⎢
⎣0 0 1 0 1 1 0⎦ .
0001011

(8.106)

After converting this matrix into the systematic form we have
⎡

⎤
1000101
⎢0 1 0 0 1 1 1⎥
⎥
G=⎢
⎣0 0 1 0 1 1 0⎦ .
0001011

(8.107)

The following elementary row operations were used in the above conversion:
(2nd row) ← (2nd row) ⊕ (4th row) and (1st row) ← (1st row) ⊕ (3rd row) ⊕ (4th row).
From [85, p. 94], the conversion to the systematic form can also be made by first
dividing x n−k+i by g(x) for i = (k − 1), (k − 2), . . . , 0, which results in x n−k+i =
ai (x)g(x)+bi (x), where bi (x) is the remainder. Then, bi (x)+x n−k+i are represented
as rows of the generator matrix. For the example under analysis we can write
x 6 = (x 3 + x + 1)g(x) + (1 + x 2 ),
x 5 = (x 2 + 1)g(x) + (1 + x + x 2 ),
x 4 = xg(x) + (x + x 2 ) and
x 3 = g(x) + (1 + x),
from where we obtain the following values of bi (x) + x n−k+i :

(8.108)
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c0 (x) = x 6 + x 2 + 1,
c1 (x) = x 5 + x 2 + x + 1,
c2 (x) = x 4 + x 2 + x and
c3 (x) = x 3 + x + 1.

(8.109)

Note that these polynomials correspond to the rows (from top to bottom) of the
systematic form of G, considering again that the highest exponent of x is associated
to the leftmost bit in each row of G.
The Meggitt decoder for the Hamming (7, 4) code is shown in Fig. 8.22. Likewise
the encoder, this decoder structure is very close to a real implementation and we
shall also see it in a VisSim/Comm simulation later on. The operation of the decoder
is as follows: the first 7 bits of the received hard-decided encoded bit stream are
shifted into the upper syndrome computation circuit and into the delay line, which
can be implemented in practice as a cascade of 7 D-type flip-flops. After all bits
in a codeword are shifted into the syndrome computation register, its flip-flops will
contain the syndrome associated to the received code vector. At this moment, the
syndrome is loaded into the lower syndrome register, which is identical to the upper
one. This upper register is then reset to zero to start receiving the next code vector.
While a new code vector is shifted into the upper syndrome computation register and
into the delay line, bits of the previous code vector start to appear and the output of
the delay line, at the same time that the previously computed syndrome is cyclically
shifted in the lower register.

Fig. 8.22 Meggitt decoder for the Hamming (7, 4) code

The syndromes and corresponding error patterns for the syndrome decoding of
the Hamming (7, 4) code were given in Table 8.4, Example 8.8. From there we
see that the syndrome corresponding to an error in the rightmost bit position is
[101]. When the bit in error is present at the output of the delay line, this will cause
the syndrome to be [101], which will produce a pulse at the output of the AND
gate, correcting the corresponding error. Note that, differently from Fig. 8.20, the
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correction pulse was not fed back into the syndrome computation registers, since
these registers are reset to zero at the end of each codeword anyway.
The implementation of the Meggitt decoder for multiple error correcting codes is
not as straightforward as the one considered in this example. The existence of more
than n nonzero syndromes demands that the codeword buffer and the syndrome
register are clocked until all correctable error patterns are tested, and this must be
done before a new codeword is available for correction. A faster clock would then
be necessary for processing the syndromes. Additionally, in this case the feedback
connection from the syndrome detector to the input of the syndrome register is made
necessary to reset the syndrome registers as soon as the corresponding error pattern
is detected and corrected.

Simulation 8.4 – LFSR Encoding of a Hamming (7, 4) Code
File – CD drive:\Simulations\Coding\H74 encoder.vsm
Default simulation settings: Frequency = 175 Hz. End = 12 seconds.

This experiment complements Example 8.11 in what concerns the LFSR encoding
of the Hamming (7, 4) code. The single major objective of the experiment is to
illustrate the implementation aspects of an LFSR encoder.
Open the simulation file indicated above and note that the encoder was implemented in a way very similar to Fig. 8.21. Additional one-simulation-step delay
blocks were used to permit a correct timing within the diagram. Moreover, since
resettable D-type flip-flops were necessary, compound blocks with built-in VisSim/Comm D-type flip-flops had to be implemented. The operation of the encoder
follows the description made in Example 8.11. The only small difference is that a
message block is stored into an intermediate buffer before merged with the parity
bits generated by the shift register. Since the message bits are being generated at
1 bit/s and the simulation lasts 12 seconds, three message blocks are generated. The
first encoded block is produced after 4 seconds, the necessary time for the first
message block to be entirely shifted into the encoder. A display at the output of
the message buffer shows the last message vector generated during the simulation.
Another display on the right of the worksheet shows the last encoded vector. The
serialized output “c-bits” starts generating a valid encoded stream after 4 seconds,
which means that only the first two message and the corresponding encoded blocks
are shown by the “time plot A”. “Time plot B” shows the following clock pulses used
within the diagram: the message bit clock “Bck”, the encoded bit clock “Rdck”, the
frame clock “Frck” and the reset command “Rst”, which is equal to “Frck” delayed
by one simulation sample.
As an exercise, run the simulation repeated times until you get the message
vectors [1000], [0100], [0010] and [0001], which correspond to the code vectors
[1000101], [0100111], [0010110] and [0001011]. This confirms to us that the gen-
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erator matrix of the Hamming (7, 4) code considered in this simulation is indeed the
one given in (8.107).
Analyze the waveforms shown in “time plot B” and notice that the clock pulses
used to read the codeword buffer is running 7/4 times faster than the message bit
clock, so that an entire code vector is made available every 4 message bits. Also
in “time plot B”, observe that the reset command is produced just after the frame
clock. This is done to reset the parity computation register just after its content has
been transferred to the output buffer.
Since this simulation does not have configurable parameters, what you can do
now is to construct a complete understanding of the encoder structure and to explore
the whole diagram and inside individual blocks, trying to understand how they were
implemented and how they work.

Simulation 8.5 – Meggitt Decoding of a Hamming (7, 4) Code
File – CD drive:\Simulations\Coding\H74 decoder.vsm
Default simulation settings: Frequency = 175 Hz. End = 36 seconds.
Bit “b3 ” set to be in error in the Hamming encoding block.

This experiment complements Example 8.11 in what concerns the Meggitt decoding
of the Hamming (7, 4) code. The single major objective of the experiment is to
illustrate the implementation aspects of the Meggitt decoder.
Open the simulation file indicated above and observe that it has a close correspondence with the diagram shown in Fig. 8.22. Additional one-simulation-step
delay blocks were used to permit a correct timing within the diagram. In this experiment we needed loadable D-type flip-flops in addition to the resettable D-type
flip-flops also used in the previous simulation. Compound blocks with the builtin VisSim/Comm D-type flip-flops had to be implemented for this purpose. The
operation of the decoder also follows the description made in Example 8.11. The
Hamming encoder block, which is equal to the one discussed in the previous simulation, generates a stream of encoded bits at a rate of 7/4 bit/s. This encoder can
be configured to produce bit errors in prescribed positions for all codewords or to
produce a randomly positioned bit error per codeword. It is also possible to generate
a stream free of errors by unchecking all options in the block. A time plot shows
the error-free coded bit stream, the bit stream after error correction and the pulses
generated at the output of the AND gate to correct errors. The bit streams are valid
after 8 seconds, since the first valid encoded bit is available after 4 seconds at the
output of the encoder and the first valid bit is available 4 seconds after this interval
at the output of the decoder.
Run the simulation using its default settings, while observing the time plot. Note
that the error-free coded bit stream is identical to the bit stream after correction. In
this specific case an error is being introduced in the fourth position (bit b3 ) of all
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(seven) simulated codeword transmissions. This error is being properly corrected.
Uncheck the error in bit b3 in the Hamming encoder block and check the random
error position option. Run the simulation while observing the time plot, where now
you can see that one bit error is being produced for every codeword, but randomly
positioned within a given codeword. Mark any two bit errors per codeword, run
the simulation and observe the time plot again. Note that these errors are not properly corrected anymore, since the error correction capability of the code has been
exceeded.
Now you are able to explore the whole diagram and inside individual blocks and
try to understand how they were implemented and investigate what is the role of
each of them in the operation of the whole simulation. As an exercise, discuss with
a colleague and try to sketch a diagram for the implementation of a Meggitt decoder
for a double error-correcting code.
As we have already mentioned, the general decoding strategy of cyclic codes can
result in implementation complexities that can become prohibitive for codes with
large lengths and large error correction capabilities. As a consequence, specific
decoding algorithms are often developed in such cases. Examples are the BCH
and RS codes studied in the next subsection. They have particular decoding algorithms, but with limited complexity, allowing for relatively simple and fast hardware
realizations.

8.2.6 Bose-Chaudhuri-Hocquenghem and Reed-Solomon Codes
Bose-Chaudhuri-Hocquenghem (BCH) and Reed-Solomon (RS) codes are two of
the most popular cyclic codes available nowadays. In what follows we present the
general rule for determining generator polynomials for a particular class of binary
BCH codes. In the sequel we do the same for RS codes. The subsection ends with a
discussion on decoding strategies for BCH and RS codes.
8.2.6.1 Binary BCH Codes
We have seen that the general rule for constructing a cyclic code does not guarantee
that the resultant minimum distance of the code will be enough for a given target
error correction performance. Fortunately, this is not the case for BCH codes. The
so-called BCH bound [156; 85, p. 151] states that, if β is an element of order n from
the extension field GF(2m ) and the generator polynomial g(x) has (δ−1) consecutive
powers of β included among its roots, then the (n, k) code constructed from g(x)
will have a minimum distance dmin ≥ δ, where δ is called the design distance of the
code. In this subsection we consider the binary primitive BCH codes for which β is
a primitive element of GF(2m ) and the binary codewords are allowed to have length
n = (2m − 1) bits. Moreover, we consider only narrow-sense BCH codes for which
the first of the (δ − 1) consecutive powers of β is β 1 = β.
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Armed with the necessary nomenclature and without going into further details,
we present below an algorithm for constructing generator polynomials for primitive narrow-sense BCH codes. This algorithm is adapted from the book by C. B.
Rorabaugh [120, p. 71]. Generator polynomials of binary primitive BCH codes of
length n = 7 up to n = 1, 023, with error correction capabilities of t = 1 up to
t = 255 are given in Appendix C of the book by S. Lin and D. J. Costelo, Jr. [85].
The above-mentioned algorithm can be better understood if mixed with an example
of construction of a given BCH code, as follows.
Example 8.12 – Let us construct a generator polynomial g(x) for a primitive
narrow-sense BCH code with n = 15, capable of correcting up to τ = 3 errors
in a block of n bits. This corresponds to a design distance of δ = (2τ − 1) = 5. The
steps for determining g(x) are:
1. Determine the value of m. For the desired BCH code:
n = 2m − 1 = 15 ⇒ m = 4.
2. Select an integer j between 1 and (2m − 2) such that j and the number (2m − 1)
have no factors in common. This is equivalent to selecting from the 2m elements
in GF(2m ) a primitive element β such that β = α j . For the desired code:
2m − 1 = 15 = 3 × 5.
Then, between 1 and 14 we can not choose 3, 5, 6, 9, 10 or 12. Let us select
j = 1, which is the common practice.
3. Determine the first τ odd multiples of j. This is done to find τ odd powers of β,
which are expressed as exponents of α. These are the desired roots β = α j , β 3 =
α 3 j , . . . , β 2(τ −1) = α 2(τ −1) j of g(x). When a power exceeds (2m − 2), it must be
reduced modulo (2m − 1). For the code under design:
j, 3 j, 5 j, . . . , (2τ − 1) j = 1, 3, 5.
4. Find the cyclotomic cosets modulo (2m − 1) with respect to GF(2). See the
method for finding these cosets in the corresponding definition at the beginning
of this section. For m = 4, the cyclotomic cosets are:
{0}, {1, 2, 4, 8}, {3, 6, 9, 12}, {5, 10} and {7, 11, 13, 14}.
5. Determine the required cyclotomic cosets from those found in the previous step.
A required coset contains the value rj if β r = αr j is a desired root of g(x), as
determined in step 3. For the code under design, we are interested in the cyclotomic cosets:
{1, 2, 4, 8}, {3, 6, 9, 12} and {5, 10}.
6. Also with the help of the definition of cyclotomic cosets given at the beginning of
the section, determine the required minimal polynomials from the cosets selected
in the previous step. For the case under consideration we have:
M1 (x) = (x + α)(x + α 2 )(x + α 4 )(x + α 8 ) = x 4 + x + 1,
M3 (x) = (x + α 3 )(x + α 6 )(x + α 12 )(x + α 9 ) = x 4 + x 3 + x 2 + x + 1, and
M5 (x) = (x + α 5 )(x + α 10 ) = x 2 + x + 1.
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7. The generator polynomial is determined from the product of the minimal polynomials computed in the previous step. For the BCH code under design: g(x) =
M1 (x)M3 (x)M5 (x) = x 10 + x 8 + x 5 + x 4 + x 2 + x + 1.
Since the generator polynomial has degree (n − k), the BCH code generated
from the g(x) found above will be a (15, 5) code. If we examine the weight
distribution of this code we will find dmin = 7, yielding t = 3 (it is left as
an exercise for the reader to confirm these numbers). This is an example where
the design distance is equal to the minimum distance. Nevertheless, in some
instances the design distance will be smaller than the actual minimum distance
and the resultant code will be capable of correcting more errors than we have
intended for it to correct. If we had chosen a different value of j in step 2, an
identical or an equivalent generator polynomial would have been found.
8. Given g(x), the manual encoding process of a message m(x) can follow the steps
illustrated in Example 8.10. For an LFSR encoding approach, revisit Sect. 8.2.5.

Analytical expressions for the weight distributions of some BCH codes are still
unknown. In [85, pp. 177–178], tables with the weight distributions of the duals of
double and triple-error-correcting binary primitive BCH codes are presented. The
weight distributions of a code of interest can be found from the distribution of its
dual by applying the MacWilliams identity [85, p. 76; 91, p. 155]
A(D) = 2

k−n

(1 + D) A
n





1− D
1+ D


,

(8.110)

where A(D) is the weight enumerating function (WEF) of the desired code and
A (D) is the WEF of the corresponding dual code.
8.2.6.2 Reed Solomon Codes
Reed Solomon (RS) codes correspond to a subclass of non-binary BCH codes. They
are often referred to as q-ary codes, since they are constructed from an alphabet of
q elements over the Galois field GF(q), q > 2. Typically q = p m , where p is a
prime number and m is a positive integer. A typical value of p is 2. One of the most
relevant characteristics of an RS code is its ability for correcting burst errors, here
defined as errors that happen in several adjacent bits (alternative definitions apply
[91, p. 164] [134, p. 8]). For this reason RS codes are largely employed in channels
with memory, like storage media. An example of these applications is the compactdisk (CD) digital audio [156]. In what concerns well-known communication systems
in which RS codes are applied, we can mention the digital TV standards ISDB-T,
DVB-T and ATSC.
The encoding processes of RS and binary BCH codes are similar to one another.
Specifically, an RS code with minimum design distance δ (which is always equal to
the actual minimum distance) over GF(q) has as roots (δ−1) powers of the primitive
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element α over GF(q). Since the minimal polynomial of any element β over GF(q)
is (x − β), one form of the generator polynomial for an RS code is given by [96]
g(x) = (x − α)(x − α 2 ) · · · (x − α δ−1 ).

(8.111)

Additional parameters of the RS code are:
1. Codeword length (symbols) : n = q − 1,
2. Error correction capability (symbol errors per codeword) : t,
3. Number of redundancy elements (symbols) : n − k = 2t, and
4. Minimumdistance(symbols) : dmin = δ = 2t + 1.

(8.112)

RS codes belong to the family of maximum-distance-separable (MDS) codes,
since they have a minimum distance of (n − k + 1), which is the largest minimum
distance that any (n, k) block code can achieve.
The weight distribution function of a t-error-correcting Reed-Solomon code over
GF(q) is given by [134, p. 183; 156, p. 189]
A0 = 1,
(8.113)




d−2t−1

d − 1 d−2t−1− j
q −1
(−1) j
, 2t + 1 ≤ d ≤ n.
Ad =
q
(q − 1)
j
d
j=0

We observe from (8.113) that there is an all-zero codeword and that the weight
of the lowest non-zero codeword is the minimum distance of the code, as happens with all linear codes. However, we must be aware about the interpretation of
the remaining codeword weights. For example, an RS (7, 3) code over GF(8) has
A0 = 1, A1 = A2 = A3 = A4 = 0, A5 = A6 = 147 and A7 = 217. It is clear
that dmin = 5, which yields a double error-correcting code. Nevertheless, in spite
of having codewords of weight 5, 6 and 7, the number of positions in which two
codewords of weight, say 6 and 7 differ is at least dmin = 5. Recall that in a binary
code, if there is some codeword of weight w, the next weight available must be
w + dmin .
Example 8.13 – Let us construct a generator polynomial g(x) for an RS code with
minimum distance δ = 7 over GF(26 ), i.e. each message or codeword symbol is
represented by 6 bits. From (8.112) we have (n, k) = (63, 57) and from (8.111) we
have the generator polynomial in the form

g(x) =

6

i=1

(x − α i ).

(8.114)
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From Table 7.1 in Chap. 7, a primitive polynomial over GF(26 ) can be p(x) =
x + x + 1. Using the extension field shown in Table 8.5 as an example, p(x) can
be used to construct the polynomial representation of GF(26 ), assuming that α is the
primitive element of the field. This will allow us to expand (8.114) and obtain
6

g(x) = x 6 + α 59 x 5 + α 48 x 4 + α 43 x 3 + α 55 x 2 + α 10 x + α 21 .

(8.115)

Observe that, differently from a generator polynomial for binary BCH codes, for
which coefficients are in GF(2), for the RS code under analysis g(x) has coefficients
in GF(64), i.e. 64 symbols are available to form the 2mk = (26 )57 codewords. If
the reader is amazed with such a high number of valid codewords, recall that the
entire space of 26 -ary 63-tuples has 2mn = (26 )63 words. Then, only 1/[2m(n−k) ] =
1/(236 ) of this number corresponds to valid codewords. This shows to us that, for a
given redundancy, such fraction decreases fast as the number m of bits per symbol
increases, permitting that large minimum distances are achieved.
From this example it is also possible to have a better understanding of the burst
error correction capability of RS codes. Since δ = 7, the code will be able to correct
up to 3 symbol errors per codeword, no matter how many bits are wrong in each
wrong symbol. If a single burst error affecting up to t ×m = 3×6 = 18 consecutive
bits occurs in a codeword, it will be corrected by the code. If we decide to use a
binary code with the same burst error correction capability for a fixed n ← m × n =
6 × 63 = 378 bits, from the Hamming bound (8.80) the best that we shall be able
to do is to use a minimum redundancy of 102 bits, yielding a code rate r = k/n =
[n − (n − k)]/n = 276/378 = 0.73, against the RS code rate of 57/63 = 0.905.
If we fix the message length of the binary code to k ← m × k = 6 × 57 = 342
bits, we need a code rate of 342/444 = 0.77. This is to say that we shall need more
redundancy in a binary code for a performance equivalent to that provided by the
RS code in terms of burst error correction.
It is important to note, however, that if burst error events are rare, as usually
happens in a memoryless channel, mainly at high signal-to-noise ratios, a better
choice might be to use a binary code. Since just one bit error per code symbol will
be enough for declare a symbol error in a RS codeword, it would be more likely that
the error correction capability of an RS code will be exceeded before this happens
with an “equivalent” (in terms of length and rate) binary code. Nevertheless, as
pointed out in [91, p. 264], if we have a t-error-correcting RS code over GF(2m ),
by converting symbols to bits we can implement it as a linear code over GF(2) with
parameters n = m(2m − 1) bits and k = m(2m − 1 − 2t) bits. This code will be
which is capable of correcting any burst-error pattern that does not affect more than
t symbols in the original RS codeword over GF(2m ).

8.2.6.3 Decoding Strategies for BCH and RS Codes
There are several decoding strategies for both BCH and RS codes, many of them
proposed in the 1960s and 1970s. In what follows we present a very short overview
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on the main idea behind the decoding of binary and non-binary BCH codes, leaving
further details to the specialized literature cited at the end of the subsection.
To decode binary or non-binary BCH codes we have to perform the tasks illustrated in Fig. 8.23. The first task corresponds to the computation of 2t syndromes,
where t is the error correction capability of the code. The error positions are
computed from the syndromes by exploring the algebraic structure of the code.
This is accomplished by finding an error locator polynomial whose coefficients
are associated to the error locators. As the name indicates, these error locators
determine where the errors are positioned in the received codeword; they are often
determined in hardware by means of the co-called Chien search circuit. The error
value of an error pattern is always 1 for a binary code, but has different values for
non-binary codes. Then, in this last case it is also necessary to determine the error
value associated to each error location, so that the adequate symbol correction is
performed.

Fig. 8.23 General decoding structure for BCH codes (adapted from [99, p. 48])

One of the most challenging tasks for decoding BCH and RS codes consists
of solving the so-called key equations for determining the error locator polynomials. Perhaps one of the most computationally efficient algorithms for solving this
equation in what concerns binary BCH codes is the Berlekamp-Massey’s algorithm
(BMA), which is complemented with the Forney’s algorithm that is applied for
determining the error values in the case of non-binary BCH codes. The Euclidian
algorithm (EA) is sometimes preferred over the BMA in the case of hardware implementations of BCH and RS decoders. These algorithms and others are covered in
virtually all good books on error-correcting codes. Below we indicate some of these
books and some tutorial papers.
For an introductory text on cyclic codes, including a discussion on decoding
algorithms, the tutorial paper by S. B. Wicker [156] can be an interesting starting
point. The subject can be studied in a second level of detail in two tutorial papers by
A. M. Michelson and A. H. Levesque [95, 96], the first one covering binary BCH
codes and the second one covering non-binary and Reed-Solomon codes. The paper
[95] is of particular importance for the beginner because of a mathematical background that is presented before the specifics on BCH codes. After having contact
with the basic material indicated above, the interested reader can find more detailed
and complementary discussions in Chaps. 4 and 6 of the book by S. Lin and D.
Costello, Jr. [85], Chaps. 6 and 7 of the book by T. K. Moon [97], Chaps. 3–5 of the
book by J. C. Moreira and P. G. Farrell [98], Chaps. 3 and 4 of the book by R. H.
Morelos-Zaragoza [99], Chaps. 4–7 of the book by P. Sweeney [134] and Chaps. 8
and 9 of the book by S. B. Wicker [155].
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Simulation 8.6 – Reed-Solomon Code Performance
File – CD drive:\Simulations\Coding\RS6357 BER.vsm
Default simulation settings: Frequency = 3 Hz. End = 300,000,000
seconds. Auto Restart enabled. Burst errors disabled (BSC enabled).
Length of the burst errors: 1 coded bit.
This experiment is intended to illustrate the performance of the Reed-Solomon (63,
57) code considered in Example 8.13 over the AWGN channel with BPSK signaling
and under burst errors.
Open the simulation file indicated above and accompany the following description. A random message bit stream is generated at 1 bit/s. This bit stream is stored
in a buffer of 57 symbols of 6 bits. This is equivalent to converting the serial stream
into 6 parallel streams and then converting each 6-bit block into analog values that
represent the symbol value. These bits are then stored in blocks of 57, 6-bit subblocks. Each message block is applied to the RS (63, 57) encoder, which is a built-in
VisSim/Comm block. This encoder will produce a codeword with 63, 6-bit coded
symbols for each 57, 6-bit message symbols applied to its input. Each codeword is
then converted into a serial bit stream, which is equivalent to converting the analog
symbol values to 6-bit sub-blocks and then sending each sub-block to a parallel-toserial converter. A binary symmetric channel (BSC) was used to replace the BPSK
modulator, the waveform AWGN channel and the BPSK demodulator, detector and
hard-decision functions. The crossover probability ε of the BSC is automatically
adjusted according to the value of E b /N0 , following
1
ε = erfc
2

'*

Eb
r
N0

(
,

(8.116)

where r = k/n = 57/63 is the code rate. The BSC channel can be disabled and
replaced by a burst error channel that generates bursts whose length can be configured in terms of the number of consecutive coded bits affected. The minimum
burst length is 1. These burst errors are repeated in all codewords generated during
the simulation interval. The received serial bit stream is stored in a buffer of 63,
6-bit symbols to form the received code vector which is applied to the RS (63,
57) decoder. This decoder is also a built-in VisSim/Comm block. Since the code
is systematic, each 57, 6-bit estimated message vector is easily extracted from the
estimated 63, 6-bit code vector at the output of the decoder. The message vector
is then serialized (unbuffered) and compared to the transmitted message stream
to form a BER plot. This BER plot also shows the theoretical performance of an
uncoded BPSK signaling over the AWGN channel.
Run the simulation using its default settings. You can stop the simulation any
moment, since the BER plot can take a long time to be completed, depending on
the speed and memory resources of your computer. Figure 8.24 shows what you
are expected to obtain as a result. In this figure it is also shown the performance of
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the Hamming (63, 57) code, a result that can be obtained from the simulation file
“Hamming BER.vsm”. From Fig. 8.24 we observe that the performance of the RS
(63, 57) code is superior to that provided by the Hamming (63, 57) code. Nevertheless, we can not forget that this superior result does not come for free. Although
both codes have the same code rate, the codeword size of the RS code is equivalent
to 63 × 6 = 378 bits, against the 63 bits in the Hamming code vector.

Fig. 8.24 Performance of Hamming (63, 57) and RS (63, 57) over AWGN with BPSK signaling

Cyclic codes in general are said to be good burst error-correcting codes. This is
particularly more pronounced in non-binary codes, which is the case of the ReedSolomon. In Example 8.13 we have seen that the RS (63, 57) code can correct a
burst of up to 3 symbols, or 3 × 6 = 18 consecutive bits in error. To investigate this
behavior, enable the burst error channel and run the simulation. You will not see any
error up to the end of the simulation (you might not want to wait till the end). If the
simulation is rerun with burst error lengths up to 18 bits, you will not see any error
either, which means that the RS (63, 57) code can indeed correct burst errors of up
to 18 consecutive coded bits. We must be aware of the fact that this performance
under burst error is the best that this RS code can achieve. In practice, the actual
performance will depart from this ideal behavior, since it can be not guaranteed that
only a single maximum burst error will happen in a single codeword. Additionally,
randomly distributed errors may also occur during a codeword interval by the influence of thermal noise or other similar memoryless source of errors. This will reduce
the maximum burst error length tolerated by the code. Now increase the burst length
to 19 coded bits and run the simulation. You will see a catastrophic result, for the
burst error correction capability of the code has been exceeded.
As an exercise, discuss with a colleague and, in light of the above results, give
reasons for the choice of RS codes to be applied in digital audio compact disks.
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Reed-Solomon codes are also attractive in concatenated coding schemes, where
an outer RS encoder is placed before an inner encoder (typically convolutional) at
the transmitter and an RS decoder is placed after the inner decoder at the receiver.
As pointed-out in [91, p. 266], when a decoder fails, the delivered estimated codeword usually bears no resemblance with the correct one, which means that a burst
error can occur in this situation. An RS decoder placed after the inner decoder can
be effective to correct such burst error. For more information on the burst error
correction capability of cyclic codes, refer to [91, pp. 199–220].
As an exercise, study the VisSim/Comm documentation corresponding to the RS
encoder and decoder blocks and, using your own words, make a description of each
block parameter. Do not forget to describe the advanced parameters.
Explore inside individual blocks and try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

8.2.7 Performance of Binary Linear Block Codes
In general, the analytical computation of the exact word or bit error probability
brought about by linear block codes becomes prohibitively complex as the length
of the code increases. As a consequence, it is a usual practice to resort to bounds in
these cases. In this subsection we first analyze bounds for hard-decision decoding
and later we consider soft-decision decoding. We provide only the final expressions
without proofs. For a more detailed explanation, the interested reader can resort to
[10, pp. 507–519], which was the main source of the results presented here, and also
to selected topics in Chap. 8 of [134], Chap. 10 of [155] and selected performance
analysis in [167, pp. 394–453].
8.2.7.1 Block Error Probability for Hard-Decision Decoding
We first analyze the block error probability PB , which is the probability that the
estimated codeword is different from the transmitted codeword. In the case of
hard-decision maximum likelihood decoding over a binary symmetric channel with
crossover probability ε, this probability is over-bounded by the probability of occurrence of (t +1) errors or more, where t = (dmin −1)/2! is the error correction capability of the code and where dmin is its minimum Hamming distance. The resulting
expression for PB is [10, p. 507]
n  

n i
PB ≤
ε (1 − ε)n−i ,
i

(8.117)

i=t+1

where ε is the coded bit error probability, determined from (8.116) for BPSK
signaling over the AWGN channel or from other expression associated to the
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corresponding signaling scheme, and n is the length of a codeword. If the decoder
corrects all error patterns of weight t and no more, which is the case for perfect
codes, (8.117) holds with equality. The decoder in this case is said to be a bounded
distance decoder.
Another useful and general technique resorts to the union bound concept, the
one adopted in Chap. 5 for the analysis of the error probability of different signaling
schemes. In the present context, the block error probability over a binary symmetric
channel with crossover probability ε is over-bounded by [10, p. 509]
2 #
n
#
$wl
$d



4ε(1 − ε) =
Ad
4ε(1 − ε) ,
k

PB ≤

(8.118)

d=dmin

l=2

where wl is the weight of the l-th codeword and Ad is the number of codewords of
weight d, as defined in (8.82).
8.2.7.2 Block Error Probability for Unquantized Soft-Decision Decoding
If the maximum likelihood decoder explores the detector output without quantization, a considerable performance improvement can be achieved over hard-decision
decoding. The union bound on the block error probability for soft-decision maximum likelihood decoding over the AWGN channel is given by [10, p. 511]
n
1 
Ad erfc
PB ≤
2 d=d
min
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(
,

(8.119)

where Ad is the number of codewords of weight d and r = k/n is the code rate.
8.2.7.3 Bit Error Probability
The uniform error property of linear codes states that the set of Hamming distances
between a given reference codeword and all remaining codewords is the same,
regardless which is the reference codeword. As a consequence, error analysis can
be made by considering that the all-zero codeword was transmitted. This allows us
to compute the bit error probability Pb from [10, p. 513]
2

w H (u j )
k

Pb =

j=2

k

P(x j |x1 ),

(8.120)

where P(x j |x1 ) is the pairwise error probability, which is the probability of decoding a codeword x j different from the transmitted all-zero codeword x1 , and w H (u j )
is the Hamming weight of the message word associated to the codeword x j . The
computation of (8.120) can be difficult in some cases. We then resort again to
the union bound, which leads to the following expression of Pb for hard-decision
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maximum likelihood decoding over a binary symmetric channel with crossover
probability ε [10, p. 514]:
Pb ≤

k
n

w 
w=1

k

Bw,d

#
$d
4ε(1 − ε) ,

(8.121)

d=dmin

where Bw,d is the number of codewords of weight d generated by message words
of weight w, as defined in (8.83). For unquantized soft-decision decoding, the corresponding union bound is
k
n

w 
Bw,d erfc
Pb ≤
2k d=d
w=1
min

'*

Eb
rd
N0

(
.

(8.122)

An approximate and general expression for computing the bit error probability
from the block error probability is [10, p. 515]
dmin
2t + 1
PB =
PB ,
Pb ∼
=
n
n

(8.123)

which is quite accurate for high signal-to-noise ratios and exact for perfect codes.
If the decoder is a bounded distance decoder, a tight upper bound on the bit
error probability for hard-decision decoding over a binary symmetric channel can
be computed from [167, p. 422]
 
n
1 
n i
min(k, i + t)
Pb ≤
ε (1 − ε)n−i .
i
k i=t+1

(8.124)

As a complementary result, it is interesting to know a form of the union bound
for maximum likelihood soft-decision decoding of linear block codes over an uncorrelated8 Rayleigh fading channel with BPSK signaling and channel gains known at
the receiver. This bound can be found by adapting the pairwise error probability
given in [51] to the bound (8.122), resulting in
d
 π/2 
k
n

sin2 ϕ
w 
Pb ≤
Bw,d
dϕ.
kπ d=d
r (E b /N0 ) + sin2 ϕ
0
w=1

(8.125)

min

8 The uncorrelated channel here is also often referred to as a fully-interleaved channel for which
it is assumed uncorrelatedness in a symbol-by-symbol basis due to a perfect channel interleaver of
infinite depth.
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Example 8.14 – In this simple example we analyze the accuracy of some of the
expressions for performance analysis of blocks codes by considering again the
Hamming (7, 4) code that we have used in several examples so far. Recall that
the minimum distance of this code is dmin = 3 and that its input-output weight
enumerating function (IOWEF) is given in (8.90). Figure 8.25 shows some theoretical performance results and a simulation result of this code, for a BPSK modulation
over the AWGN channel. Observe that the simulation results agree with the exact bit
error probability computed via (8.123) and (8.117), where the crossover probability
ε was computed via (8.116) for each value of E b /N0 .

Fig. 8.25 Performance analysis of the Hamming (7, 4) code with hard-decision decoding

The union bound in Fig. 8.25 was computed via (8.121), where the values of
Bw,d were obtained from the IOWEF (8.90) or from the IOWEM given in (8.89). The
crossover probability ε was also computed via (8.116) for each value of E b /N0 . The
bound (8.124) is also shown in Fig. 8.25. We observe that this bound is very tight,
while the union bound is quite loose for the code under analysis. Nevertheless, this is
not a general result. The union bound can be very tight for some codes with unquantized soft-decision maximum likelihood decoding, mainly for low values of BER.
This behavior is illustrated in Fig. 8.26, where simulation results of a soft-decision
maximum likelihood9 decoded Hamming (7, 4) code is plotted along with the corresponding union bound computed via (8.122). The proximity between the union
bound and the actual performance of a soft-decision maximum likelihood decoded
code for low values of BER has two interesting applications or by-products. First,
when exact analytical expressions are not available, it is possible to accurately predict the performance of a coded system at very low BER values without resorting to
9

The decoding process used to obtain the simulation result shown in Fig. 8.26 was a brute force
exhaustive search for the maximum likelihood codewords.
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excessive time-consuming simulations. Secondly, the union bound for soft-decision
ML decoding can be interpreted as a lower bound on the performance of suboptimal
(non-ML) soft-decision decoding algorithms.

Fig. 8.26 Performance analysis of the Hamming (7, 4) code with soft-decision decoding

The comments in the previous example indicate to us that the expressions that
are not exact computations of error probabilities must be applied with caution, since
the discrepancy from the actual error probabilities can vary from case to case.
8.2.7.4 Comments on the Performance of Concatenated codes
As defined at the beginning of this section, concatenation is a serial or parallel combination of component codes such that a powerful overall code is created, but with
a decoding complexity reduced to the level of decoding each component code. An
interleaver is usually placed between two concatenated codes to break burst errors
between the corresponding decoders, to improve iterative decoding or both. In [10,
pp. 582–623], concatenated codes (not limited to block codes) separated by interleavers are analyzed in detail. For the present context we call the reader’s attention
for the interesting way that the authors in [10] treat the weigh distribution of concatenated codes based on a probabilistic argument or, more specifically, based on a
probabilistic interleaver device. For those interested in evaluating the performance
of concatenated codes, this reference can be of great value.

8.2.8 Convolutional Codes
Consistent with the objective of this chapter, in this subsection we present basic
concepts about convolutional codes. The approach adopted here was based mainly

8.2

Notions of Error-Correcting Codes

777

on [113, pp. 773–790] and [153]. For more detailed discussions, see for example:
Chap. 11 of [10], Chap. 14 of [63], Chap. 10 of [85], Chap. 10 of [91], Chap. 12 of
[97], Chap. 6 of [98], Chap. 5 of [99], Chap. 5 of [114] and Chap. 2 of [134]. For
a deep coverage of convolutional codes the reader can resort to [69]. The tutorial
paper [150] is also worth reading.
8.2.8.1 Convolutional Encoder and Basic Properties of the Code
A convolutional code is a binary code where the encoded bits are generated as the
result of exclusive-OR (XOR) operations among a number of incoming message bits
and a number of previous message bits, as illustrated in Fig. 8.27. Differently of a
block encoder, now we have a sequence of message bits encoded into a sequence of
coded bits. However, since several information sources operate block-wise, like digital video and digital voice, it is also common to use the terms block and codeword
when dealing with convolutional codes.
Similar to the case of block codes, the rate of a convolutional code is the ratio
between the number of message bits k necessary to generate a given number n of
encoded bits and the number of encoded bits generated. Figure 8.28 shows a convolutional encoder in which one message bit produces two encoded bits. The code
rate in this case is r = k/n = 1/2. Obviously, the rate in which the encoded bits
are multiplexed to the output is 1/r times the message bit rate. The relative position
of the most significant bit (MSB) and the least significant bit (LSB) at the output of
the multiplexer (Mux) is quite arbitrary.

Fig. 8.27 A block diagram of a convolutional encoder

In a convolutional encoder with k input bits and n output bits, there are k(L − 1)
memory elements (usually D-type flip-flops) in such a way that each n coded bits
depends not only on the most recent k input bits, but also on the previous k(L − 1)
bits stored in the memory elements. The parameter L is referred to as the constraint
length of the code. The effective memory size of the encoder is simply (L − 1). The
constraint length of the encoder in Fig. 8.28 is L = 3.
The connections between the memory elements and the XOR gates in a convolutional encoder are determined by its generator coefficients (or generator sequences),
in a number equal to n. For example, in the case of Fig. 8.28 the generators coeffi-
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cients are g1 = [101] = 58 and g2 = [111] = 78 . The leftmost bit of the generator
coefficients corresponds to the input connection and the remaining bits correspond
to the subsequent outputs of the memory elements from left to right. A “0” indicates
absence of connection and a “1” indicates a connection.

Fig. 8.28 A rate-1/2 convolutional encoder with generator sequences 58 and 78

If we apply the sequence [1000 . . .] at the input of a convolutional encoder, the
XOR outputs produce the sequences [g1 000 . . .], [g2 000 . . .], etc. Then we can say
that g1 , g2 , . . . , gn are the result of the discrete convolutions between the “unit
impulse” sequence [1000 . . .] and g1 , g2 , . . . , gn . The impulse response of the
encoder can be defined as the time-multiplexed responses g1 , g2 , . . . , gn . Then, if
we apply a message sequence m to the encoder, the encoded sequence is a multiplexed version of the sequences m ∗ g1 , m ∗ g2 , . . . , m ∗ gn , where “∗ ” represents
a discrete convolution modulo 2. The name convolutional encoder can be justified
in light of this interpretation.
State Transition Diagram
A convolutional encoder is in fact a finite-state machine (FSM) and, as such, can
be represented by a state transition diagram or simply state diagram. To explore
this concept we resort again to the rate-1/2 encoder shown in Fig. 8.28. The state
transition diagram for this encoder is shown in Fig. 8.29. The number memory
elements of the encoder is (L − 1) = (3 − 1) = 2. Then, the number of states
is 2 L−1 = 4. Each state transition is represented by an arrow connecting a given
state to the next input-bit-dependent state and labeled according to the notation

Fig. 8.29 State transition diagram for the rate 1/2 convolutional encoder of Fig. 8.28

8.2

Notions of Error-Correcting Codes

779

input-bit/encoded-bits. For example, if the encoder is in state [00] and a bit “1”
is input, the next state will be [10] and the corresponding encoded bits will be [11],
as represented by the label “1/11” in Fig. 8.29.
Trellis Representation
Another useful representation of a convolutional encoder is its trellis diagram or
simply trellis, which is nothing more than a state diagram which was expanded
to reveal the time evolution of the state transitions. Again we resort to the rate-1/2
encoder shown in Fig. 8.28 as an example. Three sections of the trellis for this
encoder are shown in Fig. 8.30, where the numbers on the left are the decimal
representation of the states, considering that the most significant bit (MSB) is on
the rightmost position. In this figure, the shortest path between the all-zero state
back to itself, excluding the self-loop, is identified by dashed segments. This path
indicates that, if the sequence [100] is applied to the encoder, the encoded sequence
[110111] is produced. This shortest path also have to do with the error correction
capability of the convolutional code, as it measures a parameter close related to the
minimum Hamming distance used to characterize block codes. As we shall see later
on in this subsection, the trellis diagram has a crucial importance for a decoding
algorithm of convolutional codes called Viterbi algorithm.

Fig. 8.30 Trellis representation (three sections) for the rate-1/2 convolutional encoder of Fig. 8.28

Minimal Convolutional Encoder
Two convolutional encoders can have different structures but can be equivalent in
the sense that they can produce the same set of output sequences for a given set of
input sequences. Amongst equivalent encoders, a minimal encoder is the one with
a minimum number of memory elements. In practice, it is often desired that a given
encoder is minimal.
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Feed-Forward and Feedback (or Recursive) Convolutional Encoders
Feed-forward encoders have no feedback connections from a given memory element to the encoder input and feedback encoders do have feedback. Feed-forward
encoders are the most common in practice, but recursive convolutional encoders
have gained attention after the 1990s, for they are important candidates as constituent codes of convolutional turbo codes [12, 13]. A feed-forward encoder has a
finite impulse response, while a recursive encoder has an infinite impulse response.
Catastrophic Convolutional Encoder
A convolutional encoder is catastrophic if and only its state transition diagram has
a self-loop corresponding to a zero-weight output and a non-zero weight input. Furthermore, a catastrophic convolutional encoder is always a non-minimal encoder
[153]. In a catastrophic encoder, two input sequences that differ in a large number
of positions can produce encoded sequences that differ in a relatively few positions,
thus leading to a large probability of being mistaken [113, p. 780]. Putting in a
different way, in a catastrophic code a small number of channel errors can cause a
very large number of decoded bit errors [152, p. 250].
Systematic and Non-systematic Convolutional Codes
Similarly to block codes, convolutional codes can produce a sequence of systematic
encoded bits by appending a number of message bits to the bits produced by the
state machine circuit. In other words, a number of message bits are allowed to go
directly to the output of the encoder, while is shifted into the encoder memory. The
memory content is then appended to the message bits. For a given constraint length,
nonsystematic convolutional codes achieve better distance properties as compared
to systematic codes [97, p. 507]. In spite of this property, systematic codes are
attractive for convolutional turbo code applications. As a matter of fact, the constituent codes of the turbo code proposed in the landmark papers [12] and [13] were
recursive systematic convolutional (RSC) codes.
8.2.8.2 Viterbi Decoding of Convolutional Codes
Convolutional codes can be decoded using the following algorithms: Viterbi, Sequential, Fano, Stack, BCJR, Feedback and Majority decoding. Among them, the Viterbi
algorithm (VA) [151; 152, p. 235] is the preferable solution for low constraint length
codes, since its complexity increases exponentially with this parameter. In what
follows we shall concentrate on this algorithm.
As mentioned at the beginning of this section, the Viterbi algorithm computes
the accumulated path metrics from the received sequence to the possible transmitted
sequences in a trellis representation and decides in favor of the sequence with the
lowest accumulated metric. If metrics are computed in terms of Hamming distances,
we have a hard-decision decoding VA. If metrics are computed in terms of Euclidian
distances, a soft-decision decoding VA takes place. The VA is a maximum likelihood
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decoding algorithm in the sense that it minimizes the probability of deciding in favor
of the wrong sequence.
Hard-Decision Viterbi Algorithm
This version of the VA assumes that the inputs to the algorithm are hard decisions on
the matched filter or correlator detector output. The algorithm can be better understood by means of the example that follows.
Example 8.15 – Let us decode the received hard-decided sequence [01101111010001] using the Viterbi algorithm, assuming that the transmitted sequence was
generated by the rate-1/2 encoder of Fig. 8.28. It is further assumed that the message
bits at the input of the encoder were appended with two zeros to force the trellis to be
in the all-zero state after the message block is encoded (note from Fig. 8.30 that two
zeros are enough to force the trellis to the state zero, no matter the state before these
zeros come in). The encoder initial state is also assumed to be the all-zero state.
Making some initial calculations, since we have 14 coded bits, we must have 7 bits
at the input of the encoder, from which 5 are message bits and 2 are the remaining
appended zeros.
Figure 8.31 illustrates the decoding steps. We first define the branch metric as
the Hamming distance (or Euclidian distance in the case of soft-decision decoding)
from the corresponding received n-tuple (n = 2 in this example) and the encoded
bits labeling the branch. One section of the trellis is shown at the bottom part of
Fig. 8.31 to facilitate the computations of the branch metrics. We also define the
path metric of a destination state as the sum of the branch metric of the incident
branch and the path metric at the original (root) state. In a given destination state,
only the branch corresponding to the smallest accumulated path metric is kept. We
call this path the survivor path. The decoded sequence corresponds to the single
survivor path at the end of the decoding process. The sequence of estimated transmitted bits are obtained by tracing back the survivor path and reading the message
bits corresponding to each branch label in the path.
Since we know that the encoder has started in the all-zero state, the decoder also
starts in this state. The only possible braches are to the state 00 itself and to the
state 10. The received n-tuple corresponding to this stage is [01], whose Hamming
distance to the encoded bits [00] and [11] is 1. Then, in the second column the two
path metrics are 1. (Note that the received n-tuples are placed above the trellis to
facilitate the metric computations).
From the second to the third column, where the received n-tuple is [10], we have
the following branch metrics: 1 for the branch 00 → 00, 1 for the branch 00 → 10,
2 for the branch 10 → 01 and 0 for the branch 10 → 11. Then, the accumulated
path metrics at the third column of the trellis are 2, 3, 2 and 1, for the states from
top to bottom, respectively.
From the third to the fourth column, where the received n-tuple is [11], we have
the following branch metrics: 2 for 00 → 00, 0 for 00 → 10, 0 for 01 → 00, 2 for
01 → 10, 1 for 10 → 01, 1 for 10 → 11, 1 for 11 → 01 and 1 for 11 → 11. Adding
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these branch metrics to the path metrics computed up to the third column we obtain
the survivor paths shown in Fig. 8.31, corresponding to the new path metrics, 3, 2,
2 and 2 for the states from top to bottom, respectively.
Repeating the process for the fourth to the fifth column we will find out that both
path metrics corresponding to the branches arriving at state 01 and at state 11 will
be 3 and no survivor can be selected in these cases. In our example, one of these
ties is solved in the next stage, but the other is not. In practice, ties are often solved
arbitrarily as soon as they happen. The new path metrics at the fifth column are 2, 3,
3 and 3 for the states from top to bottom.

Fig. 8.31 Illustration of the hard-decision Viterbi decoding algorithm. Adapted from [113, p. 785]

No ties occur from the fifth to the sixth column and the survivor path metrics are
3 for all states.
From the sixth to the seventh column we will find ties at the destination states
01 and 11. The resultant path metrics will be 3, 4, 3 and 4 for the states from top
to bottom, respectively. We could abandon the analysis of the root states 10 and 11
in the seventh column, since they are not connected to the state 00 in the eighth
column. Recall that zeros were appended to the message bits to guarantee the return
to the zero state during the encoding procedure. Then, every path that can not merge
to the zero state when the last encoded n-tuple is operated can be discarded. In this
example, however, we continue the metric computations up to the end of the trellis,
just to analyze the results.
From the seventh to the last column we shall have the survivor paths shown in
Fig. 8.31 and the corresponding final path metrics 4, 3, 4 and 4 for the states from
top to bottom, respectively. If we had not appended zeros to the message block in
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the encoding process, we should have decided in favor of the path with the smallest accumulated metric, which corresponds to the path ending at the state 01. This
would yield the message sequence [1001010]. Nevertheless, since we expected a
survivor path ending at the state 00, we must decide in favor of the path shown
in dashed line in Fig. 8.31. Tracing this path backward to the beginning of the
trellis we shall find the code sequence [11101011000000], which corresponds to
the “message” sequence [1100000]. Excluding the last two zeros we finally obtain
the decoded message sequence [11000].

Soft-Decision Viterbi Algorithm
We have already mentioned that a soft-decision decoding VA takes place if the
metrics over the trellis are computed in terms of Euclidian distances instead of
Hamming distances. Except for the different metric computations, the decoding
process is essentially the same as in the case of hard-decision decoding. Nevertheless, as also happens with block codes, better performances are achieved with
the soft-decision decoding version of the Viterbi algorithm. We shall analyze an
example of the soft-decision decoding using the VA in the next item, in the context
of the finite trace-back VA.
8.2.8.3 Finite Trace-Back Viterbi Algorithm
The optimal form of the Viterbi algorithm was designed to process an entire received
sequence and decide in favor of the most likely transmitted sequence. As a consequence, it is directly applicable to the decoding of block-wise transmissions, like
speech or video. In applications with longer data streams, it is not desired to have
to wait for the entire received stream before the decisions start to come out. In
these situations, a modified version of the Viterbi algorithm called finite trace-back
Viterbi algorithm is more adequate. It is a suboptimal algorithm in which decisions
are made after a predefined decision depth or trellis truncation length.
Example 8.16 – Fig. 8.32 shows four sections of a trellis which we shall use to illustrate the concept behind the finite trace-back VA. We again consider the rate-1/2 convolutional encoder shown in Fig. 8.28. A trellis truncation length of 3 is being used,
which means that decisions are made as soon as every 3 sections of the trellis are
processed in a sliding window fashion. The received soft values at the output of the
detector device are assumed to be [(−1.3, 0.8)(−0.6, 0.7)(1.3, −0.9)(−1.2, 0.5)]. It
is further assumed that the survivor path metrics up to the first column of the trellis
in Fig. 8.32 are 0.2, 6.7, 2.3 and 7.1, respectively for the destination states 00, 01,
10 and 11. The branch metrics are squared Euclidian distances computed via
dE =

n

(ri − ci )2 ,
i=1

(8.126)
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where {ri } are the components of each received n-tuple (n = 2 in this example) and
{ci } ∈ { ± 1} are the components of each coded n-tuple, assuming an antipodal signaling in which a binary “0” is represented by “−1” and a binary “1” is represented
by “+1”. To facilitate the calculations, the coded n-tuples are shown in the trellis
section in the bottom of Fig. 8.32, along with the associated input bits. Applying
(8.126), from the first to the second column we shall have the following branch
metrics: 3.33 for 00 → 00 and 01 → 10, 0.13 for 10 → 01 and 11 → 11, 8.53 for
11 → 01 and 10 → 11, and 5.33 for 01 → 00 and 00 → 10.

Fig. 8.32 Illustration of the finite trace-back soft-decision Viterbi algorithm

Adding the above branch metrics to the path metrics of the first column and
selecting the survivors we obtain the values shown in the second column of the
upper trellis of Fig. 8.32. Since the trellis truncation depth was chosen to be 3,
we must repeat the above procedure up to the fourth column, where we have the
path metrics 9.4, 7.5, 8.7 and 5.5 for the states from top to bottom, respectively.
At this point we trace back the path with minimum metric (in short-dashed line)
and decide upon the message bit corresponding to the first branch, which is a bit
“0”. Now we literarily forget about the previous minimum metric path and start a
new Viterbi decoding sequence from second column. Repeating the conventional
metric computations, metric additions and survivors selection, we shall reach the
fifth column with the survivor path metrics 12, 9, 9.8 and 5.8 for the states from
top to bottom, respectively. Again we trace back the minimum metric path (in longdashed line) up to the starting point (second column) and decide in favor of the
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message bit corresponding to the survivor transition between the second and the
third column. In this example the message bit is “1”, as indicated in Fig. 8.32. Note
that, in this example, the consecutive truncated survivor paths are part of the same
overall survivor path, a behavior that does not always happen.
If we had more bits to decode, we would apply the VA to the next decoding
window with length equal to the trellis truncation depth and decide upon the leftmost
bit before the window is moved one section to the right.

In the following item we shall learn how the trellis truncation depth is determined
to produce decisions almost as reliable as those produced by the conventional VA
with infinite decision depth.
Determining the Trellis Truncation Length (or Decision Depth)
The most accurate choice of the trellis truncation depth is usually made by simulation. However, in [132, p. 342], B. Sklar points out that a decision depth of 3 to
5 times the constraint length of the code will produce very reliable decisions, close
to those produced by the conventional Viterbi algorithm. In [3], J. B Anderson and
K. Balachandran propose an analytical decision depth computation which we shall
describe below with the help of an example.
Example 8.17 – Fig. 8.33 illustrates the process for computing the decision depth of
the trace-back VA decoding of a convolutional code. Again we consider the rate-1/2
convolutional encoder shown in Fig. 8.28 as a case study.
First we consider that the all-zero sequence is being received. We start from the
zero state and apply the Viterbi algorithm to the decoding trellis, but excluding the
transition from the zero state to itself in the very beginning of the process. From
the concepts we have learned before, we can conclude that this form of applying
the Viterbi algorithm will lead to the decision in favor of the second most likely
sequence, the one that is the closest to the all-zero sequence, excluding the allzero sequence itself. In a block code, the decision would be made in favor of the
minimum distance codeword, whose weight is the minimum distance of the code.
Analogously, the use of the Viterbi algorithm as described in this example will also
allow us to compute, as a by-product, the so-called free distance of the convolutional
code. We shall return to this topic later on in this section.
Continuing with the analytic decision depth computation, from the first to the
second column of the main trellis shown in Fig. 8.33 we have the branch metric 2
for the state transition 00 → 10. A complete stage of the code trellis is shown in
the lower part of Fig. 8.33 to help the metric computations. Repeating the metric
computations, metric additions and survivors selection, we must also identify all the
minimum path metrics at each column. These path metrics are marked in Fig. 8.33
with a grey circle. When the marked minimum path metric is unique in its column
and corresponds to the destination state zero, we have reached the end of the process.

786

8 Notions of Information Theory and Error-Correcting Codes

We just have to count how many trellis branches are up to this point. In this example
we have 8 branches. Then, the analytic decision depth (or trellis truncation length)
of the rate-1/2 convolutional encoder shown in Fig. 8.28 is TL = 8. Note that this
value is slightly below the Sklar’s empirical lower limit of 3 times the constraint
length L = 3 of the code.

Fig. 8.33 Computation of the decision depth for finite trace-back Viterbi algorithm

As an additional example, the analytic decision depth of a rate-1/2 64-state feedforward convolutional encoder is 28 [153]. Nevertheless, simulations have demonstrated that a decision depth of 35 gives a noticeable improvement over 28, and that
decision depths above 35 give only negligible improvements. Note that the value
35 coincides with the Sklar’s empirical upper limit of 5 times the constraint length
L = 7 of this code. Another rule-of-thumb could be choosing the trellis truncation
depth equal to 1.25 times the analytical decision depth. This would give 10 to the
rate-1/2 4-state code analyzed in this example and 35 to the rate-1/2 64-state code.

Simulation 8.7 – Finite Trace-Back Viterbi Decoding
File – CD drive:\Simulations\Coding\Conv Viterbi.vsm
Default simulation settings: Frequency = 100 Hz. End = 12.5 seconds.
User-defined message sequence: [1100000]. User-defined received
sequence: [01101111010001]. Switches 1 and 2 in position A.
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This is a simple experiment which aims at helping you test your knowledge on the
convolutional encoding process and on the finite trace-back, hard-decision Viterbi
decoding algorithm. The reference code used in this experiment is the rate-1/2, constraint length L = 3, convolutional code whose encoder is shown in Fig. 8.28. Its
generator sequences are g1 = [101] = 58 and g2 = [111] = 78 . You can set the 7-bit
message sequence applied to the encoder and the 14-bit received sequence applied
to the hard-decision Viterbi decoder. You can choose via “switch 1” if the built-in
VisSim/Comm convolutional encoder block is used or if an encoder constructed
according to Fig. 8.28 is used instead. You can also choose, now via “switch 2”, if
the encoded sequence determined by the user-defined message sequence is decoded
or if a user-defined received sequence is decoded instead. The 7-bit user-defined
message sequence is unbuffered at 1 bit/s and sent to the convolutional encoder,
which by its turn produces an encoded sequence at 2 bit/s, since the code rate is
k/n = 1/2. The encoded sequence is stored in a 14-bit buffer just to be displayed as
a vector.
From the very beginning of the simulation the user-defined received sequence
or the encoder output sequence is applied to the decoding block, which implements a finite trace-back, hard-decision Viterbi decoding algorithm with default
trellis truncation length TL = 7. The decoding delay, measured from when the
first coded bit is received to when the first message bit is produced, is equal to
(kT L Tb − kT b /n), where k and n are the number of message bits and coded bits,
respectively, Tb = 1/Rb and Rb is the message bit rate. For the parameters of the
experiment we have a decoding delay of (7−0.5) = 6.5 seconds. This means that the
first valid decoded message clock pulse occurs at 6.5 seconds. Since we need 7 clock
pulses to store the decoded message in the output buffer for displaying, the last clock
pulse occurs at 12.5 seconds. Note that this is indeed the simulation “end” time.
When the encoder output is selected as the input to the decoder, the decoded
message sequence is equal to the user-defined message sequence, since no errors
are being simulated. Errors can be simulated if the user sets a user-defined received
sequence different from any of the valid code sequences determined by the paths in
the trellis of Fig. 8.34. Note that this trellis starts in state 00 because the encoder
memory elements are all set to zero at the beginning of a simulation run.

Fig. 8.34 Seven trellis sections for the rate-1/2 convolutional encoder of Fig. 8.28
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The accumulated metric of the estimated sequence is also displayed for reference. For hard-decision decoding, this metric computes the accumulated Hamming
distance between the received code sequence and the estimated code sequence. It
will be zero whenever the encoder output is selected as the input to the decoder
or whenever a user-defined received sequence is a valid code sequence. For softdecision decoding this metric is obtained from a map file. Note that, depending on
the amplitude of the received symbol and on the map file, it is possible to accumulate
a non-zero metric even though no errors have occurred.
As an exercise, construct a 13-section trellis based on an extension of the trellis
shown in Fig. 8.34 and apply the finite trace-back, hard-decision Viterbi decoding
algorithm to decode the code sequence [01101111010001], using a trellis truncation
length TL = 7. You must find the estimated message sequence [1001010]. If you set
the input message sequence to be [1001010], you will find that the encoded sequence
is [11011111010001], which is different from [01101111010001] in three positions.
This means that if we apply the conventional (non trace-back) Viterbi decoding
algorithm, the survivor path will have a metric equal to 3. You can confirm this
statement by revisiting Example 8.17 without considering that the decoding trellis
must end at the state 00.
Explore the diagram and try to understand the role of each block in the operation
of the whole simulation. Try other message and received sequences and verify the
simulation results by comparing them with the theoretical ones.

8.2.8.4 Performance of Convolutional Codes
The performance of convolutional codes is largely dependent on the free distance
dfree of the code. As defined at the beginning of this section, the free distance
of a convolutional code is the smallest Hamming or Euclidian distance between
any two distinct code sequences. However, since the set of distances from a code
sequence to any other is the same for all code sequences, the free distance is also
the distance between the all-zero code sequence and its nearest-neighbor. For noncatastrophic convolutional codes, the free distance can likewise be defined as the
distance between the all-zero path and all the paths that diverge from, and merge
with the all-zero path at a given node of the trellis diagram.
Computing the Free Distance of a Convolutional Code
The process of determining the decision depth of a convolutional code naturally
yields dfree as a by-product. Back to Example 8.17, we clearly see that the free
distance of the rate-1/2 convolutional encoder of Fig. 8.28 is dfree = 5. We then
conclude that the Viterbi algorithm can be used to compute the free distance of a
convolutional code, assuming that the received sequence is the all-zero sequence
and that the survivor path must exclude the trivial all-zero path. The resulting path
metric computed after the survivor path has just merged back to the zero state is the
free distance of the code.
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A code can have more than one minimum distance path. In this case it is said that
the code has a given multiplicity of the free distance. If two codes have the same
free distance, the code with smaller multiplicity is the preferred one [153].
For a given constraint length, nonsystematic convolutional codes have larger
free-distances as compared to systematic codes. The difference become more pronounced for larger constraint lengths [97, p. 507].
Transfer (or Generating) Function of a Convolutional Code
Formally speaking, the transfer function of a convolutional code is a means for
enumerating in a closed-form expression all paths that merge back to the zero state
of an infinite extension of the code trellis. The knowledge of the transfer function
is particularly useful for determining the performance of convolutional codes. To
compute the transfer function we first need to define the split-state diagram as the
state transition diagram with the all-zero state split into two all-zero states, one
acting as the initial root state and the other acting as the final destination state. The
self-loop to the zero state is eliminated in the split-state diagram. Figure 8.35 shows
the split-state diagram for the rate-1/2 convolutional encoder of Fig. 8.28. It is easy
to see that this diagram is a split version of the state diagram shown in Fig. 8.29.

Fig. 8.35 Split-state diagram for the rate-1/2 convolutional encoder of Fig. 8.28

In Fig. 8.35 we also have the branch label products I x W y associated to each
state transition, where x is the Hamming weight of the message k-tuple and y is
the Hamming weight of the encoded n-tuple. Analogously, we can define the path
label products I i W w , where now the exponent i is the sum of the weights of all
message k-tuples and w is the sum of the weights of all encoded n-tuples on a given
path beginning in the leftmost zero state and ending in the rightmost zero state. For
example, if the numbers inside the circles in Fig. 8.35 are the decimal representation
of the encoder states, the path 0 → 1 → 2 → 0 can be represented by the product
I W 5 ; the path 0 → 1 → 3 → 2 → 0 can be represented by the product I 2 W 6 . In
general, the label products of all paths from the leftmost zero state to the rightmost
zero state in the split-state diagram are determined by the transfer (or generating)
function of the convolutional code, which can be written as [153]
T (W, I ) =

∞

l=lmin

cAl−2 b,

(8.127)
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where lmin = (2 L−1 − 1) is the number of states minus 1, and c, b and A are arrays
whose elements are indexed by the decimal representations of the non-zero states
in the split-state diagram, with the MSB on the rightmost position. Array c is an
lmin -element row-vector containing the branch labels for all branches that end at the
zero state; the indexes of the elements correspond to root state numbers. Array b is
an lmin -element column-vector containing branch labels for all branches that begin in
the zero state; the indexes of the elements correspond to destination state numbers.
Array A is an lmin × lmin matrix of branch labels for all branches that neither begin
nor end in a zero state; column indexes correspond to root state numbers and row
indexes correspond to destination state numbers.
For the rate-1/2, L = 3 convolutional encoder of Fig. 8.28, we can easily determine c, b and A from Fig. 8.35 and the above rules, yielding:
c = [0 W 2 0],
b = [I W 2 0 0]T and
⎤
⎡
0 I 0
A = ⎣ W 0 W ⎦.
IW 0 IW

(8.128)

For the split-state diagram shown in Fig. 8.35 we have lmin = (2 L−1 − 1) =
− 1) = 3 and the following first terms of the transfer function:
(2
3−1

T (W, I ) = +,-.
I W 5 + +I 2,W .6 + (I 2 W 6 + I 3 W 7 ) + (I 4 W 8 + I 3 W 7 + I 3 W 7 ) + · · · ,
,. +
,.
+
l=3

l=4

l=5

l=6

(8.129)
which means that there is one three-branch path with path label product I W 5 , one
four-branch path with path label product I 2 W 6 , two five-branch paths with path
label products I 2 W 6 and I 3 W 7 , three six-branch paths with path label products
I 4 W 8 , I 3 W 7 and I 3 W 7 , and so on.
An alternative representation for (8.127) that is particularly useful to facilitate
the computation of bounds on error probabilities is [80; 105, p. A-32; 153]
T (W, I ) = c(Il min − A)−1 b,

(8.130)

where Il min is an identity matrix of order lmin × lmin .
It is worth mentioning that the literature brings different but equivalent forms
for representing the transfer function of convolutional codes. See for example equation (13.3.16) in [113, p. 788] and equation (4.9) in [152, p. 246].
Union Bounds on the Error Probability of Convolutional Codes
The transfer function of a convolutional code can be used for determining the union
bound on the probability of error of the decoded message bits. We consider here
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the hard-decision decoding and the unquantized soft-decision decoding cases. For
hard-decision maximum likelihood decoding, the modulator, the waveform channel,
the detector and the decision device can be incorporated into a binary symmetric
channel (BSC) model whose crossover probability is determined according to the
modulation adopted. For example, if we assume BPSK modulation, the crossover
probability ε can be determined via (8.116). In this case the average bit error probability is upper-bounded according to [113, p. 789; 152, p. 246; 153]
1
Pb ≤
k




∂ T (W, I ) 
.

√
∂I
I =1,W = 4ε(1−ε)

(8.131)

For unquantized soft-decision maximum likelihood decoding, the average bit
error probability is upper-bounded according to [152, p. 248; 153]
1
erfc
Pb ≤
2k

'*

Eb
dfreer
N0

(
e

dfree r

Eb
N0




∂ T (W, I ) 
E .

−r b
∂I
I =1,W =e N0

(8.132)

The upper bounds above are valid for moderate to low error probabilities, since
they can diverge or produce probability values greater than 1 at low signal-to-noise
ratios. In fact, this is a frequently observed behavior of the union bound. Furthermore, the bound given in (8.131) for hard-decision decoding is quite loose, while
the bound (8.132) for soft-decision decoding is very tight. Tight bounds for both
hard and soft-decision decoding can be found in [167, p. 506].
Example 8.18 – Let us analyze the union bound on the bit error probability of the
rate-1/2 convolutional encoder of Fig. 8.28. Substituting the arrays given by (8.128)
in (8.130) allows us to obtain the transfer function
T (W, I ) =

W5I
,
1 − 2W I

(8.133)

whose partial first derivative in I is
∂ T (W, I )
W5
=
.
∂I
(2W I − 1)2

(8.134)

Assuming BPSK signaling and recalling that k = 1 and r = 1/2, we apply the
above result in (8.131) to obtain, for hard-decision decoding,



Pb ≤  √
2 
2 4ε(1 − ε) − 1
√

4ε(1 − ε)

5

ε= 12 erfc

%

Eb
2N0

&

.

(8.135)
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Similarly, recalling that dfree = 5, we substitute (8.134) in (8.132) to obtain, for
soft-decision decoding,
1
Pb ≤ erfc
2

'*

5E b
2N0

(
e

5E b
2N0





W5

.
E
(2W − 1)2 W =e− 2Nb0

(8.136)

Figure 8.36 shows the computations of the above bounds, along with simulation
results for the rate-1/2 convolutional code of Fig. 8.28. We first notice that the performance difference between hard and soft-decision decoding is approximately 2 dB,
the same performance difference observed for block codes. Furthermore, we see that
the bound for soft-decision decoding is very tight for lower values of BER, while
it is very loose for hard-decision decoding for all values of BER. In what concerns
the simulation results for soft-decision decoding, we see that they are slightly above
the corresponding bound at lower values of BER. We expected that the bound were
above instead, but since the simulation has used a 3-bit quantization of the detector
output, a loss of around 0.25 dB from the unquantized soft-decision decoding has
been produced.

Fig. 8.36 Bounds and simulation BER results for the convolutional code of Fig. 8.28

Last, but not least, we can observe from Fig. 8.36 that the performance of this
simple and short rate-1/2 convolutional code is quite attractive, yielding a coding
gain close to 4 dB at a BER of 10−5 , for the soft-decision decoding.

8.2.8.5 Convolutional Codes with Good Distance Properties
There are several references that contain tables of generator sequences of optimum convolutional codes in terms of free distance, for a variety of code rates and
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constraint lengths. The interested reader can resort for example to [85, p. 374], [97,
p. 506], [112, p. 493], [113, p. 789] and [125]. Tables 8.6 through 8.9 are excerpts
of the tables presented in [97, p. 506]. They give generator sequences (in octal)
for some short-length, nonsystematic convolutional codes with maximal dfree and
a given constraint length L, for rates 1/2, 1/3, 2/3 and 3/4, respectively. When the
generator sequences are of the form g j , for j = 1, . . . , n, they determine the
connections from the single set of (L − 1) memory elements to each of the XOR
gates connected to each of the n encoder outputs. When the generator sequences
have the form gi, j , for i = 1, . . . , k and j = 1, . . . , n, the values of gi, j
determine the connections from each of the k sets of memory elements to each
of the XOR gates connected to each of the n encoder outputs. The number of memory elements in each set depends on the number of connections governed by the
corresponding value of gi, j , which by its turn depends on the constraint length of
the code.
Table 8.6 Some maximal dfree , short-length convolutional codes of rate 1/2
L
g1
g2
dfree
3
4
5
6
7
8
9

5
64
46
65
554
712
561

7
74
72
57
744
476
753

5
6
7
8
10
10
12

Table 8.7 Some maximal dfree , short-length convolutional codes of rate 1/3
L
g1
g2
g3
dfree
3
4
5
6
7
8

5
54
52
47
554
452

7
64
66
53
624
662

7
74
76
75
764
756

8
10
12
13
15
16

Table 8.8 Some maximal dfree , short-length convolutional codes of rate 2/3
L
g1,1 , g2,1
g1,2 , g2,2
g1,3 , g2,3
dfree
2
3
3
4
4

6, 2
5, 1
7, 2
60, 14
64, 30

2, 4
2, 4
1, 5
30, 40
30, 64

6, 8
6, 7
4, 7
70, 74
64, 74

3
4
5
6
7
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Table 8.9 Some maximal dfree , short-length convolutional codes of rate 3/4
L g1,1 , g2,1 , g3,1 g1,2 , g2,2 , g3,2 g1,3 , g2,3 , g3,3 g1,4 , g2,4 , g3,4 dfree
2
3
3
4
4

4, 0, 0
6, 1, 0
6, 3, 2
70, 14, 04
40, 04, 34

4, 6, 2
2, 6, 2
1, 4, 3
30, 50, 10
14, 64, 00

4, 2, 5
2, 0, 5
0, 1, 7
20, 00, 74
34, 20, 60

4, 4, 5
6, 7, 5
7, 6, 4
40, 54, 40
60, 70, 64

4
5
6
7
8

Simulation 8.8 – Convolutional Code Performance
File – CD drive:\Simulations\Coding\Conv BER.vsm
Default simulation settings: Frequency = 1 Hz. End = 100,000,000
seconds. Auto Restart enabled. Convolutional encoder parameters:
k = 1, n = 2, constraint length L = 3, generator sequence #1:
58 , generator sequence #2: 78 . Convolutional decoders parameters:
k = 1, n = 2, constraint length L = 3, generator sequence #1:
58 , generator sequence #2: 78 , Trellis truncation length TL = 15,
quantization bits Q = 3 (for soft-decision decoding). Switch originally
at position A.
This experiment allows for the investigation of the error probability for different
convolutional codes with hard-decision and soft-decision trace-back Viterbi decoding. It also permits the investigation about the influence of the trellis truncation
length on the performance of a convolutional code.
Open the simulation file indicated in the header and follow the present description. Random message bits are applied to a convolutional encoder of rate k/n. The
message bit rate is automatically adjusted so that the encoded bit rate is always
1 bit/s. To simulate an antipodal signaling scheme, the encoded bits are converted
to { ± 1} and sent through the AWGN vector channel that simulates a waveform
AWGN channel followed by a detector (matched filter or correlator). This vector
channel adds a Gaussian noise sample with zero mean and variance N0 to the transmitted samples, where N0 is the power spectral density of the waveform channel.
The value of N0 is automatically adjusted according to the required E b /N0 . The
received soft values go to a hard-decision block that feeds the hard-decision Viterbi
decoder. The received soft values also go to a soft-decision Viterbi decoder which
internally quantizes it using 8 levels (3-bit). A switch selects the decoder output
that is sent to the BER estimation block. The BER plot shows the bit error rate
in the estimated message stream produced at the output of the selected decoder,
along with the theoretical BER for an uncoded BPSK signaling over the AWGN
channel, for E b /N0 = 0, 1.5, 3, 4.5 and 6 dB. Following [59], we have set the soft
Viterbi decoder to use a uniform quantization threshold spacing of 0.5 volts, which
can be shown to be very close to optimum for an 8-level quantization. In this case
it is expected a loss of less than 0.25 dB compared to infinitely fine quantization.
Quantization to more than 8 levels yields marginal performance improvement [97,
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p. 488]. More on the influence of quantization on the performance of soft-decision
decoding can be found in [84], [122] and [97, Sect. 12.4].
Run the simulation using its default settings. You will see the BER produced by
the hard-decision version of the Viterbi decoder. Change the “switch” to position
B and run the simulation without clearing the overplot. As a result you will also
see the BER produced by the soft-decision version of the Viterbi decoder. These
simulation results correspond to those shown in Fig. 8.36. By the way, those results
were obtained from this simulation, with the difference that an extended range of
E b /N0 values was considered to plot Fig. 8.36. Note that the performance difference
between hard and soft-decision decoding is around 2 dB, as already mentioned in
other parts of this chapter.
Now, let us investigate the influence of the trellis truncation length (or decision
depth) TL on the performance of the Viterbi decoding. Still using the default settings, clear the BER plot and run the simulation. Now change the TL from 15 to
25 and rerun the simulation. You will not observe any significant improvement in
performance. Nevertheless, if you change TL to 5, a performance degradation of
approximately 1 dB will be observed for the lower values of BER. This behavior
can also be observed if the soft-decision decoding version of the Viterbi algorithm
is used. From these results we see that, in fact, a decision length of five times the
constraint length of the code is enough for capturing essentially all the performance
of the Viterbi decoder. Larger values of TL bring marginal improvements.
As an exercise, investigate the performance of other codes of rate 1/2 and 1/3,
using the generator sequences given in Tables 8.6 and 8.7. As another exercise,
discuss with a colleague and try to find how the generator sequences for codes
with k = 1 are set in the built-in VisSim/Comm convolutional encoder and Viterbi
decoders. The help file on the encoder says that it is implemented as a single internal buffer of length kL. As a consequence of this representation, for example for a
rate-2/3 code, only three generator sequences have to be provided, though the specialized literature gives three pairs of sequences, each one mapping the connections
from one of the k inputs to one of the n XOR outputs. In this exercise you have to
find a way of “converting” these three pairs of generator sequences into only three
sequences to set the parameters of a rate-2/3 code. As a hint you could pretend in
VisSim/Comm to have two virtual shift registers, one comprised of the even shift
register locations and the other comprised of the odd locations.
Explore inside individual blocks and try to understand how they were implemented. Create and investigate new situations and configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

8.2.9 Trellis-Coded Modulation
All error-correcting codes considered so far need to generate n coded bits in a time
interval of k message bits. As a result, for a given modulation, the increase in the
coded bit rate is accompanied by an increase in the transmitted signal bandwidth
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by the factor n/k. One “solution” that comes immediately to our mind is to bring
the bandwidth back to its original value by choosing a more spectrally-efficient
modulation. However, the smaller Euclidian distances produced by a denser constellation would produce a performance penalty that could be larger than that the
code could cope with, reducing the overall coding gain. The use of a more powerful
error-correcting code along with the spectrally-efficient modulation could work, but
at a cost of an increased complexity. Trellis-coded modulation (TCM) comes as an
efficient choice for producing coding gain without bandwidth expansion. The idea is
in fact fairly simple: instead of adding redundancy to the message and then apply the
coded stream to a given modulator, in TCM the redundancy is accommodated by an
increase in the number of symbols of the original modulation, keeping constant the
symbol rate and, thus, maintaining fixed the occupied bandwidth. In other words, in
TCM channel coding and modulation are not independent processes; they are combined as a unique entity to produce error correction capability without bandwidth
penalty.
In this subsection we present some of the main concepts about TCM. The interested reader can resort to the following references for further details: two tutorial
papers by G. Ungerboeck [145, 146], a tutorial on the generic theme of trellis coding
by C. B. Schlegel [125] and a tutorial paper on TCM by S. G. Wilson [158]. The
subject is also covered in detail in Chap. 7 of the book by E. Biglieri [21], Chap. 4 of
the book edited by A. Glavieux [37], Chap. 13 of the book by T. K. Moon [97] and
Chap. 9 of the book by R. H. Morelos-Zaragoza [99]. For the application of TCM in
turbo-like error-correcting codes, see the tutorial paper by T. Robertson [119] and
the book by C. B. Schlegel [126]. The concepts of TCM are also applied in a recent
technique called bit-interleaved coded modulation (BICM), which is an attractive
candidate for fading channel applications. The subject is treated, for example, in the
tutorial paper by D. L. Goeckel [38]. The paper by E. Biglieri [20] is also worth
reading.
Generic TCM Encoder
The seminal papers by G. Ungerboeck and I. Csajka in 1976 [143] and by
G. Ungerboeck in 1982 [144] have launched the idea behind TCM, which is illustrated in Fig. 8.37. In this generic TCM diagram, a block of k message bits is split
into two blocks with k1 and k2 bits. The k1 -bit block enters a binary encoder, which
is typically a convolutional encoder, but can be any (possibly nonlinear) finite-state
machine (FSM) with a given number of states and specified state transitions. The
binary encoder generates n 1 encoded bits that are responsible for selecting a subset of constellation points of the adopted modulation. The k2 -bit block is applied
directly to the modulator and is responsible for selecting a specific constellation
point within the selected subset. The mapping rule of the n = (n 1 + k2 ) coded
bits into the 2n constellation points guarantee that only some prescribed symbol
sequences will be valid at the modulator output. In addition, this mapping rule
is intended to guarantee that the Euclidian distance between any pair of valid
sequences is the largest possible.
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Fig. 8.37 A generic trellis-coded modulation (TCM) scheme

It is typical to adopt n 1 = (k1 + 1), which means that the size of the TCM
constellation will be 2n = 2k+1 , since n = (n 1 + k2 ) = (k1 + k2 + 1) = (k + 1). In
other words, the TCM constellation will have twice the number of symbols of the
uncoded constellation. For example, an uncoded QPSK modulation has a maximum spectral efficiency of 2 message bit/s/Hz, considering a zero rolloff filter (see
Chap. 6, Sect. 6.2.2. The corresponding TCM scheme will make use of an 8PSK
modulation with a code rate of k/n = k/(k + 1) = 2/3. Since each 3-bit TCM
symbol will carry 2 message bits, the spectral efficiency of the TCM scheme will be
(k/n) × 3 = 2 bit/s/Hz, which is the same spectral efficiency of the uncoded QPSK
modulation.

Mapping by Set Partitioning
The mapping rule of the n = (k + 1) coded bits into the 2k+1 TCM constellation
points starts with the partitioning of the constellation according to the Ungerboeck’s
mapping by set partitioning [144] rule, described here with the help of a simple
example. Figure 8.38 illustrates the partitioning of an 8PSK constellation. Starting
with the original constellation at level A, two subsets B0 and B1 are generated
such that the minimum Euclidian distance between two points in the subsets is
maximized.
Recall from Chap. 5 that the distance from a given point to the origin of the
Euclidian space is the square-root of its energy. For an M-PSK modulation the
energies of all symbols are the same and, for equally-likely symbols, they are also
equal to the average constellation energy E s . As a result, the minimum squared
√
Euclidian distance for the non-partitioned 8PSK constellation is d0 2 = (2 − 2)E s .
For the subsets B0 and B1 the minimum squared Euclidian distance is increased
to d1 2 = 2E s . The partition of the subsets B0 and B1 generates the subsets
C0 , C1 , C2 and C3 , for which the minimum squared Euclidian distance is increased
to d2 2 = 4E s . The last partition corresponds to the constellation points labeled
D0 through D7 . The corresponding bit assignments identified by the triplet c3 c2 c1 ,
with c3 being the most significant bit, are determined by tracing the arrow labels
between each partitioning level from bottom up. Note that the indexes of the labels
D0 through D7 correspond to the decimal values of the bit assignments.
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Fig. 8.38 Ungerboeck set partitioning for an 8PSK constellation

Trellis Construction
As mentioned before, the mapping rule of the n = (k + 1) coded bits into the 2k+1
TCM constellation points guarantee that only some prescribed symbol sequences
will be valid at the modulator output. In addition, the mapping rule aims at guaranteeing the largest Euclidian distance between any pair of valid sequences. As a
consequence, the transmitted TCM signal can be represented by a trellis in which
the paths represent valid symbol sequences. We shall also illustrate the trellis construction by means of an example.
Figure 8.39 shows a trellis section representing a 4-state 8PSK TCM scheme.
This trellis was constructed using the mapping by set partitioning and some additional rules suggested by Ungerboeck.
If the trellis has four states, it means that the FSM used in the TCM encoder has
two memory elements. Then we must have four possible state transitions emanating
from each state. The particular encoder construction shown in Fig. 8.37 with k1 =
k2 = 1, means that m 2 = c3 and that, once in a given state, a change in the binary
value of the message bit m 2 does not produce a state transition. As a consequence,
each trellis state will have two parallel transitions for a specific destination state,
each one referring to a binary value of m 2 . We then conclude that is the message
bit m 1 that will influence state changes, if any. Generally speaking, once a subset is
selected, the number of branches in a parallel set of branches in the trellis will be
equal to the number of points in the subset.
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Fig. 8.39 Four-state trellis for an 8PSK trellis-coded modulation

We assume that the overall TCM encoder is systematic, which means that,
besides m 2 = c3 , we also have m 1 = c2 . This means that the FSM encoder is
also systematic. The reason for this choice will become apparent later.
We now have to determine to which modulation symbol each trellis transition
refers to. This is accomplished by following the Ungerboeck’s rules [144, 158]:
• Constellation points should occur in the trellis diagram with equal frequency and
with regularity and symmetry. This rule reflected Ungerboeck’s intuition that
good codes should exhibit regular structures. In fact, this was already partially
accomplished by drawing the state transitions of Fig. 8.39 and making the association with the input message bits. Further regularity is achieved by applying the
remaining Ungerboeck’s rules below.
• Assign subsets to diverging branches so that the minimum Euclidian distance
within a given subset is maximized. For the example under analysis, each diverging pair of branches is associated to one of the subsets C0 , C1 , C2 and C3 in
Fig. 8.38. To the first pair of branches diverging from state 00 are assigned C0
(to the upper pair) and C2 (to the lower pair), since these subsets have the maximum inter-set minimum Euclidian distance. Under the same argument, C1 and
C3 are assigned to the diverging pairs of branches emanating from state 10. The
individual branches in each parallel pair of branches are assigned the subsets of
the last partition level. For example, D0 and D4 are assigned to the upper and
lower branch, respectively, in the pair C0 , because D0 and D4 are subsets of C0 .
Similarly, D2 and D6 are assigned to the upper and lower branch, respectively, in
the pair C2 . The remaining assignments follow the same rule.
• Assign subsets to merging branches so that the minimum Euclidian distance
within a given subset is maximized. This rule together with the previous one guarantee that symbol sequences that differ in their sequence of states will achieve
maximal Euclidian distances. For the example under analysis, the state 00 on the
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rightmost trellis column in Fig. 8.39 is receiving a pair of branches associated to
the subset C0 . This means that the other pair of branches must come from C2 .
Similarly, the state 10 is receiving a pair of branches associated to the subset C2 ,
meaning that the other pair of branches must come from C0 . As a result, the labels
C2 and C0 must be associated to the diverging pairs of branches emanating from
the state 01. A similar procedure will determine that the labels C3 and C1 must
be associated to the diverging pairs of branches emanating from the state 11.
Following the above rules and recalling that m 2 = c3 and m 1 = c2 , the mapping
between the input and the output bits of the TCM encoder can be determined and
are identified in the trellis of Fig. 8.39 by the labels m 2 m 1 /c3 c2 c1 . The triplet c3 c2 c1
is determined from each branch label according to the set partitioning of Fig. 8.38.
Encoder Construction
The TCM encoder is based on the trellis construction previously analyzed. In other
words, the TCM encoder is just a finite state machine capable of synthesizing the
code trellis. The resultant 4-state 8PSK TCM encoder considered in this section is
shown in Fig. 8.41. Observe in this diagram that m 1 = c2 and m 2 = c3 , what can
also be identified in the trellis representation of Fig. 8.39.
Fortunately, good TCM codes found by computer search are available in the literature, allowing time-savings in the design of TCM schemes. The generic systematic
trellis encoder with feedback is shown in Fig. 8.40. The connection polynomials are
given in tables like those in [86, Chap. 18], [97, p. 552], [146] and [158]. Table 8.10
summarizes information and connection data (in octal) for the best TCM codes for
8PSK, with k = 2 and n = (k + 1) = 3. The asymptotic coding gain, G A , shown in
this table will be defined later.

Fig. 8.40 Generic systematic trellis encoder with feedback. Adapted from [97, p. 552], [158]

The encoder shown in Fig. 8.41, which is the realization of the exemplifying
4-state 8PSK TCM scheme considered in this section, was constructed by applying
the connection polynomials h0 = 58 and h1 = 28 given in Table 8.10 to the generic
structure of Fig. 8.40.
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Fig. 8.41 Four-state systematic TCM encoder for an 8PSK constellation

It is interesting to see that the convolutional encoder of Fig. 8.41 is systematic,
as well as other good convolutional TCM codes given in Table 8.10. This contrasts
with the rules for selecting convolutional codes when operating alone, where better
distance properties are achieved by non-systematic codes. As mentioned before,
systematic convolutional codes are also better choices for convolutional turbo codes.
This illustrates to us that a code that is the optimal choice for working as a standalone scheme might be suboptimal in situations where the code is part of a whole
combined error-correcting technique.
Table 8.10 Best 8PSK trellis-coded modulation designs for k = 2 [158]
States

k1

h2

h1

h0

d 2 free /E s

G A , dB

4
8
16
32
64

1
2
2
2
2

—
4
16
34
66

2
2
4
16
30

5
11
23
45
103

4.00
4.59
5.17
5.76
6.34

3.0
3.6
4.1
4.6
5.0

Decoding
Since the transmitted TCM signal can be represented by a trellis in which the
paths correspond to valid symbol sequences, maximum likelihood decoding can be
accomplished by applying the Viterbi algorithm. This algorithm will minimize the
probability of decoding erroneously a given sequence of TCM symbols.
Asymptotic Coding Gain
Analogously to convolutional codes, the performance of trellis-coded modulation
is governed by the error events associated to the minimum free Euclidian distance dfree of the code. This distance is defined as the shortest Euclidian distance
between two paths which diverge in a given node of the trellis and remerge in
another node. To find dfree of a TCM code we must take into account the distances
between all diverging and remerging paths in the trellis, including parallel paths.
To illustrate the process, consider again the 4-state 8PSK TCM scheme previously
designed. Figure 8.42 shows the all-zero path (D0 , D0 , D0 ) and a remerging path
(D2 , D5 , D2 ). The constellation labels related to these paths were already chosen
as the labels of the nearest points. The squared Euclidian distance between these
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two paths can be computed with the aid of the constellation shown on the right side
of Fig. 8.42, as shown by:
d 2 [(D0 , D0 , D0 ); (D2 , D5 , D2 )] = 2d 2 (D0 ; D2 ) + d 2 (D0 ; D5 )
√
= 2d12 + d02 = 4E s + (2 − 2)E s
∼
(8.137)
= 4.586E s .
Figure 8.42 also shows the all-zero path identified by D0 and a remerging parallel
path D4 . The squared Euclidian distance between these two paths is
d 2 (D0 ; D4 ) = d22 = 4E s .

(8.138)

It can be shown that any other error event has length greater than 4E s . Then, 4E s
is the squared free Euclidian distance of the 4-state 8PSK TCM code.
Recall from Chap. 5 that the pair-wise error probability between two sequences
ci and c j can be computed by
⎛*
⎞
2 (c , c )
d
1
i
j
⎠,
P[ci , c j ] = erfc ⎝
2
4N0

(8.139)

where d 2 (ci , c j ) is the squared Euclidian distance between ci and c j , and N0 is the
noise power spectral density of the AWGN channel. Comparing (8.139) with error
probability expressions of M-PSK and M-QAM modulations given in Chap. 6, we
can conclude that the squared Euclidian distance is directly proportional to the average bit or symbol energy. As a consequence, also recalling that the average symbol
error probability at high signal-to-noise ratios is governed by minimum-distance
error events, the asymptotic coding gain of a TCM scheme can be computed as the
ratio of the minimum squared Euclidian distances for the coded and the uncoded
systems. By taking into account a possible difference in the average symbol energy
between the uncoded and the coded constellations, the asymptotic coding gain can
be defined by
'
G A [dB]  10 × log

2
E s,uncoded dfree,coded
2
E s,coded dfree,uncoded

(
.

(8.140)

Assuming that an uncoded QPSK modulation has average symbol energy equal
to the exemplifying 4-state 8PSK TCM scheme, the asymptotic coding gain is

G A = 10 log

4E s
2E s



∼
= 3 dB,

(8.141)
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which means that the 4-state 8PSK TCM achieves the same asymptotic performance
of the uncoded system demanding approximately half of the average received power
and occupying the same bandwidth.

Fig. 8.42 Determining the Euclidian free-distance of the 4-state 8PSK TCM scheme

Figure 8.43 shows the theoretical average symbol error probability of an uncoded
QPSK modulation over the AWGN channel and the average symbol error probability of the 4-state 8PSK TCM scheme considered throughout this section, obtained by
simulation. We notice that, as the value of E b /N0 increases, the asymptotic coding
gain approximates 3 dB, as theoretically predicted. The simulation result shown in
Fig. 8.43 was obtained from the next computer simulation.

Fig. 8.43 Performance of a 4-state 8PSK Trellis-Coded Modulation over the AWGN channel
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Simulation 8.9 – Four-State 8PSK Trellis-Coded Modulation
File – CD drive:\Simulations\Coding\TCM 8PSK.vsm
Default simulation settings: Frequency = 1 Hz. End = 100,000,000
seconds. Auto Restart enabled. Message bits k = 2. Encoded bits
n(k + 1) = 3. Number of states S = 4. Trellis truncation length
TL = 15. Trellis file path: “C:\DAT\Tcm8PSK.dat”.
This experiment aims at demonstrating the performance of a 4-state 8PSK trelliscoded modulation over the AWGN channel. The main objective, however, is to
investigate how the encoder and decoder mapping functions are designed and how
these mapping functions are converted into a “trellis file path” according to the
VisSim/Comm rules.
Open the simulation file indicated in the header and accompany the following
description. Random symbol numbers assuming 2k values are generated at 1 symbol/second. These symbols enter the trellis encoder whose default parameters are
k = 2, n = 3, S = 4 and the trellis file path “C:\DAT\Tcm8PSK.dat”. The
encoded TCM symbols are generated in I&Q format and the corresponding constellation can be seen via an I&Q plot. The transmitted I&Q symbols are corrupted
by a Gaussian noise vector with variance per noise vector component equal to N0 .
The value of N0 is automatically adjusted according to the desired vale of E b /N0 ,
where E b is the average message bit energy. Each value of E s /N0 is given by
E s /N0 [dB] = E b /N0 [dB] + 10 log k. This is because each TCM symbol carries
k information bits, that is, E s = kE b . Note that the vector AWGN channel model is
simulating the effect of a waveform AWGN channel followed by a complex (I&Q)
correlator and sample & hold. The received I&Q signal enters the trellis decoder
block, whose parameters are those used in the trellis encoder, plus the trellis truncation length TL which is used by the soft-decision trace-back Viterbi decoding
process implemented by the block. The estimated and transmitted symbols are compared to one another and a symbol error rate (SER) computation is performed. The
results are displayed along with the SER of an uncoded QPSK modulation.
If you run the simulation using the default settings, you will be prompted with the
same simulation results shown in Fig. 8.43, confirming the 3 dB asymptotic coding
gain of the 4-state 8PSK TCM scheme over the uncoded QPSK.
We now concentrate on the design of the encoder and decoder mapping functions
that are used to construct the “trellis file path”. According to the VisSim/Comm
documentation (click over the “help” button in the trellis encoder block properties
to see it), the file format must follow:
File header (anything)
k
n
S
Current state
Input value
...
...

New state
...

I
...

Q
...

(8.142)
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where the “current state”, the “input value” and the “new state” columns are filled
with the decimal representations of the corresponding binary values, considering the
MSB in the leftmost position. These values can be obtained directly from the trellis
in Fig. 8.39.
In this experiment, the symbol rate is 1 symbol/second and the average transmitted power is 1 watt, which means that the average symbol energy for both the
uncoded and the coded constellations is E s = 1 Joule.
√ Then, the possible values of I
and Q for the 8PSK constellation are ±1, 0, and ± 2/2 ∼
= ±0.7071. The specific
values of I and Q can be found with the help of the last partitioning shown in
Fig. 8.38. Combining these values with the mapping rules obtained from Fig. 8.39,
we have the trellis file path shown in Table 8.11. By clicking over the “browse
file” button in the trellis encoder or in the trellis decoder block properties you are
able to see the corresponding “.DAT” file details. We notice from (8.142) and from
Table 8.11 that the way in which the trellis map file is formed does not restrict
the TCM scheme to use convolutional encoders. Any finite state machine can be
translated into the map file so that an unlimited number of TCM configurations can
be tested.
As an exercise, implement a VisSim/Comm TCM encoder using the diagram
shown in Fig. 8.41 with an I&Q 8PSK modulator. To guarantee the correct mapping
between the encoded bits and the constellation points, use a look-up table to map
each coded triplet into an 8PSK symbol (I&Q value).
Table 8.11 A four-state 8PSK TCM encoder/decoder map file for VisSim/Comm
Four-state 8PSK TCM map file
State

Input

New state

0
0
0
0
2
2
2
2
1
1
1
1
3
3
3
3

0
2
1
3
0
2
1
3
1
3
0
2
1
3
0
2

0
0
2
2
1
1
3
3
0
0
2
2
1
1
3
3

I
0.7071
−0.7071
0.7071
−0.7071
0
0
1
−1
0.7071
−0.7071
0.7071
−0.7071
1
−1
0
0

Q
−0.7071
0.7071
0.7071
−0.7071
1
−1
0
0
0.7071
−0.7071
−0.7071
0.7071
0
0
1
−1

Now you are able to design other TCM codes and investigate their performance
using this experiment. The greatest challenge is to construct the trellis map file.
VisSim/Comm provides the map file for the TCM scheme used by the V.32
modem standard. It would be a good exercise to do a research and discover the
details behind such standard. After that you will be able to understand how the
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trellis map file “C:\DAT\Tcm32QAM.dat” was created. After that you can also
make the adequate modifications in the simulation file “TCM 8PSK.vsm” and test
the performance of such TCM standard over the AWGN channel.
Explore the diagram and try to understand the role of each block in the operation
of the whole simulation. Create and investigate new configurations of the simulation
parameters and try to reach your own conclusions in light of the theory.

8.2.10 Turbo and Low-Density Parity Check Codes
In this subsection, some of the main concepts associated to iterative (turbo) decoding
are presented, with emphasis on block turbo codes (BTC). Single-parity check turbo
product codes (SPC-TPC) are considered as a case study. Some simulation results
using coherent BPSK modulation over the AWGN and slow flat Rayleigh fading
channels are also presented and discussed.
Although we believe that SPC-TPC is treated here with enough detail for the
beginners in the area of block turbo codes, it is suggested the following sequence of
complementary studies for those who need a gradual understanding from the very
basic ideas, up to the design of convolutional turbo codes:
1. Fundamental concepts on turbo decoding are addressed in [47] and [133], mainly
in what concerns iterative decoding examples provided in these references. We
recommend first the study of [133] up to the end of the Section “Computing the
Extrinsic Likelihoods”.
2. Reference [47] can then be studied up to the end of Section “C2”.
3. The tutorial [133] can be revisited for the study of the content starting from the
Section “Component Codes for Implementing Turbo Codes”.
4. At this point we believe that the papers [12] and [13] can be more easily understood. The tutorial paper [15] can be worth reading by this time.
5. Finally, we recommend the completion of the study of [47], starting from
Section “C3”.
Low-density parity check (LDPC) codes are only defined and will not be covered
in detail. References are suggested for those interested in further information.
8.2.10.1 Introduction
In 1966, G. D. Forney Jr. proposed a novel error-correcting code technique based on
a combination of short length component codes to form a code with larger length.
Using this technique, an error correction capability greater than that provided by
each component code alone was achieved. Additionally, the whole decoding process
was also broken into sub-processes with complexity equivalent to the decoding of
each component code. As a result, the overall decoding complexity was reduced
as compared to the decoding of a single code with equivalent length. The resultant
codes were named concatenated codes [31].
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In 1989, J. Hagenauer and P. Hoeher developed a version of the Viterbi decoding
algorithm that produces soft decisions. To this version was given the name softoutput Viterbi algorithm (SOVA) [46]. That time, one of the most important applications of the SOVA was in the decoding process of concatenated convolutional
codes, where the soft decisions generated by one component decoder was used as
reliability measurements serving as input to the next component decoder.
Four years later, in 1993, turbo codes were invented by C. Berrou, A. Glavieux
and P. Thitimajshima [12] at Ecole Nationale Supérieuri dês Télécommunications
de Bretagne, France. The invention has incorporated the idea of concatenated codes,
like in [31], and soft-output decoding, like in [46], adding an extra iterative (turbo)
decoding to the process. The turbo code of [12] is a concatenation of recursive
systematic convolutional (RSC) codes. The iterative decoding makes use of a modified version of the BCJR10 [5] symbol-by-symbol maximum a posteriori (MAP)
decoding algorithm. As pointed out by C. Berrou and A. Glavieux in [14]:
“Turbo codes are the result of an empirical, painstaking construction of a global coding/decoding scheme, using existing bricks that had never been put together in this way
before.”

Although the term “turbo code” has been attached to the particular construction proposed in [12], we can classify as a turbo code any error-correcting code
that makes use of concatenated codes separated by interleavers and iterative softinput, soft-output (SISO) decoding, in which component decoders cooperate to each
other through a message-passing process. Nevertheless, it is apparent that the word
“turbo” refers to the iterative decoding process, not necessarily determining the
specifics of the code concatenation.
The cooperation between the component decoders in a turbo decoding process
has motivated a broader use of the idea, giving rise to the term turbo processing.
Generally speaking, the term refers to any process in which the intended output
is produced by means of an iterative exchange of information between cooperative
sub-processes. Examples where the turbo processing can be applied are: equalization [101], channel estimation, multi-user detection and interference cancellation,
MIMO and space-time coding. In fact, as pointed-out by S. Haykin during the
presentation of [55], any system with feedback should be interpreted not only as
a system where there is signal feedback, but as a system where there is feedback of
information. The use of this interpretation has already been made by C. Berrou and
A. Glavieux during the invention of turbo codes, since they were inspired by an idea
of creating an information amplifier with a decoder having feedback [14].
The publication by C. Berrou, A. Glavieux and P. Thitimajshima [12] in 1993
has gained a lot of attention and marked the beginning of a new era for the channel
coding community. No other publication up to that time had reported results as
surprising as those in [12]: a bit error rate of 10−5 over the AWGN channel, with
BPSK modulation, operating at 0.5 dB from the Shannon limit, which corresponds

10

The name BCJR was given after its inventors L. R. Bahl, J. Cocke, F. Jelinek e J. Raviv.
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to a value of E b /N0 approximately equal to 0.19 dB for BPSK. Later, gaps of 0.2
and 0.35 dB from the Shannon limit were reported in [14] and [103], also for BPSK
modulation. More recently, with the rediscovery of the low-density parity check
(LDPC) codes [33, 34], gaps of less than 0.1 dB have been communicated in [88].
The best performance reported to date seems to be of an LDPC code operating
within 0.0045 dB from the Shannon limit [27].
In spite of the amazing coding gains, the time to market of turbo and LDPC codes
was delayed due to the difficulty in developing decoding algorithms with moderateto-low complexity, implementable with the available technology. In fact, this topic
is still in active research [36, 49, 104]. Another relative drawback of these codes
refers to the long delay imposed by the typically large block lengths employed.
Nevertheless, this is a price that we have to pay for exploring the capacity-achieving
property of turbo and LDPC codes.
8.2.10.2 A Brief Description of LDPC Codes
Low-density parity check (LDPC) codes are binary block codes for which the paritycheck matrix is sparse, which means that it has a small number of “1s”. This is the
reason for the term “low density”. LDPC codes were first studied by R. Gallager
in the early 1960s [33, 34]. However, Gallager’s ideas were not fully explored until
the mid-1990s, when D. J. C. MacKay [88, 89] and other researchers working independently rediscovered the extraordinary potentials of these codes. Since then, the
subject has instigated enormous research efforts around the word, mainly in what
concerns the development of efficient and low-complexity encoding and decoding
algorithms. Like turbo codes, LDPC are, nowadays, one of the most powerful families of capacity-achieving error-correcting codes available.
As is the case for turbo codes, LDPC codes are iteratively decoded, typically
using an algorithm known as sum-product [75, 89]. A Tanner graph [75, 136, 154]
is the graphical representation of the code’s parity-check matrix that simplifies the
implementation of the encoding and of the iterative decoding processes.
LDPC codes are covered in almost all good and relatively recent books on errorcorrecting codes. See, for example, Chap. 17 of [86], Chap. 15 of [97] and Chap. 8
of [98]. For an introductory tutorial paper on the subject, see [70].
8.2.10.3 General Concepts About Turbo Codes
There are basically two families of turbo codes, one based on the concatenation
of convolutional codes (CTC, convolutional turbo codes), as proposed in the paper
where the invention was communicated [12], and the other based on the concatenation of block codes (BTC, block turbo codes) [29, 44, 47, 65, 103, 115–117]. The
concatenation process is illustrated in Fig. 8.44, where its serial and parallel versions
are show. Note that the component codes are separated by an interleaver, as always
happens in the case of code concatenation applied to iterative decoding processes.
Sometimes the interleaving is not explicit, but is inherent to the code structure, as is
the case for LDPC codes [62].
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Block turbo codes has promise to be an interesting alternative to convolutional
turbo codes by exhibiting reduced decoding complexity in some cases, and superior
performance for higher rate and short length codes [46, 115, 29]. Furthermore, serially concatenated block codes (SCBC) have demonstrated the possibility of reduction or almost elimination of the error floor typically encountered in the performance of parallel concatenated convolutional codes (PCCC). Figure 8.45 illustrates
a typical behavior of the decoded bit error rate for serial and parallel concatenated
convolutional and block codes. Based on this figure we can infer that PCCC can
operate at very low values of E b /N0 for moderate-to-high BER, although SCBC
needs higher values of E b /N0 in the moderate-to-high BER, but practically does
not exhibit the error floor, or it is located in a much lower value of BER. This
error floor occurs mainly due to the presence of low-weight codewords, since these
codewords govern the performance of the error-correcting code scheme at higher
values of E b /N0 [116]. The larger the number of low-weight codewords, the more
pronounced the error floor is.

Fig. 8.44 The concept of serial (a) and parallel (b) concatenation of two component codes

One might argue why parallel concatenated convolutional codes and serial concatenated block codes are in focus here. One of the main reasons is that the influence
of the interleaver length (or interleaver depth, or yet interleaver size) in the performance of PCCC and SCBC is more pronounced [10, pp. 582–623]. This is to say
that an increase in the interleaver depth produces greater performance improvement
returns for PCCC and SCBC than for serially concatenated convolutional codes
(SCCC) and parallel concatenated block codes (PCBC). For more on the performance analysis of parallel and serially concatenated block and convolutional codes
separated by interleavers, see [7], [8] and [9]. For a tutorial on iterative decoding of
PCCC and SCCC, see [121].
In what concerns turbo decoding of concatenated codes, the interleaver has yet
another very important role. Differently from a channel interleaver, which is normally placed at the output of the channel encoding process to break the memory
effect of the channel, in turbo codes the interleaver is placed between the concatenated codes. The iterative decoding process permits the decoder to improve
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the reliability of a given symbol by exploring all the information upon this symbol
coming from different decoders. The role of the interleaver here is to de-correlate
this information, increasing the probability of correct decisions.

Fig. 8.45 Typical behavior of the BER for parallel and serial concatenations

The hart of the turbo decoding process is the SISO decoding algorithm, which is
responsible for processing soft-input values and produce soft-output results representing the reliability upon the decision of a given symbol. The turbo process then
comes into action by improving this reliability iteration by iteration. The reliability
information produced by the SISO decoder is called extrinsic information [12]. It
can be interpreted as the amount of information added to the soft-input to form the
corresponding soft-output [65]. It can also be interpreted as the amount of information gained by the SISO decoding [133]. Yet, the extrinsic information can be
interpreted as the additional amount of information upon a given symbol, which
is gained by exploring the dependencies among the message and coded symbols
in a codeword [54, p. 679], this dependence determined by each specific encoding
rule. It is worth mentioning that by the time of the invention of the turbo codes,
independent work [14] by R. G. Gallager [34] and J. Lodge et al. [87] also identified
the principle behind the extrinsic information transfer.

8.2.10.4 Single-Parity Check Product Codes
Product codes [30, 76] are block codes that can be considered as part of a broader
family of array codes [60]. Similarly to what happens with LDPC, the encoding
and decoding processes of product codes as well as the interpretation of the code
operation is greatly facilitated by a geometrical representation. A D-dimensional
systematic or non-systematic product code can be defined from the message block
lengths in each dimension, {k1 , k2 , . . . , kd , . . . , k D }, and from the corresponding

8.2

Notions of Error-Correcting Codes

811

encoded block lengths {n 1 , n 2 , . . . , n d , . . . , n D }. The resultant product code has
codeword length
ν=

D


nd .

(8.143)

d=1

If rd = kd /n d is the code rate of the component code in the d-th dimension, the
code rate of the product code is
r=

D


rd ,

(8.144)

dmind .

(8.145)

d=1

and its minimum distance is
δmin =

D

d=1

When identical11 single-parity check codes (n, k, dmin ) = (n, n −1, 2) are used
in all dimensions, the resultant D-dimensional (ν, κ, δmin ) code is called singleparity check product code (SPC-PC), which has the following parameters:
1. ν = n D ,
2. κ = k D = (n − 1) D ,

(8.146)

3. δmin = 2 .
D

As pointed out in [116, Chap. 7], single-parity check product codes are, in fact,
a subclass of LDPC codes. Figure 8.46(a) illustrates the geometrical construction of
a 2-dimensional systematic product code for any k1 , k2 , n 1 and n 2 . Figure 8.46(b)
shows a (n, k, 2) D = (3, 2, 2)2 SPC with k1 = k2 = k = 2 and n 1 = n 2 = n =
(k + 1) = 3. Taking Fig. 8.46(b) as a reference, the k 2 = 4 message bits are first
arranged into a k ×k = 2×2 matrix. Then, through the parity equations of the code,
the parity (or check) on rows are formed and appended to the right of the message
matrix (we are using even parity12 in this example). The parity on columns is then
generated and appended below the message block. Finally, the parity on parities13
(or check on checks) is generated to complete the n × n = 3 × 3 code matrix.

11

In fact the component codes need not to be identical, but we shall adopt this restriction here.

12

An even parity means that the number of “1s” in the coded row or column must be even.

13

It can be shown that the parity on parities is the same, regardless if the parity on rows or the
parity on columns is used to generate it.
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A codeword of the (3, 2, 2)2 SPC-PC corresponds to all bits from Fig. 8.46(b) read
in any, but deterministic order.14

Fig. 8.46 Geometrical structure of a 2-dimensional product code: (a) for any k1 , k2 , n 1 and n 2 .
(b) SPC with k1 = k2 = k = 2 and n 1 = n 2 = n = k + 1 = 3

For better clarifying matters, Fig. 8.47 illustrates the geometrical representation
of a (3, 2, 2)3 single-parity check product code. Figure 8.47(a) shows the geometrical code construction and Fig. 8.47(b) shows the geometrical position of the
message bits (shaded volume) in the final 3-trimensional code matrix.

Fig. 8.47 Geometrical structure of the (3, 2, 2)2 SPC-PC: (a) Code construction. (b) Geometrical
position of the message bits

It is interesting to notice that both constructions in Fig. 8.46 and Fig. 8.47 are
in fact geometrical representations of a serial concatenation of codes separated by
interleavers: 2 codes separated by 1 interleaver in the 2-dimensional SPC-PC and 3
codes separated by 2 interleavers in the 3-dimensional SPC-PC. Figure 8.48 illustrates the serial concatenation of three block codes separated by two block interleavers. Below the diagram are the specific numbers for the (3, 2, 2)3 code, where
14

In this text we refer to a coded “bit b j ” or to a code “symbol b j ” indistinctively, implicitly
assuming a binary signaling scheme. Furthermore, as far as reliability computations are concerned,
it is not incorrect to refer to a coded bit or to a coded symbol.
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m = 4. This value of m means that the outer encoder operates on a block that spans
4 times the word length applied to its input. In a general serial concatenation of
block codes, the value of m has a strong influence on the overall code performance
and can be chosen as desired. In the case of single-parity check product codes, the
interleaver sizes are attached to the geometrical structure of the code, i.e. the value
of m can not be modified for a given SPC-PC, but can change from one SPC-PC to
another.

Fig. 8.48 Serial concatenation of three block codes separated by two interleavers. Specific numbers for the (3, 2, 2)3 code are shown below the diagram

In general, for a D-dimensional product code with identical concatenated codes
in all dimensions, that is k1 = k2 = · · · = k D = k and n 1 = n 2 = · · · = n D = n,
the interleaver between dimension d and dimension (d +1) can be implemented as a
two-dimensional block interleaver15 with the number of rows and columns given by
N (r ) × N (c)

(d,d+1)

= n d−1 k D−d × n .

(8.147)

Some references also give the name product code to codes that do not have
the check on checks [47, 133]. These codes are usually referred to as incomplete
product codes and are in fact a parallel concatenation of the component codes.
Obviously, incomplete product codes do not share the properties of complete product codes given in (8.143), (8.144) and (8.145). Furthermore, incomplete product
codes achieve worse performance than their complete counterparts, mainly because,
for a given length of the component codes, the resultant minimum distance is smaller
and because the resultant number of low weight codewords is larger [116]. In the
present discussion we consider only complete product codes.
8.2.10.5 A Key Property of Product Codes
An important property of product codes is that all vectors obtained from any direction in the final D-dimensional hypercube are codewords of the corresponding component codes. For example, the cube with n D = 33 = 27 bits in Fig. 8.47(a) is
formed by n D−1 = 33−1 = 9 codewords of length n = 3, arranged in the directions
of its width, height and depth, resulting in Dn D−1 = 27 codewords of the (3, 2, 2)
component code. In other words, consider that Fig. 8.49 represents the array r of
received symbols in a system with a 3-dimensional product code. All vectors of
length n extracted in any of the directions indicated by the arrows are codewords
of the component code in the dimension corresponding to that direction.
15

A block interleaver is a row-column device that can be implemented in a memory loaded by
rows and read by columns, or vice-versa.
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The property just described is of major importance for the decoding process,
since a single symbol within the received array r (at the intersection of the arrows
in Fig. 8.49, for example) is attached to D different codewords. This means that
the receiver can obtain information upon such symbol by exploring the coded bit
dependencies from these D different codewords. This will become clearer, later,
with the help of an example.

Fig. 8.49 Decoding directions in each dimension of a 3-dimensional product code

In practice, it is obvious that the received codeword is not arranged in a cube
like in Fig. 8.49 or any other geometric figure. It is received as a serial stream. We
then must be able to identify codewords in this stream as if they were organized
in a geometric figure. A simple exercise with a 2-dimensional product code can
permit us to identify which symbol indexes are associated to each codeword in
the array. For example, the sequence of received symbols in Fig. 8.46(b) could be
[b0 b1 b2 b3 b4 b5 b6 b7 b8 ] = [101110011]. Clearly, the bit indexes associated
to the horizontal codewords are [0, 1, 2], [3, 4, 5] and [6, 7, 8]. Similarly, the bit
indexes associated to the vertical codewords are [0, 3, 6], [1, 4, 7] and [2, 5, 8].
For a 3-dimensional code, finding the indexes corresponding to the codewords in
all dimensions is still possible, though a little more tedious mainly if n is large. For
codes with more than three dimensions this task becomes hard, since we do not have
the help of a visible geometric structure anymore. The algorithm below can be used
to solve this problem:
1. Create a vector v with n D elements such that v j = j, for j = 0, 1, . . . , (n D −1);
2. For d varying from 0 to (D − 1) in steps of 1:
– Make w vary from 0 to (n D − 2) in steps of 1 and compute Ad,w = v f (d,w) ,
the elements of a matrix A of order D × n D , where f (d, w) = (n d w)
mod (n D − 1).
– For w = (n D − 1), set Ad,w = (n D − 1).
3. The matrix A is the desired array of indexes.
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The above algorithm generates an array of indexes corresponding to the correct
bit (or symbol) positions in all codewords of the component codes that can be identified in all “dimensions” of the received codeword. In this algorithm it is assumed
that the codes in all dimensions are identical. Although this restricts the possibilities
of choice for the resultant code parameters, it is still possible to form product codes
with various lengths and rates by using the same code in all dimensions. Moreover,
it is easier to implement a product code using identical component codes. As an
example for a (n, k, dmin ) D = (3, 2, 2)3 code, the array A is given by
⎡

⎤
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26
A = ⎣0 3 6 9 12 15 18 21 24 1 4 7 10 13 16 19 22 25 2 5 8 11 14 17 20 23 26⎦ .
0 9 18 1 10 19 2 11 20 3 12 21 4 13 22 5 14 23 6 15 24 7 16 25 8 17 26
(8.148)
Assuming that a product code codeword is organized as [b0 b1 b2 · · · b26 ], all
bits with indexes grouped into n = 3 consecutive elements in each row of A belong
to a codeword of the component (3, 2, 2) code. For example, considering the first
row of A (which corresponds to the first dimension of the product code), we have
9 codewords: [b0 b1 b2 ], [b3 b4 b5 ], [b6 b7 b8 ], . . . , [b24 b25 b26 ]. Similarly, the
second row of A (the second dimension of the product code) has also 9 codewords:
[b0 b3 b6 ], [b9 b12 b15 ], [b18 b21 b24 ], . . . , [b20 b23 b26 ]. Finally, the third row
of A (the third dimension of the product code) has the following 9 codewords:
[b0 b9 b18 ], [b1 b10 b19 ], [b2 b11 b20 ], . . . , [b8 b17 b26 ].
8.2.10.6 Turbo Decoding of Product Codes
We have already mentioned that the SISO decoding algorithm is the hart of the turbo
decoding process. Figure 8.50 illustrates the SISO decoding in the context of iterative decoding of systematic or non-systematic product codes. The soft input L  (b̂) is
composed by the channel state information16 L c (x) for all received coded symbols
and by the a priori information L(b) for the message symbols (for systematic codes)

Fig. 8.50 Iterative decoding of block turbo codes. Adapted from [47] and [133]

16

The channel state information (CSI) in the present context is a metric associated to the matched
filter or correlator detector output.
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or for all coded symbols (for systematic or nonsystematic codes). All these values
are normally operated in the logarithmic domain.
For a better understanding about the composition of the soft input, assume that
the coded symbols of an antipodal signaling scheme are transmitted over a flat fading channel in which samples of the detector output are corrupted by a multiplicative
channel gain g and by an additive Gaussian noise with variance N0 /2, where N0 is
the unilateral power spectral density√of the noise. The a posteriori log-likelihood
ratio (LLR) for the symbol d ∈ { ± E}, conditioned on the matched filter output,
x, and on the channel gain, g, can be written as
#
$
√
P b = + E|x, g
$.
L(b|x, g)  L  (b̂) = ln #
√
P b = − E|x, g

(8.149)

Applying Bayes’ rule to (8.149) we obtain
%
& #
√
√ $
p x|b = + E, g P b = + E
& #
L  (b̂) = ln %
√
√ $,
p x|b = − E, g P b = − E

(8.150)

√
√
where p(x|b = + E, g) and p(x|b = − E, g) are Gaussian densities of the
decision variable x at the matched
√filter output,
√ conditioned on the channel gain, g,
and on the transmitted symbol + E and − E, respectively. Then, we can write


%
√ &2
#
√ $
−1
x−g E
exp −N0
P b=+ E
 + ln #

L  (b̂) = ln
√ $
%
√ &2
−1
P
b
=
−
E
x+g E
exp −N0
√
E
x + L(b) = L c (x) + L(b),
= 4g
N0

(8.151)

from where it is clear why L c (x) is called channel state information. In this expression, L(b) is called a priori information on the symbol b.
The soft output of the SISO decoder, L(b̂), is composed by the a posteriori LLR,
L  (b̂), and the extrinsic information L e (b̂). Recall that the extrinsic information can
be interpreted as the additional amount of information upon a given bit, which is
gained by exploring the dependencies among the message and coded bits in a codeword. From Fig. 8.50 we also notice that the extrinsic information is equal to the
subtraction of the soft input from the soft output of the SISO decoder.
At the beginning of the iterative decoding process, the a priori information on the
transmitted symbols are unknown and are assumed to be equal, that is, L(b) = 0.
The extrinsic information obtained in the first iteration is then fed back to the SISO
decoder input as the a priori LLR of the corresponding symbol for the next iteration.
This “correction” of the soft input can be interpreted as an increased reliability of
the soft input values. This process continues for subsequent iterations, the extrinsic
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information obtained in a given iteration serving as the a priori information in the
next. The polarity of the soft output is associated to the hard decision upon the
corresponding symbol (assuming antipodal signaling) and the magnitude of the soft
output is associated to the reliability of this decision.
The definition of the extrinsic information states that its value is determined
by exploring the dependencies among the coded symbols in a codeword. This is
accomplished by the so-called soft-output algorithms. Some of these algorithms are
code-specific and others can be applied to a variety of codes. Several algorithms
are now available and most of them are derived from the BCJR [5], Chase [26],
SOVA [46] or Kaneko [71] algorithms. In what concerns block codes, the Pyndiah’s
algorithm [115] and some log-MAP algorithms [116–118] are of special interest.
In what concerns the turbo decoding of single-parity check product codes, the logMAP algorithm adopted in [116, 117] will be detailed in the next subsection. For a
condensed tutorial on SISO decoding algorithms, see [107].
8.2.10.7 Turbo Decoding of Single-Parity Check Product Codes
When optimum symbol-by-symbol MAP decoding algorithms operate in the logarithmic domain, they are usually referred to as log-MAP algorithms. In [47] and
[133], a suboptimum log-MAP algorithm was used in simple examples of a turbo
decoding of an incomplete single-parity check product code. In [116] and [117],
optimum and suboptimum versions of a log-MAP algorithm were considered in the
context of complete single-parity check turbo product codes (SPC-TPC). In what
follows, the optimum log-MAP17 algorithm of [116] and [117] is described.
Recall that the objective of the turbo decoding algorithm is to produce a soft
output after a number of iterations so that a hard decision can be made based on the
polarity of this output, again assuming an antipodal signaling. For a D-dimensional
product code, the turbo decoding algorithm can be written as follows:
1. Before the first iteration, make the a priori LLRs for all received symbols in a
codeword equal to zero, i.e. L(b) = 0.
2. For all received symbols, compute the channel LLR L c (x) from the detector
output by applying (8.151).
3. Set the iteration counter to i = 0 and the dimension counter to d = 1.
4. From the encoding rule, which establishes the dependences among the message
and the encoded bits, compute the extrinsic information L e (b̂) for all symbols in
the d-th dimension and i-th iteration.
5. Make the a priori LLR L(b) for each symbol equal to the sum of all extrinsic
information computed up to this time for that symbol, excluding the extrinsic
information corresponding to the current dimension. If all dimensions have not
been considered yet (d < D), increment d and go to step 4. After all dimensions
17

Although this algorithm is optimum in the sense of decoding a component code of the SPC-TPC,
the overall turbo decoding process is suboptimum. However, the performance of the turbo decoding
is close to optimum at low values of BER [116, p. 65].
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have been considered (d = D), increment i, reset d to 1 and go to step 4. If there
is no more iteration, go to step 6.
6. Set the soft output L(b̂) = L c (x) + ΣL e (b̂), where ΣL e (b̂) sums up the extrinsic information computed in all dimensions in the last iteration. The estimated
symbol is a hard decision on the soft output value.
The computation of the extrinsic information in step 4 of the above algorithm
depends on the code structure. For single-parity check product codes with even
parity check, the code structure is established by exclusive-OR operations among
the bits in a codeword. More specifically, any bit in a SPC codeword is the result of
the XOR operation among the remaining bits in that codeword. This can be easily
verified with the help of Fig. 8.46(b). Then, what we need is a set of tools that
translate these XOR operations on bits into “XOR” operations on LLRs. To these
set of tools is given the name log-likelihood algebra [13, 47, 133]. The main results
of this algebra are presented here without proof.
For statistically independent symbols denoted by {b j }, the LLR of the modulo-2
operation between the corresponding two bits is defined by [47, 133]18

e L(b1 ) + e L(b2 )
+ L(b2 )  L(b1 ⊕ b2 ) = ln
L(b1 ) 
1 + e L(b1 ) e L(b2 )
∼
= sgn[L(b1 )] × sgn[L(b2 )] × min[|L(b1 )|, |L(b2 )|],


(8.152)

with the additional rules:
+ ∞ = L(b),
1. L(b) 
+ − ∞ = −L(b),
2. L(b) 
+ 0 = 0.
3. L(b) 

(8.153)

The above rules can be interpreted as follows: in the first equality, a very high
and positive LLR means a high probability of a binary “0”. Since the XOR operation
of a binary “b” with “0” is equal to “b”, it is reasonable that the LLR of b ⊕ 0 be
equal to the LLR of “b”. The interpretation of the second equality in (8.153) follows
immediately. In the third equality, a zero LLR means a complete lack of reliability
about the corresponding binary “0” or “1”, which means that a XOR operation with
this unreliable “0” or “1” is unreliable as well. As a consequence, the LLR of this
XOR operation is also 0.
Expression (8.152) can be generalized to account for more than two symbols,
yielding [47]

18

The definition of this operation differs slightly in [47] and [133], because they use a different
mapping from the binary “0” and “1” to the symbols “−1” and “+1”. Here we are following [47],
[116] and [117], in which the mapping is “0” → “+1” and “1” → “−1”.
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⎛
+ L(b j )  L ⎝


J
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1
+
tanh(L(b
)/2)
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⎢
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= ln ⎢
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⎣
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tanh(L(b j )/2)

(8.154)

j=1

⎛
= 2arctanh ⎝

J


⎞
tanh(L(b j )/2)⎠

j=1

⎛
∼
=⎝

J

j=1

⎞
sgn[L(b j )]⎠ min |L(b j )|.
j=1...J

Recalling that in a single-parity check product code any bit in a codeword is the
result of the XOR operation among the remaining bits in that codeword, we can
interpret (8.154) as follows: the magnitude of the LLR of a given symbol within
a codeword is approximately equal to the smallest of the LLRs of the remaining
symbols in that codeword. The sign of the LLR is kept unchanged if the parity
among the corresponding remaining bits is verified, and it is inverted if this parity is
not verified. In other words, to the reliability of a given symbol is given the smallest
reliability within a received code vector. If the parity equation among the other bits
does not yield the bit under analysis, this bit is inverted to force the parity to be
verified.
The above discussion can also be translated into the iterative decoding process in the following way: at the end of a given iteration, the a priori information on a symbol is updated by the extrinsic information to adjust the soft input
of the SISO algorithm for the next iteration. The amount of update is large if
the reliability of the decision upon that symbol in the previous iteration was high
and vice-versa. The reliability information in the soft input will be reduced or
increased, depending on if the parity equation was or was not verified in the previous
iteration.
Another interesting result about iteratively decoded SPC-TPC is related to the
necessary number of iterations. Results reported in the literature confirm that, after
a number of iterations equal to the dimension of the code, the soft output can already
be used to provide a very reliable decision on the transmitted bits. For codes with
D > 2 it is possible that convergence of the soft output values occurs before D
iterations. In these situations, a stop criterion [64, p. 43] can be used to interrupt
the iterative process as soon as convergence is verified. With an average number
of iterations smaller than D, it would be possible to increase the overall system
throughput, since the average decoding time would be reduced.
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8.2.10.8 An Example of Turbo Decoding of a 2-Dimensional SPC-TPC
The general model for the SPC-TPC coded system is shown in Fig. 8.51, where
a vector channel model is adopted. A block of message bits enters the SPC-TPC
√
encoder and, assuming antipodal signaling, the encoded bits are converted to ± E,
where E = r × E b is the average coded symbol energy and E b is the average
message bit energy. Assuming coherent detection at the receiver, the vector of transmitted symbols is corrupted by a multiplicative fading vector g and an additive noise
vector η. Each element in g is assumed to be an i.i.d. Rayleigh random variable with
unitary mean square value, and each element in η is a zero mean i.i.d. Gaussian
random variable with variance N0 /2. In the example that follows we assume a pure
AWGN channel, which means that g = 1 in Fig. 8.51.

Fig. 8.51 System model for the SPC-TPC example

Example 8.19 – This example covers the iterative decoding steps of a (n, k, dmin ) D =
(4, 3, 2)2 single-parity check turbo product code. To simplify matters, we have used
the approximate result in (8.154) when computing extrinsic LLRs. Nevertheless, a
significant performance improvement can be achieved if the exact computation is
adopted instead. In practice the “arctanh” and “tanh” operations in (8.154) can be
easily computed via look-up table.
Assume that the transmitted message word composed by k D = 32 = 9 bits
is m = [001010100]. Arranging these bits in a 2-dimensional array and computing the even check on rows, check on columns and check on checks we obtain
the array shown in Fig. 8.52(a). In this figure, as well as in similar ones presented in this example, the region with no shade corresponds to the message symbols and the shaded region corresponds to the parity symbols. The indexes of
the bits or symbols within a codeword are shown in Fig. 8.53, where the subscript “h” stands for “horizontal” and the subscript “v” stands for “vertical”. The
encoded symbols are assumed to have been transmitted in the following order:
b0 , b3 , b6 , bv0 , b1 , b4 , b7 , bv1 , b2 , b5 , b8 , bv2 , bh0 , bh1 , bh2 and bvh .
In the simulation used to generate the results presented here, we have chosen
E b /N0 = 4 dB and the average message bit energy E b was made equal to 1. The
variance σ 2 of the noise vector components of η was determined according to:
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σ2 =

N0
Eb
1
∼
=
=
= 0.199.
2
2(E b /N0 )
2(104/10 )
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(8.155)

A realization of the noise components of η is shown in Fig. 8.52(b).

Fig. 8.52 Arrays for a (4, 3, 2)2 product code: (a) One codeword. (b) Noise components η at the
optimum detector output. (c) Channel LLR L c (x) for all coded symbols

The average symbol energy is E = r ×√E b = (3/4)2 × 1 = 0.563 Joule. The values
of the transmitted symbols is then ± E = ±0.75 volts, where a positive value
represents a binary “0” and a negative value represents a binary “1”.

Fig. 8.53 A possible displacement of the bits in a codeword of a (4, 3, 2)2 product code

The
√ channel LLR L c (x) can be computed
√ according to (8.151), i.e. L c (x) =
(4xg E)/N0 , where g = 1 and x = ± E + η. The resultant values of L c (x)
are shown in the array of Fig. 8.52(c). For example, the value L c (x) = 8.38 in
Fig. 8.52(c), associated to symbol b0 , was computed from
√

√ %
&
E
E √
0.75
(0.75 + 0.36) ∼
4
x =4
E +η =4
= 8.38.
N0
N0
2 × 0.199

(8.156)

Figure 8.54 presents some results after the first iteration is completed.
Figure 8.54(a) shows the extrinsic information computed from the decoding in the
vertical dimension of the SPC-TPC. As mentioned before, to reflect the modulo-2
sum among the bits in a codeword, the extrinsic LLR of a given symbol is obtained
by an appropriate sum of the LLRs of the remaining symbols, according to (8.154).
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For example, the extrinsic information of the symbol b0 coming from the decoding in the vertical dimension can be obtained by operating the soft inputs associated to the symbols b3 , b6 and bv0 , here denoted as Lb3 , Lb6 and Lbv0 for
notational simplicity, respectively. The soft input associated to a given symbol is
the sum of the channel LLR L c (x) and the a priori information L(b) on that symbol. Before the first iteration no a priori information is available and L(b) is made
equal to 0.

Fig. 8.54 Results after first iteration: (a) Extrinsic information from vertical decoding, L ev (b). (b)
Extrinsic information from horizontal decoding, L eh (b). (c) Total LLR, L c (x) + L ev (b) + L eh (b)

Using the approximate solution in (8.154), the extrinsic information of the symbol b0 coming from the decoding in the vertical dimension is given by
L ev (b0 ) ∼
= [sgn(Lb3 ) × sgn(Lb6 ) × sgn(Lbv0 )] min[|Lb3 |, |Lb6 |, |Lbv0 |]
= [sgn(5.43) × sgn(−11.93) × sgn(−1.70)]
× min[|5.43|, | − 11.93|, | − 1.70|]
= 1.70,
(8.157)
which is the upper-left result shown in Fig. 8.54(a). Similarly, the extrinsic information of the symbol b3 , also coming from the decoding in the vertical dimension, is
given by
L ev (b3 ) ∼
= [sgn(Lb0 ) × sgn(Lb6 ) × sgn(Lbv0 )] min[|Lb0 |, |Lb6 |, |Lbv0 |]
= [sgn(8.38) × sgn(−11.93) × sgn(−1.70)]
× min[|8.38|, | − 11.93|, | − 1.70|]
= 1.70.
(8.158)
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The remaining results in Fig. 8.54(a) were computed similarly. Now, all values of extrinsic information computed from the vertical dimension and shown in
Fig. 8.54(a) will be used as the a priori information for the computations of the
extrinsic information from the horizontal dimension. For example, the extrinsic
information of the symbol b0 coming from the decoding in the horizontal dimension
is given by
L eh (b0 ) ∼
= [sgn(Lb1 ) × sgn(Lb2 ) × sgn(Lbh0 )] min[|Lb1 |, |Lb2 |, |Lbh0 |]
= [sgn(3.93 + 0.68) × sgn(2.63 + 3.77) × sgn(−6.21 − 3.52)]
× min[|3.93 + 0.68|, |2.63 + 3.77|, | − 6.21 − 3.52|]
= −4.61,
(8.159)
which is the upper-left result in Fig. 8.54(b). Similarly, for the symbol b1
we have
L eh (b1 ) = [sgn(Lb0 ) × sgn(Lb2 ) × sgn(Lbh0 )] min[|Lb0 |, |Lb2 |, |Lbh0 |]
= [sgn(8.38 + 1.70) × sgn(2.63 + 3.77) × sgn(−6.21 − 3.52)]
× min[|8.38 + 1.70|, |2.63 + 3.77|, | − 6.21 − 3.52|]
= −6.40.
(8.160)
The remaining results in Fig. 8.54(b) were obtained in the same manner. The
total LLR is the sum of the channel LLR L c (x) and the extrinsic information from
the vertical and horizontal decoding, L ev (b) and L eh (b). For example, the total LLR
for the symbol b0 is given by 8.38 + 1.70 − 4.61 = 5.47, which is the upperleft result in Fig. 8.54(c). The remaining results in Fig. 8.54(c) were computed
similarly.
Observe that if we make a hard decision based on the total LLR values in
Fig. 8.54(c) and compare the decisions with Fig. 8.52(a), we shall find bit errors
in b1 , b2 , b4 and b5 . It is interesting to notice that the total LLR of these bits are
indeed among the smallest, which means that the decision upon them are carrying a
low reliability and, in fact, should be changed. The iterative decoding algorithm will
make this change in a correct manner in the next iteration, as we shall see below.
Now we move back to the decoding in the vertical dimension, but in the second
iteration. This time we have to use the extrinsic information from the horizontal
decoding in the previous iteration as the a priori information. For example, the
extrinsic information for the symbol b0 computed from the decoding in the vertical
dimension, in the second iteration, is given by
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L ev (b0 ) = [sgn(Lb3 ) × sgn(Lb6 ) × sgn(Lbv0 )] min[|Lb3 |, |Lb6 |, |Lbv0 |]
= [sgn(5.43 − 6.04) × sgn(−11.93 − 4.61) × sgn(−1.70 − 6.14)]
× min[|5.43 − 6.04|, | − 11.93 − 4.61|, | − 1.70 − 6.14|]
= −0.61,
(8.161)
which is the upper-left result shown in Fig. 8.55(a). Similarly, the extrinsic information for the symbol b3 , also computed from the decoding in the vertical dimension,
in the second iteration, is given by
L ev (b3 ) = [sgn(Lb0 ) × sgn(Lb6 ) × sgn(Lbv0 )] min[|Lb0 |, |Lb6 |, |Lbv0 |]
= [sgn(8.38 − 4.61) × sgn(−11.93 − 4.61) × sgn(−1.70 − 6.14)]
× min[|8.38 − 4.61|, | − 11.93 − 4.61|, | − 1.70 − 6.14|]
= 3.77.
(8.162)
The remaining results in Fig. 8.55(a) were computed analogously to (8.162).

Fig. 8.55 Results after second iteration: (a) Extrinsic information from vertical decoding, L ev (b).
(b) Extrinsic information from horizontal decoding, L eh (b). (c) Total LLR, L c (x)+ L ev (b)+ L eh (b)

Again, all values of the extrinsic information computed from the vertical dimension and shown in Fig. 8.55(a) will be used as the a priori information for the
computations of the extrinsic information from the horizontal dimension. For example, the extrinsic information for the symbol b0 computed from the decoding in the
horizontal dimension, in the second iteration, is given by
L eh (b0 ) = [sgn(Lb1 ) × sgn(Lb2 ) × sgn(Lbh0 )] min[|Lb1 |, |Lb2 |, |Lbh0 |]
= [sgn(3.93 − 1.04) × sgn(2.63 − 2.27) × sgn(−6.21 − 7.71)]
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× min[|3.93 − 1.04|, |2.63 − 2.27|, | − 6.21 − 7.71|]
= −0.36,

(8.163)

which is the upper-left result shown in Fig. 8.55(b). The remaining results in
Fig. 8.55(b) were computed analogously to (8.163).
Likewise in the first iteration, the total LLR is computed as the sum of the channel
LLR L c (x) and the extrinsic information from the vertical and horizontal decoding,
L ev (b) and L eh (b). For example, the total LLR for the symbol b0 is given by 8.38 −
0.61 − 0.36 = 7.41, which is the upper-left result in Fig. 8.55(c). The remaining
results in this figure were computed similarly.
Observe now that if we make a hard decision based on the total LLR values given
in Fig. 8.55(c) and compare the decisions with Fig. 8.52(a), we shall find the correct
codeword. This is in agreement with our previous statement saying that often the
turbo-decoding of a D-dimensional product code produces sufficiently reliable (not
necessarily correct) soft outputs at the end of the D-th iteration.
Figure 8.56 shows the results after six iterations. We observe that the signs within
the array of total LLRs were maintained in relation to those shown in Fig. 8.55(c),
but the magnitudes of all LLRs were increased as the result of the reliability
improvement produced by the iterative decoding process.

Fig. 8.56 Results after sixth iteration: (a) Extrinsic information from vertical decoding, L ev (b).
(b) Extrinsic information from horizontal decoding, L eh (b). (c) Total LLR, L c (x)+ L ev (b)+ L eh (b)

8.2.10.9 General Comments on Multidimensional Product Codes
When the number of dimensions of a product code goes from D to (D + 1), a
performance improvement is observed, but with diminishing returns as D increases.
This statement will be confirmed in the next subsection, where some simulation
results of a D-dimensional SPC-TPC are presented. This performance improvement
occurs mainly due to the increased minimum distance and “randomness” of the
code. In fact, as can be concluded from [16] and [165], the randomness is even
more relevant to the performance of a code than is its minimum distance.
During the iterative process, the more the LLRs of a given symbol coming from
different dimensions are uncorrelated, the better the convergence and the overall
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performance of the code. As already mentioned in this chapter, the role of the
interleaver between the component codes is crucial for reducing this correlation.
An example can be found in [116] and [117], were pseudo-random interleavers inbetween the component codes of a single-parity check product code have produced
noticeable performance improvement over the geometrically-based interleaver of a
conventional product code. In general, the interleaver randomness and depth have
great impact on the performance of serially concatenated block codes [6, 9]. For
parallel concatenated block codes, the interleaver depth can be restricted to the block
length, with minor improvements beyond this point.
Better performances can also be obtained if the error correction capability of
the component codes is increased. As reported in [103], very attractive results
were obtained with product codes using simple Hamming component codes. The
Comtech AHA Comporation (www.comtechaha.com)19 is an example of manufacturer of product codes with Hamming (and also single-parity check) component
codes. In the specific case of SPC-TPC, an increased block length of the component
codes can be a better solution for D > 2. For D = 2, shorter component codes tend
to yield better performance results at low E b /N0 , but longer codes tend to produce
a more steep BER curve at higher values of E b /N0 .
Last but not least, the decoding latency of turbo-like codes is still of major concern. This latency is measured from the instant that an entire codeword has been
received to the instant when the first valid decoded message bit is available at the
output of the decoder. The decoding latency depends mainly on the complexity
of the decoding scheme and on the number of iterations. The single-parity check
product codes are particularly attractive in what concerns this latency, since the
decoding complexity is small and the number of iterations is typically close to the
number of dimensions of the code. For more information on decoding algorithms
for block turbo codes, see for example [26], [29], [37, Chap. 6], [78] and [115].
Implementation aspects of block turbo codes are discussed in [37, Chap. 7].
8.2.10.10 Simulation Results over the AWGN and Slow Flat Rayleigh
Fading Channel
Aiming at illustrating the potential coding gains of single-parity check product
codes, in this subsection we present some simulation results of a (8, 7, 2) D code
for D = 2, 3, 4 and 5, operating over the AWGN channel and over a slow flat
Rayleigh fading channel with BPSK modulation. The decoding algorithm used in
the simulations was the one described in this section. This algorithm and the code
(8, 7, 2) D for D = 2, 3, 4 and 5 were also investigated in [116] and [117].
Figure 8.57 shows simulation results over the AWGN channel. We notice from
this figure that an increased number of dimensions brings performance improvements, but with diminishing returns. We also notice that the performance of the (8,

19

Comtech AHA also provides other error-correcting code solutions, including Reed Solomon,
BCH and LDPC codes.
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7, 2)2 code is quite good, yielding a coding gain greater than 3 dB at a BER of 10−5 ,
with a relatively short block length (64 bits). The performance of the (8, 7, 2)5 code
is only at 1.8 dB from the Shannon limit for BPSK signaling at a BER of 10−5 ,
which corresponds to a coding gain slightly greater than 7 dB. The price we have to
pay for this superior performance is a block length of 32,768 bits.
In Fig. 8.57 we do not see any error floor, which means that it will happen (if
any) at values of BER lower than 10−5 . In [116], the author has investigated bounds
on error probabilities of SPC-TPC and, for the specific case of the (8, 7, 2)5 code, a
modest error floor would be found around a BER of 10−10 [116, p. 65], a value that is
considerably smaller than that demonstrated by standard convolutional turbo codes.
Figure 8.58 shows simulation results for the (8, 7, 2) D code for D = 2, 3, 4 and
5, operating over a slow, flat Rayleigh fading channel with BPSK modulation. We
also observe a performance improvement as the code dimension is increased, but
again, with diminishing returns. We notice, however, that the coding gains obtained
in the fading channel are considerably greater than those obtained over the AWGN
channel. This is in fact a normal behavior of any good error-correcting code operating over fading channels. Observe that a coding gain of 40 dB can be obtained with
the shortest of the codes, with a block length of only 64 bits. For the (8, 7, 2)5 code,
the gap from the Shannon limit is within 1.6 dB.

Fig. 8.57 Simulation results for single-parity check product codes (8, 7, 2) D with turbo decoding
over the AWGN channel with BPSK modulation, for D = 2, 3, 4 and 5

The turbo decoding algorithm used to produce the results in Fig. 8.58 took into
account the channel gain g imposed to each transmitted symbol in the computation
of the channel LLR, according to (8.151). It is said that in this case the receiver
had a perfect knowledge of the channel state information. We have also tested the
performance of the (8, 7, 2) D code over the Rayleigh fading channel considering
that no CSI was available to the decoder. A performance penalty of about 1 dB was
observed in this situation.
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The results presented in Fig. 8.57 and Fig. 8.58 demonstrate that single-parity
check product codes are indeed very attractive error-correcting schemes, not only
due to the large coding gains that can be achieved, but also due to the low complexity
of the encoding and decoding algorithms.

Fig. 8.58 Simulation results for single-parity check product codes (8, 7, 2) D with turbo decoding
over the slow flat Rayleigh fading channel with BPSK modulation for D = 2, 3, 4 and 5

8.2.11 Remarks on Coding for Fading Channels
The design of error-correcting codes to operate over fading channels has been the
subject of extensive research since C. E. Shannon laid the fundamentals of transmission of information in the late 1940s. Information theory itself has gained its
own branch dedicated to the information-theoretic aspects of fading channels, and
several important results are already available. See for example [18, 19, 21].
To compose this subsection we have conducted an extensive survey on the design
criterions of channel codes for fading channels. For brevity, we have chosen only
to synthesize our main conclusions, whenever possible accompanied by some arguments from the references that supported such conclusions.
8.2.11.1 A Synthesizing Phrase
If we had to condense our conclusions in a single phrase that could represent a
general rule for the design of codes for fading channels we would follow [10, p. 720]
and [20] and state that optimal codes designed for the AWGN channel tend to be
good (although suboptimal) codes for fading channels with diversity. The reasoning
behind this statement is based on the fact that diversity acts like a “gaussianization”
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process that reduces the probability of a deep fading and approximates the behavior
of a fading channel to that of an AWGN channel as the diversity order is increased.
8.2.11.2 Modern Channel Coding Schemes for Fading Channels
We have seen in our study of trellis-coded modulation (TCM) that the Ungerboeck’s mapping by set partitioning aims at maximizing the minimum intra-subset
Euclidean distance, which is a correct design rule for AWGN channels. For fading
channels, however, the design rule is shifted to the code diversity [40, Chap. 8],
which is directly proportional to the Hamming distance between any two transmitted
sequences. This means that conventional TCM, which is designed to maximize the
Euclidean distance, exhibits a low code diversity order and, as a consequence, a
poor performance over fading channels. A technique called bit-interleaved codedmodulation (BICM) [25, 38, 166], first proposed by E. Zehavi [166], has been shown
to be an improvement over conventional TCM to combat the effects of fading. In this
technique, a bit-wise interleaver is placed in-between the channel encoder (typically
a convolutional encoder) and the modulator, and an appropriate metric is used by
the decoder to explore the benefits of this construction. It has been shown that, by
using this bit-wise interleaving, the code diversity can be increased to a value proportional to the minimum number of distinct bits rather than the number of distinct
channel symbols [40, p. 251; 141, p. 4; 166] in a given sequence. Nevertheless, it
has been found that this form of interleaving also reduces the minimum inter-signal
Euclidian distance, yielding performance degradation over the AWGN channel as
compared to conventional TCM. The use of iterative decoding has demonstrated to
be a solution to compensate for this degradation, giving birth to the bit-interleaved
coded-modulation with iterative decoding (BICM-ID) technique [83, 140]. BICMID is capable of yielding attractive error correction performance over both AWGN
and fading channels [149].
As we saw in Chap. 3, deep fading observed in a mobile radio channel can reach
30 dB below the average received power, demanding a high system margin that can
be translated into a prohibitively high transmitted power. The use of diversity as a
form of channel “gaussianization” has become literally compulsory in these cases,
since it drastically reduces the probability of deep fading. Among the available techniques, spatial diversity is more often adopted. However, the realization of spatial
diversity reception with multiple antennas in a mobile terminal has imposed practical limitations due to the large amount of space required. These limitations have
been consistently attenuated over the past years, and with today’s technology it is
already possible to accommodate spatial diversity in a mobile terminal. This fact
has also motivated the application of multiple transmit antennas to form a multipleinput, multiple-output (MIMO) system. With this technique, it is also possible not
only increase the overall diversity order, but also to increase channel capacity for
more spectrally-efficient transmissions. In this scenario of a “gaussianized” fading
channel due to the use of diversity, optimum error-correcting codes designed to
operate over the AWGN channel tend to yield close-to-optimal performances [10,
p. 720, 20].
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The use of multiple transmit antennas as a form of producing transmit diversity
has led to the first space-time coding (STC) technique proposed by S. M. Alamouti
in the late 1990s. In the simplest Alamout 2 × 1 (two transmitting and one receiving antenna) scheme, a transmit diversity order of 2 can be achieved. In the 2 × 2
scheme it is possible to achieve an overall diversity of order 4 and a capacity gain (or
multiplexing gain) of order 2. The Alamouti STC scheme is already in commercial
use, mainly due to its small complexity and good returns in terms of performance
improvement. Although more sophisticated MIMO systems are already available in
the literature, the Alamouti technique seems to be a good choice to be implemented
with today’s technology.
Unfortunately, most of the MIMO systems proposed in the literature assume that
channel fading is flat, which is not an adequate model for wideband wireless communication systems where frequency-selective fading often takes place. A possible
solution to this problem is the use of multicarrier transmission, especially orthogonal frequency-division multiplexing (OFDM), so that a flat fading per carrier can
be achieved. Combined with space-time coding and efficient error-correcting codes,
OFDM can add another “dimension” to space and time, from which increased code
diversity can be achieved, pushing the system performance to a higher level [40,
p. 317, 106].
We can conclude this discussion by indicating that, at the present moment, the
following combination of techniques seems to be the most adequate to combat the
fading channel effects, at the same time increasing the spectral efficiency of wireless
communication systems: simple MIMO schemes, to produce diversity and capacity
gain, combined with BICM-ID error correction and OFDM transmission to combat the frequency selectivity of the channel. An example of such combination is
suggested in [79]. Any powerful error-correcting code designed to operate over the
AWGN channel seems to be adequate over fading channels with diversity. Nevertheless, to make use of the benefits of bit interleaving, LDPC or turbo codes are
candidates to be constituent codes of BICM systems.

8.3 Summary and Further Reading
In this chapter we covered basic principles about information theory and errorcorrecting coding schemes. Although several references where cited throughout the
chapter, in what follows we provide a list of selected topics with some recommended
complementary readings:
Information theory

• Additional material about the information-theoretic aspects of fading channels
can be found in the comprehensive paper [18].
• The information-theoretic aspects of multi-user communication systems are discussed in [43] and references therein.
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• The development of the information theory up to the celebration of 50 years of the
Shannon’s theory is covered in [148]. A huge list of complementary references is
given at the end of this paper.
• Some of the most recent developments in information theory deal with spacetime coding and MIMO systems [68, 142], network coding [163] and quantum
information theory [109].
• Complementary to those tutorial papers already cited throughout the chapter,
some others related to information theory are worth reading, for example, [42],
[57], [72], [81], [82], [94] and [128].
• Likewise, some books are also recommended: [52], [90] and [91].
Error-correcting codes
• Some of the most recent developments in channel coding deals with the invention
of turbo codes [13], the rediscovery [88] of low-density parity-check (LDPC)
codes [70] and the application of bit-interleaved coded modulation (BICM) to
communication systems over fading channels [38].
• The reader who is inclined to software implementation of encoding, decoding
and related tasks is invited to refer to the book of C. B. Rorabaugh [120], where
a number of C/C + + routines are provided. If adequately modified, some of
these routines can even be translated into VHDL language for prototyping with
FPGA chips.
• The weight distribution of block codes is deeply analyzed in Chap. 7 of the book
by W. C. Huffman and V. Pless [63].
• Block codes can also be represented by a trellis and, as a consequence, can be
decoded by using a trellis. For details on this approach the reader is invited to
consult the classical paper by J. K. Wolf [159] and the book by B. Honary and G.
Markarian [60].
• The trellis-coded modulation (TCM) is implemented with convolutional or
convolutional-like encoders. When block codes are used instead, the resultant
technique is called block-coded modulation (BCM). BCM was introduced by H.
Imai and S. Hirakawa in 1977 [67] and has gained less attention than TCM. It
is also called multilevel coded modulation (MLCM) because of its multilevel
construction. The decoding method for BCM is called multistage decoding. For
a recent treatment on BCM, see Chap. 19 of the second edition of the book by S.
Lin and D. J. Costello Jr. [86].
• The so-called Wagner decoding rule [130] is a very interesting procedure for
decoding parity-check-based codes, yielding performances comparable to the
maximum likelihood Viterbi decoding algorithm.
• For a discussion on automatic repeat request (ARQ) schemes, see for example
Chap. 22 of [86].
• Other two books on error-correcting codes which are worth reading are the classical book by W. Peterson and E. Weldon [108] and a more recent book by M.
Bossert [22].
• Extrinsic information transfer (EXIT) chart [139, 48] and variance transfer (VT)
are methods for analyzing the convergence properties of iterative processing,
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specially iteratively decoded codes like turbo and LDPC. The EXIT chart was
proposed in 2001 and VT was proposed a couple of years before. These two
techniques are compared in [129].
• An interesting analysis of the influence of the knowledge of the channel state
information on the performance of communication systems with diversity is presented in [137].
• More on coding for fading channels and bit-interleaved coded modulation can be
found in [39], [73], [135] and [164]. An analysis of the influence of bit-wise and
symbol-wise interleaving in coded OFDM systems can be found in [56, pp. 141–
158]. In [123], an LDPC code is “broken” into sub-codes, each one associated
to one of the levels of a multilevel coded modulation (MLCM) scheme using the
principles of BICM. This proposal yields an unequal error protection (UEP) [40,
p. 251] scheme that can be explored to provide different levels of protection to
information data sources that produce bits with different levels of vulnerability,
like coded image and video.

8.4 Additional Problems
Several simulation-oriented problems were already proposed in the body of the simulation work plans throughout the chapter. Most of the following additional propositions are also based on simulation or are research-oriented, requiring some sort of
additional reading. A number of exercises involving conventional calculations can
be found in the references cited throughout the chapter.
1. Find the dual code of the Hamming (7, 4) code and compute the syndrome table
for the resulting code.
2. Implement a syndrome decoding process for one of the Hamming codes used
by simulation “CD drive:\Simulations\Coding\Soft Hard.vsm” and compare
its performance with the one shown by the built-in Hamming decoding process.
3. Find the generator matrix of the dual code of the Hamming (7, 4) code.
4. Implement a syndrome-based decoding of the Hamming codes considered in
Simulation 8.3. Compare its performance with that produced by the built-in
VisSim/Comm Hamming decoder. Hint: use a look-up table block to store the
syndrome table.
5. Describe how the generator matrix of a cyclic code can be constructed from its
generator polynomial.
6. Determine the generator polynomial of a BCH code of length 31 and capable
of correcting 2 errors in a block.
7. Do a research about the implementation of the Meggitt decoder for errorcorrecting codes capable of correcting more than one error per codeword. You
will find out that the complexity of the decoder commences to increase in this
situation. As a complementing research, look for alternative implementations
(or modifications) of the Meggitt decoder that are intended to avoid the abovementioned complexity increasing.
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8. Do a research about the use of the Berlekamp-Massey’s algorithm and the Fourney’s algorithm in the context of the decoding of Reed-Solomon codes and
describe the operation of both algorithms with the greatest richness of detail
that you can achieve.
9. Find the weight distribution of a double error-correcting Reed Solomon code
over GF(8).
10. Construct the VisSim/Comm mapping file for a 4-state trellis encoder/decoder
different from the one considered in Simulation 8.9. Before, you must search for
an optimum encoder in the specialized literature. Implement the corresponding
“.DAT” file and test a complete simulation based on Simulation 8.9.
11. Construct the VisSim/Comm mapping file for a 4-state trellis encoder/decoder
based on the convolutional encoder of Fig. 8.28. Implement the corresponding
“.DAT” file and test a complete simulation based on Simulation 8.9. Compare
the performance of the resultant TCM scheme with theory. Hint: compute the
free Euclidian distance of the code and the asymptotic coding gain and compare
with the simulation results.
12. Using VisSim/Comm, implement the TCM encoder of Fig. 8.41 and configure
the experiment in a way that it can be used to verify the state transitions and
branch labels shown in Fig. 8.39.
13. Do a research and find recent or widespread applications of TCM in commercial
systems.
14. After doing a research, discuss with a colleague and justify why the bit-wise
interleaver used in BICM is capable of improving the performance of the technique over fading channels. Also discuss what is meant by the use of an “appropriate metric” at the decoder.
15. As a complement of the previous question, find studies that show the influence
of the bit-to-symbol mapping on the performance of BICM. Make a 2-page
dissertation about your conclusions.
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Appendix A

Mathematical Tables and Algorithms

This appendix provides lists with some definitions, integrals, trigonometric relations
and the like. It is not exhaustive, presenting only that information used throughout
the book and a few more just for complementation purposes. The reader can find
extensive tables available in the literature. We recommend the works by Abramowitz
and Stegun [1], Bronshtein, Semendyayev, Musiol and Muehlig [2], Gradshteyn and
Ryzhik [3], Polyanin and Manzhirov [4] and Zwillinger [7]. We also recommend
the book by Poularikas [5], though its major application is in the signal processing
area. Nevertheless, it complements the tables of the other recommended books. In
terms of online resources, the Digital Library of Mathematical Functions (DLMF)
is intended to be a reference data for special functions and their applications [6]. It
is also intended to be an update of [1].

A.1 Trigonometric Relations
∞

sin x = x −

 (−1)n x 2n+1
x5
x7
x3
+
−
+ ··· =
3!
5!
7!
(2n + 1)!
n=0

(A.1)

∞

 (−1)n x 2n
x2
x4
x6
cos x = 1 −
+
−
+ ··· =
2!
4!
6!
(2n)!
n=0
1
(1 − cos 2θ )
2
1
cos2 θ = (1 + cos 2θ )
2
1
2
2
sin θ cos θ = (1 − cos 4θ )
8
1
cos θ cos ϕ = [cos(θ − ϕ) + cos(θ + ϕ)]
2
1
sin θ sin ϕ = [cos(θ − ϕ) − cos(θ + ϕ)]
2

sin2 θ =
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(A.2)
(A.3)
(A.4)
(A.5)
(A.6)
(A.7)
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1
[sin(θ + ϕ) + sin(θ − ϕ)]
2
sin(θ ± ϕ) = sin θ cos ϕ ± cos θ sin ϕ
cos(θ ± ϕ) = cos θ cos ϕ ∓ sin θ sin ϕ
tan θ ± tan ϕ
tan(θ ± ϕ) =
1 ∓ tan θ tan ϕ
sin 2θ = 2 sin θ cos θ
sin θ cos ϕ =

cos 2θ = cos θ − sin θ
1
sin θ = (eiθ − e−iθ )
2i
1
cos θ = (eiθ + e−iθ ).
2
2

2

(A.8)
(A.9)
(A.10)
(A.11)
(A.12)
(A.13)
(A.14)
(A.15)

A.2 Gaussian Error Function and Gaussian Q-Function
Error function:
2
erf(x) = √
π



x

e−t dt.
2

(A.16)

0

Complementary error function:
2
erfc(x) = 1 − erf(x) = √
π



∞

e−t dt.
2

(A.17)

x

Properties:
erf(−x) = −erf(x)
∗

∗

erf(x ) = erf(x)
 2
 ∞
1
u
du
Q(x) = √
exp −
2
2π x
% √ &
erfc(x) = 2Q x 2


x
1
Q(x) = erfc √ .
2
2

(A.18)
(A.19)
(A.20)
(A.21)
(A.22)

The Taylor series expansion of the error function, which provides a good approximation of erf(x) for 60 terms in the summation and for x up to 4, is given by
∞
2  (−1)n x 2n+1
erf(x) = √
.
π n=0 n!(2n + 1)

(A.23)
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The complementary error function has an alternative representation which is particularly useful in error probability analysis of communication systems. It is known
as the desired form of the complementary error function and is given by
1
erfc(x) =
π



π/2

0



2x 2
exp −
dθ.
2 sin2 θ

(A.24)

A.2.1 Some Tabulated Values of the Complementary
Error Function
x

erfc(x)

x

erfc(x)

x

erfc(x)

x

erfc(x)

0.025
0.05
0.075
0.1
0.125
0.15
0.175
0.2
0.225
0.25
0.275
0.3
0.325
0.35
0.375
0.4
0.425
0.45
0.475
0.5
0.525
0.55
0.575
0.6
0.625
0.65
0.675
0.7
0.725
0.75
0.775

0.971796
0.943628
0.91553
0.887537
0.859684
0.832004
0.804531
0.777297
0.750335
0.723674
0.697344
0.671373
0.645789
0.620618
0.595883
0.571608
0.547813
0.524518
0.501742
0.4795
0.457807
0.436677
0.416119
0.396144
0.376759
0.357971
0.339783
0.322199
0.305219
0.288844
0.273072

1.025
1.05
1.075
1.1
1.125
1.15
1.175
1.2
1.225
1.25
1.275
1.3
1.325
1.35
1.375
1.4
1.425
1.45
1.475
1.5
1.525
1.55
1.575
1.6
1.625
1.65
1.675
1.7
1.725
1.75
1.775

0.147179
0.137564
0.128441
0.119795
0.111612
0.103876
0.096573
0.089686
0.0832
0.0771
0.071369
0.065992
0.060953
0.056238
0.05183
0.047715
0.043878
0.040305
0.036982
0.033895
0.031031
0.028377
0.025921
0.023652
0.021556
0.019624
0.017846
0.01621
0.014707
0.013328
0.012065

2.025
2.05
2.075
2.1
2.125
2.15
2.175
2.2
2.225
2.25
2.275
2.3
2.325
2.35
2.375
2.4
2.425
2.45
2.475
2.5
2.525
2.55
2.575
2.6
2.625
2.65
2.675
2.7
2.725
2.75
2.775

4.19E-03
3.74E-03
3.34E-03
2.98E-03
2.65E-03
2.36E-03
2.10E-03
1.86E-03
1.65E-03
1.46E-03
1.29E-03
1.14E-03
1.01E-03
8.89E-04
7.83E-04
6.89E-04
6.05E-04
5.31E-04
4.65E-04
4.07E-04
3.56E-04
3.11E-04
2.71E-04
2.36E-04
2.05E-04
1.78E-04
1.55E-04
1.34E-04
1.16E-04
1.01E-04
8.69E-05

3.025
3.05
3.075
3.1
3.125
3.15
3.175
3.2
3.225
3.25
3.275
3.3
3.325
3.35
3.375
3.4
3.425
3.45
3.475
3.5
3.525
3.55
3.575
3.6
3.625
3.65
3.675
3.7
3.725
3.75
3.775

1.89E-05
1.61E-05
1.37E-05
1.16E-05
9.90E-06
8.40E-06
7.12E-06
6.03E-06
5.09E-06
4.30E-06
3.63E-06
3.06E-06
2.57E-06
2.16E-06
1.82E-06
1.52E-06
1.27E-06
1.07E-06
8.91E-07
7.43E-07
6.19E-07
5.15E-07
4.29E-07
3.56E-07
2.95E-07
2.44E-07
2.02E-07
1.67E-07
1.38E-07
1.14E-07
9.36E-08
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x

erfc(x)

x

erfc(x)

x

erfc(x)

x

erfc(x)

0.8
0.825
0.85
0.875
0.9
0.925
0.95
0.975
1

0.257899
0.243321
0.229332
0.215925
0.203092
0.190823
0.179109
0.167938
0.157299

1.8
1.825
1.85
1.875
1.9
1.925
1.95
1.975
2

0.010909
9.85E-03
8.89E-03
8.01E-03
7.21E-03
6.48E-03
5.82E-03
5.22E-03
4.68E-03

2.8
2.825
2.85
2.875
2.9
2.925
2.95
2.975
3

7.50E-05
6.47E-05
5.57E-05
4.79E-05
4.11E-05
3.53E-05
3.02E-05
2.58E-05
2.21E-05

3.8
3.825
3.85
3.875
3.9
3.925
3.95
3.975
4

7.70E-08
6.32E-08
5.19E-08
4.25E-08
3.48E-08
2.84E-08
2.32E-08
1.89E-08
1.54E-08

A.3 Derivatives
dw
dv
du
d
(uvw) = uv
+ uw
+ vw
(A.25)
dx
d
x
d
x
d
x


%
&
d u
1
dv
du
= 2 v
−u
(A.26)
dx v
v
dx
dx
du
dv
d
+ (ln u)u v
(A.27)
(u v ) = vu v−1
dx
dx
dx
d
du
dv
+ (ln u)u v
(A.28)
(u v ) = vu v−1
dx
dx
dx
d
1 du
(loga u) = (loga e)
(A.29)
dx
u dx






dn
dnu
n
n dv d n−1 u
n dnv
(uv)
=
+
+
·
·
·
+
u
(A.30)
v
0
1 d x d x n−1
n dxn
dxn
dxn
 x
d
f (t)dt = f (x)
(A.31)
dx c
 g(x)
 g(x)
d
∂h(x, t)
dt
h(x, t)dt = g  (x)h(x, g(x)) − f  (x)h(x, f (x)) +
d x f (x)
∂x
f (x)
(A.32)

f (x)
f (x)
lim
= lim  .
(A.33)
x→a g(x)
x→a g (x)

A.4 Definite Integrals



∞
0

0

∞

√

1√
π
2
1√
dx =
π
2

xe−x d x =

e−x

2

(A.34)
(A.35)
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∞
0

∞
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x z−1 e−x d x = Γ(z)

a
+ b2
0 ∞
a
e−ax sin bxd x = 2
a + b2
0
 ∞ −ax
e
sin bx
b
d x = tan−1
x
a
0
 ∞ −ax
b
e
− e−bx
d x = ln
x
a
0

 ∞
π
1
2
e−ax d x =
2 a
0

 ∞
1 π −b2 /4a
2
−ax
e
cos bxd x =
e
2 a
0 ∞
Γ(n + 1)
x n e−ax d x =
, a > 0, n > −1
a n+1
0
n!
= n+1 , a > 0, n = 0, 1, 2, . . .
a
 ∞
[1 − erf(βx)] exp −μx 2 xd x
0
(
'
1
β
=
, Reμ > −Reβ 2 , Reμ > 0
1− 
2μ
μ + β2
 2π
e x cos θ dθ = 2π I0 (x)


e−ax cos bxd x =

0

a2

(A.36)
(A.37)
(A.38)
(A.39)
(A.40)
(A.41)
(A.42)

(A.43)

(A.44)

(A.45)



∞

π b2 −4ac
e 4a
a
−∞
√
 ∞
νπ Γ(ν/2)
2
−(ν+1)/2
(1 + x /ν)
dx =
.
Γ((ν + 1)/2))
−∞
e

−(ax 2 +bx+c)

dx =

(A.46)
(A.47)

Interesting definite integrals:


b

∞ 2
−1

n

f (x)d x = (b − a)

a



0



(−1)m+1 2−n f a + m(b − a)2−n

(A.48)

n=1 m=1
1

[ln(1/x)] p d x = p!

(A.49)
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1

x −x d x =

0


0

1

xxdx =

∞


n −n = 1.29128599706266 . . .

n=1
∞


−(−1)n n −n = 0.78340510712 . . . .

(A.50)

(A.51)

n=1

A.5 Indefinite Integrals



udv = uv −


f (ax)d x =


1
a

vdu

(A.52)


f (u)du

(A.53)

sin udu = − cos u

(A.54)

cos udu = sin u

(A.55)

tan udu = ln sec u = − ln cos u

(A.56)





sin 2u
1
u
−
= (u − sin u cos u)
2
4
2
sin 2u
1
u
cos2 udu = +
= (u + sin u cos u)
2
4
2
eax
eax d x =
a


1
eax
ax
x−
xe d x =
a
a

ax 
2
e
2x
x 2 eax d x =
x2 −
+ 2
a
a
a

sin2 udu =






1
d x = ln |x|
x

ax
ax d x =
ln(a)

ln(x)d x = x ln(x) − x

logb (x)d x = x logb (x) − x logb (e)

(A.57)
(A.58)
(A.59)
(A.60)
(A.61)
(A.62)
(A.63)
(A.64)
(A.65)
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u
1
du
= tan−1
2
+a
a
a

(A.66)

u
du
= sin−1 .
√
2
2
a
a −u

(A.67)

u2

A.6 Linear Matrix Transformations of Two-Dimensional Spaces
The transformations given below are particularly useful in the context of Chap. 5
to transform two-dimensional signal constellations according to the linear mapping
rule: the original coordinates are mapped into the new coordinates according to
[x y]T ← A × [x y]T , where [x y] is a row vector and A is given below, depending
on the desired mapping:
1. Rotation by θ degrees counterclockwise:


cos(θ ) − sin(θ )
A=
.
sin(θ ) cos(θ )

(A.68)

2. Reflection against the horizontal axis. A horizontal reflection is a map that transforms a matrix into its horizontal mirror image:
A=



−1 0
.
0 1

(A.69)

3. Scaling by n in all directions:


n 0
A=
.
0 n

(A.70)

4. Horizontal shear mapping. A horizontal shear mapping keeps the vertical coordinate and shifts the horizontal coordinate by a distance m times the distance from
the horizontal axis:



1 m
A=
.
0 1

(A.71)

5. Squeezing. A squeeze mapping preserves Euclidean area of regions in the Cartesian plane:
A=



k 0
.
0 1/k

(A.72)
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6. Projection onto the vertical axis:


0 0
A=
.
0 1

(A.73)

A.7 Mathcad Routine for Converting Decimal to Binary Numbers
The routine (A.74) below converts a decimal number x into its binary form. The
result is presented as a transposed vector (row matrix).

bin(x) :=  A ← 0



log(x + 1)

 n ← ceil

log(2)

B
 n−1 ← 0

 for y ∈ (n − 1) .. 0
 
  A ← A + 2y
 
 
  Bn−y−1 ← 1 if A ≤ x
 
  A ← A − 2 y otherwise

 T
B

(A.74)

A.8 Mathcad Routine for a Binary Counter
The routine (A.75) below generates all ordered binary b-bit words. The result is
presented as a matrix.
Counter(b) := 
 Bb−1,2b −1 ← 0

 for x ∈ 0..2b − 1
 
 A ← 0
 
 
 for y ∈ b − 1 .. 0
  
  
y
  A ← A + 2
  
   Bb−y−1,x ← 1 i f A ≤ x
  
  
A ← A − 2 y otherwise


B

(A.75)
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A.9 Mathcad Routine for a Gray Counter
The routine (A.76) below generates all ordered binary b-bit words using the Gray
code. The result is presented as a matrix.

 Bb−1,2b −1 ← 0

CounterG(b) := 
 for x ∈ 0 .. 2b − 1

 
 A←0
 
  for y ∈ b − 1 .. 0
  
  
   A ← A + 2y
  
   Bb−y−1,x ← 1 if A ≤ x
  
  
 
A ← A − 2 y otherwise
 
 G ← B
0,x
  0,x
 
  for y ∈ 1 .. b − 1
if b > 1
 
 G ← B ⊕B
y,x
y,x
y−1,x


G

(A.76)

A.10 Mathcad Routine for Generating Walsh-Hadamard
Sequences
The routine (A.77) below generates all Walsh-Hadamard sequences of length n. The
result is presented as an n × n matrix H(n).

H (n) :=  X ← 1


 for i ∈ 0.. log(n) − 1

log(2)


 X ← augment(stack(X, X ), stack(X, −X ))

X

(A.77)

A.11 Mathcad Routine for Generating the IOWEM
of a Block Code
The routine (A.78) below finds the input-output weight enumerating matrix (IOWEM)
of a block code. The limitation of the parameters (n, k) is governed by the limitations of Mathcad when working with matrices. The input to this routine is the
values of n and k, the matrix m with all message words and the matrix C with all
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codewords. This routine becomes attractive for long codes with a large number of
codewords.

B :=  for i ∈ 0..2k − 1
 
 
k−1

 
  wm i ←
m i, j
 
 
j=0
 
 
n−1

 
  wc ←
Ci, j
i
 

j=0


 Countk,n ← 0

 for x ∈ 0..2k − 1


 for i ∈ 0..k


for j ∈ 0..n



Counti, j ← Counti, j + [(wm x = i) ∧ (wc x = j)]

 Count

(A.78)

A.12 Mathcad Routine for Computing the Euler Function
The routine (A.79) below can be used to compute the Euler function value of the
argument t. It has a Mathcad built-in greatest common divisor (gcd) function that
can be implemented by the GCD(a, b) function also given by (A.80).

φ(t) :=  1 if t = 1

 otherwise

 
 x ←0
 
  for i ∈ 1..t − 1
 
 
  x ← x + 1 if GCD(i, t) = 1
 
 x


GCD(a, b) :=  while b = 0
 
 r ←b
 
  b ← mod(a, b)
 
 
a←r


r

(A.79)

(A.80)

A
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Abbreviations

A/D
AC
ACPR
AFC
AGC
AM
AMI
AoA
APK
AR
ARQ
ASK
AWGN
BCH
BCM
BER
BFSK
BIBO
BICM
BICM-ID
BMA
BPF
BPL
BPSK
BRGC
BS
BSC
BTC
CAP
CD
CDF
CDM

analog-to-digital
alternate current
adjacent channel power ratio
automatic frequency control
automatic gain control
amplitude modulation
alternate mark inversion
angle-of-arrival
amplitude-phase keying
autoregressive
automatic repeat request
amplitude shift keying
additive white Gaussian noise
Bose-Chaudhuri-Hocquenghem
block-coded modulation
bit error rate
binary frequency-shift keying
bounded-input, bounded-output
bit-interleaved coded modulation
BICM with iterative decoding
Berlekamp-Massey’s algorithm
band-pass filter
broadband over power-line
binary phase-shift keying
binary reflected Gray code
base-station
binary symmetric channel
block turbo code
carrierless amplitude-phase
compact disc
cumulative distribution function
code-division multiplexing
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CDMA
CE
CF
CIR
CLT
CMI
CPFSK
CPM
CRB
CRC
CSI
CTC
CW
D/A
DBPSK
DC
DC
DCDJ
DC-DS-CDMA
DC-MC-CDMA
DDJ
DEBPSK
DEM
DEMPSK
DEQPSK
DFT
DJ
DLL
DLMF
DMC
DMS
DoA
DoD
DS-CDMA
DSP
DS-SS
DS-UWB
DVB
EA
EGC
EHF
EMI
ERP
ESD
EXIT

Abbreviations

code-division multiple-access
controlled equalization
characteristic functions
channel impulse response
central limit theorem
code mark inversion
continuous-phase frequency-shift keying
continuous-phase modulation
Cramér-Rao bound
cyclic redundancy check
channel state information
convolutional turbo code
continuous wave
digital-to-analog
binary differential phase-shift keying
direct current
down-conversion
duty-cycle dependent jitter
double spreading code direct-sequence CDMA
double spreading code multi-carrier CDMA
data-dependent jitter
differentially encoded binary phase-shift keying
digital elevation map
differentially encoded M-ary phase-shift keying
differentially encoded quaternary phase-shift keying
discrete Fourier transform
deterministic jitter
delay-locked loop
digital library of mathematical functions
discrete memoryless channel
discrete memoryless source
direction-of-arrival
direction-of-departure
direct-sequence CDMA
digital signal processing
direct-sequence spread-spectrum
direct-sequence ultra wideband
digital video broadcasting
Euclidian algorithm
equal-gain combining
extremely high frequency
electromagnetic interference
effective radiated power
energy spectral density
extrinsic information transfer

Abbreviations

FCC
FEC
FFT
FH-SS
FIR
FM
FSC
FSK
FSM
FSO
GCD
GF
GFSK
GMSK
GPR
GPS
GSM
HDBn
HDSL
I&D
I&Q
i.i.d.
ICI
IDFT
IFFT
IIR
IOWEF
IOWEM
ISI
ISM
LAN
LBW
LDPC
LED
LFSR
LLR
LMS
LoS
LPF
LPI
LSB
LTI
LTV
LUT
MAC
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Federal Communications Commission (USA)
forward error correction
fast Fourier transform
frequency-hopping spread-spectrum
finite impulse response
frequency modulation
frequency-spread coding
frequency shift keying
finite-state machine
free-space optical
greatest common divisor
Galois field
Gaussian-filtered frequency-shift keying
Gaussian minimum-shift keying
ground penetrating radar
global positioning system
global system for mobile communication
high density bipolar n
high-rate digital subscriber line
integrate and dump
in-phase and quadrature
independent and identically distributed
inter-carrier interference
inverse discrete Fourier transform
Inverse fast Fourier transform
infinite impulse response
input-output weight enumerating function
input-output weight enumerating matrix
intersymbol interference
industrial, scientific and medical
local area network
loop bandwidth
low-density parity check
light-emitting diode
linear feedback shift-register
log-likelihood ratio
least mean square
line-of-sight
low-pass filter
low probability of interception
least significant bit
linear, time-invariant
linear, time-variant
look-up table
medium access control
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MAI
M-AM
MAP
M-ASK
MC
MC-CDMA
MC-DS-CDMA
MCM
M-DPSK
MDS
M-FSK
MGF
MIMO
ML
MLCM
MLSD
MLSE
MMSE
MMSEC
M-PAM
MPI
M-QAM
MRC
MSB
MSE
MSK
MT
MT-CDMA
MUD
NRZ
NRZ-b
NRZ-u
OFDM
OOK
OQPSK
ORC
P/S
PAM
PAPR
PCB
PCBC
PCCC
PCL
PCM
PDF

Abbreviations

multiple access interference
M-ary amplitude modulation
maximum a posteriori
M-ary amplitude shift keying
multi-carrier
multi-carrier CDMA
multi-carrier direct-sequence CDMA
multi-carrier modulation
M-ary differential phase-shift keying
maximum-distance-separable
M-ary frequency shift keying
moment-generating function
multiple-input, multiple-output
maximum likelihood
multilevel coded modulation
maximum likelihood sequence detection
maximum likelihood sequence estimation
minimum mean square error
minimum mean square error combining
M-ary pulse amplitude modulation
multipath interference
M-ary quadrature amplitude modulation
maximum ratio combining
most significant bit
mean square error
minimum-shift keying
mobile terminal
multi-tone CDMA
multiuser detection
non-return-to-zero
bipolar non-return-to-zero
unipolar non-return-to-zero
orthogonal frequency-division multiplexing
on-off keying
offset quaternary phase-shift keying (see SQPSK)
orthogonality restoring combining
parallel-to-serial
pulse amplitude modulation
peak-to-average power ratio
printed circuit board
parallel concatenated block codes
parallel concatenated convolutional codes
power-line communications
pulse-coded modulation
probability density function

Abbreviations

PDP
PG
PJ
PLL
PM
PMF
PN
PPM
PSD
PSF
PSK
PSM
QAM
QPSK
RASE
RF
RFID
RJ
RM
rms
ROC
RRC
RS
RSC
RSS
RT
RZ-b
RZ-u
S&H
S/P
S/STP
S/UTP
S/V
SC
SC
SCBC
SCCC
SCR
SDR
SER
SIHO
SISO
SNR
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power delay profile
processing gain
periodic jitter
phase-locked loop
phase modulation
probability mass function
pseudo-noise (or pseudo-random)
pulse-position modulation
power spectral density
pulse-shaping filter
phase shift keying
pulse-shaping modulation
quadrature amplitude modulation
quaternary phase-shift keying
rapid acquisition by sequential estimation
Radiofrequency
radiofrequency identification
random jitter
Reed-Muller
root-mean-square
region of convergence
root-raised cosine
Reed-Solomon
recursive systematic convolutional
received signal strength
real time
bipolar return-to-zero
unipolar return-to-zero
sample and hold
serial-to-parallel
screened shielded twisted pair
screened unshielded twisted pair
scalar-to-vector
selection combining
single carrier
serially concatenated block codes
serially concatenated convolutional codes
silicon-controlled rectifier
software-defined radio
symbol error rate
soft-input, hard-output
soft-input, soft-output
signal-to-noise ratio
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SNRQ
SOVA
SPC
SPC-PC
SPC-TPC
SQ
SQPSK
SS
SSA
SSMA
SSP
STC
SV
SVD
TCM
TDL
TDL
TH-BPSK
TH-OOK
TH-PAM
TH-PPM
TH-PSM
TH-UWB
TJ
TPC
TTCM
UC
UEP
UI
US
UTP
UWA
UWB
V/S
VA
VCC
VCO
VQ
VT
WDM
WEF
WLAN
WPAN
WSS
WSSUS

Abbreviations

signal-to-quantization noise ratio
soft-output Viterbi algorithm
single-parity check
single-parity check product code
single-parity check turbo product code
scalar quantization
staggered quaternary phase-shift keying (see OQPSK)
spread-spectrum
serial-search acquisition
spread-spectrum multiple access
sound speed profile
space-time coding
Saleh-Valenzuela
singular value decomposition
trellis-coded modulation
tapped delay line
tau-dither loop
time-hopping binary phase-shift keying
time-hopping on-off keying
time-hopping pulse amplitude modulation
time-hopping pulse-position modulation
time-hopping pulse-shaping modulation
time-hopping ultra wideband
total jitter
turbo product code
turbo trellis-coded modulation
up-conversion
unequal error protection
unit interval
uncorrelated scattering
unshielded twisted pair
underwater acoustic
ultra-wideband
vector-to-scalar
Viterbi algorithm
voltage-controlled clock
voltage-controlled oscillator
vector quantization
variance transfer
wavelength division multiplexed
weight enumerator function
wireless local area network
wireless personal area network
wide-sense stationary
wide-sense stationary, uncorrelated scattering

Abbreviations

WUSN
XOR
ZF
π/4-DQPSK
π/4-QPSK
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wireless underground sensor network
exclusive-or
zero forcing
π/4-shifted differential quaternary phase-shift keying
π/4-shifted quaternary phase-shift keying

Index

A
Abelian group, 734
Absolute zero temperature, 175
Absorption, 253
Acceptance/rejection method, 57
Adaptive equalization, 231
Additive white Gaussian noise (AWGN), 80
Adjacent channel power ratio (ACPR), 511
A-law, 126
Algebraic decoding, 734
Aliasing, 116
Alternate mark inversion (AMI), 269
Amplitude modulation (AM), 412
Amplitude-phase keying (APK), 412
Amplitude-shift keying (ASK), 412
Analog-to-digital conversion, 122
Analytic signal, 146
Angle-of-arrival (AoA), 251
Angular spread, 252
Anomalous propagation, 243
Anti-aliasing filter, 118
Anti-jamming communication, 586
Antipodal signaling, 415
Aperiodic cross-correlation parameter, 602
Aperiodic signal, 88
Aperture-medium coupling loss, 671
a priori information, 822
Area-mean, 200
Area-mean power, 233
Array codes, 810
Array processing, 250
Array response vector, 252
Asymptotic coding gain, 800
Atmospheric stratification, 244
Attenuation constant, 187
Augmenting, 736
Autocorrelation function of a random
process, 68
Autocovariance-ergodic random processes, 64

Autocovariance of a random process, 64
Automatic frequency control (AFC), 215
Automatic gain control (AGC), 231, 441
Automatic repeat request (ARQ), 732, 831
Autoregressive random process (AR(4)),
156–157
Average fade duration, 225
Average power of a signal, 89
AWGN channel, 175
Axiomatic definition, 4
B
Bandwidth, 162
absolute, 162
-3 dB or half power, 163
equivalent noise, 163
null-to-null or main lobe, 164
root mean square, 163
of a signal, 162
spectral mask, 165
Baseband and passband signals, 89
Baseband signaling, 265
Baseband transmission, 265
Base-function, 364
Base vectors, 730
Bathtub diagram, 323, 331
Baud rate, 159
Bayes rule, 1, 7–9, 16
BCH bound, 764
BCJR, 817
Berlekamp-Massey’s algorithm (BMA), 769
Bernoulli random variable, 23
Big O, 111
Bilinear transformation, 144
Binary BCH codes, 763
Binary reflected Gray code (BRGC), 397
Binary reflection, 397
Binary symmetric channel (BSC), 9, 53,
173, 704

861

862
Binomial coefficient, 7
Binomial random variable, 24
Binomial theorem, 400
Bipolar code, 266
Bipolar non-return to zero (NRZ-b), 269
Bipolar return to zero (RZ-b), 269
Bit error probability, 362
Bit error rate, 53
Bit-interleaved coded modulation (BICM),
796, 832
Bit-interleaved coded-modulation with
iterative decoding (BICM-ID), 829
Block code, 730
Block-coded modulation (BCM), 831
Block error probability, 772
Block interleaver, 735
Block turbo codes, 826
Bluetooth, 585
Blu-ray, 505
Boltzmann constant, 79
Bounded distance decoder, 730, 773
Bounded-input, bounded-output system
(BIBO), 136
Box-Muller method, 58
Branch metric, 781
Burst errors, 183
C
Capacity-achieving codes, 710
Capacity of fading channels, 715
Capacity of the MIMO channel, 723
Cartesian product, 437
Catastrophic collision, 668
Causal linear system, 136
Centralized random variable, 19
Central Limit theorem, 35, 37
Central moment, 19
Channel capacity, 723
Channel capacity theorem, 729
Channel coder, 172
Channel coding, 730
theorem, 701
Channel correlation function, 219
Channel covariance matrix, 656
Channel matrix, 701
Channel modeling, 174
Channel models
empirical, deterministic and stochastic, 175
narrowband, 213
Rummler, 245, 249
wideband, 214
wireless spatial, 256
Channel sounding, 174, 596

Index
Channel state information, 727, 832
Channel transition matrix, 181
Characteristic function, 21
Characteristic impedance, 187
Characteristic polynomial, 615
Chebyshev inequality, 50
Chien search, 769
Chi-square PDF, 43
Class A amplifier, 509
Classic definition, 4–5
Class I duobinary signaling, 336
Class IV duobinary signaling, 338
Clipping, 123
Cluster arrival rate, 238
Cluttering, 671
Coaxial cable, 187
Code acquisition, 621
Code diversity, 604, 731, 829
Code-division multiple access (CDMA), 601
Code-division multiplexing (CDM), 644
Code mark inversion (CMI), 271
Code polynomial, 753
Code rate, 701, 730
Code search, 637
Codeword, 730
Coding gain, 718
Coherence bandwidth, 226–227
Coherence time, 227
Coherent detection, 415, 427
receiver, 384
Colored noise channel
capacity of, 719
Combinations, 4, 6
Combinatorial formulas, 5
Combining techniques, 648
Communication channel, 171
Companding, 126
Compatibility constraint, 715
Complementary error function, 30
Complex envelope, 147
Complex Gaussian random process, 78
Complex Gaussian random variable, 31
Complex random processes, 61
Complex representation, 146
of signals, 146
Concatenated codes, 812
Concatenation, 735
Conditional entropy, 700
Conditional expected value, 23
Conditional probability, 7, 16–17, 28
Confidence coefficient, 50
Confidence interval, 50
Congruential methods, 56
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Constellation, 177, 370
Constraint length, 731, 794
Continuous memoryless random variable, 28
Continuous-phase FSK (CPFSK), 454
Continuous-phase modulation (CPM), 455
Continuous random variable, 12, 16, 18, 20, 22
Continuous-valued random process, 61
Controlled equalization (CE), 660
Convolutional code, 731, 808
decoding, 801
encoding, 795
free distance, 803
performance function, 802
split-state diagram, 789
transfer function, 789
Convolutional encoder
catastrophic, 780
feedback or recursive, 780
feed-forward, 780
systematic and non-systematic, 780
Convolutional turbo codes, 808
Convolution integral, 133
Convolution sum, 133
Cooley-Tukey, 111
Cophasing, 606, 608
Copy-type multi-carrier, 645
Correction filter, 119
Correlation, 21
coefficient, 21
receiver, 292
Correlative coding, 333
Correlator, 292
Coset, 744
Cosine filter, 341
Costas loop, 552
Cost function, 351
Counting methods, 1, 5
Covariance, 21
Coverage prediction, 206
Craig’s method, 445
Cramér-Rao bound (CRB), 550
Crest factor, 124
Critical distance, 202
Cross constellation, 442
Cross-correlation function of a random
process, 70
Cross-covariance of a random process, 70
Crossover probability, 181
Cross-spectral density, 75
Cumulative distribution function, 10–13,
37, 56
CW jammer, 593
Cyclic code, 731
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Cyclic extension, 653
Cyclic prefix, 651
Cyclic redundancy check (CRC), 731
Cyclic suffix, 651
Cyclostationary random processes, 73
Cyclotomic cosets, 732
D
Data compaction, 690
Data compression, 690
1 dB Compression point, 510
Decimation, 122
Decision depth, 785, 795
Delay-locked loop (DLL), 638
Delay modulation, 271
Delay spread, 220, 227
typical values, 236
Delta-sigma converter, 130
Design distance, 765
Detection, 177
Deterministic event, 2
Deterministic and random signals, 89
Deviation, 19
Difference equation, 91, 138
Differential encoder, 563
Differential phase-shift keying (DBPSK), 534
Diffraction, 206
Diffraction loss, 241
Digital elevation map (DEM), 206
Digital filtering, 166
Digital filters, 122, 145–146
Digital modulation, 411
Dimensionality theorem, 366
Dirac delta function, 91
Direction-of-departure (DoD), 252
Direct-sequence UWB (DS-UWB), 668
Dirichlet conditions, 95, 103
Discrete channel, 173
Discrete channels with memory, 183
Discrete to continuous frequency mapping, 109
Discrete Fourier transform (DFT), 108
Discrete memoryless channel (DMC), 180, 699
Discrete memoryless source, 691
Discrete random variable, 12–13, 18–19,
23, 26
Discrete-time, continuous-valued random
process, 61
Discrete-time, discrete-valued random
process, 61
Discrete-time filter, 311
Discrete-time Fourier transform
convergence, 107
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periodicity, 106
properties and pairs, 108
Distortion-free channel, 307
Distortion-free linear system, 133
Distributed primary parameters, 185
Diversity, 231, 572, 606
Divide and conquer, 731
Doppler shift, 215–216
Doppler spectrum, 216
Doppler spread, 215, 222
Down-sampling, 122
Dual code, 732
Dual spaces of vector spaces, 732
Ducting, 243
Duobinary conversion filter, 336
Duobinary signaling, 336
Duty-cycle, 96
E
Early-late synchronizer, 565
E-carrier hierarchy, 270
Eigenfunction, 136
Eigenvalue, 137
Electromagnetic interference (EMI), 185
Elementary row operations, 737
Energy and power signals, 89
Energy of a signal, 104
Energy signal, 362
Energy spectral density, 104, 107, 153, 155,
161
Ensemble averages, 62
Entropy, 690
Entropy function, 691
Envelope, 148
Envelope delay, 134
Equal-gain combining (EGC), 604, 648
Equalization, 320
Equalizer, 343
adaptive, 343
blind, 354
decision-directed mode, 349
fixed, 343
fractionally-spaced, 345
gradient algorithm, 351
LMS, 344, 349
MLSE, 344
MMSE design criterion, 344
noise enhancement, 348
peak distortion, 349
steepest descent algorithm, 352
stochastic gradient algorithm, 352
symbol-spaced, 345
synchronous, 345
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training mode, 349
training sequence, 349
zero forcing, 344
ZF, 344
Equally likely symbols, 362
Equivalent codes, 732
Equivalent low-pass, 148
Equivalent noise bandwidth, 81
Equivalent noise temperature, 80, 176
Ergodic, 63
Ergodic capacity, 726
Error correcting codes, 231
Error detection and error correction, 732
Errored-second, 244
Error floor, 603
Error locator polynomial, 769
Error pattern, 736
Error probability analysis
antipodal signaling, 289
Error syndrome, 737
Error-trapping, 759
Error value, 769
Euclidian algorithm, 769
Euclidian distance, 365
Even and odd signals, 89
EXIT chart, 831
Expectation, 17
Expected value, 17
Exponential random variable, 28
Expurgating, 736
Extended source, 693
Extending, 736
Extension field, 733
Extremely high frequency (EHF), 189
Extrinsic information, 816, 821
Extrinsic information transfer, 831
Eye diagram, 307, 319
F
Fading
frequency flat and fast, 224
frequency flat and slow, 224
frequency selective and fast, 224
frequency selective and slow, 224
Failure, 23
False alarm, 622
Fast Fourier Transform, 109
Fast FSK, 476
Fast and slow FH-SS, 632
Fibonacci LFSR, 680
Finite impulse response (FIR), 144
Finite-state machine (FSM), 778, 796
Finite trace-back Viterbi algorithm, 783
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Fire codes, 759
Fixed-length source code, 697
Flat fading, 211
Follower jammer, 630
Forney’s algorithm, 769
Forward error correction (FEC), 732
Fourier analysis, 94
Fourier series, 94
complex exponential, 94
convergence, 95
trigonometric, 94
truncated, 96
Fourier transform (FFT), 109, 111
continuous-time, 103–104
convergence of the, 103
discrete-time, 106
for periodic signals, 103
properties and pairs, 104
via VisSim/Comm, 111
Fourier transform pair, 105
Fractional bandwidth, 665
Free distance, 733, 785
Free-space, 201
Free-space optical (FSO) channel, 252, 254
Frequency diversity, 604
Frequency-domain spreading, 642
Frequency-hopping spread-spectrum
(FH-SS), 630
Frequency interleaving, 645
Frequency modulation (FM), 412
Frequency offset, 653
Frequency offset correction, 655
Frequency selective fading, 214, 222
Frequency-shift keying (FSK), 412
Frequency warping, 144
Fresnel ellipsoids, 240
Fresnel integral, 241
Fresnel zones, 240
Full-period cross-correlation, 602
Fully-interleaved channel, 774
Functional5 relation, 76
Fundamental angular frequency, 94
G
Galois field, 729
Galois LFSR, 680
Gamma random variable, 44
Gaussian-filtered frequency-shift keying
(GFSK), 521
Gaussian-filtered MSK (GMSK), 476
Gaussianization, 718, 728, 828
Gaussian noise, 79
Gaussian random process, 76

865
Gaussian random variable, 29
Generalized ML receiver, 385
Generalized Nyquist criterion, 316, 366
Generator coefficient, 777
Generator matrix, 732
Generator polynomial, 733, 764
Generator sequence, 792
Geometric random variable, 24
Geometric representation of signals, 363
Gibbs phenomenon, 97
Gilbert-Elliott, 184
Global positioning system (GPS), 585
Global System for Mobile Communication
(GSM), 505
Gold sequences, 622
Goodness-of-fit test, 55
Gram-Schmidt, 367
Gray code, 397
Gray labeling, 380, 397
Gray mapping, 380, 397
Green machine, 744
Gross bit rate, 692
Ground penetrating radar (GPR), 666
Group, 733
Group delay, 134
Guard interval, 653
H
Hadamard matrix, 626
Hadamard transform decoding, 744
Hamming bound, 734
Hamming codes, 739
Hamming distance, 734
Hanning window, 158
Hard-decision decoding, 734
Harmonic, 511
Heaviside step function, 91
High density bipolar n (HDBn), 271
Hilbert transform, 146
Histogram, 14
Huffman code, 694–695
Huffman decoding tree, 698
Huffman tree, 696
Huygens-Fresnel principle, 241
Huygen’s secondary source, 207
I
Impulse noise, 79
Impulse radio, 665
Impulse response, 131
Impulsive noise, 79
In-band distortion, 511
Incomplete product codes, 813
Independent events, 8, 18
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Independent random variables, 18–19
Index of refraction, 191
Indoor channel, 232
large-scale propagation, 233
small-scale propagation, 234
Industrial, scientific and medical, 588
Infinite bandwidth, 162
Infinite impulse response (IIR), 144
Information, 710
Information bit rate, 709
In-phase component, 147
Input-output weight enumerating function
(IOWEF), 739
Integrator and dump, 291
Inter-carrier interference (ICI), 655
Interleaving, 231, 735
Intermodulation product, 509
Interpolating function, 116
Interpolation, 122
Intersymbol interference (ISI), 191, 307, 312,
651
Inverse CDF method, 56
Inverse discrete Fourier transform (IDFT), 109
Inverse fast Fourier transform (IFFT), 109, 111
IP2, 510
I&Q imbalance, 578
I&Q modulator, 429
Irreducible polynomial, 613, 735
ISM bands, 588
Iterative decoding, 735
J
Jacobian of the transformation, 39
Jamming margin, 633
Jitter, 324, 327
Johnson-Nyquist noise, 79
Joint central moment, 20
Joint moment, 20
Joint probability density function, 18
Joint probability mass function, 18
K
Karnaugh map, 398
Key equations, 769
Knife-edge, 241
Kraft-McMillan inequality, 695
Kronecker delta function, 91
Kronecker product, 625
L
Lagrange multipliers, 720
Landau-Pollak theorem, 366
Laplace distribution, 32
Laplace transform, 113
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Laser, 192
Last mile, 185
Laurent’s expansion, 577
μ-law, 126
Law of diminishing returns, 605
Law of large numbers, 54
Leaky cable, 188
Lempel-Ziv code, 699
Lengthening, 736
Level codes, 266
Level crossing rate, 225
L’Hôpital’s rule, 93
Light emitting diode (LED), 192, 255
Likelihood function, 374
Linear code, 735
Linear differential equations, 138
Linear feedback shift register (LFSR), 612
Linear span, 612
Linear system, 130
properties, 135
scaling, 130
superposition, 130
Linear time-variant system (LTV), 135
Line codes, 266
types of, 266
Line repeaters, 266
Line-of-sight (LoS), 239
optical, 239
radio, 239
Link margin, 243, 250
LMS algorithm, 352
Local-mean, 203
power, 209
Log-distance model, 201
Log-distance path loss, 202
Log-likelihood algebra, 818
Log-likelihood function, 382, 551
Log-likelihood ratio (LLR), 816
Look-up table (LUP), 371
Loop filter, 552
Low-density parity check (LDPC), 806
Low probability of interception (LPI), 588
M
MacWilliams identity, 766
Magnitude response, 120
Majority-logic decoding, 744
Manchester code, 270
MAP decision rule, 305
Marcum Q-function, 225, 519
Marginal probability, 8
Mark, 96
Markov chains, 162, 166, 184, 198
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M-ary differentially-coherent PSK (M-DPSK),
576
Matched filter, 284
non-coherent, 538
Matched filter vs. correlator
equivalence between, 293
Maximum-distance-separable (MDS), 767
Maximum-length sequences, 612
Maximum likelihood, 16
Maximum likelihood sequence detection
(MLSD), 333
Maximum likelihood sequence estimation
(MLSE), 344, 525, 673
Maximum a posteriori, 16
Maximum ratio combining (MRC), 604, 648
Mean ergodic random processes, 64
Mean of a random process, 64
Mean square error (MSE), 203
Mean-square value, 19
Meggitt decoder, 758
Memoryless channel, 180
Memoryless LTI systems, 137
Mersenne prime, 56
Message-passing, 737
Microstrip, 189
Microwave link
clearance, 241
Mie effect, 255
Miller code, 271
Millimetre-wave, 234
MIMO capacity, 727
Minimal encoder, 779
Minimal polynomial, 732
Minimum energy constellation, 388
Minimum Hamming distance, 732
Minimum mean square error, 349
Minimum mean square error combining
(MMSEC), 648
Mixed random variables, 12
ML decision rule, 304
MMSE combining, 643
Modified duobinary signaling, 335
Modulation, 151
Moment, 19
-generating function, 21
theorem, 22
Monocycle, 668
Monte Carlo, 51, 55
Moving average filter, 140
Moving median filter, 209
M-PAM signaling, 276
M-sequences, 612
MSK modulator, 502

867
MSK-type receivers, 525
M-th power loop, 561
Multichannel reception, 605
Multi-h CPM, 455, 505
Multilevel coded modulation (MLCM), 831
Multimodal, 16
Multipath delay profile, 220
Multipath fading, 208
Multipath intensity profile, 220
Multipath interference, 620
Multipath propagation, 207
Multiple access interference, 619
Multiple symbol differential detection, 546
Multiplexing gain, 723
Multiplicative congruential method, 56
Multiplicative fading, 213
Multistage decoding, 831
Multiuser detection (MUD), 603, 648, 657
Multivariate distributions, 34
Multivariate Gaussian random variables, 34
Muting, 732
Mutually exclusive events, 3, 8
N
Narrow-sense BCH, 764
Near-far problem, 603
Noise Figure, 510
Noise, 79
-vector, 177
Nominal carrier frequency, 451
Non-binary BCH, 769
Non-coherent code synchronization, 635
Non-coherent detection, 413
Nonlinear amplification, 509
Nonlinear distortion, 513
Nonlinear system, 131
Non-minimum phase, 246
Non-periodic signal, 88
Non-square QAM, 442
Non-uniform quantization, 123
Normalized histogram, 14
Normalized power, 90, 99
Normalized standard error, 51
Normal random variable, 30
Norm of a vector, 365
Nyquist criterion for ISI-free, 312, 315
Nyquist pulse, 317
Nyquist rate, 116
Nyquist sampling criterion, 116
Nyquist sampling theorem, 122
O
Odd symmetry, 313
One-tap equalization, 648
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Only discrete memoryless random variable, 25
On-off keying (OOK), 463, 671
Optical fiber, 172, 190
acceptance cone, 191
chromatic dispersion, 192
intermodal dispersion, 192
mono-mode, 191
multimode, 191
refractive index, 191
single-mode, 191
total reflection, 191
Optimum receiver, 278
Order, 736
Ordered, 5–7
Order of the joint moment, 20
Orthogonal
random variables, 21
Orthogonal frequency-division multiplexing,
640
Orthogonality restoring combining (ORC), 648
Orthogonalization, 367
Orthogonal multiplexing, 428
Orthogonal random processes, 76
Orthonormal base functions, 177
Orthonormal basis, 363
Outage capacity, 726
Outage probability, 244
P
Pair-wise error probability, 392
Parameter estimation, 50, 565
Parity-check matrix, 755
Parity-check polynomial, 755
Parity equations, 811
Parseval’s relation, 110
Parseval’s theorem, 104, 107, 155, 284
Partial cross-correlation, 623, 661
Partial response signaling, 341, 356, 523
Passband signaling, 415
Path diversity, 608–609
Path loss exponent, 201–204, 208, 233–234,
236
Path metric, 785
PDF of the sum of random variables, 36
Peak-to-average power ratio (PAPR), 437, 531,
534
Peak-to-rms ratio, 124
Perfect code, 774
Periodically stationary random processes, 64
Periodic cross-correlation, 626
Periodic signal, 94
Periodogram, 156, 158
Permutations, 6
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Personal area network, 232
Phase ambiguity, 579
Phase conjugation, 673
Phase constant, 187
Phase discriminator, 554
Phase-locked loop (PLL), 269, 552
lock points, 579
Phase modulation (PM), 412
Phase noise, 554, 655
Phase response, 135
Phase-shift keying (PSK), 415
PN sequences, 627
Poisson random variable, 25
Polarization diversity, 604
Polybinary coding, 335
Polybipolar, 335
coding, 335
Post-detection combining, 681
Power amplifier, 510
Power delay profile, 230
Power efficiency, 425
Power-line channel, 194
Power-line communications (PLC), 199
BPL, 194
broadband over power-line, 194
channel
asynchronous impulsive noise, 197
background noise, 197
frequency response, 195
generalized background noise, 197
impulse noise, 198
narrowband noise, 196
periodic impulsive noise, 196
indoor PLC channel, 195
in-home PLC, 194
Power overdrive, 578
Power of a signal, 105
Power spectral density, 81, 162
Power spectral density of a random process, 69
Pre-detection combining, 680–681
Pre-envelope, 146
Preferred m–sequences, 624
Prefix codes, 695
Primary distributed parameters, 188
Prime decomposition, 615
Prime factorization, 615
Primitive BCH, 765
Primitive element, 768
Primitive polynomial, 618, 768
Principle of orthogonality, 351
Printed circuit board (PCB), 189
Probability density function, 12–13, 15–16, 18,
22, 27–29, 31, 33–36, 38, 40–44, 76
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Q
Quadrature amplitude modulation (QAM), 412
Quadrature component, 148
Quantization error, 123
Quasi-distortion-free transmission, 319

Received signal strength (RSS), 183
Received signal-vector, 177
Reciprocal polynomial, 615
Reconstruction filter, 116
Rectangular function, 92
Rect function, 92
Recursive systematic convolutional (RSC)
code, 780
Reed algorithm, 741
Reed-Muller codes, 739
Reed Solomon codes, 766
Reflection, 191
Region of convergence, 114
Relative frequency, 3, 14, 33, 51
Residual mean square error, 353
Resolvability condition, 599
Resonant cavity, 511
Reversed polynomial, 616
Ricean fading, 213
Rice factor, 226
Rich scattering, 250
Rolloff factor, 317
Root-cosine filter, 342
Root-mean-square, 19
Root-raised cosine, 319
Root of unity, 108
Rotation and translation invariance, 387
Rummler, 240, 247

R
Radiofrequency identification (RFID), 585
Raised cosine, 317
RAKE receiver, 605–606
Random binary wave, 152
power spectral density, 152
Random-coding exponent, 702
Random event, 2
Random FM noise, 216
Random jammer, 591
Random process, 46
Random processes through linear systems, 73
Random variables, 1, 10
Rapid acquisition by sequential estimation
(RASE), 636
Rate-distortion theory, 695
Rate parameter, 28
Ray arrival rate, 236
Raylaunching, 201
Rayleigh effect, 255
Rayleigh fading, 213
Rayleigh loss coefficient, 193
Rayleigh random variable, 31
Rayleigh’s energy theorem, 155, 284
Ray-tracing, 201, 233

S
Sa function, 93
Saleh-Valenzuela, 232, 235, 237–239
Sample average, 46
Sample-functions, 61
Sample and hold, 118
Sample Mean, 47
Sample space, 2, 4–5, 7–8, 61, 73
Sampling
of deterministic signals, 115
of passband signals, 122
of stochastic processes, 117
Sampling oscilloscopes, 122
Scalar quantization, 695
Scale parameter, 32
Scattering, 207
Scattering function, 219
Screened shielded (S/STP), 185
Screened unshielded (S/UTP), 185
S-curve, 554
Search dwell time, 636
Secondary parameters, 188
Second central moment, 19
Seed, 56

Probability generating function, 22
Probability mass function, 12–13, 17–18,
23–25, 37, 54
Processing gain, 634
Product codes, 825
Projection theorem, 351
Propagation prediction, 201
Properties of the variance, 19
PSD estimation, 166
bias, 158
frequency resolution, 158
leakage, 156
via Markov chains, 166
periodogram, 155
smearing, 158
smoothing, 156
window type, 158
Pseudo-noise, 612
Pulse Amplitude Modulation (PAM), 159, 273
Pulse jammer, 591
Pulse signal-to-noise ratio, 296
Puncturing, 736
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Selection combining, 604
Serial-search acquisition (SSA), 621, 637
Set partitioning, 797
Shadowing
lognormal, 203
Shannon limit, 707
Shared time early-late, 639
Shift-invariant system, 135
Shortening, 736
Sifting property, 91, 296
Sigma-delta converter, 130
Signaling rate, 159
Signal-to-quantization noise ratio, 124
Signals
continuous-time, continuous-valued, 87
continuous-time, discrete-valued, 87
discrete-time, continuous-valued, 87
discrete-time, discrete-valued, 87
Signal-space, 177
representation, 363–364
Signal-vectors, 177, 367
Sign function, 126, 146
Silicon-controlled rectifiers (SCR), 198
Simulation
of communication channels, 217
Sinc function, 93
properties, 93
Sine cardinal, 93
Single-bit A/D converter, 130
Single-parity check product code (SPC-PC),
810
Single-parity check turbo product codes
(SPC-TPC), 817
Singular value decomposition (SVD), 724
Skin depth, 186
Skin effect, 188
Smart antenna, 250
Soft-decision decoding, 737
Soft-input, hard-output (SIHO) decoder, 737
Soft-input, soft-output (SISO) decoder, 737
Soft-output Viterbi algorithm (SOVA), 807
Software-defined radio (SDR), 122
Sound speed profile (SSP), 253
Source coding, 172
theorem, 694
Space diversity, 604
Space-time coding, 723, 830
Spatial channel models, 251
Spectral efficiency, 413
Spectral regrowth, 511
Sphere packing bound, 734
Spreading factor, 633
Spread-spectrum multiple access (SSMA), 601
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S/P-type multi-carrier, 645
Square QAM, 434
Stable linear system, 136
Standard array, 744
Standard error, 51
Standard refraction, 243
State transition diagram, 778
State transition matrix, 184
Stationary process, 63
Stirling’s formula, 6
Stochastic convergence, 55
Stop criterion, 819
Strict-sense stationary, 63
Stripline, 189
Strong law of large numbers, 55
Subrefraction, 243
Substrate, 189
Success, 23
Sum-product algorithm, 808
Sum of random variables, 35–36
Sunde’s BFSK, 479
Sunde’s BFSK modulation, 459
Superrefraction, 243
Surface resistance, 186
Survivor path, 788
Symbol, 176
vs. bit error probability, 396
error probability, 362
rate, 159
-timing
early-late gate, 565
Synchronization
acquisition, 547
acquisition time, 550
algorithmic approach, 578
blind, 546
classical approach, 578
discrete-time approach, 578
independent estimation, 551
joint estimation, 551
for other modulations, 564
pilot-aided, 546
self-synchronization, 546
of SS signals
acquisition, 621
acquisition and tracking, 634
false alarm, 622
tracking, 621
symbol-timing, 555
tracking, 547
trained, 546
Syndrome decoding, 744

Index
Syndrome vector, 737
Systematic encoding, 737
T
Tanner graph, 808
Tapped delay line (TDL), 195, 214, 639
Tau-dither loop, 639
Taylor polynomial, 509
T-carrier hierarchy, 270
Temperature inversion, 244
Terrestrial microwave channel, 244
Theorem of irrelevance, 376
Thermal noise, 79
Thévenin circuit, 79
Time averages, 62
Time diversity, 604
Time-frequency duality, 681
Time hopping, 668
Timehopping multiple-access, 668
Time-hopping ultra wideband (TH-UWB), 668
Time reversal, 677–678
Timing jitter, 323, 327
Total expectance, 67
Total expectation law, 23
Total probability theorem, 9, 16–17
Training sequence, 635
Transformations of random variables, 38
Transform-based code, 695
Transition codes, 266
Transition probabilities, 699
Transmission line, 187, 189
Transmit diversity, 604, 723
Transmitted reference, 673
Transversal filter, 143
Trellis-coded modulation (TCM), 795
Trellis diagram, 738, 788
Trellis truncation length, 794–795
Trivial codes, 749
Turbo code, 806
Turbo processing, 807
Twisted pair, 184
Two-dimensional Gaussian random variable,
34
Two-ray model, 201
U
Ultra-wideband (UWB), 235, 678
Unbiased estimator, 50
Uncertainty, 690
Uncertainty principle, 366
Uncorrelated random processes, 66, 70
Underground radio channel, 255
Underwater acoustic channel (UWA), 252
Unequal error protection, 832
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Uniform error property, 773
Uniform quantization, 123
Uniform random variable, 27
Union bound, 4, 391, 393
Unipolar code, 266
Unipolar non-return-to-zero (NRZ-u), 267
Unipolar return-to-zero (RZ-u), 268
Uniquely decodable codes, 695
Unit impulse, 91
properties, 92
Unit interval, 329
Unit-step function, 90
Unshielded twisted pair (UTP), 185
Up-sampling, 122
V
Variable-length source code, 698
Variance, 19
Variance of a random process, 64
Variance transfer, 831
Vector AWGN channel model, 176
Vector channel, 178
Vector quantization, 695
Vector space, 732
Vector subspace, 732
Venn diagram, 2
Vestigial symmetry, 315
VisSim/Comm
documentation, viii
instalation, xxv
license and support, xxv
manufacturers, xxv
Viterbi algorithm, 525, 738, 795
W
Wagner decoding, 831
Walsh–Hadamard sequences, 624
Water-filling, 641, 722
Water-pouring, 641, 722
Waveform channel, 173
Waveguide, 189–190
Wavelength division multiplexing (WDM),
191
Weak law of large numbers, 55
Weight, 738
Weight distribution, 739
Weight enumerator function (WEF), 737
White noise, 80
Wide-sense stationary, 63
Wide-sense stationary, uncorrelated scattering
(WSSUS), 219, 607
Wiener-Khintchine relations, 68
WiFi, 585
Windowing, 653
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Wireless channel, 199
correlation functions, 219
Doppler spread, 215
flat fading, 211
frequency selective, 214
large scale propagation, 200
multipath propagation, 207
outdoor, 200
small scale propagation, 207
tapped delay line, 214

Index
Wireless local area network (WLAN), 232
Wireless personal area networks (WPAN), 232
Wireless underground sensor network
(WUSN), 256
Wireline channels, 184
Z
Zeroth-order hold, 118, 290
Ziv-Lempel code, 694
Z-transform, 113

